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  Part 0: How To Use This Book · 01

  Orientation: SPDK Is Not Magic

  The whole map: hardware, runtime, bdev graph, transports, JSON-RPC, and diskengine.

  The honest starting point

SPDK feels like a black box because it sits at the intersection of several things that are usually hidden from application developers: SSD firmware behavior, NVMe queue mechanics, PCIe device access, DMA memory, Linux driver binding, event-loop scheduling, asynchronous C callbacks, and a large plugin-based storage framework. If you start by opening lib/bdev/bdev.c at a random line, the code looks like a pile of callbacks and intrusive lists. If you start at the bottom and climb one layer at a time, it becomes a machine.

This book is written for that second path. The goal is not to memorize every SPDK function. The goal is to build enough mental machinery that when you read a source file you know what questions to ask:

	What object is this function manipulating?
	Which thread owns that object?
	Is this code running in a reactor event, an spdk_thread message, a poller, an RPC handler, or a completion callback?
	Is the work synchronous, or did the function merely submit async work?
	Who completes the operation?
	Who frees the memory?
	What happens during reset, remove, -ENOMEM, hotplug, or shutdown?


Once those questions become automatic, SPDK source stops being mysterious. It remains dense, but it becomes readable because you can sort each function into a small number of roles: create an object, register an object, submit work, move work to an owner thread, poll progress, complete work, or tear an object down.

The first uncomfortable idea is that the call stack is often not the story. In normal blocking C, a function call may describe the full operation from start to finish. In SPDK, a function often allocates a context, submits work, returns, and relies on a later poller or callback to finish. This is why SPDK code is full of tiny context structs, callback function pointers, TAILQ lists, reference counts, and state flags. Those pieces are not decoration. They are the runtime's replacement for the blocking stack frame.

The second uncomfortable idea is that "userspace" does not mean "simple application code." SPDK moves performance-critical driver and storage-stack logic into a userspace process. That process still depends on the operating system for process isolation, VFIO, the IOMMU, hugepage setup, scheduling, signals, and filesystems used for ordinary files. But once the hot path is running, SPDK is intentionally trying to avoid syscalls, interrupts, sleeping locks, and scheduler wakeups in the IO path.

The daemon you actually run

In diskengine deployments, SPDK is usually not something your Go process links as an ordinary library. You run an SPDK application, most often a target-style daemon, and configure it through JSON-RPC. diskengine keeps desired state in its own world and asks SPDK to create, delete, export, or inspect C runtime objects.

That distinction matters. diskengine can decide that a volume should exist, but SPDK owns the struct spdk_bdev, struct spdk_io_channel, NVMe controller handles, lvolstore state, pollers, and transport objects. A successful JSON-RPC response means SPDK accepted or completed that method according to that method's contract. It does not automatically mean every downstream discovery, hotplug, reset, or VM-facing queue has fully converged. Later chapters will be precise about those contracts. For now, keep the separation clear:

	diskengine owns orchestration intent and talks over JSON-RPC.
	SPDK owns the userspace storage engine and hot IO path.
	Linux still owns the process, memory-management mechanisms, IOMMU/VFIO plumbing, and non-SPDK system services.
	Devices and remote peers own their side of NVMe, NVMe-oF, vhost, or vfio-user protocol behavior.


The generic SPDK target entry point is intentionally small:

/* app/spdk_tgt/spdk_tgt.c */
int
main(int argc, char **argv)
{
	struct spdk_app_opts opts = {};
	int rc;

	spdk_app_opts_init(&opts, sizeof(opts));
	opts.name = "spdk_tgt";
	if ((rc = spdk_app_parse_args(argc, argv, &opts, g_spdk_tgt_get_opts_string,
				      NULL, spdk_tgt_parse_arg, spdk_tgt_usage)) !=
	    SPDK_APP_PARSE_ARGS_SUCCESS) {
		return rc;
	}

	rc = spdk_app_start(&opts, spdk_tgt_started, NULL);
	spdk_app_fini();

	return rc;
}

This is the first useful orientation point: spdk_tgt is not a giant main() that manually constructs every bdev and transport. It prepares application options, then enters the SPDK event framework through spdk_app_start(). From there, command-line options, environment setup, reactors, RPC setup, subsystem initialization, and the application's start callback take over.

In lib/event/app.c, startup is guarded before any storage graph is built. The code checks the option structure, requires an application name, rejects a --wait-for-rpc configuration without an RPC server, picks a default reactor mask if needed, and configures logging before proceeding into lower-level setup. Those checks are not glamorous, but they explain many early failures: if the event framework cannot establish a coherent process-level runtime, no bdev or transport code should run yet.

The later startup handoff shows why --wait-for-rpc changes the mental model:

/* lib/event/app.c */
static void
app_do_spdk_subsystem_init(int rc, void *arg1)
{
	struct spdk_rpc_opts opts;

	if (rc) {
		spdk_app_stop(rc);
		return;
	}

	if (g_spdk_app.rpc_addr) {
		opts.size = SPDK_SIZEOF(&opts, log_level);
		opts.log_file = g_spdk_app.rpc_log_file;
		opts.log_level = g_spdk_app.rpc_log_level;

		rc = spdk_rpc_initialize(g_spdk_app.rpc_addr, &opts);
		if (rc) {
			spdk_app_stop(rc);
			return;
		}
		if (g_delay_subsystem_init) {
			return;
		}
		spdk_rpc_server_pause(g_spdk_app.rpc_addr);
	} else {
		SPDK_DEBUGLOG(app_rpc, "RPC server not started\n");
	}
	spdk_subsystem_init(app_subsystem_init_done, NULL);
}

If delayed subsystem initialization is enabled, this function starts the RPC server and returns before spdk_subsystem_init(). That is why "the process is listening for RPC" and "all SPDK subsystems are initialized" are different states. The point of --wait-for-rpc is to let a controller process provide configuration before runtime subsystems finish initialization. The edge case is obvious once you see this source: an RPC issued in the wrong phase may be rejected or may be a setup-phase RPC rather than a runtime operation.

The full stack you are trying to understand

At the highest level, your diskengine world uses SPDK as a storage engine daemon. diskengine is Go code. It does not link libspdk directly in the ordinary in-process sense. It speaks JSON-RPC over a Unix socket. SPDK owns the C runtime objects: bdevs, lvolstores, NVMe controllers, NVMe-oF subsystems, vhost controllers, pollers, threads, and channels.

The full path looks like this:

	A guest VM issues storage IO.
	QEMU exposes that IO to a host-side backend such as SPDK vhost-blk or vfio-user NVMe.
	SPDK turns guest queue activity into bdev IO.
	A RAID bdev may mirror or split that IO across base bdevs.
	The base bdevs may be remote NVMe-oF controllers attached over RDMA.
	On storage nodes, those remote exports are lvol bdevs.
	lvol bdevs are blobs inside a blobstore.
	Blobstore maps blob clusters onto a base bdev.
	The base bdev may be a physical NVMe namespace.
	The NVMe library turns IO into NVMe commands, puts them in submission queues, rings doorbells, polls completions, and returns completion callbacks back up the stack.


That is one path. SPDK also includes iSCSI, accel, crypto, malloc bdevs, null bdevs, passthru bdevs, TCP transports, RDMA transports, and many more pieces. The book focuses on the pieces you need for diskengine and for reading/extending the C source.

The shortest useful diagram is not a class hierarchy. It is a path of ownership handoffs:
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The dashed arrows are control-plane actions. The solid arrows are data-plane IO. Confusing those two planes causes bad debugging. A JSON-RPC method may create a bdev, export a namespace, or ask for status, but the guest's read and write completions are driven by SPDK pollers, channels, bdev module callbacks, NVMe queue completions, and transport-specific queue handling.

The four mental models

1. The hardware model

An SSD is not a magic byte array. It is a controller plus NAND flash. NAND has pages and erase blocks. It cannot overwrite in place the way RAM does. The SSD controller maintains a flash translation layer that maps host logical block addresses to physical flash locations. This is why write amplification, garbage collection, wear leveling, latency cliffs, TRIM/UNMAP, and power-loss behavior matter.

NVMe is the protocol host software uses to talk to modern SSDs. NVMe is a queue protocol. The host writes commands into submission queues in host memory. The device reads them with DMA, transfers payload data with DMA, writes completions into completion queues, and the host observes those completions. The driver is not "calling the SSD" like a normal function. It is publishing command descriptors into memory and ringing doorbells so the controller knows there is work.

This matters for SPDK because the fastest code path is organized around queues and polling, not around blocking syscalls. If a queue is full, if a controller resets, or if a device is removed while IO is outstanding, the software must preserve ownership and completion rules while the hardware state changes underneath it. Later chapters explain the NVMe queue machine in detail; for now, remember that SPDK's async style mirrors the device model.

2. The kernel-bypass model

Normal storage IO goes through Linux system calls, kernel block layers, kernel drivers, interrupts, wakeups, and copies. SPDK moves the driver and storage stack into userspace. It uses DPDK and VFIO to set up hugepage-backed DMA memory and direct device access. It polls instead of waiting for interrupts. This burns CPU to remove latency variance and kernel crossings.

This does not mean the kernel is gone. The kernel still provides process isolation, IOMMU support, VFIO, memory management, scheduling, and filesystems for normal files. SPDK removes the kernel from the hot storage data path after setup.

The official SPDK structural overview describes the repository in the same split you will see locally: C libraries under lib, public APIs under include/spdk, and runnable applications under app. It also calls out the env abstraction because SPDK needs operations POSIX does not provide, such as PCI enumeration and DMA-safe memory allocation. That is the shape to keep in your head: application code at the top, portable SPDK library APIs in the middle, and an environment layer below them for platform-specific capabilities.

3. The SPDK runtime model

SPDK is cooperative, event-driven C. Reactors are pinned OS threads. spdk_thread is a lightweight SPDK execution context scheduled on a reactor. Pollers are callbacks that run repeatedly. Messages are callbacks sent to another spdk_thread. io_channel is per-thread device state that allows hot paths to avoid locks.

The rule is simple and brutal: do not block. If a poller blocks, it stalls the reactor. If a callback waits synchronously for work that needs the same thread, it can deadlock. If you touch an object from the wrong thread, debug builds often assert because SPDK would rather crash than silently corrupt state.

The official concurrency guide states the core design directly: SPDK often assigns data to a single thread and asks other threads to pass messages to that owner. The local thread API documents the asynchronous contract:

/* include/spdk/thread.h */
/*
 * The message will be sent asynchronously - i.e. spdk_thread_send_msg will always return
 * prior to `fn` being called.
 *
 * Errors are handled internally and are fatal. Calling code can skip checking the return
 * value as it has been left only for compatibility.
 *
 * \param thread The target thread.
 * \param fn This function will be called on the given thread.
 * \param ctx This context will be passed to fn when called.
 *
 * \return 0 left for API compatibility
 */
int spdk_thread_send_msg(const struct spdk_thread *thread, spdk_msg_fn fn, void *ctx);

The implementation is short enough to be worth reading early:

/* lib/thread/thread.c */
int
spdk_thread_send_msg(const struct spdk_thread *thread, spdk_msg_fn fn, void *ctx)
{
	struct spdk_thread *local_thread;
	struct spdk_msg *msg;
	int rc;

	local_thread = _get_thread();

	msg = NULL;
	if (local_thread != NULL) {
		if (local_thread->msg_cache_count > 0) {
			msg = SLIST_FIRST(&local_thread->msg_cache);
			assert(msg != NULL);
			SLIST_REMOVE_HEAD(&local_thread->msg_cache, link);
			local_thread->msg_cache_count--;
		}
	}

	if (msg == NULL) {
		msg = spdk_mempool_get(g_spdk_msg_mempool);
		if (!msg) {
			SPDK_ERRLOG("msg could not be allocated\n");
			abort();
		}
	}

	msg->fn = fn;
	msg->arg = ctx;

	rc = spdk_ring_enqueue(thread->messages, (void **)&msg, 1, NULL);
	if (rc != 1) {
		SPDK_ERRLOG("msg could not be enqueued\n");
		abort();
	}

	thread_send_msg_notification(thread);

	return 0;
}

This excerpt is important because it shows three SPDK habits at once. First, a message is just a function pointer plus context. Second, allocation or enqueue failure here is fatal because the runtime treats message delivery as infrastructure, not optional application work. Third, the target function is not called inline. It runs only when the target spdk_thread is polled.

When reading source, ask whether the current function is running on the thread that owns the object. If not, look for spdk_thread_send_msg(), a channel iterator, or an event helper. Wrong-thread bugs in SPDK are often hidden as innocent-looking field access.

4. The bdev graph model

The bdev layer is SPDK's common block-device abstraction. A physical NVMe namespace is a bdev. An lvol is a bdev. A RAID device is a bdev. A vhost controller consumes a bdev. NVMe-oF exports bdevs as namespaces. A virtual bdev is just a bdev that forwards or transforms IO to one or more base bdevs.

Once you see the world as a bdev graph, diskengine becomes easier to reason about. It is constantly reconciling desired database state against actual SPDK bdev graph state.

The official bdev user guide describes bdev as SPDK's equivalent of the operating-system block layer above device drivers. That comparison is useful, but SPDK's implementation is modular and callback-driven rather than a clone of the Linux block layer. The backend contract is visible in include/spdk/bdev_module.h:

/* include/spdk/bdev_module.h */
/**
 * Function table for a block device backend.
 *
 * The backend block device function table provides a set of APIs to allow
 * communication with a backend. The main commands are read/write API
 * calls for I/O via submit_request.
 */
struct spdk_bdev_fn_table {
	/** Destroy the backend block device object. If the destruct process
	 *  for the bdev is asynchronous, return 1 from this function, and
	 *  then call spdk_bdev_destruct_done() once the async work is
	 *  complete. If the destruct process is synchronous, return 0 if
	 *  successful, or <0 if unsuccessful.
	 */
	int (*destruct)(void *ctx);

	/** Process the IO. */
	void (*submit_request)(struct spdk_io_channel *ch, struct spdk_bdev_io *);

	/** Check if the block device supports a specific I/O type. */
	bool (*io_type_supported)(void *ctx, enum spdk_bdev_io_type);

Every bdev module plugs into this shape. The generic bdev layer owns the common object model, descriptors, channels, splitting, QoS checks, reset handling, tracing, and submission flow. The module owns the backend-specific behavior. For an NVMe bdev, backend behavior means translating the bdev IO into NVMe commands. For a RAID bdev, it may mean splitting or mirroring to child bdevs. For a null bdev, it may mean completing synthetic IO without touching hardware.

The generic handoff point in lib/bdev/bdev.c is deliberately direct:

/* lib/bdev/bdev.c */
static inline void
bdev_submit_request(struct spdk_bdev *bdev, struct spdk_io_channel *ioch,
		    struct spdk_bdev_io *bdev_io)
{
	/* After a request is submitted to a bdev module, the ownership of an accel sequence
	 * associated with that bdev_io is transferred to the bdev module. So, clear the internal
	 * sequence pointer to make sure we won't touch it anymore. */
	if ((bdev_io->type == SPDK_BDEV_IO_TYPE_WRITE ||
	     bdev_io->type == SPDK_BDEV_IO_TYPE_READ) && bdev_io->u.bdev.accel_sequence != NULL) {
		assert(!bdev_io_needs_sequence_exec(bdev_io));
		bdev_io->internal.f.has_accel_sequence = false;
	}

	/* The generic bdev layer should not pass an I/O with a dif_check_flags set that
	 * the underlying bdev does not support. Add an assert to check this.
	 */
	assert((bdev_io->type != SPDK_BDEV_IO_TYPE_WRITE &&
		bdev_io->type != SPDK_BDEV_IO_TYPE_READ) ||
	       ((bdev_io->u.bdev.dif_check_flags & bdev->dif_check_flags) ==
		bdev_io->u.bdev.dif_check_flags));

	bdev->fn_table->submit_request(ioch, bdev_io);
}

Notice the ownership transfer comment. That is the kind of comment to slow down for. After the generic layer calls the module's submit_request, the module is responsible for eventually completing the spdk_bdev_io or forwarding it into another async path that will. If a module forgets to complete an IO, the upper layer does not magically recover. It waits.

The null bdev module is a small landmark because it shows both registration and backend submission without requiring hardware:

/* module/bdev/null/bdev_null.c */
static struct spdk_bdev_module null_if = {
	.name = "null",
	.module_init = bdev_null_initialize,
	.module_fini = bdev_null_finish,
	.async_fini = true,
	.get_ctx_size = bdev_null_get_ctx_size,
};

SPDK_BDEV_MODULE_REGISTER(null, &null_if)

static void
bdev_null_submit_request(struct spdk_io_channel *_ch, struct spdk_bdev_io *bdev_io)
{
	struct null_bdev_io *null_io = (struct null_bdev_io *)bdev_io->driver_ctx;
	struct null_io_channel *ch = spdk_io_channel_get_ctx(_ch);
	struct spdk_bdev *bdev = bdev_io->bdev;
	struct spdk_dif_ctx dif_ctx;
	struct spdk_dif_error err_blk;
	int rc;
	struct spdk_dif_ctx_init_ext_opts dif_opts;

That snippet starts the module side of the contract. It receives the per-thread channel, recovers module-private IO context from driver_ctx, and operates on bdev_io. Later in that file, the module completes the IO. Even a fake device follows the same basic contract: register a module, provide a function table, receive bdev IO, and complete it.

Subsystems: why startup is ordered

SPDK has many independently built libraries and modules, but a daemon still needs a coherent initialization order. The event subsystem mechanism gives modules a way to register themselves and declare dependencies. The registration macro is simple:

/* include/spdk_internal/init.h */
struct spdk_subsystem {
	const char *name;
	/* User must call spdk_subsystem_init_next() when they are done with their initialization. */
	void (*init)(void);
	void (*fini)(void);

	void (*write_config_json)(struct spdk_json_write_ctx *w);
	TAILQ_ENTRY(spdk_subsystem) tailq;
};

struct spdk_subsystem_depend {
	const char *name;
	const char *depends_on;
	TAILQ_ENTRY(spdk_subsystem_depend) tailq;
};

#define SPDK_SUBSYSTEM_REGISTER(_name) \
	__attribute__((constructor)) static void _name ## _register(void)	\
	{									\
		spdk_add_subsystem(&_name);					\
	}

The important part is not the macro trick itself. The important part is that subsystems form a dependency graph before initialization runs. For example, local source shows nvmf depends on bdev, keyring, and sock; vhost_blk depends on bdev; and bdev depends on lower services such as accel, keyring, vmd, sock, and iobuf. That is why a storage daemon is not just "start RPC and make bdevs." It must initialize lower services first, then consumers.

The edge case follows from the comment in struct spdk_subsystem: a subsystem that starts async initialization must call spdk_subsystem_init_next() when it is done. If it forgets, startup hangs in the middle of the dependency chain. If it calls next too early, later subsystems may run against partially initialized state. This is a common SPDK reading pattern: the tiny callback contract carries the correctness of the whole flow.

What to read locally

Use these files as landmarks:

	README.md for SPDK's own high-level promise.
	doc/overview.md, doc/concurrency.md, and doc/bdev.md for local copies of the official explanations.
	app/spdk_tgt/spdk_tgt.c for the generic target entry point.
	lib/event/app.c for app startup, RPC startup, delayed subsystem initialization, and shutdown.
	include/spdk_internal/init.h and module/event/subsystems/* for subsystem registration and dependency declarations.
	lib/event/reactor.c for reactor loops.
	lib/thread/thread.c and include/spdk/thread.h for spdk_thread, messages, pollers, and channels.
	lib/bdev/bdev.c, include/spdk/bdev.h, and include/spdk/bdev_module.h for bdev.
	module/bdev/null/bdev_null.c for a small bdev module.
	module/bdev/nvme/ for the NVMe bdev module.
	lib/nvme/ for the initiator-side NVMe library.
	lib/nvmf/ and module/event/subsystems/nvmf/ for the target-side NVMe-oF library and subsystem wiring.
	lib/blob/, lib/lvol/, and module/bdev/lvol/ for blobstore and lvol.
	module/bdev/raid/ for RAID.
	lib/vhost/, module/event/subsystems/vhost_blk/, and lib/nvmf/vfio_user.c for VM-facing transports.
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/ for diskengine's JSON-RPC client.


Read those files in this order if you are new:

	app/spdk_tgt/spdk_tgt.c: see how little the application entry point does.
	lib/event/app.c: follow spdk_app_start(), app_do_spdk_subsystem_init(), and app_subsystem_init_done().
	include/spdk_internal/init.h: learn what a subsystem promises.
	module/event/subsystems/bdev/bdev.c: see the bdev subsystem enter the event framework.
	include/spdk/thread.h and lib/thread/thread.c: learn the message and poller vocabulary.
	include/spdk/bdev_module.h: read the bdev backend contract.
	module/bdev/null/bdev_null.c: trace a small module from registration to IO completion.
	lib/bdev/bdev.c: return to the large file after the smaller landmarks make the vocabulary familiar.


Primary external references

Keep these open while studying:

	SPDK official documentation
	SPDK Concepts
	SPDK Structural Overview
	SPDK Block Device User Guide
	SPDK Block Device Layer Programming Guide
	SPDK Message Passing and Concurrency
	SPDK NVMe Driver
	SPDK NVMe-oF Target
	SPDK Blobstore Programmer's Guide
	SPDK Logical Volumes
	NVM Express specifications
	Linux kernel VFIO documentation
	DPDK EAL documentation
	QEMU vfio-user protocol documentation


How to use this book

Read Part 1 even if you are tempted to jump to SPDK. If you do not understand why DMA memory must be special, why NVMe is queue-based, or why NAND cannot overwrite in place, many SPDK choices will look arbitrary.

When a chapter shows a source path, open it in the repo. Do not only read the quoted excerpts. The excerpt is the doorway. The file is the lesson.

When a lab asks you to predict behavior, actually predict before reading the answer or running a command. SPDK debugging is mostly state classification. You get better by forcing yourself to name the state before poking it.

When reading an SPDK source file, keep four columns in your notes:

	Object: the struct whose lifetime matters.
	Owner: the spdk_thread, module, descriptor, or subsystem that may mutate it.
	Progress: the poller, message, queue completion, or callback that advances it.
	Terminal event: the callback, completion, unregister, or free that ends the operation.


For example, a bdev write has a struct spdk_bdev_io object. Its channel is per-thread state. The generic bdev layer may split it, queue it, trace it, or pass it to a module. The module eventually completes it or forwards it to lower IO that will complete. The terminal event is not the function returning from submission; it is the eventual completion callback.

Failure modes to remember from day one

SPDK failures often look strange until you classify which invariant was broken.

A blocked poller is a local bug with global symptoms. If the reactor runs one callback that spins or waits synchronously, other pollers on that reactor do not make progress. That can look like an NVMe, RPC, or bdev hang even when the root cause is one callback refusing to yield.

A missing completion is worse than an error completion. If a bdev module detects failure and completes the IO with failed status, upper layers can unwind. If it loses the IO or returns from submit_request without arranging completion, the request hangs.

A wrong-thread access can be silent in release builds and fatal in debug builds. SPDK's model is not "protect every field with a mutex." It is "mutate this object on its owner thread or pass a message to that owner." When you see a field access, ask why the current thread is allowed to do it.

An RPC success can be narrower than the operational state you care about. Some RPCs create configuration objects. Some trigger asynchronous work. Some report state that can change immediately after the response. A controller like diskengine must often follow a successful RPC with polling, inspection, or reconciliation against expected graph state.

Reset and remove paths are part of the design, not afterthoughts. A physical NVMe controller can reset, a remote path can disappear, a bdev can be removed while descriptors exist, or a VM-facing queue can disconnect. The happy path teaches vocabulary. The edge paths teach correctness.

Self-check

	Can you explain why diskengine is not "using an SPDK library" in the normal linked-library sense?
	Can you name the four core mental models: hardware, kernel bypass, runtime, bdev graph?
	Can you point to the source file that owns reactor polling?
	Can you point to the source file that owns bdev IO routing?
	Can you explain why "RPC returned success" may not mean "the storage graph is fully converged"?
	Can you explain why spdk_thread_send_msg() returning 0 does not mean the target function already ran?
	Can you explain what a bdev module promises when it implements submit_request?
	Can you name one startup state where the RPC server exists but runtime subsystems are not initialized yet?
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  The Reader Contract: How To Learn SPDK Without Drowning

  A method for reading async C storage source: object, owner, thread, callback, cleanup.

  The problem with reading SPDK like normal application code

If you read SPDK as if it were a request/response web server, it will hurt. A web handler often receives a request, calls functions, returns a response, and the stack unwinds. SPDK code often receives an event, allocates a context object, submits work, returns immediately, and finishes later in a callback that may run on the same spdk_thread or a different one. The call stack is not the story. The state machine is the story.

This is why the code is full of small structs named ctx, req, task, iter, cb_arg, and *_ctx. Those objects are the synthetic stack frames for async C. They carry the variables that a blocking implementation would have kept on the stack.

The official SPDK concurrency documentation describes the same model from the runtime side: SPDK tries to avoid shared mutable data protected by locks, assigns data to an owning thread when possible, and sends a small message to that owner when another thread needs work done. It also calls spdk_thread a lightweight, stackless thread of execution. That word "stackless" is the key to reading the code. If a function returns before the work is done, then the real continuation cannot be on the C stack. It must be in a heap object, a queued message, a poller, a completion callback, or some combination of those.

This book's reader contract is therefore simple: every time a line of SPDK code feels mysterious, stop trying to make the call stack explain it. Instead, identify the object, the owner, the current thread, the callback path, and the cleanup path. Those five facts usually explain the code's shape.

The public thread API says this directly:

/* include/spdk/thread.h */
/**
 * Send a message to the given thread.
 *
 * The message will be sent asynchronously - i.e. spdk_thread_send_msg will always return
 * prior to `fn` being called.
 *
 * Errors are handled internally and are fatal. Calling code can skip checking the return
 * value as it has been left only for compatibility.
 *
 * \param thread The target thread.
 * \param fn This function will be called on the given thread.
 * \param ctx This context will be passed to fn when called.
 *
 * \return 0 left for API compatibility
 */
int spdk_thread_send_msg(const struct spdk_thread *thread, spdk_msg_fn fn, void *ctx);

That one comment prevents a common beginner mistake. spdk_thread_send_msg() returning 0 does not mean fn(ctx) has already run. It means the runtime accepted responsibility for arranging that future callback. The object behind ctx must remain valid until the callback runs, and the callback must know whether it owns that object and when to free it.

The five-question reading loop

Every time you enter a new SPDK function, ask these questions.

1. What object is this about?

Examples:

	struct spdk_bdev
	struct spdk_bdev_io
	struct spdk_bdev_desc
	struct spdk_io_channel
	struct spdk_thread
	struct spdk_poller
	struct spdk_nvme_ctrlr
	struct spdk_nvme_qpair
	struct spdk_lvol
	struct spdk_blob
	struct spdk_nvmf_request
	struct spdk_nvmf_qpair


Do not start with helpers. Start with the object. Find its struct definition. Read the fields. Look for embedded TAILQ_ENTRY, RB_ENTRY, reference counts, state enums, callbacks, and owner pointers.

This is not just a navigation trick. In SPDK, the object usually tells you what kind of lifetime you are looking at. A struct spdk_bdev represents a registered block device and its module-facing identity. A struct spdk_bdev_io represents one request flowing through the bdev layer. A struct spdk_io_channel represents per-thread access to an I/O device. A struct spdk_poller represents repeated work on a thread. If you confuse those lifetimes, the code will look arbitrary.

For example, when you see struct spdk_bdev_io *bdev_io, treat it as the request object. It carries the operation type, the bdev, the caller's callback, the caller's callback argument, the channel, status, and internal bookkeeping. The module does not usually allocate this object itself. The bdev layer allocates and initializes it, then calls the module's submit_request function. That means the module's obligation is not "return a value." Its obligation is "eventually complete this request exactly once."

2. Who owns it?

Ownership in SPDK usually means one or more of:

	The current spdk_thread owns access to mutable state.
	A module owns a bdev it registered.
	A descriptor owns an open claim.
	A channel owns per-thread resources.
	A controller owns qpairs and namespaces.
	A request owns child IOs until completion.
	A callback context owns heap memory until the terminal callback frees it.


Ownership bugs are the source of many hard failures. A wrong-thread channel put is not a style issue. It is a correctness issue.

The practical test for ownership is: who is allowed to mutate this field right now? SPDK often answers "the current spdk_thread" instead of "whoever has a pointer." A pointer proves reachability, not permission. If code needs to mutate an object owned by another thread, it should send a message to that thread or use an API that does that internally.

spdk_io_channel is the clearest example. The SPDK concurrency docs describe it as per-thread context associated with an spdk_io_device; the bdev module guide says the bdev layer calls get_io_channel once per thread, caches the result, and passes that thread's channel to submit_request. That is why channel create/destroy functions, channel iteration, and channel puts are so sensitive to thread context. A channel is not just a handle. It is a thread-local lane of access.

When ownership transfers across a callback boundary, write down the rule in plain English before you trust your understanding. Example: "The bdev layer owns bdev_io until it invokes my completion callback; inside the callback I may inspect it and must call spdk_bdev_free_io() when the public API requires that." The exact free rule varies by API, so do not generalize blindly. The habit is what matters.

3. Is this synchronous or asynchronous?

SPDK functions often return an integer that only tells you whether submission succeeded. The actual operation completes later. Examples:

	bdev IO submission returns before IO completion.
	lvol create/delete/resize uses callbacks.
	blobstore metadata operations use callbacks.
	subsystem initialization is async and must call the next init step.
	config replay sends JSON-RPC requests and waits for responses through a poller.


If a function takes a callback and callback argument, assume the return value is not the final result unless the documentation explicitly says otherwise.

This distinction is the source of many wrong mental models:

	Submission success means the request was accepted for execution.
	Operation success means the terminal callback reported success.
	Cleanup success means all references and temporary resources were released after completion.


Those are three different facts. One request can pass the first and fail the second. Another can fail before submission and still require a callback so the caller's state machine can make progress. Another can complete successfully but leak a context object if the terminal path forgets to free it.

The bdev completion callback type makes the operation-result boundary visible:

/* include/spdk/bdev.h */
/**
 * Block device completion callback.
 *
 * \param bdev_io Block device I/O that has completed.
 * \param success True if I/O completed successfully or false if it failed;
 * additional error information may be retrieved from bdev_io by calling
 * spdk_bdev_io_get_nvme_status() or spdk_bdev_io_get_scsi_status().
 * \param cb_arg Callback argument specified when bdev_io was submitted.
 */
typedef void (*spdk_bdev_io_completion_cb)(struct spdk_bdev_io *bdev_io,
		bool success,
		void *cb_arg);

Notice what the callback receives: the completed request, a simplified success boolean, and the caller's original context. That context is the manual stack frame. If the caller submitted several child I/Os, the context may include an outstanding count. If it submitted one I/O as part of a larger state machine, the context may include the next state. If the callback is terminal, it may free the context. The callback is not an afterthought; it is where the synchronous version of the function would have resumed.

4. Which thread must run the next step?

SPDK avoids locks by moving work to the owner thread. That means you must trace messages:

spdk_thread_send_msg(thread, fn, ctx);

This does not call fn immediately unless you are using a helper that explicitly executes inline for the current thread. It enqueues a message to another spdk_thread. The callback runs when that target thread is polled.

The implementation reinforces the API comment. spdk_thread_send_msg() allocates or reuses a message object, stores the function pointer and context pointer in it, enqueues it on the target thread's ring, and notifies the target thread. It does not run the function:

/* lib/thread/thread.c */
msg->fn = fn;
msg->arg = ctx;

rc = spdk_ring_enqueue(thread->messages, (void **)&msg, 1, NULL);
if (rc != 1) {
	SPDK_ERRLOG("msg could not be enqueued\n");
	abort();
}

thread_send_msg_notification(thread);

return 0;

The other half of the story is spdk_thread_poll(). Polling temporarily makes the target spdk_thread current in thread-local storage, runs messages and pollers through thread_poll(), handles exit work, updates statistics, and restores the previous current thread:

/* lib/thread/thread.c */
spdk_thread_poll(struct spdk_thread *thread, uint32_t max_msgs, uint64_t now)
{
	struct spdk_thread *orig_thread;
	int rc;

	orig_thread = _get_thread();
	tls_thread = thread;

	if (now == 0) {
		now = spdk_get_ticks();
	}

	if (spdk_likely(!thread->in_interrupt)) {
		rc = thread_poll(thread, max_msgs, now);
		if (spdk_unlikely(thread->state == SPDK_THREAD_STATE_EXITING)) {
			thread_exit(thread, now);
		}
	} else {
		rc = spdk_fd_group_wait(thread->fgrp, 0);
	}

	thread_update_stats(thread, spdk_get_ticks(), now, rc);
	tls_thread = orig_thread;

	return rc;
}

That temporary tls_thread = thread assignment is why many assertions read like "this function must run on the owning SPDK thread." The code is not asking which pthread happens to be executing. It is asking which SPDK lightweight thread is current during this poll slice.

When you trace a bug, draw the message path as a sequence:

current callback -> spdk_thread_send_msg(owner, next_fn, ctx)
owner poll slice -> next_fn(ctx)
next_fn -> completes, sends another message, or arms a poller

If a step is missing, the state machine stalls. If a step runs on the wrong thread, the assertions may fire or the per-thread data may be corrupted.

5. Who completes and who frees?

Every async path needs a terminal event. Find it.

For bdev IO, the terminal event is usually:

spdk_bdev_io_complete(bdev_io, status);

For JSON-RPC, it may be:

spdk_jsonrpc_send_result(request, w);

For subsystem init:

spdk_subsystem_init_next(rc);

For channel iteration:

spdk_for_each_channel_continue(i, status);

When debugging a hang, ask: which required completion was never called?

Completion is usually more than a callback invocation. It often updates accounting, removes the request from an outstanding list, handles retries, resumes waiters, or sends the callback to the original thread. In bdev, the public module-facing completion API starts by validating that the I/O is still pending and then records the terminal status:

/* lib/bdev/bdev.c */
void
spdk_bdev_io_complete(struct spdk_bdev_io *bdev_io, enum spdk_bdev_io_status status)
{
	struct spdk_bdev *bdev = bdev_io->bdev;
	struct spdk_bdev_channel *bdev_ch = bdev_io->internal.ch;
	struct spdk_bdev_shared_resource *shared_resource = bdev_ch->shared_resource;

	if (spdk_unlikely(bdev_io->internal.status != SPDK_BDEV_IO_STATUS_PENDING)) {
		SPDK_ERRLOG("Unexpected completion on IO from %s module, status was %s\n",
			    spdk_bdev_get_module_name(bdev),
			    bdev_io_status_get_string(bdev_io->internal.status));
		assert(false);
	}
	bdev_io->internal.status = status;

	if (spdk_unlikely(bdev_io->type == SPDK_BDEV_IO_TYPE_RESET)) {
		assert(bdev_io == bdev->internal.reset_in_progress);
		spdk_bdev_for_each_channel(bdev, bdev_unfreeze_channel, bdev_io,
					   bdev_reset_complete);
		return;
	}

That status != PENDING assertion is a useful reading clue. The bdev layer expects exactly one terminal completion for each submitted I/O. Double-completion is not harmless. Missing completion is not harmless. The first corrupts ownership; the second strands the caller's state machine.

The final callback handoff asserts that the code is back on the original bdev I/O thread before invoking the caller's callback:

/* lib/bdev/bdev.c */
static inline void
_bdev_io_complete(void *ctx)
{
	struct spdk_bdev_io *bdev_io = ctx;

	if (spdk_unlikely(bdev_io_use_accel_sequence(bdev_io))) {
		assert(bdev_io->internal.status != SPDK_BDEV_IO_STATUS_SUCCESS);
		spdk_accel_sequence_abort(bdev_io->internal.accel_sequence);
	}

	assert(bdev_io->internal.cb != NULL);
	assert(spdk_get_thread() == spdk_bdev_io_get_thread(bdev_io));

	bdev_io->internal.cb(bdev_io, bdev_io->internal.status == SPDK_BDEV_IO_STATUS_SUCCESS,
			     bdev_io->internal.caller_ctx);
}

This is the callback contract in code form: complete once, on the right thread, with the caller's context preserved.

Why edge cases matter more than happy path

Storage systems spend most of their complexity on edge cases:

	device disappears
	controller resets
	queue is full
	CQ has no free slots
	allocation returns -ENOMEM
	bdev is being removed
	descriptor is still open
	lvolstore metadata is not loaded yet
	duplicate name after restart
	reset is draining outstanding IO
	channel destruction is deferred
	config replay issues an RPC in the wrong phase


A happy-path-only tutorial is actively dangerous because it teaches the wrong shape. SPDK code is built around preserving invariants when these edge cases happen.

The edge case is often the real design. Consider a bdev I/O that cannot allocate a buffer immediately. The correct behavior is not necessarily "fail now." It might be "queue on a wait list and retry later." Consider a reset. The correct behavior is not "mark reset done." It might be "freeze channels, complete or abort outstanding I/O, unfreeze channels, then complete reset." Consider channel iteration. The correct behavior is not "loop through channels in a for loop." The channels live on different SPDK threads, so the iterator has to send messages and wait for each per-thread callback to explicitly continue.

Here is the channel-iteration shape:

/* lib/thread/thread.c */
if (thr_link != NULL) {
	i->dev->for_each_count++;
	i->cur_thread = thr_link->thread;
	spdk_thread_send_msg(i->cur_thread, _call_channel, i);
	pthread_mutex_unlock(&g_devlist_mutex);
	return;
}

end:
pthread_mutex_unlock(&g_devlist_mutex);

spdk_thread_send_msg(i->orig_thread, _call_completion, i);

And here is the continuation that advances to the next owning thread or returns to the original thread:

/* lib/thread/thread.c */
void
spdk_for_each_channel_continue(struct spdk_io_channel_iter *i, int status)
{
	struct spdk_thread *thread;
	struct io_device *dev;

	assert(i->cur_thread == spdk_get_thread());

	i->status = status;

	pthread_mutex_lock(&g_devlist_mutex);
	dev = i->dev;
	if (status) {
		goto end;
	}

	thread = io_dev_get_next_thread(i->dev, i->cur_thread);
	if (thread != NULL) {
		i->cur_thread = thread;
		spdk_thread_send_msg(i->cur_thread, _call_channel, i);
		pthread_mutex_unlock(&g_devlist_mutex);
		return;
	}

Now the hang question is concrete. If a channel callback never calls spdk_for_each_channel_continue(), the iterator never sends the next _call_channel message and never sends _call_completion back to the original thread. The system is not "slow"; the state machine is missing its transition.

Read error paths with this same discipline. For every return, ask whether this function has already completed the request, queued it for later, transferred ownership to another object, or left completion to its caller. A short function with three early returns can be harder than a long function if each return has a different ownership outcome.

A complete small example: null bdev

The null bdev module is a good first source tour because it has the same bdev contracts as a hardware-backed module without a device-specific transport. The official bdev module guide explicitly recommends it as a starting point for custom modules.

The module registers itself and provides a function table. The important reader move is to connect submit_request in the table to the function that must eventually complete each I/O:

/* module/bdev/null/bdev_null.c */
SPDK_BDEV_MODULE_REGISTER(null, &null_if)

static const struct spdk_bdev_fn_table null_fn_table = {
	.destruct		= bdev_null_destruct,
	.submit_request		= bdev_null_submit_request,
	.io_type_supported	= bdev_null_io_type_supported,
	.get_io_channel		= bdev_null_get_io_channel,
	.write_config_json	= bdev_null_write_config_json,
};

Inside bdev_null_submit_request(), a read with no caller-provided buffer gets pointed at the module's shared read buffer when the size is allowed. Unsupported or invalid cases complete with failure. Supported cases are inserted onto the per-channel queue:

/* module/bdev/null/bdev_null.c */
case SPDK_BDEV_IO_TYPE_READ:
	if (bdev_io->u.bdev.iovs[0].iov_base == NULL) {
		assert(bdev_io->u.bdev.iovcnt == 1);
		if (spdk_likely(bdev_io->u.bdev.num_blocks * bdev_io->bdev->blocklen <=
				SPDK_BDEV_LARGE_BUF_MAX_SIZE)) {
			bdev_io->u.bdev.iovs[0].iov_base = g_null_read_buf;
			bdev_io->u.bdev.iovs[0].iov_len = bdev_io->u.bdev.num_blocks * bdev_io->bdev->blocklen;
		} else {
			SPDK_ERRLOG("Overflow occurred. Read I/O size %" PRIu64 " was larger than permitted %d\n",
				    bdev_io->u.bdev.num_blocks * bdev_io->bdev->blocklen,
				    SPDK_BDEV_LARGE_BUF_MAX_SIZE);
			spdk_bdev_io_complete(bdev_io, SPDK_BDEV_IO_STATUS_FAILED);
			return;
		}
	}
	TAILQ_INSERT_TAIL(&ch->io, null_io, link);
	break;

That TAILQ_INSERT_TAIL is not completion. It is submission into the module's per-channel work queue. The module still owes the bdev layer a terminal spdk_bdev_io_complete().

The terminal event comes from the channel poller:

/* module/bdev/null/bdev_null.c */
static int
null_io_poll(void *arg)
{
	struct null_io_channel		*ch = arg;
	TAILQ_HEAD(, null_bdev_io)	io;
	struct null_bdev_io		*null_io;

	TAILQ_INIT(&io);
	TAILQ_SWAP(&ch->io, &io, null_bdev_io, link);

	if (TAILQ_EMPTY(&io)) {
		return SPDK_POLLER_IDLE;
	}

	while (!TAILQ_EMPTY(&io)) {
		null_io = TAILQ_FIRST(&io);
		TAILQ_REMOVE(&io, null_io, link);
		spdk_bdev_io_complete(spdk_bdev_io_from_ctx(null_io), SPDK_BDEV_IO_STATUS_SUCCESS);
	}

	return SPDK_POLLER_BUSY;
}

This tiny path contains the whole reader contract:

	Object: bdev_io is the request; null_io is the module's per-I/O driver context; ch is the per-thread channel.
	Owner: the channel poller owns the ch->io queue while it drains it.
	Async boundary: submit_request may return after queueing the I/O.
	Next thread: the poller runs when the SPDK thread owning the channel is polled.
	Terminal event: spdk_bdev_io_complete() returns the result to the bdev layer, which invokes the caller's completion callback on the expected thread.


The source tour method

When you read a file, do this:

	Find the public entry points.
	Find the state structs.
	Find the registration macro.
	Find the callback types.
	Find the completion function.
	Find error cleanup labels.
	Find reset/remove/shutdown paths.
	Find tests.


For example, in a bdev module:

	public RPC handler in *_rpc.c
	module registration with SPDK_BDEV_MODULE_REGISTER
	bdev function table with submit_request
	channel create/destroy
	base bdev event callback if virtual
	spdk_bdev_io_complete
	destruct callback


Add two more passes after that first mechanical tour.

First, make an ownership map. It can be a three-column note:

object                owner / valid thread                 terminal action
spdk_bdev_io          bdev layer, then module in submit     spdk_bdev_io_complete()
module io ctx         module while request is outstanding   implicit with bdev_io/free path
spdk_io_channel       current SPDK thread                   spdk_put_io_channel()
callback ctx          submitting state machine              terminal callback frees or advances

Second, make a failure map. For each allocation, queue insertion, device state check, or unsupported operation, record whether the path completes the request, queues it, retries it, or returns an error to the caller. This catches the most common misunderstanding: an early return is not automatically a leak or a bug. It is only suspicious if no one now owns the next transition.

The callback-context rule

A callback context is a manual stack frame. Treat it like a small heap-allocated activation record with three responsibilities:

	It preserves local variables across the async gap.
	It identifies the next state or terminal callback.
	It makes cleanup possible even when the path fails early.


Good context structs are boring. They hold pointers to the objects they need, a callback and callback argument, counters for child work, and sometimes a status field. Bad context structs hide ownership by mixing long-lived objects with one-shot state or by freeing themselves in more than one branch.

When reading a callback chain, find the allocation site and write down all terminal frees. If there are two terminal callbacks, ask why there are two. If there is no terminal free, look for reference-counted ownership or an object embedded in a larger parent. If neither exists, you may have found a leak.

The return-value rule

Do not ask "did this function succeed?" until you know what kind of function it is.

For synchronous helpers, the return value may be the result. For submission functions, the return value may only mean the request entered the async machinery. For message sends in SPDK's thread abstraction, the public API says the return value is left for compatibility and errors are fatal internally. For pollers, the return value is not a user result at all; it tells the scheduler whether the poller did work.

This is why examples in later chapters will separate the words "submitted," "completed," "failed," "aborted," "freed," and "destroyed." Those words are not synonyms.

Source reading path for this chapter

Read these in order before diving into a large subsystem:

	include/spdk/thread.h: read spdk_msg_fn, spdk_poller_fn, spdk_thread_send_msg(), spdk_thread_poll(), and spdk_for_each_channel_continue().
	lib/thread/thread.c: read spdk_thread_send_msg(), spdk_thread_poll(), spdk_for_each_channel(), and spdk_for_each_channel_continue().
	include/spdk/bdev.h: read spdk_bdev_io_completion_cb and the public bdev I/O submission APIs near the operation you care about.
	lib/bdev/bdev.c: read bdev_io_init(), bdev_io_do_submit(), spdk_bdev_io_complete(), _bdev_io_complete(), and one split or reset path.
	module/bdev/null/bdev_null.c: read null_fn_table, bdev_null_submit_request(), channel creation, poller registration, null_io_poll(), and destruct.
	Only then move to a hardware-backed module such as NVMe bdev. The contracts are easier to see after the null module.


Keep the official SPDK "Message Passing and Concurrency" and "Writing a Custom Block Device Module" pages open while reading. They explain the intent; the source shows the enforcement.

Labs

Lab 1: classify a function

Open lib/thread/thread.c and find spdk_thread_poll. Answer:

	What object does it operate on?
	Does it block?
	What callbacks can it execute?
	What does its return value mean?
	What state does it temporarily set?


Expected shape of the answer: it operates on one struct spdk_thread; it does not block in normal poll mode; it can execute queued messages and pollers through thread_poll(); its return value is scheduler/accounting information about work done, not an application operation result; and it temporarily sets tls_thread so APIs like spdk_get_thread() see the polled SPDK thread.

Lab 2: classify a diskengine RPC wrapper

Open /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go. Pick BdevNvmeAttachController.

	What JSON-RPC method is sent?
	What does the Go wrapper consider success?
	Does success mean the resulting bdev is fully examined?
	Where in SPDK is that RPC handler registered?


Expected shape of the answer: separate JSON-RPC transport success from SPDK operation success and from later bdev examine state. If the wrapper returns after receiving an RPC result, do not assume every asynchronous SPDK side effect has become visible unless the RPC contract says so. Then trace the RPC method into SPDK's RPC registration and handler.

Lab 3: find the terminal callback

Open module/bdev/null/bdev_null.c. Find the path for a read. Where does the module eventually call spdk_bdev_io_complete? What would happen if it forgot?

Expected shape of the answer: bdev_null_submit_request() queues a supported read on the channel's io tailq; null_io_poll() drains that queue and calls spdk_bdev_io_complete(..., SPDK_BDEV_IO_STATUS_SUCCESS). If it forgot, the caller's bdev completion callback would never run, outstanding accounting would not unwind, and any state machine waiting for that I/O would stall.

Lab 4: explain a channel-iteration hang

Open lib/thread/thread.c and read spdk_for_each_channel() plus spdk_for_each_channel_continue(). Suppose the per-channel callback returns without calling spdk_for_each_channel_continue().

	Which object is stranded?
	Which thread was supposed to receive the next message?
	Which completion callback will not run?
	Why is this a state-machine bug rather than a CPU scheduling bug?


Self-check

	Why is a callback context object like a manual stack frame?
	Why is "who frees this" as important as "what does this do"?
	What is the difference between submission success and operation success?
	Why can a missing spdk_for_each_channel_continue hang a system?
	Why is a pointer not the same thing as permission to mutate an object?
	Why does spdk_thread_poll() temporarily set the current SPDK thread?
	In the null bdev read path, where is the async boundary and where is the terminal event?
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  Chapter Goal

A block device is the lie that makes storage programming possible. It tells software: "Give me a logical block address and a length, and I will read or write that range." It hides heads, cylinders, NAND pages, erase blocks, caches, remaps, retries, and controller firmware. SPDK is built around that same promise: almost every storage object eventually becomes a struct spdk_bdev, even when the backing thing is an NVMe namespace, a malloc buffer, a file, a RAID volume, a logical volume, or a remote export.

By the end of this chapter, you should be able to explain the difference between bytes, sectors, and logical blocks; reason about alignment and atomicity; explain why flush, FUA, unmap, write zeroes, and metadata matter; and read the SPDK bdev structure without treating its fields as random driver trivia.

Beginner Mental Model

Imagine a huge numbered shelf of fixed-size boxes:

logical block number:   0      1      2      3      4      5
                      +------+------+------+------+------+------+
contents:             | 4KiB | 4KiB | 4KiB | 4KiB | 4KiB | 4KiB |
                      +------+------+------+------+------+------+

The host does not ask "put this byte at NAND die 3, plane 1, block 22, page 17." It asks "write 8 logical blocks starting at LBA 128." A block device turns byte-oriented user data into block-oriented commands. The simplest block device contract has four pieces:

	A fixed logical block size, commonly 512 bytes or 4096 bytes.
	A count of logical blocks.
	Operations such as read, write, flush, unmap, reset, and write zeroes.
	Rules about which addresses, lengths, and buffers are legal or fast.


That last line is where most production bugs hide. A block device is not an infinite byte array with magical durability. It is an asynchronous state machine with geometry, caching, media limits, and failure modes.

Bytes, Sectors, And Logical Blocks

A byte is the CPU's smallest addressable unit. A sector was historically the disk drive's native transfer unit, often 512 bytes. A logical block is the unit exposed by a modern storage API. In practice people still say "sector" when they mean "logical block," but the distinction matters when devices expose 512-byte logical blocks backed by 4096-byte physical sectors or when metadata/DIF adds extra bytes per block.

In SPDK, bdev APIs use blocks for most storage operations. The public getters expose that geometry. The block size is in bytes; the capacity is in logical blocks; a caller computes byte capacity by multiplying the two only after validating that the multiplication cannot overflow in the caller's own type.

	include/spdk/bdev.h:807 declares spdk_bdev_get_block_size().
	include/spdk/bdev.h:830 declares spdk_bdev_get_num_blocks() and documents that valid logical blocks are numbered from 0 through num_blocks - 1.
	include/spdk/bdev_module.h:436 and include/spdk/bdev_module.h:445 show the backend fields blocklen and blockcnt.


The most important beginner rule is this: offsets and lengths in a block API are not byte offsets unless the function name says so. offset_blocks = 10 on a 4096-byte bdev means byte offset 40960, not byte offset 10.

SPDK intentionally provides both byte-oriented and block-oriented entry points. The byte-oriented APIs are convenient at an application boundary, but they still convert to whole blocks before the bdev layer accepts the request. If the offset or length is not a multiple of the bdev block size, the call fails before it reaches the backend module. That is why a caller that thinks in bytes should normalize once at the edge, then keep the rest of the path in blocks.

There is also a second distinction hidden in the words "logical" and "physical." blocklen says what the upper layer may address. phys_blocklen says what the backend reports as the physical block size. A device can legally expose 512-byte logical blocks while preferring, or internally using, 4096-byte physical writes. The logical size is the correctness unit for LBA math; the physical size is a hint about performance and write amplification.

Why This Matters For diskengine And excloud

Cloud volumes need a stable illusion. Tenants and filesystems expect a volume to have a size, support reads and writes at specific offsets, and preserve ordering when the control plane asks for a flush or when a guest issues a barrier. diskengine can compose SPDK bdevs, export them, and reconcile them, but the correctness boundary still starts with the block contract.

When debugging an excloud volume, classify symptoms using the block model first:

	"Read returns old data" may be ordering, flush, cache, or lost completion.
	"Write succeeds but later data is zero" may be unmap/write-zeroes behavior, thin provisioning, or backend replacement.
	"Only 4K writes fail" may be alignment, write unit size, metadata, or atomicity.
	"Latency spikes during random write" may be SSD garbage collection hidden below the block abstraction.


SPDK does not remove those concerns. It gives you sharper tools and fewer kernel layers between the application and the device.

The SPDK bdev Contract In Source

The central structure is struct spdk_bdev in include/spdk/bdev_module.h:420. The fields are the vocabulary of the contract:

	name and aliases identify the device.
	blocklen is the logical block size in bytes.
	phys_blocklen describes the physical block size when it differs.
	io_type_supported records which operation classes the backend accepts.
	blockcnt is the number of logical blocks.
	write_unit_size, optimal_io_boundary, preferred_write_alignment, preferred_write_granularity, and optimal_write_size describe write shape.
	max_segment_size, max_num_segments, max_unmap, max_unmap_segments, max_write_zeroes, max_copy, and max_rw_size limit request shape.
	required_alignment says data buffers may need a specific alignment; SPDK may double-buffer when a caller violates it.


These are not just informational fields. They determine whether the bdev layer splits requests, rejects requests, allocates bounce buffers, or passes an operation directly to the module. The comments around include/spdk/bdev_module.h:448 explain that the bdev layer may split writes on write_unit_size or split reads/writes on optimal_io_boundary; the same comments explicitly call out that these flags do not force splitting for unmap, write zeroes, or flush.

The public support check is spdk_bdev_io_type_supported() in include/spdk/bdev.h:752. You should never assume a bdev supports unmap, write zeroes, compare-and-write, zone append, or NVMe passthrough just because the underlying hardware might. The exported bdev may be virtual, layered, or deliberately conservative.

Here is the core of the contract object. This excerpt is not the whole structure; it is the part that turns a name into addressable geometry and declares which operation classes the device accepts:

/* include/spdk/bdev_module.h */
struct spdk_bdev {
	/** Unique name for this block device. */
	char *name;

	/** Unique product name for this kind of block device. */
	char *product_name;

	/** write cache enabled, not used at the moment */
	int write_cache;

	/** Size in bytes of a logical block for the backend */
	uint32_t blocklen;

	/** Size in bytes of a physical block for the backend */
	uint32_t phys_blocklen;

	/** Bitmap of supported io types */
	uint32_t io_type_supported;

	/** Number of blocks */
	uint64_t blockcnt;

Read this as a boundary between two worlds. Above the bdev layer, code should not know whether the storage is NVMe, malloc memory, a file, a RAID volume, or an NVMe-oF namespace. Below it, each module must translate this abstract contract into its own driver, firmware, or memory operations. blocklen and blockcnt are enough to describe the exported byte range, but they are not enough to describe the safe or efficient request shape. That is why the same structure continues with splitting, alignment, and metadata fields.

/* include/spdk/bdev_module.h */
	struct {
		/*
		 * If set to true, the bdev layer will split
		 * WRITE I/O that span the write_unit_size before
		 * submitting them to the bdev module.
		 */
		uint32_t split_on_write_unit : 1;

		/*
		 * If set to true, the bdev layer will split
		 * READ and WRITE I/O that span the optimal_io_boundary before
		 * submitting them to the bdev module.
		 */
		uint32_t split_on_optimal_io_boundary : 1;

		uint32_t md_interleave : 1;
		uint32_t dif_is_head_of_md : 1;
	};

	/** Number of blocks required for write */
	uint32_t write_unit_size;

	/**
	 * Specifies an alignment requirement for data buffers associated with an spdk_bdev_io.
	 * 0 = no alignment requirement
	 * >0 = alignment requirement is 2 ^ required_alignment.
	 */
	uint8_t required_alignment;

	uint32_t optimal_io_boundary;
	uint32_t preferred_write_alignment;
	uint32_t preferred_write_granularity;
	uint32_t optimal_write_size;
	uint32_t preferred_unmap_alignment;
	uint32_t preferred_unmap_granularity;
	uint32_t max_unmap;
	uint32_t max_unmap_segments;
	uint32_t max_write_zeroes;
	uint32_t max_rw_size;

The important design choice is that SPDK keeps both mandatory limits and advisory preferences in the same object. A mandatory limit can cause rejection or splitting. A preference may simply be surfaced to a smarter upper layer. For example, max_rw_size is a hard request-shape limit that the bdev layer can split around. optimal_write_size is a performance hint; ignoring it may hurt throughput or media lifetime, but it is not automatically the same thing as an invalid command.

The public API does not ask applications to poke at struct spdk_bdev directly. It exposes small getters and support checks. The getter comments matter because they define the units:

/* include/spdk/bdev.h */
bool spdk_bdev_io_type_supported(struct spdk_bdev *bdev,
				 enum spdk_bdev_io_type io_type);

/**
 * Get block device logical block size.
 *
 * \return Size of logical block for this bdev in bytes.
 */
uint32_t spdk_bdev_get_block_size(const struct spdk_bdev *bdev);

/**
 * Get the write unit size for this bdev.
 *
 * Unit of write unit size is logical block and the minimum of write unit
 * size is one. Write operations must be multiple of write unit size.
 */
uint32_t spdk_bdev_get_write_unit_size(const struct spdk_bdev *bdev);

/**
 * Get size of block device in logical blocks.
 *
 * Logical blocks are numbered from 0 to spdk_bdev_get_num_blocks(bdev) - 1.
 */
uint64_t spdk_bdev_get_num_blocks(const struct spdk_bdev *bdev);

The corresponding implementation is deliberately boring:

/* lib/bdev/bdev.c */
uint32_t
spdk_bdev_get_write_unit_size(const struct spdk_bdev *bdev)
{
	return bdev->write_unit_size;
}

uint64_t
spdk_bdev_get_num_blocks(const struct spdk_bdev *bdev)
{
	return bdev->blockcnt;
}

size_t
spdk_bdev_get_buf_align(const struct spdk_bdev *bdev)
{
	return 1 << bdev->required_alignment;
}

That boringness is useful. The bdev layer is not guessing capacity from a driver at every I/O. The backend module registers an object, the bdev core normalizes defaults, and callers read the exported contract. If the module lies, every upper layer inherits the lie. If the caller ignores the units, SPDK will often reject the request early, but it cannot save a higher-level protocol that computed the wrong LBA before calling into bdev.

The bdev layer also validates the most basic range rule centrally:

/* lib/bdev/bdev.c */
static bool
bdev_io_valid_blocks(struct spdk_bdev *bdev, uint64_t offset_blocks,
		     uint64_t num_blocks)
{
	if (offset_blocks + num_blocks < offset_blocks) {
		return false;
	}

	if (offset_blocks + num_blocks > bdev->blockcnt) {
		return false;
	}

	return true;
}

This small helper is why the chapter keeps repeating "last valid LBA is num_blocks - 1." A request at offset_blocks == blockcnt is already one block past the end, even if num_blocks == 1. The overflow check is equally important: without it, a very large num_blocks could wrap the sum and look like an in-range request.

How A Real Module Fills The Contract

A bdev module owns the backend-specific object and registers a populated struct spdk_bdev with the bdev core. The malloc module is the cleanest first example because the backing store is just memory allocated from SPDK hugepage memory. It still has to advertise the same contract as a hardware-backed bdev:

/* module/bdev/malloc/bdev_malloc.c */
mdisk->disk.product_name = "Malloc disk";

mdisk->disk.write_cache = 1;
mdisk->disk.blocklen = block_size;
mdisk->disk.phys_blocklen = opts->physical_block_size;
mdisk->disk.blockcnt = opts->num_blocks;
mdisk->disk.md_len = opts->md_size;
mdisk->disk.md_interleave = opts->md_interleave;
mdisk->disk.dif_type = opts->dif_type;
mdisk->disk.dif_is_head_of_md = opts->dif_is_head_of_md;

Even a RAM-backed device has logical blocks, a physical block size field, optional metadata, and optional DIF state. The memory implementation does not make those fields fake; it makes them configurable so tests and examples can exercise the same bdev paths that real devices use.

The same module separately declares which I/O types it accepts and wires the backend callbacks into a function table:

/* module/bdev/malloc/bdev_malloc.c */
static bool
bdev_malloc_io_type_supported(void *ctx, enum spdk_bdev_io_type io_type)
{
	switch (io_type) {
	case SPDK_BDEV_IO_TYPE_READ:
	case SPDK_BDEV_IO_TYPE_WRITE:
	case SPDK_BDEV_IO_TYPE_FLUSH:
	case SPDK_BDEV_IO_TYPE_RESET:
	case SPDK_BDEV_IO_TYPE_UNMAP:
	case SPDK_BDEV_IO_TYPE_WRITE_ZEROES:
	case SPDK_BDEV_IO_TYPE_ZCOPY:
	case SPDK_BDEV_IO_TYPE_ABORT:
	case SPDK_BDEV_IO_TYPE_COPY:
		return true;
	default:
		return false;
	}
}

static const struct spdk_bdev_fn_table malloc_fn_table = {
	.destruct = bdev_malloc_destruct,
	.submit_request = bdev_malloc_submit_request,
	.io_type_supported = bdev_malloc_io_type_supported,
	.get_io_channel = bdev_malloc_get_io_channel,
};

This is the bdev object model in miniature. The geometry fields say what address range exists. io_type_supported says which verbs are legal. submit_request is where accepted I/O goes. get_io_channel provides the per-thread path used by the backend. Later runtime chapters explain channels in detail; for this chapter, the key point is that a bdev is not merely a struct full of constants. It is a registered object with callbacks that run on SPDK thread/channel machinery.

The NVMe module fills the same fields from namespace and controller data instead of RPC options:

/* module/bdev/nvme/bdev_nvme.c */
if (cdata->vwc.present) {
	/* Enable if the Volatile Write Cache exists */
	disk->write_cache = 1;
}
if (cdata->oncs.nvmwzsv) {
	disk->max_write_zeroes = UINT16_MAX + 1;
}
disk->blocklen = spdk_nvme_ns_get_extended_sector_size(ns);
disk->blockcnt = spdk_nvme_ns_get_num_sectors(ns);
disk->max_segment_size = spdk_nvme_ctrlr_get_max_xfer_size(ctrlr);
disk->optimal_io_boundary = spdk_nvme_ns_get_optimal_io_boundary(ns);

This excerpt is useful because it shows where the abstraction stops. SPDK does not invent a random block size for NVMe. The bdev is populated from NVMe namespace/controller facts and then exported through the common bdev API. The upper layer sees a struct spdk_bdev; the module still knows it is talking to an NVMe namespace.

Atomicity Is Smaller Than You Think

Atomicity answers: after a crash or power failure, can software observe half of a write? The naive answer is "a sector write is atomic." The useful answer is "read the contract, then still be skeptical."

There are multiple atomicity levels:

	CPU store atomicity: irrelevant once data leaves CPU caches.
	DMA transfer granularity: a device may see a scatter-gather request as multiple memory reads.
	Device media/program granularity: the SSD may program NAND pages or internal units larger than an LBA.
	Controller advertised write unit: the host-visible unit that may constrain legal or reliable writes.
	Filesystem or database transaction: an upper-layer protocol built from writes, flushes, journals, checksums, and recovery.


SPDK exposes a bdev write_unit_size and acwu field in include/spdk/bdev_module.h:507 and include/spdk/bdev_module.h:510. The public getter comment in include/spdk/bdev.h:815 says write operations must be multiples of the write unit size. That is a shape rule. It is not a promise that every arbitrary multi-block write is power-fail atomic.

Misconception to kill: "If a write completion callback fired, the data is on NAND." A write completion means the device accepted and completed the command according to the protocol and its cache policy. If volatile write cache is involved, durability may still require a flush or a command with forced-unit-access semantics, depending on the protocol and device.

Alignment And Splitting

Alignment has three separate meanings:

	LBA alignment: the starting block and block count must satisfy some multiple.
	Buffer alignment: the host memory pointer must be aligned for DMA or backend requirements.
	Internal media alignment: the SSD prefers larger sequential shapes even if it accepts smaller legal writes.


SPDK makes alignment visible in bdev fields. required_alignment in include/spdk/bdev_module.h:513 describes buffer alignment and says the bdev layer may double-buffer misaligned I/O. preferred_write_alignment, preferred_write_granularity, and optimal_write_size are performance hints. split_on_write_unit and split_on_optimal_io_boundary are enforcement flags.

A useful diagram in prose:

Application request:
  write 12 blocks at LBA 6

Device rule:
  optimal boundary = 8 blocks

Visual:
  boundary 0          boundary 8          boundary 16
  |-------------------|-------------------|
        request starts here: [6 7 | 8 9 10 11 12 13 14 15 | 16 17]

Possible bdev-layer behavior:
  child A: LBA 6, 2 blocks
  child B: LBA 8, 8 blocks
  child C: LBA 16, 2 blocks

Splitting is a correctness tool and a performance tool. It also changes debugging. One user request may become several module requests and several completions internally, while the user sees one callback.

The bdev core decides whether a read/write request needs splitting by looking at boundary, segment, and size limits. This is not a slow path bolted onto a single driver; it is part of the generic bdev layer:

/* lib/bdev/bdev.c */
static bool
bdev_rw_should_split(struct spdk_bdev_io *bdev_io)
{
	uint32_t io_boundary;
	struct spdk_bdev *bdev = bdev_io->bdev;
	uint32_t max_segment_size = bdev->max_segment_size;
	uint32_t max_size = bdev->max_rw_size;
	int max_segs = bdev->max_num_segments;

	io_boundary = bdev_rw_get_io_boundary(bdev, bdev_io->type);

	if (spdk_likely(!io_boundary && !max_segs &&
			!max_segment_size && !max_size)) {
		return false;
	}

	if (io_boundary) {
		uint64_t start_stripe, end_stripe;

		start_stripe = bdev_io->u.bdev.offset_blocks;
		end_stripe = start_stripe + bdev_io->u.bdev.num_blocks - 1;
		...
		if (start_stripe != end_stripe) {
			return true;
		}
	}

	if (max_size && bdev_io->u.bdev.num_blocks > max_size) {
		return true;
	}

	return false;
}

The omitted lines check whether the request has too many scatter-gather elements or whether any segment is too large. Those are host-memory shape limits, not LBA limits, but they matter for DMA and backend queue construction. The result is that the bdev layer may split one parent I/O for reasons that have nothing to do with the LBA range itself.

The write-unit rule has a second enforcement point during submission:

/* lib/bdev/bdev.c */
if (spdk_unlikely(bdev_io->type == SPDK_BDEV_IO_TYPE_WRITE &&
		  bdev_io->bdev->split_on_write_unit &&
		  bdev_io->u.bdev.num_blocks < bdev_io->bdev->write_unit_size)) {
	SPDK_ERRLOG("IO num_blocks %lu does not match the write_unit_size %u\n",
		    bdev_io->u.bdev.num_blocks, bdev_io->bdev->write_unit_size);
	_bdev_io_complete_in_submit(bdev_ch, bdev_io, SPDK_BDEV_IO_STATUS_FAILED);
	return;
}

This check explains a subtle rule: splitting can make a large write conform to a write-unit boundary, but it cannot make a too-small write magically valid when split_on_write_unit is mandatory. If the device requires four-block writes and the caller submits one block, there is no safe split that preserves the caller's intended update without a read-modify-write policy above the bdev layer.

Flush, FUA, And Volatile Caches

Storage has at least three places data can be "written":

	In host memory, before command submission.
	In controller memory or volatile device cache.
	In non-volatile media or protected cache.


A flush asks the device to make previously accepted writes durable. FUA, when supported by a protocol or command, asks for a particular write to bypass or commit through volatile cache. A block abstraction that ignores flush semantics can pass tests and still corrupt a filesystem during power loss.

In SPDK, flush is an I/O type. The bdev API checks operation support through the same spdk_bdev_io_type_supported() mechanism as other types. The implementation path for flush lives in lib/bdev/bdev.c around spdk_bdev_flush() and spdk_bdev_flush_blocks(); later chapters will trace that in detail. For this chapter, the key idea is conceptual: flush is not "write more bytes." It is an ordering and durability command.

The public API comment states the durability boundary directly:

/* include/spdk/bdev.h */
/**
 * Submit a flush request to the bdev on the given channel. For devices with volatile
 * caches, data is not guaranteed to be persistent until the completion of a flush
 * request. Call spdk_bdev_has_write_cache() to check if the bdev has a volatile cache.
 */
int spdk_bdev_flush(struct spdk_bdev_desc *desc, struct spdk_io_channel *ch,
		    uint64_t offset, uint64_t length,
		    spdk_bdev_io_completion_cb cb, void *cb_arg);

The implementation path first converts bytes to blocks, then checks that the bdev supports flush and that the range is valid:

/* lib/bdev/bdev.c */
int
spdk_bdev_flush_blocks(struct spdk_bdev_desc *desc, struct spdk_io_channel *ch,
		       uint64_t offset_blocks, uint64_t num_blocks,
		       spdk_bdev_io_completion_cb cb, void *cb_arg)
{
	struct spdk_bdev *bdev = spdk_bdev_desc_get_bdev(desc);

	if (!desc->write) {
		return -EBADF;
	}

	if (spdk_unlikely(!bdev_io_type_supported(bdev, SPDK_BDEV_IO_TYPE_FLUSH))) {
		return -ENOTSUP;
	}

	if (!bdev_io_valid_blocks(bdev, offset_blocks, num_blocks)) {
		return -EINVAL;
	}
	...
	bdev_io->type = SPDK_BDEV_IO_TYPE_FLUSH;
	bdev_io_submit(bdev_io);
	return 0;
}

This is a good example of SPDK's synchronous return versus asynchronous completion split. -ENOTSUP, -EINVAL, and -EBADF here mean the request was not accepted and the completion callback will not run. A successful return means the request was accepted into the bdev machinery; the callback later reports whether the flush itself completed successfully.

Edge cases:

	Some virtual bdevs must translate one flush into flushes on multiple base bdevs.
	Some devices complete flush quickly because they have power-loss protection.
	Some devices expose a volatile write cache but lie or behave badly under firmware bugs.
	A flush after an unmap may not mean reads return zero; it means the deallocation command's persistence rules are satisfied.


UNMAP, TRIM, Deallocate, And Write Zeroes

Unmap tells a device that a range no longer contains useful data. SATA calls the idea TRIM; SCSI calls it UNMAP; NVMe uses Dataset Management deallocate and related semantics. SPDK's bdev abstraction has unmap limits: preferred_unmap_alignment, preferred_unmap_granularity, max_unmap, and max_unmap_segments appear in include/spdk/bdev_module.h:538 through include/spdk/bdev_module.h:559.

Write zeroes is different. It asks the device to make future reads return zeroes for a range, often without transferring a zero-filled buffer from the host. SPDK exposes max_write_zeroes in include/spdk/bdev_module.h:561.

Misconception to kill: "Unmap means zero." It may, but it does not have to in every stack. A deallocated read may return zeroes, old data, undefined data, or complete with special semantics depending on protocol, provisioning mode, and bdev implementation. If an upper layer needs zeros, use a zeroing operation whose semantics are actually guaranteed for that path.

SPDK's own API comments make the difference explicit:

/* include/spdk/bdev.h */
/**
 * Submit a write zeroes request to the bdev on the given channel. This command
 * ensures that all bytes in the specified range are set to 00h
 */
int spdk_bdev_write_zeroes_blocks(struct spdk_bdev_desc *desc,
				  struct spdk_io_channel *ch,
				  uint64_t offset_blocks,
				  uint64_t num_blocks,
				  spdk_bdev_io_completion_cb cb,
				  void *cb_arg);

/**
 * Submit an unmap request to the block device. Unmap is sometimes also called trim or
 * deallocate. This notifies the device that the data in the blocks described is no
 * longer valid. Reading blocks that have been unmapped results in indeterminate data.
 */
int spdk_bdev_unmap_blocks(struct spdk_bdev_desc *desc,
			   struct spdk_io_channel *ch,
			   uint64_t offset_blocks,
			   uint64_t num_blocks,
			   spdk_bdev_io_completion_cb cb,
			   void *cb_arg);

The implementation also treats them differently. Write zeroes can be emulated with regular writes when the bdev supports writes but not native write-zeroes. Unmap is not emulated as write zeroes, because that would change its meaning from "these blocks are no longer useful" to "these blocks must read as zero."

/* lib/bdev/bdev.c */
if (!bdev_io_type_supported(bdev, SPDK_BDEV_IO_TYPE_WRITE_ZEROES) &&
    !bdev_io_type_supported(bdev, SPDK_BDEV_IO_TYPE_WRITE)) {
	return -ENOTSUP;
}

bdev_io->type = SPDK_BDEV_IO_TYPE_WRITE_ZEROES;
...
if (bdev_io_type_supported(bdev, SPDK_BDEV_IO_TYPE_WRITE_ZEROES) ||
    bdev_io->internal.f.split) {
	bdev_io_submit(bdev_io);
	return 0;
}

bdev_write_zero_buffer(bdev_io);
return 0;

For storage systems, this distinction is not pedantic. Thin provisioning wants unmap/deallocate so the backend can reclaim space or mark media free. Filesystem initialization, discard-sensitive security logic, and volume reset paths may need actual zeroes. Treating those as interchangeable will eventually produce either wasted work or wrong read-after-operation behavior.

Metadata, DIF, And Protection Information

Some block devices carry extra metadata per block. That metadata can be interleaved with data or stored separately. It may contain Data Integrity Field (DIF) protection information such as guard tags, application tags, or reference tags.

SPDK exposes descriptor-specific metadata queries in include/spdk/bdev.h:658 through include/spdk/bdev.h:719. The bdev structure tracks metadata placement with md_interleave in include/spdk/bdev_module.h:474 and DIF placement with dif_is_head_of_md around include/spdk/bdev_module.h:482.

Beginner trap: a "4096-byte block" may not be only 4096 bytes on the wire or media. The host may manage 4096 bytes of data plus metadata. Passing buffers without considering metadata can make a perfectly aligned data request illegal.

The bdev structure keeps the metadata shape next to the normal geometry:

/* include/spdk/bdev_module.h */
/** Size in bytes of a metadata for the backend */
uint32_t md_len;

/**
 * DIF type for this bdev.
 *
 * Note that this field is valid only if there is metadata.
 */
enum spdk_dif_type dif_type;

/**
 * DIF protection information format for this bdev.
 *
 * Note that this field is valid only if there is metadata and dif_type is
 * not SPDK_DIF_DISABLE.
 */
enum spdk_dif_pi_format dif_pi_format;

/**
 * Specify whether each DIF check type is enabled.
 */
uint32_t dif_check_flags;

The NVMe bdev fills those fields from namespace data:

/* module/bdev/nvme/bdev_nvme.c */
disk->md_len = spdk_nvme_ns_get_md_size(ns);
if (disk->md_len != 0) {
	disk->md_interleave = nsdata->flbas.extended;
	disk->dif_type = (enum spdk_dif_type)spdk_nvme_ns_get_pi_type(ns);
	if (disk->dif_type != SPDK_DIF_DISABLE) {
		disk->dif_is_head_of_md = nsdata->dps.md_start;
		disk->dif_check_flags = bdev_opts->prchk_flags;
		disk->dif_pi_format =
			(enum spdk_dif_pi_format)spdk_nvme_ns_get_pi_format(ns);
	}
}

The practical lesson is that "block size" in an application buffer and "sector size" at the NVMe namespace are not always the same number of bytes. Some APIs expose extended LBA data that includes metadata. Others keep metadata in a separate buffer. SPDK has separate read/write-with-metadata entry points because the location of that metadata affects buffer layout, DMA length, DIF verification, and whether a module can pass the command through to hardware directly.

Edge Cases And Failure Modes

The easiest block-device bugs are arithmetic bugs. They look harmless in tests because small volumes do not overflow and happy-path writes stay far away from the final LBA. Production volumes eventually find the boundary. A correct caller checks both alignment and range before constructing higher-level state around an I/O. A correct bdev module reports a contract that lets the generic bdev layer do the same validation for every caller.

	Out-of-range LBA: the last valid LBA is num_blocks - 1; off-by-one math often writes one block past the end.
	Integer overflow: byte length is num_blocks * block_size; use wide types and validate before multiplying.
	Short writes do not exist in the usual block command model; commands complete or fail, but layered software may split and partially complete internally before surfacing a failure.
	Reset may fail outstanding I/O or delay new I/O.
	Remove/hotplug can invalidate a bdev while descriptors and channels still exist.
	A virtual bdev may have stricter limits than its base bdev.
	Buffer alignment may silently cost performance because of bounce buffers.
	A benchmark that reads deallocated LBAs may measure metadata fast paths instead of NAND reads.
	A workload that never flushes may look fast and still be unsafe for databases.


The most confusing failures are often layered failures. Suppose a RAID bdev accepts a large write, splits it into child I/O, and one child fails after another child has already completed. The application sees one failed parent I/O, but media may already contain a partial update at lower layers. Correct software above bdev treats completion status, flush ordering, metadata, and recovery protocol as one system rather than assuming the block API provides transaction semantics.

Another common trap is testing with null or malloc and assuming all bdevs behave the same. The null bdev is useful because it makes the bdev framework cheap to benchmark, but its support matrix is intentionally different from malloc and NVMe. For example, local source shows null supports read, write, write zeroes, reset, and abort, while returning false for flush and unmap. Code that never checks spdk_bdev_io_type_supported() will pass against one test device and fail against another.

Source Reading Exercise

Read these anchors in order:

	include/spdk/bdev_module.h:420 through include/spdk/bdev_module.h:575.
	include/spdk/bdev_module.h:583 through include/spdk/bdev_module.h:608.
	include/spdk/bdev.h:752 through include/spdk/bdev.h:838.
	include/spdk/bdev.h:1838 through include/spdk/bdev.h:1984.
	lib/bdev/bdev.c:5768 through lib/bdev/bdev.c:5783.
	lib/bdev/bdev.c:6792 through lib/bdev/bdev.c:7025.
	module/bdev/malloc/bdev_malloc.c:611 through module/bdev/malloc/bdev_malloc.c:705.
	module/bdev/malloc/bdev_malloc.c:851 through module/bdev/malloc/bdev_malloc.c:860.
	module/bdev/nvme/bdev_nvme.c:4590 through module/bdev/nvme/bdev_nvme.c:4659.


Answer these while reading:

	Which fields describe logical geometry?
	Which fields describe physical or performance geometry?
	Which fields can force request splitting?
	Which fields are limits rather than hints?
	Which public getters expose fields directly and which expose descriptor-specific views?
	Which failures are returned synchronously, before the callback can run?
	Which bdev operation types can be emulated, and which cannot be safely treated as equivalent?


Operational Lab

No live SPDK system is required.

- write 1 block at LBA 0 - write 4 blocks at LBA 4 - read 256 blocks at LBA 128 - write 8 blocks at LBA 262140

	Pick a hypothetical bdev with blocklen = 4096, blockcnt = 262144, write_unit_size = 4, and max_rw_size = 128.
	Compute the byte capacity.
	Decide whether each request is legal before splitting:
	For the read of 256 blocks, sketch how a bdev layer could split it if max_rw_size = 128.
	Explain which failed cases should return an error immediately and which might be transformed.


Expected reasoning: capacity is 262144 * 4096 = 1 GiB; writes must be multiples of 4 blocks; the read may split into two 128-block reads; the final write overruns the device because LBAs 262144 through 262147 do not exist.

Self-Check

	Why is a logical block not the same as a NAND page?
	Why can a 512-byte logical block device still prefer 4096-byte writes?
	What does a flush promise that a write does not necessarily promise?
	Why is unmap not the same operation as write zeroes?
	Where does SPDK store the logical block size for a bdev?
	What can happen when a user buffer violates required_alignment?
	Why should a benchmark write a device before measuring reads?


References

	Local source: include/spdk/bdev_module.h, especially struct spdk_bdev.
	Local source: include/spdk/bdev.h, especially bdev geometry, metadata, and I/O support getters.
	Local source: lib/bdev/bdev.c, especially request entry points such as read, write, flush, unmap, and write zeroes.
	Local source: module/bdev/malloc/bdev_malloc.c, for a simple module that populates and serves a bdev.
	Local source: module/bdev/nvme/bdev_nvme.c, for a hardware-backed module that maps NVMe namespace/controller data into a bdev.
	SPDK local docs: doc/bdev.md and doc/bdev_module.md.
	SPDK Block Device User Guide: https://spdk.io/doc/bdev.html
	SPDK Block Device Layer Programming Guide: https://spdk.io/doc/bdev_pg.html
	SPDK Writing a Custom Block Device Module: https://spdk.io/doc/bdev_module.html
	SPDK bdev.h generated API reference: https://spdk.io/doc/bdev_8h.html
	NVM Express specifications landing page: https://nvmexpress.org/specifications/
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  Chapter Goal

SPDK programmers do not usually program NAND directly. They program bdevs, NVMe namespaces, queue pairs, pollers, and DMA buffers. But SSD behavior leaks through every abstraction: latency cliffs, write amplification, endurance limits, trim behavior, power-loss protection, thermal throttling, and zoned constraints all originate below the block interface.

This chapter gives you the SSD mental model needed to understand why the same SPDK workload can be smooth on one drive and chaotic on another. It does not try to reverse-engineer a vendor's firmware. The goal is more useful: understand the physical constraints and the host-visible contracts well enough to design SPDK systems that do not accidentally fight the drive.

SPDK's own doc/ssd_internals.md opens with the same warning: its model is for software developers, not a strict description of every SSD. Keep that boundary in mind throughout this chapter. When this chapter uses SPDK's FTL library as a source anchor, it is using a readable software FTL to make hidden concepts concrete. It is not claiming that a hardware SSD implements the same data structures or recovery protocol.

Beginner Mental Model

Think of an SSD as a warehouse that cannot overwrite labels in place. When you update "box 100," the warehouse puts the new box somewhere else, updates an index card saying "box 100 is now on shelf 8," and later cleans up the old shelf.

host view:
  LBA 100 -> latest bytes

SSD internal view:
  old physical page A: stale copy of LBA 100
  new physical page B: current copy of LBA 100
  mapping table: LBA 100 -> physical page B

That mapping table is the flash translation layer, or FTL. It is the heart of a normal SSD. The host sees logical blocks. The SSD internally manages pages, erase blocks, dies, channels, bad blocks, wear, error correction, and background cleanup.

The most important beginner correction is this: an LBA is not a fixed physical place on NAND. It is a name in a mapping table. If a host overwrites an LBA, the device usually writes new NAND somewhere else and changes the mapping. That single fact explains most SSD surprises: why free space matters, why random overwrite workloads age badly, why trim can help later, why preconditioning changes benchmarks, and why ZNS changes the host contract.

SPDK's bdev layer deliberately sits above these details. The official SPDK bdev programming guide defines a bdev as a device that supports reads and writes in fixed-size blocks, commonly 512 or 4096 bytes, and notes that those devices may be software constructs or physical NVMe SSDs. That is the right abstraction for SPDK applications, but the abstraction does not erase the physics underneath.

NAND Geometry

The names vary by vendor and generation, but the useful hierarchy is:

SSD controller
  channels
    packages
      dies
        planes
          blocks / erase blocks
            pages
              sectors / codewords

The important constraints are:

block first.

	Read is page-sized or near page-sized internally.
	Program writes data to pages, often with restrictions on order and repetition.
	Erase works on a much larger erase block.
	A page generally cannot be overwritten in place without erasing the whole
	Erase wears out the media.


The page is the convenient unit for reading and programming data, while the erase block is the unit that can be reset for reuse. This mismatch is the core economic problem of NAND. If the host rewrites one 4 KiB block, the device cannot simply flip the old bytes back and program the new bytes in place. It has to preserve any still-valid data sharing the same erase block, write replacement data somewhere clean, and eventually erase the whole block.

doc/ssd_internals.md:18 describes erase blocks as large implementation-specific units and explains the asymmetric write/erase behavior. It also points out that the device exposes fixed-size logical blocks, usually 512 B or 4 KiB, even though those blocks do not statically map to fixed NAND locations.

That distinction matters for SPDK because SPDK can remove a lot of host-side overhead. Once kernel scheduling, page cache behavior, and interrupt overhead are out of the way, the shape of the workload presented to the SSD becomes more visible. A clean queue path does not make random overwrites cheaper inside NAND.

Why SSDs Remap Writes

Suppose a filesystem overwrites LBA 7:

before:
  LBA 7 -> physical page 111

write new data to LBA 7:
  controller chooses empty physical page 829
  controller writes data there
  controller changes map: LBA 7 -> physical page 829
  physical page 111 becomes invalid

This is out-of-place update. It turns random host overwrites into sequential-ish media programs. The price is garbage collection: eventually the device must reclaim blocks full of stale physical pages.

SPDK's FTL library exposes the same ideas in software. doc/ftl.md:11 defines L2P, the logical-to-physical map. lib/ftl/ftl_core.h shows that an SPDK FTL device owns bands, a free-band list, a current write target, and the L2P table:

/* Array of bands */
struct ftl_band                 *bands;

/* Number of operational bands */
uint64_t                        num_bands;

/* Next write band */
struct ftl_band                 *next_band;

/* Free band list */
TAILQ_HEAD(, ftl_band)          free_bands;

/* Closed bands list */
TAILQ_HEAD(, ftl_band)          shut_bands;

/* Number of free bands */
uint64_t                        num_free;

/* Logical -> physical table */
void                            *l2p;

This snippet is useful because it names the ownership problem. Something has to own the reusable regions (bands), know which regions are available (free_bands and num_free), choose where new writes go (next_band), and remember where the latest version of each logical block lives (l2p).

Hardware firmware uses vendor-specific structures, but it still needs answers to the same questions. Where can the next write land? Which old physical locations became stale? Which blocks can be erased without losing live data? How can the mapping be rebuilt after a crash or power loss?

After the function has resolved any write-after-write race, the SPDK FTL L2P update path shows why update ordering is not arbitrary:

if (current_addr != FTL_ADDR_INVALID) {
        /* For recovery from SHM case valid maps need to be set before l2p set and
         * invalidated after it */

        /* DO NOT CHANGE ORDER - START */
        ftl_nv_cache_set_addr(dev, lba, new_addr);
        ftl_l2p_set(dev, lba, new_addr);
        ftl_invalidate_addr(dev, current_addr);
        /* DO NOT CHANGE ORDER - END */
        return;
} else {
        uint64_t trim_seq_id = get_trim_seq_id(dev, lba);
        uint64_t new_seq_id = ftl_nv_cache_get_chunk_from_addr(dev, new_addr)->md->seq_id;

        /* Check if region hasn't been trimmed during IO */
        if (new_seq_id < trim_seq_id) {
                return;
        }
}

The code is handling real races in a log-structured design: two writes to the same LBA may be in flight, a trim may arrive while a write is still completing, and crash recovery still needs to pick the newest valid copy. That is why sequence information exists. An SSD cannot merely remember "some copy of LBA 7." It has to identify the current copy even when writes, metadata persistence, trim, and recovery overlap.

Pages, Erase Blocks, And Write Amplification

If the host writes 4 KiB, the SSD may have to write much more than 4 KiB internally. Write amplification is:

physical bytes written to NAND / logical bytes written by host

Write amplification comes from metadata, garbage collection, relocation, parity/internal RAID, write shaping, read-modify-write, and poor alignment. A drive with a write amplification of 3 writes three NAND bytes for every host byte. That matters for both performance and endurance.

A simplified garbage collection cycle:

erase block before GC:
  [valid][stale][stale][valid][stale][free? no][valid][stale]

GC:
  read valid pages
  write valid pages elsewhere
  erase whole block
  return block to free pool

erase block after GC:
  [empty][empty][empty][empty][empty][empty][empty][empty]

doc/ssd_internals.md:61 through doc/ssd_internals.md:71 gives the same high-level GC sequence. SPDK FTL models reusable regions as bands. doc/ftl.md:80 explains relocation: valid blocks are copied so a band can be reused.

The band metadata makes the log-structured model explicit:

enum ftl_band_state {
        FTL_BAND_STATE_FREE,
        FTL_BAND_STATE_PREP,
        FTL_BAND_STATE_OPENING,
        FTL_BAND_STATE_OPEN,
        FTL_BAND_STATE_FULL,
        FTL_BAND_STATE_CLOSING,
        FTL_BAND_STATE_CLOSED,
        FTL_BAND_STATE_MAX
};

An empty reusable region starts as FREE. It becomes OPEN while accepting writes, then FULL, CLOSING, and CLOSED as data and tail metadata are settled. That lifecycle is a software mirror of the device-level problem: allocate clean space, write sequentially, preserve enough metadata to recover, then eventually relocate live data and free the region again.

The metadata kept for a band explains what must survive beyond the raw user payload:

/* Current physical address of the write pointer */
ftl_addr                addr;

/* Offset from the band's start of the write pointer */
uint64_t                offset;

/* Band's state */
enum ftl_band_state     state;

/* Sequence ID when band was opened */
uint64_t                seq;

/* Sequence ID when band was closed */
uint64_t                close_seq_id;

/* Number of times band was fully written (ie. number of free -> closed state cycles) */
uint64_t                wr_cnt;

/* Durable format object id for P2L map, allocated on shared memory */
ftl_df_obj_id           df_p2l_map;

/* CRC32 checksum of the associated P2L map when band is in closed state */
uint32_t                p2l_map_checksum;

The write pointer records where the next program operation belongs. Sequence IDs record age, which recovery uses to resolve multiple copies of the same LBA. The write count is wear information. The P2L checksum exists because recovery cannot trust metadata blindly. If a mapping record is corrupted, a software FTL needs a way to detect that before rebuilding a bad L2P table.

The practical SPDK lesson is that write size and write pattern are not just throughput details. They influence how much relocation the lower layer must do. If a bdev stack turns a clean sequential stream into scattered small overwrites, the SSD may eventually pay for that transformation in background work.

Parallelism: Channels, Dies, Planes

SSDs are fast because they do many slow things in parallel. One NAND die is not magic. A controller spreads reads and writes across channels and dies, much like a storage-aware RAID engine. Sequential writes can fill parallel lanes efficiently. Random small writes may force more metadata work, read-modify-write, and garbage collection.

This is why queue depth helps until it does not. More outstanding work gives the controller scheduling freedom. The controller can reorder independent requests, fill channel-level parallelism, and hide individual NAND latencies. But too much outstanding work can increase tail latency, make flushes wait behind a backlog, or cause thermal and power throttling to show up sooner.

SPDK exposes queue control at higher layers. The bdev layer gives applications asynchronous requests on per-thread I/O channels, and the SPDK bdev programming guide emphasizes that requests are represented by spdk_bdev_io objects and submitted on associated I/O channels. The NVMe queue-machine chapter will explain how those bdev requests become NVMe submission queue entries.

The internal SSD lesson is simple: queue depth is a tool for exposing parallelism, not a guarantee of lower latency. If the drive is already doing emergency GC, more queue depth often gives it more work to delay.

Overprovisioning And Spare Area

An SSD usually has more physical NAND than it reports as logical capacity. That spare area is overprovisioning. It gives the controller room to:

	keep free erase blocks available,
	replace bad blocks,
	absorb bursts,
	lower write amplification,
	spread wear,
	recover from power failures or metadata updates.


SPDK's FTL configuration makes overprovisioning explicit:

/*
 * FTL configuration.
 *
 * NOTE: Do not change the layout of this structure. Only add new fields at the end.
 */
struct spdk_ftl_conf {
        /* Device's name */
        char                    *name;

        /* Device UUID (valid when restoring device from disk) */
        struct spdk_uuid        uuid;

        /* Percentage of base device blocks not exposed to the user */
        uint64_t                overprovisioning;

That field mirrors what hardware SSDs do internally: not all physical blocks are surfaced to the host. A cloud system can create a similar effect by not filling a drive to 100 percent logical occupancy. Leaving logical space unused can help because the drive sees more blocks become deallocated or never written, which gives garbage collection more cheap victims.

Misconception to kill: "A 7.68 TB SSD contains exactly 7.68 TB of NAND." It almost certainly contains more raw NAND and exposes less after reserved area, metadata, bad block handling, parity, formatting, and vendor policy.

Overprovisioning does not make a pathological workload free. It changes the probability that GC can find mostly-stale erase blocks. When the spare pool gets small, the controller may need to move more live data before it can accept new writes. That is where write latency cliffs come from.

Wear Leveling And Endurance

Each erase block has a finite program/erase lifetime. Wear leveling tries to avoid killing a small subset of blocks while others stay fresh. Dynamic wear leveling spreads new writes. Static wear leveling occasionally moves cold data so old blocks are not permanently occupied by rarely changing data.

Endurance is usually specified as drive writes per day (DWPD) or total bytes written (TBW/PBW). Write amplification connects host workload to NAND wear:

NAND writes = host writes * write amplification

The important detail is that the host can consume endurance without seeing the extra writes. A random synchronous overwrite workload may write one logical unit at the bdev layer while causing metadata writes, relocated valid-page writes, and later erase cycles below it.

Cloud volume systems should treat endurance as a shared resource. A noisy tenant with random sync writes can consume more NAND lifetime than raw host bytes suggest. Rate limits that consider only submitted bytes miss the lower-layer cost. This is one reason production storage systems often track write shape, flush frequency, drive health, spare blocks, and tail latency together.

TRIM, UNMAP, And Deallocate

When the host deletes data, the SSD cannot infer that from ordinary overwrites or filesystem metadata. It needs an explicit hint. The command family is called TRIM in SATA, UNMAP in SCSI, and deallocate in NVMe Dataset Management.

When the SSD knows LBAs are no longer live, GC can skip their old physical pages. doc/ssd_internals.md:44 explains this from the device perspective. The SPDK bdev API exposes the same idea directly:

/**
 * Submit an unmap request to the block device. Unmap is sometimes also called trim or
 * deallocate. This notifies the device that the data in the blocks described is no
 * longer valid. Reading blocks that have been unmapped results in indeterminate data.
 *
 * \ingroup bdev_io_submit_functions
 *
 * \param desc Block device descriptor.
 * \param ch I/O channel. Obtained by calling spdk_bdev_get_io_channel().
 * \param offset The offset, in bytes, from the start of the block device.
 * \param nbytes The number of bytes to unmap. Must be a multiple of the block size.
 * \param cb Called when the request is complete.
 * \param cb_arg Argument passed to cb.

The phrase "indeterminate data" is doing real work. Unmap is not a promise that future reads will return zeros unless the specific device contract says so. It is primarily a liveness statement: the old contents no longer need to be preserved.

In SPDK FTL, trim has state in the device object:

/* Trim submission queue */
TAILQ_HEAD(, ftl_io)            trim_sq;

/* Trim valid map */
struct ftl_bitmap               *trim_map;
struct ftl_md                   *trim_map_md;
size_t                          trim_qd;
bool                            trim_in_progress;
struct ftl_md_io_entry_ctx      trim_md_io_entry_ctx;

That explicit state explains why unmap is not a magic zero-cost cleanup button. The system has to record what was trimmed, persist or mirror enough state for recovery, and coordinate with writes that may already be in flight. doc/ftl.md also notes that SPDK FTL currently constrains trims to 4 MiB alignment because metadata size and dirty-shutdown consistency matter.

Do not overpromise unmap. It is usually a hint or logical deallocation operation, not a secure erase guarantee. It may improve performance later, but issuing unmap in the foreground can still cost time now.

ECC, Read Disturb, Retention, And Bad Blocks

NAND stores charge. Charge leaks. Reads can disturb neighboring cells. Program operations are imperfect. SSDs use error-correcting codes, read retry, refresh, bad block maps, and media management to hide this from the host.

Symptoms that may bubble up:

retries.

	A read that used to be fast becomes slow because the controller performs
	A drive starts reporting media errors or health warnings.
	Latency increases as the drive refreshes or relocates data.
	SMART / NVMe health data shows spare depletion or temperature warnings.


Beginner trap: a successful read does not mean the media was easy to read. It only means the controller recovered the data within its error budget.

This matters in SPDK because an efficient polling path can expose drive-level latency variation with less host noise. If a workload shows rare long reads, the cause might be above SPDK, inside SPDK, in PCIe/NVMe transport behavior, or in the media management path. Do not assume "read-only workload" means "no internal drive work." Refresh, retry, and relocation can still occur.

Power-Loss Protection

Power-loss protection is not one feature. It can include capacitors, firmware protocols, non-volatile cache, metadata journaling, and conservative completion rules.

Without PLP, a device may complete a write when data is in volatile cache. With PLP, the same completion may be safe because the cache can be drained after power loss. Flush latency and sustained sync-write performance often differ dramatically between consumer and enterprise SSDs because of PLP.

SPDK exposes flush at the bdev layer. The spdk_bdev_flush documentation in include/spdk/bdev.h states that for devices with volatile caches, data is not guaranteed to be persistent until flush completes. That is a host-visible durability contract, but the physical truth still depends on the drive.

For SPDK users, the practical rule is: do not infer durability from performance. Read the device data, test power-fail behavior when possible, and preserve flush semantics through virtual bdev stacks. A virtual bdev that acknowledges flush too early can silently destroy the guarantee the application thinks it has.

Thermal And Power Throttling

SSDs are active computers. Controllers and NAND heat up. Firmware may reduce performance to stay inside thermal or power envelopes. This creates confusing behavior: a benchmark looks excellent for 60 seconds, then collapses; or reads stay stable while writes slow down.

Operational hints:

	Check drive temperature and warning logs.
	Run long enough benchmarks to hit steady state.
	Compare cold-start, preconditioned, and sustained measurements.
	Watch tail latency, not just average throughput.


Thermal throttling is especially easy to misread in SPDK tests because the host path may be stable while the device changes its own service rate. If CPU usage, reactor load, and queue submission behavior look unchanged while completion latency grows, check the drive before rewriting the application.

Zoned Namespaces As The FTL Leaking Upward

Zoned Namespaces (ZNS) expose some placement rules to the host. Instead of pretending every LBA can be overwritten freely, the device divides capacity into zones with write pointers. The host writes sequentially within zones and resets zones when data is no longer needed.

The official NVM Express ZNS page describes ZNS as a command set where an NVMe namespace is divided into zones that must be written sequentially. It also says ZNS is intended to reduce device-side write amplification, overprovisioning, and DRAM while improving tail latency, throughput, and capacity. The NVM Express ZNS specification PDF places "Theory of operation," zone states, write pointers, and host considerations at the center of the model.

SPDK exposes zoned bdev concepts in include/spdk/bdev_zone.h:

enum spdk_bdev_zone_type {
        SPDK_BDEV_ZONE_TYPE_CNV         = 0x1,
        SPDK_BDEV_ZONE_TYPE_SEQWR       = 0x2,
        SPDK_BDEV_ZONE_TYPE_SEQWP       = 0x3,
};

enum spdk_bdev_zone_state {
        SPDK_BDEV_ZONE_STATE_EMPTY      = 0x0,
        SPDK_BDEV_ZONE_STATE_IMP_OPEN   = 0x1,
        /* OPEN is an alias for IMP_OPEN. OPEN is kept for backwards compatibility. */
        SPDK_BDEV_ZONE_STATE_OPEN       = SPDK_BDEV_ZONE_STATE_IMP_OPEN,
        SPDK_BDEV_ZONE_STATE_FULL       = 0x2,
        SPDK_BDEV_ZONE_STATE_CLOSED     = 0x3,
        SPDK_BDEV_ZONE_STATE_READ_ONLY  = 0x4,
        SPDK_BDEV_ZONE_STATE_OFFLINE    = 0x5,
        SPDK_BDEV_ZONE_STATE_EXP_OPEN   = 0x6,
        SPDK_BDEV_ZONE_STATE_NOT_WP     = 0x7,
};

Those states are not cosmetic. They are the API surface for a different storage contract. A normal block device says, within alignment and capacity limits, "you may write this LBA." A sequential-write-required zone says, effectively, "you may write at the current write pointer, then the pointer advances."

SPDK carries the core zone information in a compact structure:

struct spdk_bdev_zone_info {
        uint64_t                        zone_id;
        uint64_t                        write_pointer;
        uint64_t                        capacity;
        enum spdk_bdev_zone_state       state;
        enum spdk_bdev_zone_type        type;
};

At the NVMe command-set level, SPDK's NVMe spec header mirrors the descriptor fields the device reports:

/** Zone Capacity (in number of LBAs) */
uint64_t zcap;

/** Zone Start LBA */
uint64_t zslba;

/** Write Pointer (LBA) */
uint64_t wp;

The mental model is: ZNS shifts some placement responsibility from opaque firmware to host software so the system can reduce write amplification and improve predictability. The host earns those benefits only if it actually writes sequentially, tracks zone state, limits open/active zones, handles reset, and routes data lifetimes intelligently.

Misconception to kill: "ZNS is just a faster normal SSD." It is a different contract. Host software must respect zone state and write-pointer rules.

Latency Cliffs

A latency cliff happens when a workload crosses an internal threshold:

	free block pool becomes low,
	background GC cannot keep up,
	SLC cache fills,
	thermal limit engages,
	metadata cache misses increase,
	queue depth hides then amplifies tail latency,
	drive reaches a write cliff after preconditioning.


SPDK can make latency cliffs more visible because it removes scheduler and interrupt overhead. That is a benefit, but it also means the application must understand what the hardware is doing.

The SPDK FTL relocation structure shows one software version of a latency-cliff mechanism: when reusable space is scarce, a background mover consumes I/O resources to copy valid data before space can be reused.

struct ftl_reloc {
        /* Device associated with relocate */
        struct spdk_ftl_dev *dev;

        /* Indicates relocate is about to halt */
        bool halt;

        /* Band which are read to relocate */
        struct ftl_band *band;

        /* Bands already read, but waiting for finishing GC */
        TAILQ_HEAD(, ftl_band) band_done;
        size_t band_done_count;

        /* Flags indicating reloc is waiting for a new band */
        bool band_waiting;

        /* Maximum number of IOs per band */
        size_t max_qdepth;

The important idea is not the exact type names. The important idea is that garbage collection has state, queue depth, target regions, and work that competes with foreground I/O. When a drive enters on-demand cleanup, the host sees a cliff because writes now wait for invisible read-copy-erase work.

Source Anchors

fixed media locations.

	doc/ssd_internals.md:18: erase blocks and asymmetric erase/program behavior.
	doc/ssd_internals.md:27: logical blocks as firmware constructs rather than
	doc/ssd_internals.md:61: garbage collection sequence.
	doc/ftl.md:11: L2P map.
	doc/ftl.md:25: bands and sequential writing.
	doc/ftl.md:80: relocation/garbage collection.
	doc/ftl.md:109: FTL metadata.
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	lib/ftl/ftl_band.h:54: band write pointer metadata.
	lib/ftl/ftl_band.h:75: band sequence IDs.
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Operational Lab

Use a paper model with four erase blocks, each containing four pages. The host writes LBAs in this order:

0, 1, 2, 3, 0, 1, 4, 5, 0, 6

Rules:

move its valid pages elsewhere, then erase it.

	A page can be programmed once.
	Updating an LBA writes a new physical page.
	The old physical page for that LBA becomes stale.
	When no empty page exists, choose the erase block with the fewest valid pages,


Tasks:

	Draw the mapping after each write.
	Count stale pages after the tenth write.
	Pick a GC victim.
	Count how many extra page writes GC creates.
	Compute write amplification for this tiny example.


Then repeat the exercise with two extra spare pages that are not exposed to the host. The host-visible capacity is the same, but the device has more internal room. Notice how the victim choice and write amplification change. That is the smallest useful model of overprovisioning.

This exercise is intentionally small. Real SSDs have far more levels, but the mapping pressure is the same.

Source Reading Exercise

Read doc/ftl.md:25 through doc/ftl.md:52. Then open lib/ftl/ftl_band.h:34 through lib/ftl/ftl_band.h:94.

Answer:

	Which states represent an empty reusable region?
	Which states represent a region accepting writes?
	Where is the write pointer stored?
	Why does a band need a close sequence ID?
	Why does the P2L map need a checksum?


Then read include/spdk/bdev.h:1886 through include/spdk/bdev.h:1939 and include/spdk/bdev_zone.h:28 through include/spdk/bdev_zone.h:61.

Answer:

	What does SPDK promise after unmap?
	What does it not promise after unmap?
	Which fields tell a zoned application where it can write next?
	Why does a zoned bdev need both capacity and write_pointer?


Self-Check

	Why is overwrite-in-place a bad model for NAND SSDs?
	What is write amplification?
	Why does overprovisioning improve random write behavior?
	Why can an unmap improve future garbage collection?
	Why can a read be slow even when no host write is active?
	How does ZNS change the host/device contract?
	Why is preconditioning necessary for serious SSD benchmarks?
	Why can a flush be fast on one SSD and expensive on another?
	Why can a higher queue depth improve throughput but worsen tail latency?
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  Chapter Goal

NVMe is not "a faster disk command set." It is a queue protocol designed for many-core hosts and parallel SSD controllers. The host and controller communicate mostly through shared memory queues and small MMIO doorbell writes. SPDK's NVMe driver is built around that model: allocate queue pairs, submit commands, ring doorbells, poll completions, and invoke callbacks.

By the end of this chapter, you should be able to draw the submission/completion flow, explain SQs and CQs, identify command and completion fields in SPDK source, reason about phase bits and queue wraparound, and understand why a qpair is normally owned by one thread.

Beginner Mental Model

An NVMe queue pair is two circular arrays in host memory:

host memory

submission queue (SQ)                  completion queue (CQ)
tail -> next free slot                 head -> next completion to consume

  +-----+-----+-----+-----+              +-----+-----+-----+-----+
  | cmd | cmd |     |     |              | cpl | cpl |     |     |
  +-----+-----+-----+-----+              +-----+-----+-----+-----+
     ^ device reads commands                ^ host reads completions

MMIO doorbells:
  host writes SQ tail to tell controller new commands exist
  host writes CQ head to tell controller completions were consumed

The host writes command entries into the SQ. The controller DMA-reads them. Later the controller DMA-writes completion entries into the CQ. The host polls the CQ and runs callbacks. Doorbells are small MMIO register writes that synchronize producer/consumer positions.

That last sentence is the center of the chapter. The queue entries live in memory that both sides can reach, but the two sides do not share a C data structure in the ordinary sense. The CPU sees virtual addresses and writes cacheable memory. The controller sees bus addresses and performs DMA. Doorbell registers live in the controller's PCIe BAR and are written through MMIO, not through the same path as normal RAM. A qpair is therefore a small protocol machine with three kinds of state:

	host-owned producer/consumer indexes, such as sq_tail and cq_head;
	controller-visible queue memory, addressed through DMA-capable bus addresses;
	MMIO doorbells that tell the controller when an index changed.


NVMe does not require the controller to process commands in the same order that it completes them. It does require the completion entry to name the command that completed. That is why cid is as important as the queue slot: a completion says "command identifier N is done", and SPDK uses that number to find the request object and callback that were saved at submission time.

[image: Chapter 5: NVMe SSDs As Queue Machines diagram 1]Diagram 1: Chapter 5: NVMe SSDs As Queue Machines
Why NVMe Exists

Legacy storage protocols were designed around fewer queues, deeper kernel mediation, and mechanical disks. SSDs need:

	many independent queues,
	high queue depth,
	low per-command overhead,
	no interrupt required for every completion,
	command formats sized for cache lines,
	parallelism that maps to CPU cores and controller internals.


NVMe over PCIe uses host memory queues and PCIe DMA. NVMe over Fabrics carries the same command model over transports such as RDMA and TCP. This chapter focuses on local PCIe because it exposes the hardware mechanics most directly.

The official NVMe specification set now describes NVMe as a family of base, command-set, and transport specifications. The NVM Express specifications page says the Base specification defines the protocol for host software to communicate with non-volatile memory subsystems over memory-based and message-based transports. The Base Specification page also describes NVMe as designed for SSDs and as a lower-latency, more scalable interface than SATA. Those claims map directly to the queue-pair design: avoid a single serialized command path, expose enough independent queues for multicore hosts, and make the hot path mostly memory stores plus one small doorbell write.

For an SPDK reader, the practical consequence is that "using NVMe" means driving a protocol state machine, not calling a blocking disk function. The application submits work, keeps ownership of the thread/qpair discipline, and later polls for completions. The driver can be fast because it does not hide those costs behind locks, sleeping waits, or per-I/O kernel crossings.

The Command And Completion Structures

SPDK's local copy of the NVMe command layout is in include/spdk/nvme_spec.h:1452. struct spdk_nvme_cmd is 64 bytes (include/spdk/nvme_spec.h:1504). Key fields:

	opc: opcode, such as read, write, flush, identify, create queue.
	fuse: fused operation marker.
	cid: command identifier, used to match completion to request state.
	nsid: namespace identifier.
	mptr: metadata pointer.
	dptr: PRP or SGL data pointer.
	cdw10 through cdw15: command-specific dwords.


The completion entry is struct spdk_nvme_cpl at include/spdk/nvme_spec.h:1519, and it is 16 bytes (include/spdk/nvme_spec.h:1537). Key fields:

	cdw0 and cdw1: command-specific result.
	sqhd: submission queue head pointer from the controller's point of view.
	sqid: submission queue identifier.
	cid: command identifier.
	status: status code, status code type, retry hints, do-not-retry bit, and phase tag.


Beginner trap: the command carries the request; the completion does not contain the original data buffer. The driver uses cid and its own tracker/request tables to find the callback and buffer state.

Here is the front of the command layout from include/spdk/nvme_spec.h. The fields are arranged as NVMe command dwords, not as a high-level SPDK request object:

struct spdk_nvme_cmd {
	/* dword 0 */
	uint16_t opc	:  8;	/* opcode */
	uint16_t fuse	:  2;	/* fused operation */
	uint16_t rsvd1	:  4;
	uint16_t psdt	:  2;
	uint16_t cid;		/* command identifier */

	/* dword 1 */
	uint32_t nsid;		/* namespace identifier */

	/* dword 2-3 */
	uint32_t rsvd2;
	uint32_t rsvd3;

	/* dword 4-5 */
	uint64_t mptr;		/* metadata pointer */

	/* dword 6-9: data pointer */
	union {
		struct {
			uint64_t prp1;		/* prp entry 1 */
			uint64_t prp2;		/* prp entry 2 */
		} prp;

		struct spdk_nvme_sgl_descriptor sgl1;
	} dptr;

The same structure continues with command-specific dwords. SPDK verifies the hardware contract at compile time:

	/* dword 14-15 */
	uint32_t cdw14;		/* command-specific */
	uint32_t cdw15;		/* command-specific */
};
SPDK_STATIC_ASSERT(sizeof(struct spdk_nvme_cmd) == 64, "Incorrect size");

The command contains just enough transport-visible information for the controller to execute the operation: opcode, namespace, data pointer format, metadata pointer, command-specific dwords, and cid. SPDK's larger struct nvme_request owns the user callback, callback argument, payload description, split-child state, and retry/error bookkeeping. That state is intentionally not DMA-read by the controller.

The completion is much smaller:

struct spdk_nvme_status {
	uint16_t p	:  1;	/* phase tag */
	uint16_t sc	:  8;	/* status code */
	uint16_t sct	:  3;	/* status code type */
	uint16_t crd	:  2;   /* command retry delay */
	uint16_t m	:  1;	/* more */
	uint16_t dnr	:  1;	/* do not retry */
};

struct spdk_nvme_cpl {
	uint32_t		cdw0;	/* command-specific */
	uint32_t		cdw1;	/* command-specific */
	uint16_t		sqhd;	/* submission queue head pointer */
	uint16_t		sqid;	/* submission queue identifier */
	uint16_t		cid;	/* command identifier */
	union {
		uint16_t                status_raw;
		struct spdk_nvme_status	status;
	};
};
SPDK_STATIC_ASSERT(sizeof(struct spdk_nvme_cpl) == 16, "Incorrect size");

Read this as a receipt, not as the original work order. sqid identifies which submission queue the command came from, cid identifies the command within that qpair's tracker table, sqhd tells the host what the controller considers consumed on the SQ, and status tells the host whether normal completion, retry, or error handling should follow. The phase bit is not an error bit; it is a freshness bit for a reused CQ slot.

Admin Queues And I/O Queues

Every NVMe controller has an admin queue pair. Admin commands create and delete I/O queues, identify controllers and namespaces, get logs, set features, abort commands, and manage asynchronous events. I/O queue pairs carry reads, writes, flushes, write zeroes, dataset management, and command-set-specific I/O operations.

SPDK's controller register structure in include/spdk/nvme_spec.h:550 includes admin queue attributes and base addresses:

	aqa: admin queue attributes.
	asq: admin submission queue base address.
	acq: admin completion queue base address.


The same register structure exposes doorbells at include/spdk/nvme_spec.h:611: each queue has a submission queue tail doorbell and completion queue head doorbell.

The local register model makes the split explicit. These exact excerpts show the admin queue base registers and the per-qpair doorbell entries:

/** admin queue attributes */
union spdk_nvme_aqa_register	aqa;

uint64_t			asq; /* admin submission queue base addr */
uint64_t			acq; /* admin completion queue base addr */

struct {
	uint32_t	sq_tdbl;	/* submission queue tail doorbell */
	uint32_t	cq_hdbl;	/* completion queue head doorbell */
} doorbell[1];

Admin queue setup starts with registers because the controller needs an initial command path before I/O queues exist. I/O queues are then created with admin commands. In lib/nvme/nvme_pcie_common.c, SPDK builds CREATE_IO_CQ with cmd->dptr.prp.prp1 = pqpair->cpl_bus_addr and CREATE_IO_SQ with cmd->dptr.prp.prp1 = pqpair->cmd_bus_addr. That is the controller-visible side of queue construction: the device receives DMA addresses for the CQ and SQ memory it will use.

The Queue Pair In SPDK

For PCIe, SPDK's struct nvme_pcie_qpair is in lib/nvme/nvme_pcie_internal.h:140. The hot fields are the queue indices and flags:

	num_entries
	last_sq_tail
	sq_tail
	cq_head
	sq_head
	flags.phase
	sq_vaddr
	cq_vaddr
	cmd_bus_addr
	cpl_bus_addr


The names tell the story. sq_vaddr and cq_vaddr are CPU virtual addresses for the host-side arrays. cmd_bus_addr and cpl_bus_addr are bus/IOVA addresses the device can DMA to or from. The host updates sq_tail; the controller updates completions; the host advances cq_head.

The qpair's hot fields are deliberately placed before the embedded base qpair:

/* Array of trackers indexed by command ID. */
struct nvme_tracker *tr;

uint16_t num_entries;

uint8_t pcie_state;

uint8_t retry_count;

uint16_t max_completions_cap;

uint16_t last_sq_tail;
uint16_t sq_tail;
uint16_t cq_head;
uint16_t sq_head;

struct {
	uint8_t phase			: 1;
	uint8_t delay_cmd_submit	: 1;
	uint8_t has_shadow_doorbell	: 1;
	uint8_t has_pending_vtophys_failures : 1;
	uint8_t defer_destruction	: 1;

	/* Disable merging of physically contiguous SGL entries */
	uint8_t disable_pcie_sgl_merge	: 1;
} flags;

The same structure keeps the queue DMA addresses and host virtual addresses together below the hotter fields:

uint64_t cmd_bus_addr;
uint64_t cpl_bus_addr;

struct spdk_nvme_cmd *sq_vaddr;
struct spdk_nvme_cpl *cq_vaddr;

This excerpt explains several SPDK design choices at once. tr is an array because the completion's cid must become a quick index lookup, not a list search. sq_tail, cq_head, sq_head, and phase are hot because submission and polling touch them constantly. cmd_bus_addr and cpl_bus_addr are colder after setup because the controller already knows where the queues are; the hot path mostly uses cmd/cpl pointers and doorbells.

SPDK's own documentation says qpair scaling is lock-free but thread-constrained. doc/nvme.md:153 through doc/nvme.md:160 explains that queue pairs contain no locks or atomics and a given qpair may only be used by a single thread at a time. Violating this is undefined behavior.

Misconception to kill: "NVMe has many queues so any thread can submit to any queue." The scalable model is many queues with clear ownership, not one shared queue with hidden locks.

Submission Flow

The simplified SPDK PCIe submission path:

application / bdev_nvme
  builds an nvme_request
  calls nvme_qpair_submit_request()

common qpair layer
  queues request if the qpair is backed up
  calls transport submit

PCIe transport
  copies command to SQ slot
  associates CID with tracker
  advances sq_tail
  rings SQ doorbell

controller
  sees new tail
  DMA-reads SQ entries
  executes commands

The common submit wrapper is in lib/nvme/nvme_qpair.c:1171. It handles queued requests and the -EAGAIN case by inserting requests into qpair->queued_req rather than failing the user operation immediately.

At the PCIe transport layer, submission first needs a free tracker. A tracker is SPDK's owner record for one outstanding command. It stores the request pointer and callback state, and its cid becomes the command identifier written into the SQE:

tr = TAILQ_FIRST(&pqpair->free_tr);

if (tr == NULL) {
	pqpair->stat->queued_requests++;
	/* Inform the upper layer to try again later. */
	rc = -EAGAIN;
	goto exit;
}

pqpair->stat->submitted_requests++;
TAILQ_REMOVE(&pqpair->free_tr, tr, tq_list); /* remove tr from free_tr */
TAILQ_INSERT_TAIL(&pqpair->outstanding_tr, tr, tq_list);
pqpair->qpair.queue_depth++;
tr->req = req;
tr->cb_fn = req->cb_fn;
tr->cb_arg = req->cb_arg;
req->cmd.cid = tr->cid;
/* Use PRP by default. This bit will be overridden below if needed. */
req->cmd.psdt = SPDK_NVME_PSDT_PRP;

This is why the completion can be small. The CQE does not need to carry a callback pointer or buffer pointer. It only needs to carry a cid that lets SPDK find pqpair->tr[cid], which still owns the full request state.

After SPDK builds the data pointer or SGL/PRP state, the tracker submission function copies the 64-byte command into the current SQ slot and advances the ring:

/* Copy the command from the tracker to the submission queue. */
nvme_pcie_copy_command(&pqpair->cmd[pqpair->sq_tail], &req->cmd);

if (spdk_unlikely(++pqpair->sq_tail == pqpair->num_entries)) {
	pqpair->sq_tail = 0;
}

if (spdk_unlikely(pqpair->sq_tail == pqpair->sq_head)) {
	NVME_QPAIR_ERRLOG(qpair, "sq_tail is passing sq_head!\n");
}

if (!pqpair->flags.delay_cmd_submit) {
	nvme_pcie_qpair_ring_sq_doorbell(qpair);
}

The ownership sequence matters. The request starts as host-only state. Once copied into pqpair->cmd[pqpair->sq_tail], the controller can safely DMA-read it after the doorbell. The tracker remains host-owned and outstanding until a completion maps back to its cid.

The PCIe doorbell function is nvme_pcie_qpair_ring_sq_doorbell() in lib/nvme/nvme_pcie_internal.h:248. It writes the new SQ tail with spdk_mmio_write_4() at lib/nvme/nvme_pcie_internal.h:272. There is a memory barrier before the MMIO write at lib/nvme/nvme_pcie_internal.h:269; the host must make sure command memory is visible before telling the device to fetch it.

The doorbell code shows both the fused-command exception and the memory-ordering rule:

if (qpair->last_fuse == SPDK_NVME_IO_FLAGS_FUSE_FIRST) {
	/* This is first cmd of two fused commands - don't ring doorbell */
	return;
}

if (spdk_likely(need_mmio)) {
	spdk_wmb();
	pqpair->stat->sq_mmio_doorbell_updates++;
	g_thread_mmio_ctrlr = pctrlr;
	spdk_mmio_write_4(pqpair->sq_tdbl, pqpair->sq_tail);
	g_thread_mmio_ctrlr = NULL;
}

The write barrier is not decoration. If the MMIO doorbell became visible to the device before the SQE stores were visible, the controller could fetch an incomplete or stale command. The barrier makes the intended producer order explicit: fill SQE first, then publish the new tail.

Completion Flow

The simplified completion path:

controller
  DMA-writes CQE
  toggles / sets phase tag as appropriate

host poller
  reads CQE at cq_head
  checks phase bit
  looks up tracker by cid
  completes request callback
  advances cq_head
  rings CQ doorbell

The CQ doorbell function is nvme_pcie_qpair_ring_cq_doorbell() in lib/nvme/nvme_pcie_internal.h:277. It writes the consumed CQ head to the controller at lib/nvme/nvme_pcie_internal.h:295.

SPDK rings the CQ doorbell after it has consumed one or more completions:

if (num_completions > 0) {
	pqpair->stat->completions += num_completions;
	nvme_pcie_qpair_ring_cq_doorbell(qpair);
} else {
	pqpair->stat->idle_polls++;
}

That batching is legal because the CQ head doorbell communicates how much space has been freed, not which callback ran. The controller already wrote the CQEs. The host reads and processes them, then publishes the new head so the controller can reuse those CQ slots.

The phase bit solves a ring-buffer ambiguity. When the CQ wraps, slot 0 is reused. Without an extra bit, the host could not reliably tell whether a slot contains an old completion from the previous lap or a new completion from this lap. SPDK stores the expected phase in flags.phase at lib/nvme/nvme_pcie_internal.h:159.

SPDK initializes the expected phase during qpair reset in lib/nvme/nvme_pcie_common.c:

/* all head/tail vals are set to 0 */
pqpair->last_sq_tail = pqpair->sq_tail = pqpair->sq_head = pqpair->cq_head = 0;

/*
 * First time through the completion queue, HW will set phase
 *  bit on completions to 1.  So set this to 1 here, indicating
 *  we're looking for a 1 to know which entries have completed.
 *  we'll toggle the bit each time when the completion queue
 *  rolls over.
 */
pqpair->flags.phase = 1;
for (i = 0; i < pqpair->num_entries; i++) {
	pqpair->cpl[i].status.p = 0;
}

The actual polling loop reads the CQ slot at cq_head, compares its phase bit against the expected phase, prefetches the next tracker when possible, advances cq_head, toggles phase on wrap, and maps cid back to the tracker:

while (1) {
	cpl = &pqpair->cpl[pqpair->cq_head];

	if (!next_is_valid && cpl->status.p != pqpair->flags.phase) {
		break;
	}

	if (spdk_likely(pqpair->cq_head + 1 != pqpair->num_entries)) {
		next_cq_head = pqpair->cq_head + 1;
		next_phase = pqpair->flags.phase;
	} else {
		next_cq_head = 0;
		next_phase = !pqpair->flags.phase;
	}
	next_cpl = &pqpair->cpl[next_cq_head];
	next_is_valid = (next_cpl->status.p == next_phase);
	if (next_is_valid) {
		__builtin_prefetch(&pqpair->tr[next_cpl->cid]);
	}

if (spdk_unlikely(++pqpair->cq_head == pqpair->num_entries)) {
	pqpair->cq_head = 0;
	pqpair->flags.phase = !pqpair->flags.phase;
}

tr = &pqpair->tr[cpl->cid];
pqpair->sq_head = cpl->sqhd;

if (tr->req) {
	__builtin_prefetch(&tr->req->stailq);
	nvme_pcie_qpair_complete_tracker(qpair, tr, cpl, true);
}

nvme_pcie_qpair_complete_tracker() is where the transport hands the completed request back into the common request completion machinery. That path eventually invokes the user's spdk_nvme_cmd_cb unless the request is being retried, failed internally, or completed through a reset/error path. The important queue-machine point is that callback execution happens on the thread that calls spdk_nvme_qpair_process_completions(), not on a hidden interrupt thread in the normal polling model.

Diagram in prose:

CQ has 4 slots. Expected phase = 1.

lap 1:
  slot 0 phase 1 -> new
  slot 1 phase 1 -> new
  slot 2 phase 1 -> new
  slot 3 phase 1 -> new
  wrap; expected phase becomes 0

lap 2:
  slot 0 phase 0 -> new
  old phase 1 entries are ignored after expected phase flips

Doorbells And MMIO

Doorbells are not normal memory writes. They are MMIO writes to registers mapped from the PCIe device's BAR. MMIO writes can be expensive compared with ordinary cached stores. That is why batching and shadow doorbells exist.

SPDK models controller registers in include/spdk/nvme_spec.h:540 through include/spdk/nvme_spec.h:615. The doorbell array begins at include/spdk/nvme_spec.h:611. In the PCIe qpair code, SPDK optionally updates shadow doorbells and only performs MMIO when required (lib/nvme/nvme_pcie_internal.h:260 through lib/nvme/nvme_pcie_internal.h:274).

The NVMe spec treats invalid doorbell values as protocol errors, not harmless hints. A bad SQ tail can mean software tried to add entries to a full SQ; a bad CQ head can mean software tried to consume entries that were not there. In real driver code, the best defense is boring: keep the qpair single-owned, advance indexes only in the submission/completion paths, and do not let unrelated code write doorbells directly.

Misconception to kill: "Ringing the doorbell moves the command." It does not copy the command. The command is already in host memory. The doorbell tells the controller that the producer index changed.

Namespaces And Controllers

An NVMe controller is the command-processing entity. A namespace is a block address space exposed through that controller. A physical SSD may expose one namespace or many. Multipath and NVMe-oF can make this more complex, but the beginner model is:

controller
  admin qpair
  io qpair 1
  io qpair 2
  namespace 1: logical blocks
  namespace 2: logical blocks

An I/O command usually names the namespace in cmd.nsid and the LBA/range in command-specific dwords. The qpair is the transport path; the namespace is the storage object.

Queue Full, Backpressure, And -EAGAIN

Queues are finite. Trackers are finite. Requests can be temporarily impossible to submit even though the device is healthy. SPDK's common qpair layer turns some -EAGAIN returns into internal queueing (lib/nvme/nvme_qpair.c:1192 through lib/nvme/nvme_qpair.c:1197).

The wrapper is short, but it is a major semantic boundary:

rc = _nvme_qpair_submit_request(qpair, req);
if (rc == -EAGAIN) {
	STAILQ_INSERT_TAIL(&qpair->queued_req, req, stailq);
	req->queued = true;
	rc = 0;
}

return rc;

-EAGAIN from the PCIe transport usually means "no tracker was available right now." The common layer converts that into software queueing, so the caller sees success for "SPDK accepted ownership of this request." It does not mean the command was already copied into the hardware SQ.

Completion processing feeds that queue back into hardware. After the transport returns a positive completion count, the common layer attempts to resubmit the same number of queued requests:

/*
 * At this point, ret must represent the number of completions we reaped.
 * submit as many queued requests as we completed.
 */
if (ret > 0) {
	nvme_qpair_resubmit_requests(qpair, ret);
} else {
	_nvme_qpair_complete_abort_queued_reqs(qpair);
}

This matters operationally. A user-level submit API returning success may mean "accepted by SPDK for eventual transport submission," not necessarily "already placed into the hardware SQ." Completion callback is still the truth for command completion.

Timeouts, Aborts, And Resets

NVMe has explicit error paths:

	A command can complete with an error status.
	A qpair can fail or disconnect.
	A command can time out in the host.
	The host can issue an abort.
	The controller or queue can be reset.
	The bdev layer can reset above the NVMe layer.


The completion status includes dnr ("do not retry") and status code/type fields in include/spdk/nvme_spec.h:1506 through include/spdk/nvme_spec.h:1513. SPDK also has queued-request abort paths around lib/nvme/nvme_qpair.c:1222.

The public completion API also has explicit failed-qpair behavior:

if (spdk_unlikely(qpair->ctrlr->is_failed &&
		  nvme_qpair_get_state(qpair) != NVME_QPAIR_DISCONNECTING)) {
	if (qpair->ctrlr->is_removed) {
		nvme_qpair_set_state(qpair, NVME_QPAIR_DESTROYING);
		nvme_qpair_abort_all_queued_reqs(qpair);
		nvme_transport_qpair_abort_reqs(qpair);
	}
	return -ENXIO;
}

This is why recovery code must distinguish "no completions ready" from "qpair cannot make progress." A return value of 0 from spdk_nvme_qpair_process_completions() can be normal idleness. -ENXIO means the qpair or controller state has moved into a failure/disconnect path and callers need to stop treating the queue as a live submission path.

Beginner trap: an abort is itself a command and may race with normal completion. A command can complete just as the host decides it timed out. Correct code must tolerate late completions, failed aborts, and reset-driven cleanup.

CQ Full And Completion Flow Control

A controller cannot write infinite completions. If the host stops polling, the CQ fills. Once the CQ fills, the controller has limited room to complete more commands. That can stall progress even while SQ entries were submitted correctly.

The public NVMe specification text is direct about this: when no free completion entries are available, the controller cannot post more status to that CQ until space is available, and it may stop processing more SQ entries associated with that CQ. That behavior is not an SPDK quirk. It is the queue-machine backpressure mechanism showing through.

SPDK's model is polling-first. doc/nvme.md:111 through doc/nvme.md:116 states that the application submits I/O and must poll each queue pair with outstanding I/O by calling spdk_nvme_qpair_process_completions().

The public header says the same API is non-blocking and calls the request callback for each completed command:

/**
 * Process any outstanding completions for I/O submitted on a queue pair.
 *
 * This call is non-blocking, i.e. it only processes completions that are ready
 * at the time of this function call. It does not wait for outstanding commands
 * to finish.
 *
 * For each completed command, the request's callback function will be called if
 * specified as non-NULL when the request was submitted.
 *
 * The caller must ensure that each queue pair is only used from one thread at a
 * time.
 */

Misconception to kill: "Polling is just busy waiting." In SPDK, polling is the completion engine. If you do not poll, callbacks do not run, buffers are not released, and higher layers may stop making progress.

Multipath And ANA Preview

Asymmetric Namespace Access (ANA) and multipath are advanced topics for later chapters, but they start from this chapter's model. If there are multiple controllers or paths to a namespace, each path has its own queues and state. A path can become optimized, non-optimized, inaccessible, or lost. The host must decide where to submit I/O and how to recover when a path's queues fail.

The key mental model: multipath is not one magic queue. It is multiple queue machines coordinated by policy.

Source Reading Exercise

Read:

	include/spdk/nvme_spec.h:1452 through include/spdk/nvme_spec.h:1537.
	include/spdk/nvme_spec.h:550 through include/spdk/nvme_spec.h:615.
	lib/nvme/nvme_pcie_internal.h:140 through lib/nvme/nvme_pcie_internal.h:203.
	lib/nvme/nvme_pcie_internal.h:248 through lib/nvme/nvme_pcie_internal.h:298.
	lib/nvme/nvme_pcie_common.c:45 through lib/nvme/nvme_pcie_common.c:58.
	lib/nvme/nvme_pcie_common.c:659 through lib/nvme/nvme_pcie_common.c:702.
	lib/nvme/nvme_pcie_common.c:872 through lib/nvme/nvme_pcie_common.c:996.
	lib/nvme/nvme_pcie_common.c:1672 through lib/nvme/nvme_pcie_common.c:1754.
	lib/nvme/nvme_qpair.c:834 through lib/nvme/nvme_qpair.c:910.
	lib/nvme/nvme_qpair.c:1171 through lib/nvme/nvme_qpair.c:1200.
	include/spdk/nvme.h:2155 through include/spdk/nvme.h:2181.
	doc/nvme.md:111 through doc/nvme.md:160.


Answer:

	Which structure is 64 bytes and which is 16 bytes?
	Which field matches a completion to a submitted command?
	Why does SPDK need both virtual addresses and bus addresses for queues?
	What memory barrier appears before ringing the SQ doorbell?
	What does the common qpair layer do with -EAGAIN?
	Which thread runs the completion callback in the polling model?
	What can happen if the host stops advancing the CQ head?


Operational Lab

Build a paper queue with depth 4. Use one empty slot rule if you like, or allow all 4 entries with an explicit count. Submit commands with CIDs 10, 11, 12, 13, then complete them out of order as 11, 10, 13, 12.

Tasks:

	Track sq_tail after each submission.
	Track cq_head after each completion is consumed.
	Explain why out-of-order completion is fine.
	Explain why cid is necessary.
	Wrap the completion queue once and show when the phase bit changes.


Self-Check

	What is the difference between an SQ and a CQ?
	What does a doorbell write communicate?
	Why is a qpair usually single-thread owned in SPDK?
	Why does a CQE contain cid?
	What problem does the phase bit solve?
	Why must an SPDK application poll completions?
	What is the difference between controller and namespace?


References

	Local source: include/spdk/nvme_spec.h.
	Local source: lib/nvme/nvme_pcie_internal.h.
	Local source: lib/nvme/nvme_pcie_common.c.
	Local source: lib/nvme/nvme_qpair.c.
	Local source: include/spdk/nvme.h.
	Local SPDK documentation: doc/nvme.md.
	Official SPDK NVMe Driver documentation: https://spdk.io/doc/nvme.html
	Official SPDK NVMe I/O submission overview: https://spdk.io/doc/nvme_spec.html
	NVM Express specifications landing page: https://nvmexpress.org/specifications/
	NVM Express Base Specification page: https://nvmexpress.org/specification/nvm-express-base-specification/
	Public NVM Express 1.0 PDF used for queue/doorbell/phase wording: https://nvmexpress.org/wp-content/uploads/NVM-Express-1_0-Gold.pdf
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  Chapter 6: PCIe, MMIO, DMA, IOMMU, VFIO, And Hugepages

  SPDK is fast because it puts userspace code close to hardware. That means SPDK applications must understand what the kernel normally hides: PCIe discovery, BAR mapping, MMIO registers, DMA-capable memory, IOVA...

  Chapter Goal

SPDK is fast because it puts userspace code close to hardware. That means SPDK applications must understand what the kernel normally hides: PCIe discovery, BAR mapping, MMIO registers, DMA-capable memory, IOVA addresses, IOMMU permissions, VFIO ownership, and hugepage-backed memory.

By the end of this chapter, you should be able to explain why SPDK setup binds devices to vfio-pci, why hugepages matter, what an IOVA is, why an IOMMU group can block device assignment, and how a user process can safely ring an NVMe doorbell without using the kernel NVMe driver.

Beginner Mental Model

A PCIe NVMe SSD is not a file. It is a device on a bus:

CPU process
  normal virtual memory
  hugepage-backed DMA buffers
  mapped PCI BAR virtual address

kernel
  VFIO owns PCI device
  IOMMU maps allowed DMA ranges

PCIe device
  BAR registers for MMIO
  DMA engine reads commands / writes completions / reads or writes data

SPDK's userspace driver needs two kinds of access:

	Register access: map the device BAR and write MMIO registers such as NVMe doorbells.
	DMA access: give the device addresses for command queues, completion queues, and data buffers.


The kernel is still involved. It enforces permissions, sets up IOMMU mappings, exposes VFIO file descriptors, and reserves hugepages. SPDK bypasses the kernel storage stack; it does not bypass hardware protection.

PCIe Device Identity: BDF And BARs

PCIe devices are identified by bus-device-function addresses, often written as:

0000:5e:00.0
domain:bus:device.function

The device exposes configuration space and Base Address Registers (BARs). A BAR describes a region of device memory or I/O space that the host can map. NVMe controllers expose registers through a memory BAR. When SPDK maps that BAR, ordinary-looking pointer writes become MMIO transactions on PCIe.

SPDK's environment API declares PCI helpers in include/spdk/env.h. The BAR mapping API is spdk_pci_device_map_bar() at include/spdk/env.h:898, and the DPDK-backed implementation is in lib/env_dpdk/pci.c:740.

The public API deliberately returns two addresses for a BAR: a process virtual address that C code can dereference for MMIO, and a physical address value that matters to lower-level mapping code. The caller should not infer that the returned pointer is ordinary memory. It is a mapped device aperture.

/* include/spdk/env.h */
/**
 * \param dev PCI device.
 * \param bar BAR number.
 * \param mapped_addr A variable to store the virtual address of the mapping.
 * \param phys_addr A variable to store the physical address of the mapping.
 * \param size A variable to store the size of the bar (in bytes).
 *
 * \return 0 on success.
 */
int spdk_pci_device_map_bar(struct spdk_pci_device *dev, uint32_t bar,
			    void **mapped_addr, uint64_t *phys_addr, uint64_t *size);

The object ownership is split. The PCI device object owns the bus-specific operations, the SPDK env layer owns the cross-platform API, and the process gets a mapping only while the PCI device remains attached. Detach or failure paths must unmap the BAR; otherwise the process can keep a stale address into a device that may have been reset or assigned elsewhere.

MMIO Is Not RAM

MMIO means memory-mapped I/O. The CPU has a virtual address that points to a device register window, not DRAM. Stores to that address are side effects on a device.

For NVMe, doorbells are MMIO registers. SPDK models them in include/spdk/nvme_spec.h:611 as submission queue tail and completion queue head doorbells. SPDK writes them with spdk_mmio_write_4() in lib/nvme/nvme_pcie_internal.h:272 and lib/nvme/nvme_pcie_internal.h:295.

Important differences from RAM:

	MMIO is usually uncached or specially ordered.
	Writes may be posted and require barriers in driver logic.
	Reading MMIO can be expensive and may have side effects.
	You cannot treat a device register pointer as normal shared memory.


Misconception to kill: "If I have a pointer, it is memory." In userspace drivers, some pointers are portals into hardware.

The doorbell path shows why ordering matters. SPDK has already written one or more submission queue entries into host memory. Before it notifies the controller by writing the SQ tail doorbell, it issues a write memory barrier. That barrier is not decoration: the controller must not observe the MMIO doorbell before the command entries it will DMA-read are globally visible.

/* lib/nvme/nvme_pcie_internal.h */
if (spdk_likely(need_mmio)) {
	spdk_wmb();
	pqpair->stat->sq_mmio_doorbell_updates++;
	g_thread_mmio_ctrlr = pctrlr;
	spdk_mmio_write_4(pqpair->sq_tdbl, pqpair->sq_tail);
	g_thread_mmio_ctrlr = NULL;
}

Completion queue doorbells are similar, but the direction is different. The driver is telling the controller which completion entries it has consumed, so the controller can reuse that queue space.

/* lib/nvme/nvme_pcie_internal.h */
if (spdk_likely(need_mmio)) {
	pqpair->stat->cq_mmio_doorbell_updates++;
	g_thread_mmio_ctrlr = pctrlr;
	spdk_mmio_write_4(pqpair->cq_hdbl, pqpair->cq_head);
	g_thread_mmio_ctrlr = NULL;
}

These writes run on the SPDK polling thread that owns the qpair. There is no kernel NVMe request object on this fast path. The SPDK thread updates queue state in memory, uses barriers to order those updates, and then performs the MMIO write that tells the device to act.

DMA: The Device Touches Host Memory

Direct Memory Access lets the device read and write host memory without the CPU copying every byte.

For NVMe:

	The controller DMA-reads SQ entries.
	The controller DMA-writes CQ entries.
	The controller DMA-reads host buffers for writes.
	The controller DMA-writes host buffers for reads.


That requires addresses the device can use. CPU virtual addresses are not automatically valid PCIe DMA addresses. SPDK and DPDK translate or map memory into IOVA space.

SPDK's bdev required_alignment field (include/spdk/bdev_module.h:513) matters partly because DMA engines can have alignment restrictions. SPDK's env memory APIs include memzones that are IOVA-contiguous by default unless SPDK_MEMZONE_NO_IOVA_CONTIG is used (include/spdk/env.h:255).

The env API exposes this as a contract. A caller that reserves a memzone is not just asking for bytes; it is asking for memory with DMA-friendly properties that can be shared by name across SPDK processes. Unless the caller opts out, the zone is IOVA-contiguous, which matters for hardware structures that accept a base address plus length instead of a scatter-gather list.

/* include/spdk/env.h */
/**
 * Reserve a named, process shared memory zone with the given size, numa_id
 * and flags. Unless `SPDK_MEMZONE_NO_IOVA_CONTIG` flag is provided, the returned
 * memory will be IOVA contiguous.
 *
 * \param name Name to set for this memory zone.
 * \param len Length in bytes.
 * \param numa_id NUMA node ID to allocate memory on, or SPDK_ENV_NUMA_ID_ANY
 * for any NUMA node.
 * \param flags Flags to set for this memory zone.
 *
 * \return a pointer to the allocated memory address on success, or NULL on failure.
 */
void *spdk_memzone_reserve(const char *name, size_t len, int numa_id, unsigned flags);

SPDK's DMA documentation makes the same point from the operating-system side: normal virtual memory can move, page out, or lose stable physical backing, whereas SPDK relies on DPDK-backed pinned memory and recommends vfio-pci with an enabled IOMMU for a future-proof DMA model. In practical code review, a data buffer that reaches a PCIe device should be traced back to SPDK/DPDK DMA-safe allocation or an explicit registration path.

Physical Address, Virtual Address, IOVA

Three address spaces matter:

	VA: CPU virtual address in the process.
	PA: host physical address.
	IOVA: I/O virtual address used by a device for DMA.


With no IOMMU, devices often DMA to physical addresses. With an IOMMU, devices DMA to IOVAs, and the IOMMU translates those IOVAs to physical memory while enforcing permissions.

DPDK exposes IOVA modes. SPDK passes an explicit --iova-mode to DPDK when configured (lib/env_dpdk/init.c:523). SPDK also forces iova-mode=pa in some no-IOMMU or limited-IOMMU cases (lib/env_dpdk/init.c:530 through lib/env_dpdk/init.c:547).

Beginner trap: IOVA may equal VA, may equal PA, or may equal neither depending on mode and platform. Code that assumes one globally will eventually fail.

The startup code shows that IOVA mode is not an academic option. SPDK lets the application request a mode, but if it detects VFIO no-IOMMU mode or an x86 environment where the IOMMU cannot cover the virtual address space, it forces PA mode instead. That choice changes what address values later get programmed into device-visible structures.

/* lib/env_dpdk/init.c */
if (opts->iova_mode) {
	/* iova-mode=pa is incompatible with no_huge */
	args = push_arg(args, &argcount, _sprintf_alloc("--iova-mode=%s", opts->iova_mode));
	if (args == NULL) {
		return -1;
	}
} else {
	/* When using vfio with enable_unsafe_noiommu_mode=Y, we need iova-mode=pa,
	 * but DPDK guesses it should be iova-mode=va. Add a check and force
	 * iova-mode=pa here. */
	if (!no_huge && rte_vfio_noiommu_is_enabled()) {
		args = push_arg(args, &argcount, _sprintf_alloc("--iova-mode=pa"));
		if (args == NULL) {
			return -1;
		}
	}

The DPDK EAL guide describes Linux IOVA detection as a heuristic based on bus requirements, physical address availability, and whether IOMMU groups are present. That is why this chapter avoids saying "IOVA is physical address" or "IOVA is virtual address" as a universal rule. The right answer is an application startup property plus a platform property.

IOMMU Protection

An IOMMU is an MMU for device DMA. It lets the kernel say: this device may DMA only to these IOVA ranges with these permissions. Without it, a buggy or malicious device can overwrite arbitrary physical memory.

Linux VFIO documentation describes VFIO as an IOMMU/device-agnostic framework for exposing direct device access to userspace in an IOMMU-protected environment. That is the security model SPDK relies on when using vfio-pci.

SPDK checks whether it is using IOMMU-backed DMA through spdk_iommu_is_enabled() (include/spdk/env.h:702), implemented in DPDK memory code around lib/env_dpdk/memory.c:1064.

The public API is intentionally boolean: most SPDK code should not care about the details of the kernel IOMMU backend. It needs to know whether DMA is being protected and translated through an IOMMU.

/* include/spdk/env.h */
/**
 * Reports whether the SPDK application is using the IOMMU for DMA
 *
 * \return True if we are using the IOMMU, false otherwise.
 */
bool spdk_iommu_is_enabled(void);

The DPDK env implementation makes the important distinction: VFIO may be available, but unsafe no-IOMMU mode is not treated as "IOMMU enabled" by SPDK.

/* lib/env_dpdk/memory.c */
bool
spdk_iommu_is_enabled(void)
{
#if VFIO_ENABLED
	return g_vfio.enabled && !g_vfio.noiommu_enabled;
#else
	return false;
#endif
}

Linux's newer IOMMUFD documentation describes the same abstraction in more general terms: userspace can manage I/O address spaces and I/O page tables, and an IOAS maps userspace memory into IOVA ranges. SPDK's current VFIO type1 path uses the older VFIO container interface, but the underlying concept is the same: the kernel owns the translation and protection boundary; userspace requests allowed mappings.

VFIO: Userspace Device Ownership

VFIO is the kernel framework that lets a userspace process safely own a device. A kernel driver such as nvme normally owns an NVMe SSD. For SPDK to drive it directly, that kernel driver must release it and vfio-pci must bind to it.

SPDK's scripts/setup.sh is the practical entry point. The help text says it allocates hugepages and binds NVMe, I/OAT, VMD, and Virtio devices (scripts/setup.sh:33). It selects vfio-pci when available (scripts/setup.sh:403) and warns about IOMMU group constraints (scripts/setup.sh:202 through scripts/setup.sh:213).

DPDK's Linux driver guide recommends vfio-pci for DPDK-bound devices and explains that most devices must be unbound from their kernel driver and bound to vfio-pci before the application runs.

Misconception to kill: "Binding to VFIO turns off the kernel." The kernel still mediates access. It just stops acting as the storage driver for that device.

The setup script's driver selection is conservative. If the user explicitly requests a driver, that wins. Otherwise, an enabled IOMMU steers the script to vfio-pci, and the script tries to load vfio_iommu_type1 because that module provides the VFIO type1 IOMMU backend used by the mapping code below.

# scripts/setup.sh
elif is_iommu_enabled; then
	driver_name=vfio-pci
	# Just in case, attempt to load VFIO_IOMMU_TYPE1 module into the kernel - this
	# should be done automatically by modprobe since this particular module should
	# be a part of vfio-pci dependencies, however, on some distros, it seems that
	# it's not the case. See #1689.
	if modinfo vfio_iommu_type1 > /dev/null; then
		modprobe vfio_iommu_type1
	fi
elif ! check_for_driver uio_pci_generic || modinfo uio_pci_generic > /dev/null 2>&1; then
	driver_name=uio_pci_generic
elif [[ -e $igb_uio_fallback ]]; then
	driver_path="$igb_uio_fallback"
	driver_name="igb_uio"
	echo "WARNING: uio_pci_generic not detected - using $driver_name"

This explains a common setup surprise: the selected driver is a function of both policy and hardware state. On an IOMMU-enabled host, SPDK setup naturally tries to put supported devices under VFIO because VFIO is the kernel interface that can expose device MMIO and DMA to userspace while still enforcing the IOMMU boundary.

IOMMU Groups

An IOMMU group is the smallest isolation unit the kernel can safely assign. If two PCIe functions cannot be isolated from each other, they appear in the same group. VFIO assignment normally requires the whole group to be safe: all devices in the group must be bound to VFIO-compatible drivers or unbound.

This is why setup can fail even when the target NVMe device looks correct. A bridge, multifunction device, or platform topology can put another active device in the same group.

Operational checklist:

readlink /sys/bus/pci/devices/0000:5e:00.0/iommu_group
ls -l /sys/bus/pci/devices/0000:5e:00.0/iommu_group/devices

If another device in the group is still bound to a kernel driver, VFIO may reject the group. DPDK's Linux driver guide calls out this limitation for devices behind bridges and multifunction groupings.

SPDK setup warns before the application gets that far. It looks up all devices in the same group and, when using a VFIO driver, reports any peer that is not bound to the same driver. UNBIND_ENTIRE_IOMMU_GROUP=yes exists, but the name is intentionally blunt because it can detach devices the operator did not mean to hand to SPDK.

# scripts/setup.sh
if ((${#iommug[@]} > 1)) && [[ $driver_name == vfio* ]]; then
	pci_dev_echo "$bdf" "WARNING: detected multiple devices (${#iommug[@]}) under the same IOMMU group!"
	for _bdf in "${iommug[@]}"; do
		[[ $_bdf == "$bdf" ]] && continue
		_driver=$(readlink -f "/sys/bus/pci/devices/$_bdf/driver") && _driver=${_driver##*/}
		if [[ $_driver == "$driver_name" ]]; then
			continue
		fi
		# See what DPDK considers to be a "viable" iommu group: dpdk/lib/eal/linux/eal_vfio.c -> rte_vfio_setup_device()
		pci_dev_echo "$bdf" "WARNING: ${_bdf##*/} not bound to $driver_name (${_driver:-no driver})"
		pci_dev_echo "$bdf" "WARNING All devices in the IOMMU group must be bound to the same driver or unbound"

DPDK later asks the kernel for the group status. The VFIO_GROUP_FLAGS_VIABLE bit is the hard gate: if the group is not viable, DPDK refuses to set up the device.

/* dpdk/lib/eal/linux/eal_vfio.c */
/* check if the group is viable */
ret = ioctl(vfio_group_fd, VFIO_GROUP_GET_STATUS, &group_status);
if (ret) {
	EAL_LOG(ERR, "%s cannot get VFIO group status, "
		"error %i (%s)", dev_addr, errno, strerror(errno));
	close(vfio_group_fd);
	rte_vfio_clear_group(vfio_group_fd);
	return -1;
} else if (!(group_status.flags & VFIO_GROUP_FLAGS_VIABLE)) {
	EAL_LOG(ERR, "%s VFIO group is not viable! "
		"Not all devices in IOMMU group bound to VFIO or unbound",
		dev_addr);
	close(vfio_group_fd);
	rte_vfio_clear_group(vfio_group_fd);
	return -1;
}

Linux VFIO documentation gives the reason for this rule: a group is the unit of ownership used by VFIO because isolation is not always possible at individual function granularity. The group can be enlarged by bridges, multifunction devices, missing ACS isolation, and platform topology.

Hugepages

Hugepages are large pages, commonly 2 MiB or 1 GiB, reserved outside ordinary pageable memory. SPDK and DPDK use them because DMA wants pinned, physically manageable memory and because large pages reduce translation overhead.

SPDK setup exposes:

	HUGEMEM for hugepage memory size (scripts/setup.sh:54).
	NRHUGE for number of pages (scripts/setup.sh:61).
	HUGENODE for NUMA node selection (scripts/setup.sh:62).
	HUGEPGSZ for page size (scripts/setup.sh:67).
	SKIP_HUGE, CLEAR_HUGE, and persistence options.


The setup script mounts hugetlbfs if needed (scripts/setup.sh:594 through scripts/setup.sh:600) and configures hugepages (scripts/setup.sh:603).

SPDK's DPDK env code can disable hugepages with --no-huge, but lib/env_dpdk/init.c:403 through lib/env_dpdk/init.c:418 shows restrictions: disabling hugepages needs explicit memory sizing and is incompatible with some hugepage options and PA IOVA assumptions.

DPDK's EAL documentation describes hugepage-backed memory allocation, and the Linux getting-started guide notes hugepages must be reserved as root before running applications as non-root.

The setup help is worth reading because it is an operational API. These variables are how the administrator decides how much pinned hugepage memory exists, where it exists, and whether setup should touch it at all.

# scripts/setup.sh
echo "HUGEMEM           Size of hugepage memory to allocate (in MB). 2048 by default."
echo "                  For NUMA systems, the hugepages will be distributed on node0 by"
echo "                  default."
echo "NRHUGE            Number of hugepages to allocate. This variable overwrites HUGEMEM."
echo "HUGENODE          Specific NUMA node to allocate hugepages on. Multiple nodes can be"
echo "                  separated with comas. By default, NRHUGE will be applied on each node."
echo "HUGEPGSZ          Size of the hugepages to use in kB. If not set, kernel's default"
echo "                  setting is used."
echo "SHRINK_HUGE       If set to 'yes', hugepages allocation won't be skipped in case"
echo "                  number of requested hugepages is lower from what's already"
echo "                  allocated."
echo "CLEAR_HUGE        If set to 'yes', the attempt to remove hugepages from all nodes will"
echo "                  be made prior to allocation".
echo "SKIP_HUGE         If set to 'yes', the attempt to allocate hugepages will be skipped."

On Linux, setup first makes sure there is a hugetlbfs mount, then writes the requested page counts. For a non-root VFIO user, it also changes ownership of the hugepage mount and later checks the user's memlock limit.

# scripts/setup.sh
function configure_linux() {
	configure_linux_pci
	hugetlbfs_mounts=$(linux_hugetlbfs_mounts)

	if [ -z "$hugetlbfs_mounts" ]; then
		hugetlbfs_mounts=/mnt/huge
		echo "Mounting hugetlbfs at $hugetlbfs_mounts"
		mkdir -p "$hugetlbfs_mounts"
		mount -t hugetlbfs nodev "$hugetlbfs_mounts"
	fi

	configure_linux_hugepages

	if [ "$driver_name" = "vfio-pci" ]; then

The allocation helper writes the kernel nr_hugepages file and then reads it back. That read-back matters because runtime hugepage allocation can fail on a fragmented machine.

# scripts/setup.sh
allocated_hugepages=$(< "$hp_int")

if ((NRHUGE <= allocated_hugepages)) && [[ $SHRINK_HUGE != yes ]]; then
	echo "INFO: Requested $NRHUGE hugepages but $allocated_hugepages already allocated ${2:+on node$2}"
	return 0
fi

echo $((NRHUGE < 0 ? 0 : NRHUGE)) > "$hp_int"

allocated_hugepages=$(< "$hp_int")
if ((allocated_hugepages < NRHUGE)); then
	cat <<- ERROR

		## ERROR: requested $NRHUGE hugepages but $allocated_hugepages could be allocated ${2:+on node$2}.
		## Memory might be heavily fragmented. Please try flushing the system cache, or reboot the machine.
	ERROR
	return 1
fi

--no-huge is therefore an escape hatch with constraints, not the default path. SPDK refuses combinations that would be internally contradictory: no hugepages plus hugepage-specific options, no hugepages without an explicit memory size, or no hugepages with PA IOVA mode.

/* lib/env_dpdk/init.c */
if (no_huge) {
	if (opts->hugepage_single_segments || opts->unlink_hugepage || opts->hugedir) {
		fprintf(stderr, "--no-huge invalid with other hugepage options\n");
		free_args(args, argcount);
		return -1;
	}

	if (opts->mem_size < 0) {
		fprintf(stderr,
			"Disabling hugepages requires specifying how much memory "
			"will be allocated using -s parameter\n");
		free_args(args, argcount);
		return -1;
	}

	/* iova-mode=pa is incompatible with no_huge */
	if (opts->iova_mode &&
	    (strcmp(opts->iova_mode, "pa") == 0)) {
		fprintf(stderr, "iova-mode=pa is incompatible with specified "
			"no-huge parameter\n");
		free_args(args, argcount);
		return -1;
	}

DMA Mapping In SPDK Source

When VFIO is enabled, SPDK maps memory into the IOMMU. The core helper _vfio_iommu_map_dma() in lib/env_dpdk/memory.c:1084 fills a vfio_iommu_type1_dma_map with:

	read/write flags,
	virtual address,
	IOVA,
	size.


It then calls ioctl(g_vfio.fd, VFIO_IOMMU_MAP_DMA, ...) at lib/env_dpdk/memory.c:1119, unless mapping is deferred because no SPDK-managed VFIO device has been attached yet.

BAR mapping has a similar IOMMU detail. spdk_pci_device_map_bar() maps the BAR and, if IOMMU is enabled, maps the BAR into IOMMU space too (lib/env_dpdk/pci.c:751 through lib/env_dpdk/pci.c:773). In VA mode, SPDK uses the mapped virtual address as IOVA; in PA mode, it uses the physical address.

This is the concrete bridge between abstract diagrams and real source: SPDK does not merely "get a pointer." It arranges permissions so a device and process can safely exchange DMA and MMIO.

Here is the SPDK side of the VFIO DMA map path. The vaddr field is the userspace address of the memory range, iova is the address the device will use on the bus, and size is the span to authorize. The flags permit both device reads and device writes.

/* lib/env_dpdk/memory.c */
dma_map->map.argsz = sizeof(dma_map->map);
dma_map->map.flags = VFIO_DMA_MAP_FLAG_READ | VFIO_DMA_MAP_FLAG_WRITE;
dma_map->map.vaddr = vaddr;
dma_map->map.iova = iova;
dma_map->map.size = size;

if (g_vfio.device_ref == 0) {
	/* VFIO requires at least one device (IOMMU group) to be added to
	 * a VFIO container before it is possible to perform any IOMMU
	 * operations on that container. This memory will be mapped once
	 * the first device (IOMMU group) is hotplugged.
	 */
	goto out_insert;
}

ret = ioctl(g_vfio.fd, VFIO_IOMMU_MAP_DMA, &dma_map->map);
if (ret) {
	/* There are cases the vfio container doesn't have IOMMU group, it's safe for this case */
	SPDK_NOTICELOG("Cannot set up DMA mapping, error %d, ignored\n", errno);
}

The deferred path is easy to miss. SPDK can discover or allocate memory before the first SPDK-managed VFIO device has joined the container. Rather than failing early, it records the mapping and applies it when a device arrives. That keeps memory ownership in SPDK while respecting VFIO's rule that IOMMU operations need a container with at least one attached group.

DPDK has a parallel VFIO type1 path for memory it manages. The fields are the same because they are the kernel ABI for VFIO_IOMMU_MAP_DMA.

/* dpdk/lib/eal/linux/eal_vfio.c */
memset(&dma_map, 0, sizeof(dma_map));
dma_map.argsz = sizeof(struct vfio_iommu_type1_dma_map);
dma_map.vaddr = vaddr;
dma_map.size = len;
dma_map.iova = iova;
dma_map.flags = VFIO_DMA_MAP_FLAG_READ |
		VFIO_DMA_MAP_FLAG_WRITE;

ret = ioctl(vfio_container_fd, VFIO_IOMMU_MAP_DMA, &dma_map);

BAR mapping has a related but distinct IOMMU step. A BAR is device memory, not host RAM, but SPDK still maps the BAR into IOMMU space when an IOMMU is enabled. In VA IOVA mode, SPDK uses the mapped virtual address as the IOVA. In PA mode, it uses the physical address reported by the underlying mapping operation.

/* lib/env_dpdk/pci.c */
rc = dev->map_bar(dev, bar, mapped_addr, phys_addr, size);
if (rc) {
	return rc;
}

#if VFIO_ENABLED
/* Automatically map the BAR to the IOMMU */
if (!spdk_iommu_is_enabled()) {
	return 0;
}

if (rte_eal_iova_mode() == RTE_IOVA_VA) {
	/* We'll use the virtual address as the iova to match DPDK. */
	rc = vtophys_iommu_map_dma_bar((uint64_t)(*mapped_addr), (uint64_t) * mapped_addr, *size);
	if (rc) {
		dev->unmap_bar(dev, bar, *mapped_addr);
		return -EFAULT;
	}

	*phys_addr = (uint64_t)(*mapped_addr);
} else {
	/* We'll use the physical address as the iova to match DPDK. */
	rc = vtophys_iommu_map_dma_bar((uint64_t)(*mapped_addr), *phys_addr, *size);

The callback path is therefore: setup binds the device to VFIO, DPDK opens the VFIO group and container, SPDK env maps BARs and memory through DPDK/VFIO, and the NVMe driver later writes doorbells and posts queue memory addresses that the controller can legally DMA to or from.

Kernel-Bound Versus SPDK-Bound Devices

Kernel-bound NVMe:

application -> syscall/io_uring/libaio -> kernel block layer -> kernel nvme driver -> device

SPDK-bound NVMe:

SPDK app -> SPDK NVMe driver -> VFIO/MMIO/DMA -> device

The second path avoids syscalls and kernel block scheduling on the I/O fast path, but it changes ownership:

	The kernel no longer exposes /dev/nvmeXnY for normal use.
	Filesystems mounted from that device must be unmounted first.
	The SPDK process must reserve and own DMA-capable memory.
	Operational tooling must use SPDK RPCs or NVMe passthrough paths instead of normal block tools.


Misconception to kill: "SPDK can use a mounted kernel NVMe disk directly." For local PCIe SPDK NVMe, the device is normally rebound away from the kernel NVMe driver. Sharing a mounted block device with SPDK direct hardware access would be data corruption territory.

NUMA

PCIe devices attach near a CPU socket. Memory also belongs to NUMA nodes. If the SPDK polling core is on socket 0, the NVMe device is behind socket 1, and hugepages are allocated on socket 0, every DMA and CPU access may cross inter-socket links.

Symptoms:

	Lower bandwidth than expected.
	Higher tail latency.
	CPU cycles spent waiting on remote memory.
	Performance changes when core masks or hugepage allocation changes.


SPDK setup has HUGENODE; DPDK and SPDK expose NUMA-aware allocation. The beginner operational rule is: align device, polling core, and hugepage memory when possible.

Page Faults And Pinned Memory

DMA cannot wait for the kernel to page memory in from swap. Device DMA buffers must be resident and mapped. Hugepages are reserved and pinned in a way that fits DPDK/SPDK operation. Normal malloc() memory may be unsuitable because:

	it can be paged,
	it may not have stable physical mappings,
	it may not be IOVA-contiguous,
	it may not be registered with VFIO/IOMMU.


SPDK has APIs for DMA-safe allocation; later chapters will cover iobuf, mempools, and memory domains.

Failure Modes

	No IOMMU enabled: VFIO binding fails or DPDK requires unsafe no-IOMMU mode.
	Wrong driver: device remains bound to nvme, so SPDK cannot claim it through VFIO.
	Active filesystem: rebinding a live kernel device risks data loss.
	IOMMU group not viable: another device in the group is still kernel-bound.
	Hugepages missing: EAL initialization fails or SPDK cannot allocate DMA buffers.
	Hugepages on wrong NUMA node: performance collapses rather than failing loudly.
	RLIMIT_MEMLOCK too low: non-root process cannot lock enough memory.
	DMA entry limit reached: many small mappings, especially with --no-huge, exhaust VFIO map entries.
	IOVA mode mismatch: device receives addresses it cannot translate.
	BAR mapping failure: process cannot access MMIO registers.
	Page fault in data path: using non-DMA-safe memory creates failures or bounce-buffer overhead.


These failures tend to look unrelated at first because they occur at different layers. A missing hugepage may fail during EAL initialization before SPDK has even probed an NVMe controller. An invalid IOMMU group may appear as a VFIO attach failure even though lspci shows the target SSD. An IOVA mode mismatch may let setup succeed but cause later DMA failures because the controller is given addresses the platform cannot translate. Debug them in dependency order: kernel boot/IOMMU state, driver binding, group viability, hugepage reservation, memlock limits, EAL IOVA mode, then SPDK device probe.

The most dangerous failure is not a clean startup error. It is accidental shared ownership: a mounted filesystem, the kernel NVMe driver, and an SPDK userspace driver cannot safely coordinate direct writes to the same PCIe SSD. That is why setup ignores active mountpoints and why production runbooks should make device ownership explicit before binding changes.

Operational Lab

Do this as a dry run on a development machine; do not rebind production devices.

	Pick a PCI device BDF from lspci.
	Inspect its current driver:


lspci -k -s 0000:5e:00.0

	Inspect its IOMMU group:


readlink /sys/bus/pci/devices/0000:5e:00.0/iommu_group
ls -l /sys/bus/pci/devices/0000:5e:00.0/iommu_group/devices

	Inspect hugepage state:


grep -i huge /proc/meminfo
find /sys/devices/system/node -path '*hugepages*' -name nr_hugepages -print -exec cat {} \;

	Explain whether the device could be safely rebound to VFIO and what other devices would be affected.


Source Reading Exercise

Read:

	scripts/setup.sh:33 through scripts/setup.sh:104.
	scripts/setup.sh:194 through scripts/setup.sh:213.
	scripts/setup.sh:403 through scripts/setup.sh:418.
	scripts/setup.sh:500 through scripts/setup.sh:607.
	lib/env_dpdk/pci.c:740 through lib/env_dpdk/pci.c:775.
	lib/env_dpdk/memory.c:1084 through lib/env_dpdk/memory.c:1127.
	lib/env_dpdk/init.c:523 through lib/env_dpdk/init.c:547.
	lib/env_dpdk/init.c:403 through lib/env_dpdk/init.c:428.
	lib/nvme/nvme_pcie_internal.h:260 through lib/nvme/nvme_pcie_internal.h:296.
	dpdk/lib/eal/linux/eal_vfio.c:790 through dpdk/lib/eal/linux/eal_vfio.c:825.
	dpdk/lib/eal/linux/eal_vfio.c:1428 through dpdk/lib/eal/linux/eal_vfio.c:1445.


Answer:

	Which script variables control hugepage allocation?
	Where does setup warn about IOMMU groups?
	Which driver does setup prefer?
	What fields are passed to VFIO_IOMMU_MAP_DMA?
	When does SPDK choose VA as IOVA for BAR mapping?
	Why does the NVMe submission doorbell path issue a write memory barrier first?
	What does DPDK mean by a viable VFIO group?


Self-Check

	What is a PCI BDF?
	What is a BAR?
	Why is MMIO different from normal memory?
	What does DMA let the device do?
	Why is an IOMMU important for userspace drivers?
	What does VFIO provide?
	Why do hugepages matter for SPDK?
	Why can an IOMMU group stop device binding?
	What is the difference between VA, PA, and IOVA?


References

	Local source: scripts/setup.sh.
	Local source: include/spdk/env.h.
	Local source: lib/env_dpdk/pci.c.
	Local source: lib/env_dpdk/memory.c.
	Local source: lib/env_dpdk/init.c.
	Local source: lib/nvme/nvme_pcie_internal.h.
	Local source: dpdk/lib/eal/linux/eal_vfio.c.
	SPDK System Configuration User Guide: https://spdk.io/doc/system_configuration.html
	SPDK Direct Memory Access From User Space: https://spdk.io/doc/memory.html
	DPDK EAL programmer's guide: https://doc.dpdk.org/guides/prog_guide/env_abstraction_layer.html
	DPDK Linux system requirements, hugepage setup: https://doc.dpdk.org/guides/linux_gsg/sys_reqs.html
	DPDK Linux drivers guide, VFIO and IOMMU groups: https://doc.dpdk.org/guides/linux_gsg/linux_drivers.html
	Linux kernel VFIO documentation: https://docs.kernel.org/driver-api/vfio.html
	Linux kernel IOMMUFD userspace API documentation: https://docs.kernel.org/userspace-api/iommufd.html
	NVM Express specifications landing page: https://nvmexpress.org/specifications/
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  Chapter 7: Linux Storage Path vs SPDK Path

  A first-principles comparison of the normal Linux storage stack and SPDK's userspace, polling, DMA-first storage path.

  Reader Promise

By the end of this chapter you should be able to explain why SPDK exists without hand-waving. You should be able to draw the normal Linux path for a read or write, draw the SPDK path for the same operation, and name the tradeoffs instead of repeating "kernel slow, SPDK fast". That phrase is not good enough. The real difference is ownership of queues, memory, threads, interrupts, context switches, batching, and failure handling.

The Linux stack is a general-purpose storage operating system. SPDK is a specialized userspace storage runtime. Linux optimizes for protection, sharing, fairness, device diversity, filesystems, page cache, suspend/resume, hotplug, and decades of applications. SPDK optimizes for a narrower target: high-throughput, low-latency storage services that can reserve CPU cores, hugepage memory, and direct device ownership.

This chapter is deliberately about the data path, not about benchmark slogans. The data path is the chain of code and hardware state that turns "read these bytes" into a command in an NVMe submission queue and later turns a completion entry into application-visible progress. Once you can name the owner of every queue, buffer, and callback in that chain, the Linux/SPDK tradeoff becomes much less mysterious.

The Normal Linux Read Path

Imagine an application calls pread(fd, buf, 4096, offset). If the file is on a filesystem backed by an NVMe SSD, the path is roughly:

application thread
  |
  | syscall boundary
  v
kernel VFS
  |
  | file, inode, page cache, filesystem mapping
  v
filesystem
  |
  | logical file blocks -> block device sectors
  v
Linux block layer
  |
  | request allocation, scheduler/merge, bio/request mapping
  v
NVMe kernel driver
  |
  | submit command to hardware queue
  v
NVMe SSD
  |
  | interrupt or poll completion
  v
kernel completion path
  |
  | wake task, copy/map data, return from syscall
  v
application thread

That stack is not dumb. It provides a lot:

	Permission checks and process isolation.
	Filesystem semantics.
	Page cache.
	Device sharing.
	Request accounting.
	Cgroup and IO scheduling policy.
	Kernel driver recovery.
	Hotplug and power-management integration.
	A stable POSIX programming model.


For many systems, this is exactly what you want.

The important word in that diagram is not "kernel"; it is "shared". A normal Linux block device is usually a shared operating-system resource. The kernel driver owns the controller, the block layer arbitrates requests from many tasks, the filesystem protects metadata invariants, and the scheduler decides when sleeping tasks should run again. That design lets a database, shell command, backup agent, container runtime, and monitoring daemon all use the same machine without agreeing on a storage runtime.

That sharing is also why the Linux path has more crossing points. The application crosses into the kernel with a syscall. The filesystem converts file offsets into block ranges. The block layer converts bios into device requests. The kernel NVMe driver converts those requests into NVMe commands. Completion then walks back through kernel completion code before the original task can continue. Each crossing point carries state that makes the system robust for general-purpose use.

What Costs Show Up In The Kernel Path

The costs are not one single thing. They are a pile of small costs that become visible at high IOPS:

	A syscall crosses from userspace into kernel mode.
	The filesystem may consult metadata.
	The page cache may copy, map, dirty, reclaim, or bypass pages.
	The block layer allocates and transforms request objects.
	The scheduler may merge or reorder requests.
	The NVMe driver submits to hardware queues owned by the kernel.
	Interrupt handling may move completion work onto a CPU that is not the original submitter.
	The sleeping application may need to be woken.
	Locks, atomics, memory barriers, and shared queues protect many users and devices.


None of these are inherently bad. They buy generality. But if your storage server already owns the disk, already speaks an async protocol, already uses direct buffers, and already dedicates CPU to IO, some of that generality is overhead.

The most subtle cost is not the raw instruction count. It is the loss of locality and ownership. If one CPU submits, another CPU handles an interrupt, a scheduler wakes the original task later, and the application then resubmits more work, the hardware queue is no longer a simple extension of one userspace state machine. SPDK's design is an answer to that specific problem.

The SPDK Path

SPDK moves the device driver, queue ownership, and polling loop into userspace. For an NVMe read through SPDK's bdev layer, the shape is closer to:

storage service callback
  |
  | spdk_bdev_read()
  v
bdev core
  |
  | allocate/route/split/QoS if needed
  v
bdev module, such as bdev_nvme
  |
  | submit to per-thread NVMe qpair
  v
NVMe submission queue in DMA-safe hugepage memory
  |
  | MMIO doorbell
  v
NVMe SSD
  |
  | completion written into host memory
  v
SPDK poller observes completion
  |
  | callback chain runs on SPDK thread
  v
storage service continuation

The crucial differences:

	The hot path is async. You submit and later receive a callback.
	The application usually does not block.
	Completion is usually found by polling, not by sleeping and waiting for an interrupt.
	Buffers are allocated from DMA-safe memory.
	Device queues are owned by the SPDK process through VFIO/UIO-style binding.
	Per-core or per-thread resources avoid many cross-core locks.


The official SPDK NVMe driver guide describes the same model from the driver side: the NVMe driver is a C library linked into the application, performs direct zero-copy transfers, does not spawn its own threads, and acts only when the application calls into it. SPDK's userspace-driver documentation also emphasizes that a userspace driver maps the PCI BAR into the process through VFIO or UIO and performs MMIO directly. DPDK's EAL documentation supplies the lower-level environment idea: EAL gets access to hardware and memory resources and presents them to libraries and applications. Linux VFIO documentation explains the safety mechanism behind direct userspace device access: VFIO exposes devices to userspace in an IOMMU-protected framework.

The result is not "no kernel". It is a different division of labor. Linux still provides the process, virtual memory, scheduling, VFIO, IOMMU, and filesystems used by the control plane. SPDK takes over the storage hot path inside that process.

Where SPDK Starts Owning The Path

An SPDK application does not begin with a blocking read() loop. It begins by creating a runtime: environment setup, memory setup, core selection, reactor launch, subsystem initialization, and then user code. In this repository, spdk_app_start() is the front door used by event-framework applications.

/* lib/event/app.c */
if (!(opts->lcore_map || opts->reactor_mask)) {
	/* Set default CPU mask */
	opts->reactor_mask = SPDK_APP_DPDK_DEFAULT_CORE_MASK;
}

if (opts->interrupt_mode) {
	spdk_interrupt_mode_enable();
}

memset(&g_spdk_app, 0, sizeof(g_spdk_app));

g_spdk_app.rpc_addr = opts->rpc_addr;
g_spdk_app.shm_id = opts->shm_id;
g_spdk_app.shutdown_cb = opts->shutdown_cb;
g_spdk_app.rc = 0;
g_spdk_app.stopped = false;

if (app_setup_env(g_env_was_setup ? NULL : opts) < 0) {
	return 1;
}

This excerpt shows that the application framework is not just a helper around main(). It decides the reactor core mask when the user did not provide one, optionally enables interrupt mode, stores process-wide application state, and calls app_setup_env(). From this point forward, the storage service is no longer an ordinary process that occasionally asks the kernel to do IO. It is a process preparing to own CPU placement and memory resources for its own IO runtime.

app_setup_env() converts application options into environment options. Those options include the application name, CPU mask or lcore map, shared-memory id, memory size, hugepage directory, PCI allow/block lists, IOVA mode, and NUMA policy.

/* lib/event/app.c */
env_opts.opts_size = sizeof(env_opts);
spdk_env_opts_init(&env_opts);

env_opts.name = opts->name;
env_opts.core_mask = opts->reactor_mask;
env_opts.lcore_map = opts->lcore_map;
env_opts.shm_id = opts->shm_id;
env_opts.mem_size = opts->mem_size;
env_opts.hugedir = opts->hugedir;
env_opts.no_pci = opts->no_pci;
env_opts.pci_blocked = opts->pci_blocked;
env_opts.pci_allowed = opts->pci_allowed;
env_opts.iova_mode = opts->iova_mode;
env_opts.no_huge = opts->no_huge;
env_opts.enforce_numa = opts->enforce_numa;

rc = spdk_env_init(&env_opts);

The environment layer is where the SPDK path becomes a DMA-capable path. In this checkout, SPDK's DPDK-backed environment builds a DPDK EAL command line and calls rte_eal_init().

/* lib/env_dpdk/init.c */
rc = build_eal_cmdline(opts);
if (rc < 0) {
	SPDK_ERRLOG("Invalid arguments to initialize DPDK\n");
	return -EINVAL;
}

dpdk_args = calloc(g_eal_cmdline_argcount, sizeof(char *));
if (dpdk_args == NULL) {
	SPDK_ERRLOG("Failed to allocate dpdk_args\n");
	return -ENOMEM;
}
memcpy(dpdk_args, g_eal_cmdline, sizeof(char *) * g_eal_cmdline_argcount);

fflush(stdout);
orig_optind = optind;
optind = 1;
rc = rte_eal_init(g_eal_cmdline_argcount, dpdk_args);
optind = orig_optind;

Why this matters: DPDK EAL is the layer that gives SPDK access to hugepage-backed memory, CPU topology, PCI devices, timers, and related low-level resources. SPDK then wraps that environment in APIs such as spdk_dma_malloc() and spdk_dma_zmalloc(), which are the kinds of buffers a userspace driver can hand to hardware.

/* lib/env_dpdk/env.c */
void *
spdk_dma_malloc_socket(size_t size, size_t align, uint64_t *unused, int numa_id)
{
	return spdk_malloc(size, align, unused, numa_id, (SPDK_MALLOC_DMA | SPDK_MALLOC_SHARE));
}

void *
spdk_dma_zmalloc_socket(size_t size, size_t align, uint64_t *unused, int numa_id)
{
	return spdk_zmalloc(size, align, unused, numa_id, (SPDK_MALLOC_DMA | SPDK_MALLOC_SHARE));
}

The ownership point is simple: the Linux path can often accept ordinary user buffers because the kernel mediates copying, pinning, mapping, or direct IO details. The SPDK path wants buffers that are already suitable for device DMA from the userspace driver model. When a storage service ignores that distinction, the failure usually appears much later as an allocation failure, an IOMMU translation problem, or a controller command that cannot be built safely.

Device Binding Is Part Of The Data Path

SPDK setup is operationally visible because the controller must be bound to a userspace-capable driver before SPDK can drive it directly. scripts/setup.sh is not just a convenience script; it reflects the prerequisites for kernel bypass.

# scripts/setup.sh
elif is_iommu_enabled; then
	driver_name=vfio-pci
	# Just in case, attempt to load VFIO_IOMMU_TYPE1 module into the kernel - this
	# should be done automatically by modprobe since this particular module should
	# be a part of vfio-pci dependencies, however, on some distros, it seems that
	# it's not the case. See #1689.
	if modinfo vfio_iommu_type1 > /dev/null; then
		modprobe vfio_iommu_type1
	fi
elif ! check_for_driver uio_pci_generic || modinfo uio_pci_generic > /dev/null 2>&1; then
	driver_name=uio_pci_generic

With VFIO, the kernel is still involved, but not as the NVMe block driver. The Linux VFIO documentation describes VFIO as an IOMMU/device-agnostic framework that exposes direct device access to userspace in a protected environment. In practice, if a controller is bound to vfio-pci, it normally disappears from lsblk because the kernel NVMe block driver no longer owns it. That is expected for a local PCIe NVMe controller used directly by SPDK.

Hugepages are the other visible setup step. SPDK needs memory that can be mapped for DMA and shared with DPDK's allocator.

# scripts/setup.sh
function configure_linux() {
	configure_linux_pci
	hugetlbfs_mounts=$(linux_hugetlbfs_mounts)

	if [ -z "$hugetlbfs_mounts" ]; then
		hugetlbfs_mounts=/mnt/huge
		echo "Mounting hugetlbfs at $hugetlbfs_mounts"
		mkdir -p "$hugetlbfs_mounts"
		mount -t hugetlbfs nodev "$hugetlbfs_mounts"
	fi

	configure_linux_hugepages

This setup changes the troubleshooting model. A Linux-path failure might be "the block device exists but the filesystem cannot mount." An SPDK-path failure might be "the process cannot allocate the right hugepage memory" or "the PCI device is still owned by the kernel driver" or "the VFIO group is not viable because another device in the IOMMU group is still attached to a host driver."

The Polling Thread Is The Completion Engine

In the Linux path, it is normal for the application thread to sleep and later be woken by kernel completion work. In the SPDK event framework, a reactor is a POSIX thread tied to a core. That reactor runs SPDK threads, and those SPDK threads run pollers, messages, and completions.

/* lib/event/reactor.c */
_reactor_run(struct spdk_reactor *reactor)
{
	struct spdk_thread	*thread;
	struct spdk_lw_thread	*lw_thread, *tmp;
	uint64_t		now;
	int			rc;

	event_queue_run_batch(reactor);

	if (spdk_unlikely(TAILQ_EMPTY(&reactor->threads))) {
		now = spdk_get_ticks();
		reactor->idle_tsc += now - reactor->tsc_last;
		reactor->tsc_last = now;
		return;
	}

	TAILQ_FOREACH_SAFE(lw_thread, &reactor->threads, link, tmp) {
		thread = spdk_thread_get_from_ctx(lw_thread);
		rc = spdk_thread_poll(thread, 0, reactor->tsc_last);

The reactor owns CPU time. Each lightweight thread on the reactor gets polled. A return value of zero means no useful work was found; a positive value means work was done. That is why a poll-mode application can use CPU while "idle": it is actively checking for completions and messages so it can avoid interrupt and wakeup latency when work arrives.

The loop around _reactor_run() makes that ownership explicit:

/* lib/event/reactor.c */
static int
reactor_run(void *arg)
{
	struct spdk_reactor	*reactor = arg;
	char			thread_name[32];

	SPDK_NOTICELOG("Reactor started on core %u\n", reactor->lcore);

	snprintf(thread_name, sizeof(thread_name), "reactor_%u", reactor->lcore);
	_set_thread_name(thread_name);

	reactor->tsc_last = spdk_get_ticks();

	while (1) {
		if (spdk_unlikely(reactor->in_interrupt)) {
			reactor_interrupt_run(reactor);
		} else {
			_reactor_run(reactor);
		}

The NVMe library follows the same rule: completions happen when application code asks for completions to be processed. The SPDK NVMe documentation calls the library passive: it does not create a private completion thread for you. A caller must periodically process completions on the qpair or poll group.

/* lib/nvme/nvme_qpair.c */
spdk_nvme_qpair_process_completions(struct spdk_nvme_qpair *qpair, uint32_t max_completions)
{
	int32_t ret;
	struct nvme_request *req, *tmp;

	if (spdk_unlikely(qpair->ctrlr->is_failed &&
			  nvme_qpair_get_state(qpair) != NVME_QPAIR_DISCONNECTING)) {
		if (qpair->ctrlr->is_removed) {
			nvme_qpair_set_state(qpair, NVME_QPAIR_DESTROYING);
			nvme_qpair_abort_all_queued_reqs(qpair);
			nvme_transport_qpair_abort_reqs(qpair);
		}
		return -ENXIO;
	}

	qpair->in_completion_context = 1;
	ret = nvme_transport_qpair_process_completions(qpair, max_completions);

This is the callback ownership rule for SPDK: submit on the right SPDK thread with the right channel, then make progress by polling that thread or qpair. If the reactor stops polling because user code blocks in a filesystem call, sleeps on a mutex, waits for RPC synchronously, or burns CPU in a long calculation, completions tied to that reactor can stop making progress.

Bdev Read: Logical IO Before Hardware IO

Most SPDK applications should not talk directly to struct spdk_nvme_qpair for every storage operation. They usually use the bdev layer because it provides a common block-device abstraction over NVMe, malloc disks, AIO, lvol, RAID, crypto, compression, and other modules. The bdev layer is where a logical read becomes a struct spdk_bdev_io.

/* lib/bdev/bdev.c */
static int
bdev_read_blocks_with_md(struct spdk_bdev_desc *desc, struct spdk_io_channel *ch, void *buf,
			 void *md_buf, uint64_t offset_blocks, uint64_t num_blocks,
			 spdk_bdev_io_completion_cb cb, void *cb_arg)
{
	struct spdk_bdev *bdev = spdk_bdev_desc_get_bdev(desc);
	struct spdk_bdev_io *bdev_io;
	struct spdk_bdev_channel *channel = __io_ch_to_bdev_ch(ch);

	if (!bdev_io_valid_blocks(bdev, offset_blocks, num_blocks)) {
		return -EINVAL;
	}

	bdev_io = bdev_channel_get_io(channel);
	if (!bdev_io) {
		return -ENOMEM;
	}

	bdev_io->internal.ch = channel;
	bdev_io->internal.desc = desc;
	bdev_io->type = SPDK_BDEV_IO_TYPE_READ;
	bdev_io->u.bdev.iovs = &bdev_io->iov;
	bdev_io->u.bdev.iovs[0].iov_base = buf;
	bdev_io->u.bdev.num_blocks = num_blocks;
	bdev_io->u.bdev.offset_blocks = offset_blocks;
	bdev_io_init(bdev_io, bdev, cb_arg, cb);

	bdev_io_submit(bdev_io);
	return 0;
}

The application owns the callback and callback argument. The bdev layer owns the spdk_bdev_io object while the operation is in flight. The spdk_io_channel is the caller's per-thread handle into the bdev; it is not a generic global object that any thread can use freely. This per-thread channel model is one of the ways SPDK avoids turning every IO submission into a shared-lock problem.

spdk_bdev_read() is a convenience wrapper. It converts byte offsets to blocks and then calls the block-oriented path:

/* lib/bdev/bdev.c */
int
spdk_bdev_read(struct spdk_bdev_desc *desc, struct spdk_io_channel *ch,
	       void *buf, uint64_t offset, uint64_t nbytes,
	       spdk_bdev_io_completion_cb cb, void *cb_arg)
{
	uint64_t offset_blocks, num_blocks;

	if (bdev_bytes_to_blocks(desc, offset, &offset_blocks, nbytes, &num_blocks) != 0) {
		return -EINVAL;
	}

	return spdk_bdev_read_blocks(desc, ch, buf, offset_blocks, num_blocks, cb, cb_arg);
}

Submitting the bdev IO is still not necessarily a direct device command. The bdev core may trace the IO, split it, queue it behind a locked LBA range, apply QoS, or fail it during reset.

/* lib/bdev/bdev.c */
void
bdev_io_submit(struct spdk_bdev_io *bdev_io)
{
	struct spdk_bdev_channel *ch = bdev_io->internal.ch;

	assert(bdev_io->internal.status == SPDK_BDEV_IO_STATUS_PENDING);

	if (!bdev_io->internal.f.child_io && !TAILQ_EMPTY(&ch->locked_ranges)) {
		struct lba_range *range;

		TAILQ_FOREACH(range, &ch->locked_ranges, tailq) {
			if (bdev_io_range_is_locked(bdev_io, range)) {
				TAILQ_INSERT_TAIL(&ch->io_locked, bdev_io, internal.ch_link);
				return;
			}
		}
	}

	bdev_ch_add_to_io_submitted(bdev_io);
	bdev_io->internal.submit_tsc = spdk_get_ticks();

	if (bdev_io->internal.f.split) {
		bdev_io_split(bdev_io);
		return;
	}

	_bdev_io_submit(bdev_io);
}

This is where the "SPDK removes the kernel block layer" statement needs precision. SPDK removes the Linux block layer from this hot path, but it still has its own bdev core because a storage service needs policy and composition. The difference is that this policy is inside the SPDK process and uses SPDK's thread/channel rules.

The final dispatch step calls the module's submit path unless the channel is in a special state:

/* lib/bdev/bdev.c */
static void
_bdev_io_submit(struct spdk_bdev_io *bdev_io)
{
	struct spdk_bdev *bdev = bdev_io->bdev;
	struct spdk_bdev_channel *bdev_ch = bdev_io->internal.ch;

	if (spdk_likely(bdev_ch->flags == 0)) {
		bdev_io_do_submit(bdev_ch, bdev_io);
		return;
	}

	if (bdev_ch->flags & BDEV_CH_RESET_IN_PROGRESS) {
		_bdev_io_complete_in_submit(bdev_ch, bdev_io, SPDK_BDEV_IO_STATUS_ABORTED);
	} else if (bdev_ch->flags & BDEV_CH_QOS_ENABLED) {
		TAILQ_INSERT_TAIL(&bdev_ch->qos_queued_io, bdev_io, internal.link);
		bdev_qos_io_submit(bdev_ch, bdev->internal.qos);
	}
}

Now the logical IO has reached a module boundary. For an NVMe bdev, the next owner is the NVMe bdev module.

NVMe Bdev: Logical IO Becomes A Qpair Command

The NVMe bdev module receives the bdev IO on a bdev channel. It finds an IO path for that channel, records trace state, and then dispatches by IO type.

/* module/bdev/nvme/bdev_nvme.c */
static void
bdev_nvme_submit_request(struct spdk_io_channel *ch, struct spdk_bdev_io *bdev_io)
{
	struct nvme_bdev_channel *nbdev_ch = spdk_io_channel_get_ctx(ch);
	struct nvme_bdev_io *nbdev_io = (struct nvme_bdev_io *)bdev_io->driver_ctx;

	if (spdk_likely(nbdev_io->submit_tsc == 0)) {
		nbdev_io->submit_tsc = spdk_bdev_io_get_submit_tsc(bdev_io);
	} else {
		nbdev_io->submit_tsc = spdk_get_ticks();
	}

	spdk_trace_record(TRACE_BDEV_NVME_IO_START, 0, 0, (uintptr_t)nbdev_io, (uintptr_t)bdev_io);
	nbdev_io->io_path = bdev_nvme_find_io_path(nbdev_ch);
	if (spdk_unlikely(!nbdev_io->io_path)) {
		if (!bdev_nvme_io_type_is_admin(bdev_io->type)) {
			bdev_nvme_io_complete(nbdev_io, -ENXIO);
			return;
		}
	}

	_bdev_nvme_submit_request(nbdev_ch, bdev_io);
}

The io_path is the bridge from logical bdev state to an NVMe namespace and qpair. Losing that path is not the same as a short read from a POSIX file. It means the module cannot find an available NVMe path for this IO, so it completes the bdev IO with an error.

For reads, _bdev_nvme_submit_request() calls bdev_nvme_readv() when the caller already supplied buffers. If the buffer is missing, the module asks the bdev layer to get one asynchronously and returns for now.

/* module/bdev/nvme/bdev_nvme.c */
switch (bdev_io->type) {
case SPDK_BDEV_IO_TYPE_READ:
	if (bdev_io->u.bdev.iovs && bdev_io->u.bdev.iovs[0].iov_base) {

		rc = bdev_nvme_readv(nbdev_io,
				     bdev_io->u.bdev.iovs,
				     bdev_io->u.bdev.iovcnt,
				     bdev_io->u.bdev.md_buf,
				     bdev_io->u.bdev.num_blocks,
				     bdev_io->u.bdev.offset_blocks,
				     bdev_io->u.bdev.dif_check_flags,
				     bdev_io->u.bdev.memory_domain,
				     bdev_io->u.bdev.memory_domain_ctx,
				     bdev_io->u.bdev.accel_sequence);
	} else {
		spdk_bdev_io_get_buf(bdev_io, bdev_nvme_get_buf_cb,
				     bdev_io->u.bdev.num_blocks * bdev->blocklen);
		rc = 0;
	}
	break;

The actual read function extracts the NVMe namespace and qpair from the selected IO path, then submits a command through the NVMe library. The completion callback is bdev_nvme_readv_done, and the callback context is the NVMe bdev IO.

/* module/bdev/nvme/bdev_nvme.c */
static int
bdev_nvme_readv(struct nvme_bdev_io *bio, struct iovec *iov, int iovcnt,
		void *md, uint64_t lba_count, uint64_t lba, uint32_t flags,
		struct spdk_memory_domain *domain, void *domain_ctx,
		struct spdk_accel_sequence *seq)
{
	struct spdk_nvme_ns *ns = bio->io_path->nvme_ns->ns;
	struct spdk_nvme_qpair *qpair = bio->io_path->qpair->qpair;
	int rc;

	bio->iovs = iov;
	bio->iovcnt = iovcnt;
	bio->iovpos = 0;
	bio->iov_offset = 0;

	if (domain != NULL || seq != NULL) {
		/* extended read path omitted */
	} else if (iovcnt == 1) {
		rc = spdk_nvme_ns_cmd_read_with_md(ns, qpair, iov[0].iov_base,
						   md, lba, lba_count, bdev_nvme_readv_done,
						   bio, flags, 0, 0);
	} else {
		rc = spdk_nvme_ns_cmd_readv_with_md(ns, qpair, lba, lba_count,
						    bdev_nvme_readv_done, bio, flags,
						    bdev_nvme_queued_reset_sgl,
						    bdev_nvme_queued_next_sge, md, 0, 0);
	}

This is the moment the SPDK path differs most sharply from Linux. There is no syscall here, no kernel block request, and no kernel NVMe driver submitting on behalf of the process. The userspace module has selected a qpair and asked the SPDK NVMe library to build a command. Later, a poller processes completions on that qpair, the NVMe completion callback runs, the NVMe bdev IO completes, and the original bdev callback runs on the SPDK thread that owns the channel.

The callback chain is therefore:

application bdev callback
  ^
  | bdev completion
NVMe bdev completion helper
  ^
  | bdev_nvme_readv_done(bio, cpl)
SPDK NVMe qpair completion processing
  ^
  | controller writes completion entry to host memory
NVMe SSD

That chain is why blocking inside an SPDK completion callback is dangerous. You are not just blocking one application request; you may be blocking the thread that must poll more completions and run more callbacks.

What SPDK Removes

SPDK can remove or reduce:

	Syscall overhead on the IO hot path.
	Kernel block-layer request scheduling.
	Interrupt and wakeup overhead in the common poll-mode path.
	Extra copies when the application already has DMA-safe buffers.
	Kernel-driver queue sharing between unrelated processes.
	Lock contention from multi-tenant kernel abstractions.


This is why SPDK is attractive for storage appliances, NVMe-oF targets, userspace vhost targets, virtual block device stacks, and cloud volume services.

What SPDK Adds

SPDK does not make complexity disappear. It moves complexity into the userspace storage service:

	The process must reserve hugepages.
	The process must bind devices away from kernel drivers.
	The process must obey strict thread-affinity rules.
	The process must avoid blocking poller threads.
	The process must manage async cleanup, resets, removals, and reconnects.
	The process must expose its own control plane.
	The process must be monitored like a storage operating system.


This matters for diskengine. If diskengine tells SPDK to create a volume, attach an NVMe-oF controller, or export a bdev, diskengine is depending on an external userspace storage runtime. The failure modes are not just Linux file errors. They include JSON-RPC replay errors, bdev examine delays, VFIO binding problems, reactor stalls, qpair resets, and metadata operations in blobstore/lvol.

Side-By-Side Mental Model

Linux path                           SPDK path
----------                           ---------
application calls read/write         service calls async SPDK API
kernel owns device driver            SPDK process owns device driver
kernel manages NVMe queues           SPDK manages NVMe queues
interrupts wake sleepers             pollers find completions
general scheduling/fairness          dedicated cores and explicit queues
page cache often involved            DMA-safe buffers preferred
blocking API is common               callback state machines are normal
OS handles broad policy              storage service must own policy

When The Linux Path Is Better

SPDK is not automatically the right answer. The Linux path may be better when:

	You need normal filesystems and POSIX semantics.
	You need ordinary process isolation and device sharing.
	IO rate is modest and development simplicity matters more.
	CPU cores cannot be dedicated to polling.
	Operational teams already understand kernel storage better.
	Latency targets are not tight enough to justify SPDK complexity.
	The workload benefits from the page cache.
	You need mature kernel features such as broad hardware quirks, power management, or conventional multipath integration.


The worst SPDK design is a system that pays all of SPDK's complexity costs but does not use its queue ownership, polling, batching, or async model.

When SPDK Is The Right Tool

SPDK starts to make sense when:

	You are building a storage service rather than an ordinary application.
	The service owns the storage devices or remote NVMe-oF connections.
	The workload is high IOPS or latency-sensitive.
	You can dedicate CPU cores.
	The data path is already asynchronous.
	You can allocate DMA-safe memory and avoid page-cache semantics.
	The control plane can tolerate async operations and explicit failure handling.
	You need userspace composition of bdevs, lvol, RAID, vhost, NVMe-oF, or vfio-user.


This is why it fits diskengine. diskengine is not trying to be cp or sqlite on a laptop filesystem. It is orchestrating cloud volumes, bdev stacks, NVMe-oF exports, vhost/vfio-user exposure, snapshots, RAID, and recovery loops.

Source Reading Path

Read these files in this order, with one question in mind at every step: who owns the thread, who owns the queue, and who calls the completion?

	scripts/setup.sh: start with configure_linux_pci() and configure_linux(). This is where host setup chooses vfio-pci or UIO-style drivers and ensures hugepages are mounted and allocated.
	lib/event/app.c: read spdk_app_start() and app_setup_env(). This is where a normal process becomes an SPDK event-framework process with selected cores, app state, and environment options.
	lib/env_dpdk/init.c and lib/env_dpdk/env.c: read spdk_env_init(), build_eal_cmdline(), and the spdk_dma_*() allocators. This connects SPDK's environment API to DPDK EAL and DMA-capable memory.
	lib/event/reactor.c: read reactor_run() and _reactor_run(). This is the polling loop that replaces "sleep until kernel wakes me" with "keep checking SPDK threads for work."
	lib/thread/thread.c: read spdk_thread_send_msg() and spdk_thread_poll(). This explains how work moves between SPDK threads without treating every object as globally lockable.
	lib/bdev/bdev.c: read spdk_bdev_read(), bdev_read_blocks_with_md(), bdev_io_submit(), and _bdev_io_submit(). This is the logical block IO path before any NVMe command exists.
	module/bdev/nvme/bdev_nvme.c: read bdev_nvme_submit_request(), _bdev_nvme_submit_request(), and bdev_nvme_readv(). This is where the bdev IO becomes an NVMe namespace/qpair submission.
	lib/nvme/nvme.c and lib/nvme/nvme_qpair.c: read nvme_wait_for_completion_poll() and spdk_nvme_qpair_process_completions(). This is where polling turns completion queue entries into callbacks.


Edge Cases And Failure Modes

Polling burns CPU because the reactor is doing useful negative work: it is repeatedly checking queues and pollers so future completions can be handled without interrupt wakeup latency. That can be the correct tradeoff for a storage appliance, but it is a poor default for a lightly used process on a shared host. If an operator expects idle SPDK cores to look like idle kernel-block applications, the monitoring interpretation will be wrong.

Blocking is poisonous because a reactor is not just "your current request." It may own multiple SPDK threads, message queues, bdev channels, NVMe qpairs, and completion callbacks. A filesystem call, synchronous RPC wait, sleep, or long CPU loop inside a reactor callback can stall unrelated IOs that need the same reactor to poll. When debugging unexplained tail latency, ask first whether the owner thread is still polling.

Wrong memory can fail late. Ordinary process memory is not automatically appropriate for every userspace DMA path. Some APIs can allocate or bounce through safe buffers, but the fast path assumes buffers and metadata are compatible with the device and memory-domain rules. If a failure appears as -ENOMEM, an IOMMU mapping problem, or a device submission failure, inspect the buffer source, hugepage setup, NUMA placement, and memory-domain path before assuming the SSD is bad.

Wrong device binding changes what Linux can see. If the NVMe controller is bound to vfio-pci, lsblk usually will not show it because the kernel NVMe block driver no longer owns it. That is expected for direct local SPDK use. The opposite failure is also common: Linux still owns the controller, so SPDK cannot claim it as a userspace PCIe device.

Kernel bypass changes observability. iostat reports kernel block-device activity, so it may be quiet while SPDK drives a VFIO-bound NVMe controller heavily. Use SPDK logs, RPCs, bdev stats, tracepoints, spdk_top, DPDK telemetry where relevant, and process-level CPU counters. The absence of Linux block IO is not proof that no storage IO is happening.

Page cache assumptions break because SPDK bdev IO is block IO. There is no automatic filesystem metadata path, buffered read cache, or POSIX writeback policy in the bdev layer. If a service wants caching, crash consistency, snapshots, checksums, or metadata transactions, it must get them from higher SPDK layers such as blobstore/lvol or from the service's own design.

Crash semantics move upward. If the SPDK process dies, the kernel does not quietly keep exporting the same userspace bdevs. NVMe-oF connections, vhost devices, vfio-user endpoints, in-flight bdev IOs, and control-plane state all need a recovery story. For diskengine-style systems, that means configuration replay, idempotent RPCs, volume ownership rules, and clear handling for partial startup.

Misconceptions To Kill

	"SPDK is just faster read()." No. It is a different runtime and driver model.
	"Polling is always better." No. Polling trades CPU for latency and throughput.
	"Kernel storage is obsolete." No. Kernel storage is the right default for many systems.
	"Userspace means unsafe." Not exactly. VFIO and IOMMU exist to make userspace DMA device access controlled, but the application still has more responsibility.
	"SPDK means no kernel at all." No. Linux still provides process isolation, memory management, VFIO/IOMMU infrastructure, networking support, and scheduling of the userspace process.


Lab: Trace One Read Both Ways

	Pick one IO: a 4 KiB read at LBA 100.
	Draw the Linux path from application to NVMe driver completion.
	Draw the SPDK path from spdk_bdev_read() to completion callback.
	Mark every place where a thread can sleep.
	Mark every place where ownership crosses from one subsystem to another.
	Mark where the data buffer must be DMA-safe in the SPDK path.


Source Reading Exercise

Open lib/bdev/bdev.c and find where a bdev IO is submitted. Then open module/bdev/nvme/bdev_nvme.c and find where the NVMe bdev module submits to an NVMe qpair. Write down:

	The object representing the logical IO.
	The object representing the per-thread channel.
	The callback that finishes the IO.
	The function that would be unsafe to block inside.


Operational Exercise

On a real host, classify a storage problem into Linux-path or SPDK-path first:

	If lsblk does not show the NVMe device after binding to VFIO, is that a bug?
	If SPDK can see the controller but iostat is quiet during heavy IO, is that a bug?
	If CPU usage stays high while idle, is that a bug or an expected polling tradeoff?
	If an SPDK reactor blocks in a filesystem call, which unrelated IOs might stall?
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Self-Check

	Why can the Linux path be better even if SPDK can be faster?
	What does polling remove, and what does it cost?
	Why does SPDK care about hugepages and DMA-safe buffers?
	What is the difference between a blocking syscall path and an async callback path?
	Why does diskengine need to treat SPDK as a storage runtime rather than a library-shaped black box?
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  Chapter 8: DPDK EAL And SPDK Env

  By the end of this chapter, a beginner should be able to explain why an SPDK process starts by initializing an "environment" before it initializes storage subsystems, why that environment is usually DPDK EAL, and why...

  Reader Promise

By the end of this chapter, a beginner should be able to explain why an SPDK process starts by initializing an "environment" before it initializes storage subsystems, why that environment is usually DPDK EAL, and why errors about hugepages, VFIO, IOVA, NUMA, core masks, and permissions are not random setup chores. They are the foundation that lets later SPDK code poll devices from userspace and hand DMA-safe buffers to hardware.

This chapter is intentionally practical. If a production diskengine node fails before bdevs appear, the failure usually lives here: CPU selection, hugepage memory, PCI ownership, IOMMU/VFIO, shared memory IDs, virtual-to-physical translation, or permissions.

The official documentation lines up with that view. SPDK's system configuration guide treats IOMMU, VFIO, hugetlbfs access, device permissions, and memlock limits as required host configuration. DPDK's Environment Abstraction Layer documentation describes EAL as the layer that gains access to low-level resources such as hardware, memory, core assignment, timers, interrupts, and memory zones. The Linux VFIO documentation describes VFIO as the kernel interface for direct userspace device access under IOMMU protection, with IOMMU groups as the ownership boundary.

Mental Model

The SPDK env layer is the process contract with the host machine.

Before SPDK can submit fast I/O, it needs answers to questions ordinary C programs usually ignore:

	Which CPU cores will run the event loops?
	Where can the process allocate memory that will not move while hardware uses it?
	Can hardware DMA to that memory under the current IOMMU and IOVA mode?
	How does a userspace pointer become an address a device can use?
	Which PCI devices are visible to the process?
	Is this process the only SPDK process using the hugepage namespace, or is it sharing state with another process?
	Which NUMA node owns the memory touched by each polling core?


DPDK EAL answers much of that. SPDK wraps it in spdk_env_* APIs so most SPDK libraries do not call DPDK directly. That wrapper matters. It lets bdev, nvme, thread, reactor, iobuf, and transport code ask for "DMA memory", "a mempool", "a memzone", "the current core", or "the physical address for this buffer" without knowing whether the platform-specific implementation is DPDK or something else.

The beginner trap is to think of EAL as "the networking library." In SPDK, EAL is the platform bring-up layer: core masks, hugepage-backed allocation, PCI enumeration, memzones, mempools, launch-time thread affinity, shared memory, and memory map callbacks.

Where The Env Fits In Startup

The startup path is easiest to understand as a narrowing funnel. The application starts with broad app options, turns the env-related subset into env options, then asks the DPDK-backed env implementation to initialize the host-facing runtime.

main()
  prepares spdk_app_opts
  calls spdk_app_start()
    app_copy_opts()
    app_setup_env()
      fills spdk_env_opts from app opts
      calls spdk_env_init()
        builds DPDK EAL command line
        calls rte_eal_init()
        initializes PCI env, memory map, vtophys
    initializes reactors and threads
    initializes subsystems

This chapter focuses on the app_setup_env() -> spdk_env_init() segment. The next startup chapter picks up at reactors and subsystems.

Source Anchors

	include/spdk/env.h: struct spdk_env_opts, spdk_env_opts_init(), spdk_env_init(), spdk_env_fini(), spdk_malloc(), spdk_zmalloc(), spdk_dma_malloc(), spdk_dma_zmalloc(), spdk_mempool_create(), spdk_memzone_reserve(), spdk_vtophys()
	include/spdk/event.h: struct spdk_app_opts, spdk_app_opts_init(), spdk_app_start()
	lib/event/app.c: app_setup_env(), app_copy_opts(), spdk_app_start()
	lib/env_dpdk/init.c: build_eal_cmdline(), spdk_env_init(), spdk_env_dpdk_post_init(), spdk_env_fini()
	lib/env_dpdk/env.c: spdk_malloc(), spdk_zmalloc(), spdk_dma_malloc_socket(), spdk_dma_zmalloc_socket(), spdk_mempool_create_ctor(), spdk_memzone_reserve_aligned()
	lib/env_dpdk/memory.c: vtophys_init(), spdk_vtophys(), mem_disable_vtophys(), vtophys_notify(), vtophys_iommu_init()
	lib/env_dpdk/pci.c: PCI device enumeration, BAR mapping, hotplug, and DMA BAR mapping paths
	scripts/setup.sh: host preparation for hugepages, VFIO/UIO binding, IOMMU group viability, and device setup


The Two Option Structures

SPDK has both application options and environment options.

struct spdk_app_opts is the public event-framework option structure. It includes the app name, JSON config, RPC address, reactor mask, memory size, PCI allow/block lists, hugepage options, interrupt mode, trace options, delay_subsystem_init, and other event-framework concerns.

struct spdk_env_opts is lower-level. It is what the env implementation needs: process name, core mask or lcore map, shared memory ID, memory channel count, main core, memory size, hugepage flags, PCI settings, IOVA mode, base virtual address, VF token, and NUMA behavior.

The bridge is lib/event/app.c:app_setup_env(). It creates a local struct spdk_env_opts, initializes defaults, copies the env-relevant fields from struct spdk_app_opts, then calls spdk_env_init().

Excerpt from lib/event/app.c:

env_opts.opts_size = sizeof(env_opts);
spdk_env_opts_init(&env_opts);

env_opts.name = opts->name;
env_opts.core_mask = opts->reactor_mask;
env_opts.lcore_map = opts->lcore_map;
env_opts.shm_id = opts->shm_id;
env_opts.mem_channel = opts->mem_channel;
env_opts.main_core = opts->main_core;
env_opts.mem_size = opts->mem_size;
env_opts.hugepage_single_segments = opts->hugepage_single_segments;
env_opts.unlink_hugepage = opts->unlink_hugepage;
env_opts.hugedir = opts->hugedir;
env_opts.no_pci = opts->no_pci;
env_opts.num_pci_addr = opts->num_pci_addr;
env_opts.pci_blocked = opts->pci_blocked;
env_opts.pci_allowed = opts->pci_allowed;
env_opts.base_virtaddr = opts->base_virtaddr;
env_opts.env_context = opts->env_context;
env_opts.iova_mode = opts->iova_mode;
env_opts.vf_token = opts->vf_token;
env_opts.no_huge = opts->no_huge;
env_opts.enforce_numa = opts->enforce_numa;

rc = spdk_env_init(&env_opts);

The important beginner detail is that a command-line option often lands in spdk_app_opts, but the failure message may come later from DPDK EAL or the env layer after the value has been translated. For example, an application-facing "reactor mask" becomes an EAL CPU selection argument. A PCI allowlist becomes -a or --allow arguments. A no-PCI option becomes both --no-pci and a change to SPDK's vtophys behavior.

opts_size is part of the ABI story. Both app and env option structures carry size fields so an older caller can pass a smaller structure and the library can keep defaults for fields the caller does not know about. That is why the code initializes defaults first and then copies fields conditionally in the broader app/env copy helpers.

How EAL Arguments Are Built

lib/env_dpdk/init.c:build_eal_cmdline() converts spdk_env_opts into DPDK arguments. It is worth reading slowly because many startup failures are explained there.

The first decision is whether the process participates in DPDK shared configuration. If shm_id < 0, SPDK adds --no-shconf. That is the single-process style: DPDK shared configuration files are disabled, which simplifies cleanup but also means there is no DPDK secondary process support through that shared configuration.

Excerpt from lib/env_dpdk/init.c:

/* disable shared configuration files when in single process mode. This allows for cleaner shutdown */
if (opts->shm_id < 0) {
	args = push_arg(args, &argcount, _sprintf_alloc("%s", "--no-shconf"));
	if (args == NULL) {
		return -1;
	}
}

/* Either lcore_map or core_mask must be set. If both, or none specified, fail */
if ((opts->core_mask == NULL) == (opts->lcore_map == NULL)) {
	if (opts->core_mask && opts->lcore_map) {
		fprintf(stderr,
			"Both, lcore map and core mask are provided, while only one can be set\n");
	} else {
		fprintf(stderr, "Core mask or lcore map must be specified\n");
	}
	free_args(args, argcount);
	return -1;
}

The next decision is CPU syntax. DPDK documents that only one core selection form should be used at a time: --lcores, -l, or -c. SPDK mirrors that by accepting either lcore_map or core_mask, not both.

Excerpt from lib/env_dpdk/init.c:

if (opts->lcore_map) {
	/* If lcore list is set, generate --lcores parameter */
	args = push_arg(args, &argcount, _sprintf_alloc("--lcores=%s", opts->lcore_map));
} else if (opts->core_mask[0] == '-') {
	/*
	 * Set the coremask:
	 *
	 * - if it starts with '-', we presume it's literal EAL arguments such
	 *   as --lcores.
	 *
	 * - if it starts with '[', we presume it's a core list to use with the
	 *   -l option.
	 *
	 * - otherwise, it's a CPU mask of the form "0xff.." as expected by the
	 *   -c option.
	 */
	args = push_arg(args, &argcount, _sprintf_alloc("%s", opts->core_mask));
} else if (opts->core_mask[0] == '[') {
	char *l_arg = _sprintf_alloc("-l %s", opts->core_mask + 1);

	if (l_arg != NULL) {
		int len = strlen(l_arg);

		if (l_arg[len - 1] == ']') {
			l_arg[len - 1] = '\0';
		}
	}
	args = push_arg(args, &argcount, l_arg);
} else {
	args = push_arg(args, &argcount, _sprintf_alloc("-c %s", opts->core_mask));
}

The bracket branch strips a trailing ] and passes the list through as -l. Otherwise SPDK passes the value as -c <mask>.

That small branch explains a large class of startup bugs. If an operator supplies an invalid mask, maps an lcore above the DPDK build's RTE_MAX_LCORE, or accidentally combines two CPU selection styles, the process may fail before any bdev or NVMe probe happens. The storage stack has not started yet. EAL rejected the CPU contract.

No PCI, No Huge, Hugepage Options, And IOVA

--no-pci is not just a bus scan option. In SPDK's DPDK env, it also disables vtophys map creation because a no-PCI process should not need PCI DMA address translation. That is useful for some tests and non-PCI tools, but it is wrong for direct NVMe PCI access.

--no-huge is even more constrained. Normal SPDK deployment wants DPDK hugepage memory. SPDK permits a no-huge mode, but the code rejects combinations that do not make sense: no hugepages cannot be combined with hugepage-specific options, it requires an explicit memory size, and physical-address IOVA mode is rejected.

Excerpt from lib/env_dpdk/init.c:

/* set no pci  if enabled */
if (opts->no_pci) {
	args = push_arg(args, &argcount, _sprintf_alloc("--no-pci"));
	if (args == NULL) {
		return -1;
	}
	mem_disable_vtophys();
}

The no-huge path is separate. It validates that the operator has not asked for hugepage-only behavior while also disabling hugepages.

Excerpt from lib/env_dpdk/init.c:

if (no_huge) {
	if (opts->hugepage_single_segments || opts->unlink_hugepage || opts->hugedir) {
		fprintf(stderr, "--no-huge invalid with other hugepage options\n");
		free_args(args, argcount);
		return -1;
	}

	if (opts->mem_size < 0) {
		fprintf(stderr,
			"Disabling hugepages requires specifying how much memory "
			"will be allocated using -s parameter\n");
		free_args(args, argcount);
		return -1;
	}

	/* iova-mode=pa is incompatible with no_huge */
	if (opts->iova_mode &&
	    (strcmp(opts->iova_mode, "pa") == 0)) {
		fprintf(stderr, "iova-mode=pa is incompatible with specified "
			"no-huge parameter\n");
		free_args(args, argcount);
		return -1;
	}

	args = push_arg(args, &argcount, _sprintf_alloc("--no-huge"));
	args = push_arg(args, &argcount, _sprintf_alloc("--legacy-mem"));
	args = push_arg(args, &argcount, _sprintf_alloc("--iova-mode=va"));
}

The no-huge path returns an error if physical-address IOVA mode is requested, then adds --no-huge, --legacy-mem, and --iova-mode=va.

IOVA mode is the device-visible address mode. DPDK's EAL parameters document --iova-mode <pa|va>. SPDK either passes the operator's explicit setting through, or applies platform-specific defaults when it knows DPDK's guess may be wrong.

Excerpt from lib/env_dpdk/init.c:

if (opts->iova_mode) {
	/* iova-mode=pa is incompatible with no_huge */
	args = push_arg(args, &argcount, _sprintf_alloc("--iova-mode=%s", opts->iova_mode));
	if (args == NULL) {
		return -1;
	}
}

If the operator did not specify an IOVA mode, SPDK still has platform checks in the else branch. For example, unsafe VFIO no-IOMMU mode needs physical-address IOVA:

/* When using vfio with enable_unsafe_noiommu_mode=Y, we need iova-mode=pa,
 * but DPDK guesses it should be iova-mode=va. Add a check and force
 * iova-mode=pa here. */
if (!no_huge && rte_vfio_noiommu_is_enabled()) {
	args = push_arg(args, &argcount, _sprintf_alloc("--iova-mode=pa"));
	if (args == NULL) {
		return -1;
	}
}

On x86, SPDK also checks whether the CPU and environment can support the IOMMU behavior DPDK would otherwise infer:

/* DPDK by default guesses that it should be using iova-mode=va so that it can
 * support running as an unprivileged user. However, some systems (especially
 * virtual machines) don't have an IOMMU capable of handling the full virtual
 * address space and DPDK doesn't currently catch that. Add a check in SPDK
 * and force iova-mode=pa here. */
if (!no_huge && !x86_cpu_support_iommu()) {
	args = push_arg(args, &argcount, _sprintf_alloc("--iova-mode=pa"));
	if (args == NULL) {
		return -1;
	}
}

The inference to carry forward is simple: IOVA mode is not a cosmetic option. It determines whether the address programmed into device descriptors is treated as a physical address or as an I/O virtual address handled through IOMMU mappings. If this is wrong, a device may fail to attach, fail DMA mapping, or later DMA to an address the kernel refuses to map.

What spdk_env_init() Actually Does

lib/env_dpdk/init.c:spdk_env_init() is the DPDK-backed implementation. It is the boundary between SPDK's portable env API and DPDK's actual EAL initialization.

Its sequence is:

	Validate whether this is first initialization or reinitialization.
	Validate opts_user and opts_size.
	Copy options using env_copy_opts().
	Initialize OpenSSL settings.
	Call build_eal_cmdline().
	Print the DPDK EAL parameter list.
	Copy the argument array because DPDK may rearrange it.
	Call rte_eal_init().
	Determine whether legacy memory mode is needed.
	Call spdk_env_dpdk_post_init().


Excerpt from lib/env_dpdk/init.c:

rc = build_eal_cmdline(opts);
if (rc < 0) {
	SPDK_ERRLOG("Invalid arguments to initialize DPDK\n");
	return -EINVAL;
}

SPDK_PRINTF("Starting %s / %s initialization...\n", SPDK_VERSION_STRING, rte_version());

args_print = _sprintf_alloc("[ DPDK EAL parameters: ");
if (args_print == NULL) {
	return -ENOMEM;
}
for (i = 0; i < g_eal_cmdline_argcount; i++) {
	args_tmp = args_print;
	args_print = _sprintf_alloc("%s%s ", args_tmp, g_eal_cmdline[i]);
	if (args_print == NULL) {
		free(args_tmp);
		return -ENOMEM;
	}
	free(args_tmp);
}
SPDK_PRINTF("%s]\n", args_print);
free(args_print);

That printed EAL parameter list is important operational evidence. When startup fails, compare the intended app options to the actual DPDK arguments printed here. Many "SPDK" failures are an unexpected EAL argv problem.

The call into DPDK is direct:

fflush(stdout);
orig_optind = optind;
optind = 1;
rc = rte_eal_init(g_eal_cmdline_argcount, dpdk_args);
optind = orig_optind;

free(dpdk_args);

if (rc < 0) {
	if (rte_errno == EALREADY) {
		SPDK_ERRLOG("DPDK already initialized\n");
	} else {
		SPDK_ERRLOG("Failed to initialize DPDK\n");
	}
	return -rte_errno;
}

When rte_eal_init() returns an error, SPDK has not reached reactors, subsystems, NVMe probing, bdev creation, or RPC runtime. You are still in platform bring-up.

After DPDK succeeds, SPDK performs post-init work that is specific to SPDK's env abstraction.

Excerpt from lib/env_dpdk/init.c:

spdk_env_dpdk_post_init(bool legacy_mem)
{
	int rc;

	rc = pci_env_init();
	if (rc < 0) {
		SPDK_ERRLOG("pci_env_init() failed\n");
		return rc;
	}

	rc = mem_map_init(legacy_mem);
	if (rc < 0) {
		SPDK_ERRLOG("Failed to allocate mem_map\n");
		return rc;
	}

	rc = vtophys_init();
	if (rc < 0) {
		SPDK_ERRLOG("Failed to initialize vtophys\n");
		return rc;
	}

	return 0;
}

So when spdk_env_init() succeeds, the process has more than "DPDK started." It has an SPDK-compatible env implementation ready for PCI device handling, memory map tracking, and address translation.

Hugepages And Why Normal malloc() Is Not Enough

SPDK storage paths often pass buffers to hardware or to other DMA-capable components. Normal heap memory is convenient for CPU-only data structures, but it does not automatically satisfy the constraints needed by direct device I/O:

	The memory must remain resident while hardware uses it.
	The memory must be representable in the device's DMA address space.
	SPDK must be able to translate or register it under the current IOVA/IOMMU mode.
	Some structures must be cache-line aligned or IOVA-contiguous.
	For multi-process cases, the memory may need a DPDK shared-memory identity.


DPDK's EAL documentation says that, on Linux, EAL uses mmap() in hugetlbfs for physical memory allocation and exposes that memory to DPDK services such as mempools. DPDK's Linux system requirements document explains hugepage setup because the memory subsystem depends on hugepage support for high-performance packet and DMA-style memory pools. SPDK reuses that foundation for storage.

The public SPDK DMA allocation APIs are declared in include/spdk/env.h:

	spdk_dma_malloc()
	spdk_dma_malloc_socket()
	spdk_dma_zmalloc()
	spdk_dma_zmalloc_socket()
	spdk_dma_realloc()
	spdk_dma_free()


The DPDK env implementation makes the dependency explicit. spdk_dma_malloc_socket() is not a separate allocator. It calls spdk_malloc() with flags that say the memory must be DMA-capable and shareable.

Excerpt from lib/env_dpdk/env.c:

void *
spdk_malloc(size_t size, size_t align, uint64_t *unused, int numa_id, uint32_t flags)
{
	void *buf;

	if (flags == 0 || unused != NULL) {
		return NULL;
	}

	align = spdk_max(align, RTE_CACHE_LINE_SIZE);
	buf = rte_malloc_socket(NULL, size, align, numa_id);
	if (buf == NULL && !g_enforce_numa && numa_id != SOCKET_ID_ANY) {
		buf = rte_malloc_socket(NULL, size, align, SOCKET_ID_ANY);
	}
	return buf;
}

void *
spdk_dma_malloc_socket(size_t size, size_t align, uint64_t *unused, int numa_id)
{
	return spdk_malloc(size, align, unused, numa_id, (SPDK_MALLOC_DMA | SPDK_MALLOC_SHARE));
}

There are three practical lessons in this small excerpt.

First, SPDK enforces at least cache-line alignment, even if the caller asks for less. Second, allocations are NUMA-aware, but unless enforce_numa is set, they can fall back to any socket. Third, the DMA allocator uses DPDK's allocator, not libc malloc().

Beginner rule: if an SPDK API says a buffer must be allocated with spdk_dma_malloc() or one of its variants, do not substitute malloc(). The code may compile, but a controller, DMA engine, RDMA NIC, vfio-user path, or zero-copy path may fail later when it tries to translate, register, or share the buffer.

Vtophys And IOVA

spdk_vtophys() is the reader-friendly name for a hard problem: translate a virtual address in the process into an address usable for DMA. In the DPDK env, the public function is in lib/env_dpdk/memory.c.

The map used by spdk_vtophys() is created during env post-init:

if (g_vtophys) {
	g_vtophys_map = spdk_mem_map_alloc(SPDK_VTOPHYS_ERROR, &vtophys_map_ops, NULL);
	if (g_vtophys_map == NULL) {
		DEBUG_PRINT("vtophys map allocation failed\n");
		spdk_mem_map_free(&g_numa_map);
		spdk_mem_map_free(&g_phys_ref_map);
		return -ENOMEM;
	}
}

return 0;

The map's operations include a notify callback:

const struct spdk_mem_map_ops vtophys_map_ops = {
	.notify_cb = vtophys_notify,
	.are_contiguous = vtophys_check_contiguous_entries,
};

That callback path is how SPDK learns about memory being registered, mapped, or unmapped. The exact address values depend on IOVA mode and IOMMU state, but the ownership idea is stable: SPDK keeps a memory map so later I/O code can ask for the device-usable address of a buffer.

Excerpt from lib/env_dpdk/memory.c:

uint64_t
spdk_vtophys(const void *buf, uint64_t *size)
{
	uint64_t vaddr, paddr, mask;

	/* vtophys map do not get created in no-pci env */
	if (g_vtophys_map == NULL) {
		return SPDK_VTOPHYS_ERROR;
	}

	vaddr = (uint64_t)buf;
	paddr = spdk_mem_map_translate(g_vtophys_map, vaddr, size);
	if (paddr == SPDK_VTOPHYS_ERROR) {
		return SPDK_VTOPHYS_ERROR;
	}

	mask = (paddr & VTOPHYS_4KB) ? MASK_4KB : MASK_2MB;
	return VTOPHYS_ADDR(paddr) + (vaddr & mask);
}

This function does not magically make an arbitrary pointer DMA-safe. It looks up a pointer in the env memory map. If the pointer was not allocated or registered through the right path, translation can fail. If --no-pci disabled vtophys setup, translation returns SPDK_VTOPHYS_ERROR.

Important modes:

	With IOVA as physical address, device-visible addresses correspond to physical addresses.
	With IOVA as virtual address, device-visible addresses are I/O virtual addresses mapped through IOMMU state.
	With --no-pci, SPDK disables vtophys setup because direct PCI DMA translation is not expected.
	With --no-huge, SPDK forces --iova-mode=va in this code path and rejects iova-mode=pa.


Misconception to kill: "Hugepages automatically mean every pointer can be used for DMA." No. The buffer still needs to come from the right allocator or memory registration path, and the device must be able to address it under the current IOVA/IOMMU mode.

PCI Ownership And VFIO

SPDK is a userspace storage stack. For direct NVMe PCI access, the kernel NVMe driver must not own the controller. The device is usually bound to vfio-pci, and the process uses VFIO and DPDK PCI enumeration to map device resources.

The Linux VFIO documentation describes VFIO as an IOMMU and device agnostic framework for exposing direct device access to userspace in an IOMMU-protected environment. It also explains why groups matter: a VFIO group appears as /dev/vfio/$GROUP, and if a group contains multiple devices, those devices must all be bound to VFIO or unbound before group operations are allowed. SPDK's setup script encodes that same rule.

Excerpt from scripts/setup.sh:

local iommu_group=${pci_iommu_groups["$bdf"]}
if [ -e "/dev/vfio/$iommu_group" ]; then
	if [ -n "$TARGET_USER" ]; then
		chown "$TARGET_USER" "/dev/vfio/$iommu_group"
	fi
fi

local iommug=("${!iommu_groups[iommu_group]}")
local _bdf _driver
if ((${#iommug[@]} > 1)) && [[ $driver_name == vfio* ]]; then
	pci_dev_echo "$bdf" "WARNING: detected multiple devices (${#iommug[@]}) under the same IOMMU group!"
	for _bdf in "${iommug[@]}"; do
		[[ $_bdf == "$bdf" ]] && continue
		_driver=$(readlink -f "/sys/bus/pci/devices/$_bdf/driver") && _driver=${_driver##*/}
		if [[ $_driver == "$driver_name" ]]; then
			continue
		fi
		# See what DPDK considers to be a "viable" iommu group: dpdk/lib/eal/linux/eal_vfio.c -> rte_vfio_setup_device()
		pci_dev_echo "$bdf" "WARNING: ${_bdf##*/} not bound to $driver_name (${_driver:-no driver})"

The object ownership chain is:

	Linux owns the PCI device through some kernel driver.
	scripts/setup.sh unbinds or rebinds devices for SPDK use.
	With IOMMU enabled, SPDK prefers vfio-pci.
	VFIO exposes a group device node such as /dev/vfio/5.
	DPDK opens the VFIO group and maps DMA and device resources.
	SPDK's PCI env exposes devices to higher-level libraries such as NVMe.


The driver-selection logic in scripts/setup.sh shows the preference order.

Excerpt from scripts/setup.sh:

if [[ "${DRIVER_OVERRIDE}" == "none" ]]; then
	driver_name=none
elif [[ -n "${DRIVER_OVERRIDE}" ]]; then
	driver_path="$DRIVER_OVERRIDE"
	driver_name="${DRIVER_OVERRIDE##*/}"
	# modprobe and the sysfs don't use the .ko suffix.
	driver_name=${driver_name%.ko}
	# path = name -> there is no path
	if [[ "$driver_path" = "$driver_name" ]]; then
		driver_path=""
	fi
elif is_iommu_enabled; then
	driver_name=vfio-pci
	# Just in case, attempt to load VFIO_IOMMU_TYPE1 module into the kernel - this
	# should be done automatically by modprobe since this particular module should
	# be a part of vfio-pci dependencies, however, on some distros, it seems that
	# it's not the case. See #1689.
	if modinfo vfio_iommu_type1 > /dev/null; then
		modprobe vfio_iommu_type1
	fi
elif ! check_for_driver uio_pci_generic || modinfo uio_pci_generic > /dev/null 2>&1; then
	driver_name=uio_pci_generic

The SPDK system configuration guide says the same thing at a higher level: when an IOMMU is present and enabled, vfio-pci is recommended, and scripts/setup.sh automatically selects it. Some devices may require uio_pci_generic instead, but then IOMMU settings need extra care.

Failure patterns:

	Kernel still owns the NVMe device: SPDK cannot directly drive it.
	The device is in an IOMMU group with other devices still bound to host drivers: VFIO group is not viable.
	/dev/vfio/$GROUP permissions exclude the target user: DPDK cannot open the group.
	VFIO maps SPDK memory and hits the user's locked-memory limit: attach may fail and syslog may show memlock-related VFIO messages.
	PCI allowlist excludes the target device: env initializes, but the expected controller does not appear.


scripts/setup.sh Is Runtime Preparation, Not Ceremony

The script is not a ceremonial install step. It prepares the Linux host so EAL and VFIO can do the things SPDK assumes at runtime.

Hugepage allocation is direct sysfs/procfs manipulation. HUGEMEM, NRHUGE, HUGEPGSZ, HUGENODE, SKIP_HUGE, CLEAR_HUGE, and PERSIST_HUGE all feed into this setup.

Excerpt from scripts/setup.sh:

check_hugepages_alloc() {
	local hp_int=$1
	local allocated_hugepages

	allocated_hugepages=$(< "$hp_int")

	if ((NRHUGE <= allocated_hugepages)) && [[ $SHRINK_HUGE != yes ]]; then
		echo "INFO: Requested $NRHUGE hugepages but $allocated_hugepages already allocated ${2:+on node$2}"
		return 0
	fi

	echo $((NRHUGE < 0 ? 0 : NRHUGE)) > "$hp_int"

	allocated_hugepages=$(< "$hp_int")
	if ((allocated_hugepages < NRHUGE)); then
		cat <<- ERROR

			## ERROR: requested $NRHUGE hugepages but $allocated_hugepages could be allocated ${2:+on node$2}.

The error text mentions memory fragmentation because Linux may be unable to reserve the requested number of physically contiguous hugepages after the system has been running. A reboot or early boot reservation can change the outcome.

The Linux configuration path also mounts hugetlbfs if needed, configures hugepages, adjusts mount ownership for the target user, and warns about memlock when VFIO is selected.

Excerpt from scripts/setup.sh:

function configure_linux() {
	configure_linux_pci
	hugetlbfs_mounts=$(linux_hugetlbfs_mounts)

	if [ -z "$hugetlbfs_mounts" ]; then
		hugetlbfs_mounts=/mnt/huge
		echo "Mounting hugetlbfs at $hugetlbfs_mounts"
		mkdir -p "$hugetlbfs_mounts"
		mount -t hugetlbfs nodev "$hugetlbfs_mounts"
	fi

	configure_linux_hugepages

	if [ "$driver_name" = "vfio-pci" ]; then
		if [ -n "$TARGET_USER" ]; then
			for mount in $hugetlbfs_mounts; do
				chown "$TARGET_USER" "$mount"
				chmod g+w "$mount"
			done

			MEMLOCK_AMNT=$(su "$TARGET_USER" -c "ulimit -l")
			if [[ $MEMLOCK_AMNT != "unlimited" ]]; then
				MEMLOCK_MB=$((MEMLOCK_AMNT / 1024))

This is why "run setup.sh" is not a vague support answer. It changes concrete kernel-facing state that EAL depends on: hugepage availability, hugetlbfs mount points, PCI driver binding, VFIO group access, and memlock visibility.

Mempools And Memzones

SPDK uses fixed-size object pools heavily because runtime allocation is expensive and failure-prone in hot I/O paths. A mempool is a named pool of fixed-size elements, often with per-core caches. It is a good fit for requests, completions, messages, and other objects that churn quickly.

The public mempool APIs live in include/spdk/env.h:

	spdk_mempool_create()
	spdk_mempool_create_ctor()
	spdk_mempool_get()
	spdk_mempool_get_bulk()
	spdk_mempool_put()
	spdk_mempool_put_bulk()
	spdk_mempool_count()
	spdk_mempool_lookup()


The DPDK-backed implementation clamps the per-lcore cache size so no more than half the objects can be trapped in caches, then calls rte_mempool_create().

Excerpt from lib/env_dpdk/env.c:

/* No more than half of all elements can be in cache */
tmp = (count / 2) / rte_lcore_count();
if (cache_size > tmp) {
	cache_size = tmp;
}

if (cache_size > RTE_MEMPOOL_CACHE_MAX_SIZE) {
	cache_size = RTE_MEMPOOL_CACHE_MAX_SIZE;
}

mp = rte_mempool_create(name, count, ele_size, cache_size,
			0, NULL, NULL, (rte_mempool_obj_cb_t *)obj_init, obj_init_arg,
			numa_id, 0);
if (mp == NULL && !g_enforce_numa && numa_id != SOCKET_ID_ANY) {
	mp = rte_mempool_create(name, count, ele_size, cache_size,
				0, NULL, NULL, (rte_mempool_obj_cb_t *)obj_init, obj_init_arg,
				SOCKET_ID_ANY, 0);
}

That cache clamp is a practical guardrail. If every lcore cache could hold too many objects, a pool might look empty to one core while many free objects sit in other cores' caches. That is not a malloc performance issue. It is pool sizing and cache behavior.

Memzones are named shared memory regions. They support cases where a component needs a named, aligned region rather than many small objects. SPDK asks DPDK for IOVA-contiguous memory unless the caller explicitly sets SPDK_MEMZONE_NO_IOVA_CONTIG.

Excerpt from lib/env_dpdk/env.c:

if ((flags & SPDK_MEMZONE_NO_IOVA_CONTIG) == 0) {
	dpdk_flags |= RTE_MEMZONE_IOVA_CONTIG;
}

if (numa_id == SPDK_ENV_NUMA_ID_ANY) {
	numa_id = SOCKET_ID_ANY;
}

mz = rte_memzone_reserve_aligned(name, len, numa_id, dpdk_flags, align);
if (mz == NULL && !g_enforce_numa && numa_id != SOCKET_ID_ANY) {
	mz = rte_memzone_reserve_aligned(name, len, SOCKET_ID_ANY, dpdk_flags, align);
}

if (mz != NULL) {
	memset(mz->addr, 0, len);
	return mz->addr;
}

Examples elsewhere:

	lib/thread/thread.c:_thread_lib_init() creates g_spdk_msg_mempool for cross-thread messages.
	lib/event/reactor.c:spdk_reactors_init() creates g_spdk_event_mempool for events.
	lib/thread/iobuf.c:spdk_iobuf_initialize() creates shared iobuf backing pools through lower-level ring and memory helpers.


NUMA Is A Performance Feature And A Failure Mode

SPDK often runs with one or more reactors pinned to cores. Memory locality matters because a core polling an NVMe qpair or transport queue may touch buffers, descriptors, and completion state millions of times per second.

struct spdk_env_opts includes enforce_numa. In lib/env_dpdk/init.c:build_eal_cmdline(), this calls mem_enforce_numa(). In lib/env_dpdk/env.c:spdk_malloc(), spdk_zmalloc(), spdk_memzone_reserve_aligned(), and spdk_mempool_create_ctor(), allocation falls back to SOCKET_ID_ANY when allocation on the requested NUMA node fails unless NUMA is enforced.

That means NUMA can be both a performance feature and a failure mode:

	Without strict NUMA, startup may succeed but memory may land on a remote socket.
	With strict NUMA, startup or a later pool allocation may fail if the requested node lacks hugepages.
	With uneven hugepage reservation across nodes, one reactor may have local memory while another pays remote-memory latency.


Beginner rule: if performance is unexpectedly uneven, inspect NUMA. If startup fails only with strict NUMA options, inspect hugepage distribution per NUMA node.

Edge Cases And Failure Modes

Core mask and lcore map both set: build_eal_cmdline() rejects the configuration before calling DPDK. DPDK also documents that only one of --lcores, -l, or -c should be used at a time.

Neither core mask nor lcore map set at env level: rejected. The event framework may set defaults before env init, but the env layer itself requires one CPU selection mechanism.

Malformed core syntax: DPDK may reject it inside rte_eal_init(). If startup logs show the EAL parameter list, inspect the final -c, -l, or --lcores value, not only the original application config.

--no-huge combined with hugepage-specific options: rejected by SPDK before EAL init.

--no-huge without explicit memory sizing: rejected by SPDK because the no-huge path requires a known allocation size.

iova-mode=pa with --no-huge: rejected. SPDK forces VA mode in that no-huge path.

--no-pci: valid for some tests and non-PCI tools, but it disables vtophys map creation. It is not a way to make PCI NVMe work with fewer permissions.

Root or privilege errors: app_setup_env() logs that the user may need root if spdk_env_init() fails and getuid() != 0. That message is intentionally broad. The real problem might be hugetlbfs permissions, /dev/vfio/$GROUP permissions, device binding, or memlock.

VFIO group not viable: if a device shares an IOMMU group with another device still bound to a host driver, DPDK/VFIO may refuse the group. scripts/setup.sh warns about this exact case.

Hugepages unavailable: DPDK may report no available hugepages, no mounted hugetlbfs for the requested size, or allocation failures. The cause may be configuration, permissions, page size mismatch, NUMA distribution, or fragmentation.

Reinitialization has special rules: spdk_env_init(NULL) is used after a prior spdk_env_fini() in the same process. Passing non-NULL options during reinitialization is rejected.

opts_size too small: newer fields may retain defaults. Both app and env options use opts_size to preserve ABI compatibility.

Misconceptions To Kill

	"SPDK bypasses Linux, so Linux setup does not matter." It bypasses parts of the kernel I/O path, but it depends heavily on Linux hugepages, VFIO/IOMMU, PCI binding, and process permissions.
	"A reactor mask is just an SPDK preference." It becomes an EAL CPU argument and determines where OS threads are launched.
	"DMA-safe memory is just aligned memory." Alignment is necessary but not sufficient. The memory must be pinned, registered, translated, or mapped for the device path.
	"If env init succeeds, all NVMe devices are ready." Env init means the platform is ready. Controllers still need probing, attachment, bdev creation, and subsystem config.
	"Mempool exhaustion is like malloc slowness." In hot paths, exhaustion usually means a designed backpressure path, NOMEM retry path, or fatal configuration error.
	"VFIO permission is per device." Traditional VFIO access is group-based. If the group contains multiple devices, the group is the permission and viability unit.


Diskengine Relevance

In an excloud diskengine-style deployment, SPDK often runs as an external daemon controlled by RPC. If the daemon never reaches RPC runtime state, diskengine cannot reconcile devices, volumes, or exports.

When diagnosing an early failure, classify it before chasing bdev code:

	Env failure: EAL rejects arguments, hugepages unavailable, VFIO missing, memlock too low, PCI group not viable.
	Startup failure: reactors or app thread fail after env init.
	Subsystem failure: one subsystem init callback returns non-zero.
	Config failure: startup or runtime JSON RPC fails.


This chapter covers the first class. The practical debug move is to capture the printed EAL parameter list, the effective user, scripts/setup.sh status, hugepage state under /sys/devices/system/node, /proc/meminfo, IOMMU boot parameters, and current PCI bindings before moving up into bdev configuration.

Prose Diagram: Address Translation Path

Imagine a write buffer as a card moving through five boxes:

	The application has a C pointer, like 0x7f....
	The pointer comes from spdk_dma_zmalloc(), so it belongs to SPDK/DPDK managed memory.
	SPDK's memory map knows the virtual range.
	spdk_vtophys() translates it to an address valid for the current IOVA mode.
	A device or transport can use that address in a descriptor, SGE, or DMA mapping.


If the card starts from plain malloc(), it may fall out between boxes 2 and 3.
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Source Reading Exercise

Read these functions in order:

	lib/event/app.c:spdk_app_start()
	lib/event/app.c:app_copy_opts()
	lib/event/app.c:app_setup_env()
	lib/env_dpdk/init.c:spdk_env_init()
	lib/env_dpdk/init.c:build_eal_cmdline()
	lib/env_dpdk/init.c:spdk_env_dpdk_post_init()
	lib/env_dpdk/memory.c:vtophys_init()
	lib/env_dpdk/memory.c:spdk_vtophys()
	lib/env_dpdk/env.c:spdk_dma_malloc_socket()
	scripts/setup.sh:configure_linux_pci()
	scripts/setup.sh:configure_linux_hugepages()
	scripts/setup.sh:configure_linux()


Questions while reading:

	Where is the default reactor mask chosen before env init?
	Which options are copied from app opts into env opts?
	What final EAL arguments are printed for your app?
	What happens if DPDK returns EALREADY?
	Which function initializes vtophys?
	Which options disable or alter vtophys behavior?
	Which setup script branch chooses vfio-pci?
	Which setup script warning maps to VFIO group viability?
	Which failures happen before any bdev module has a chance to run?


Primary References

	SPDK System Configuration User Guide: https://spdk.io/doc/system_configuration.html
	DPDK Environment Abstraction Layer programmer guide: https://doc.dpdk.org/guides/prog_guide/env_abstraction_layer.html
	DPDK Linux EAL parameters: https://doc.dpdk.org/guides/linux_gsg/linux_eal_parameters.html
	DPDK Linux system requirements and hugepage setup: https://doc.dpdk.org/guides/linux_gsg/sys_reqs.html?highlight=hugepages
	Linux kernel VFIO documentation: https://docs.kernel.org/driver-api/vfio.html
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  Chapter 9: App Startup And Subsystems

  By the end of this chapter, a beginner should be able to trace an SPDK event-framework application from spdk_app_start() to the user start callback, explain why subsystem initialization is asynchronous, and debug...

  Reader Promise

By the end of this chapter, a beginner should be able to trace an SPDK event-framework application from spdk_app_start() to the user start callback, explain why subsystem initialization is asynchronous, and debug common failures around JSON config, startup RPCs, runtime RPCs, --wait-for-rpc, and subsystem dependencies.

The key idea is simple: SPDK does not "just call main and then do I/O." It builds an execution environment, creates reactors, creates the app spdk_thread, loads startup configuration, initializes registered subsystems in dependency order, loads runtime configuration, resumes RPC, and only then calls the application start function.

Mental Model

An SPDK app has two beginnings:

	The process beginning: C main() parses options and calls spdk_app_start().
	The framework beginning: SPDK calls your start_fn later, from the app spdk_thread, after env, reactors, RPC state, JSON config, and subsystems are ready.


Beginners often expect spdk_app_start() to behave like a normal function that initializes and returns. It does not. It blocks inside spdk_reactors_start() until spdk_app_stop() is called. Your start_fn runs as a message on the app thread while reactors are active.

Source Anchors

	include/spdk/event.h: spdk_app_opts_init(), spdk_app_start(), spdk_app_stop(), spdk_app_fini()
	lib/event/app.c: spdk_app_opts_init(), spdk_app_start(), app_setup_env(), bootstrap_fn(), app_do_spdk_subsystem_init(), app_subsystem_init_done(), app_start_application(), spdk_app_stop(), app_stop(), rpc_framework_start_init()
	include/spdk/init.h: spdk_subsystem_init(), spdk_subsystem_load_config(), spdk_subsystem_fini()
	include/spdk_internal/init.h: struct spdk_subsystem, SPDK_SUBSYSTEM_REGISTER(), SPDK_SUBSYSTEM_DEPEND()
	lib/init/subsystem.c: spdk_add_subsystem(), spdk_add_subsystem_depend(), subsystem_sort(), spdk_subsystem_init(), spdk_subsystem_init_next(), spdk_subsystem_fini_next(), spdk_subsystem_fini()
	lib/init/json_config.c: spdk_subsystem_load_config(), json_config_prepare_ctx(), app_json_config_load_subsystem(), app_json_config_load_subsystem_config_entry(), subsystem_init_done()
	lib/event/reactor.c: spdk_reactors_init(), spdk_reactors_start(), spdk_reactors_stop()


Startup Timeline

Prose diagram:

main()
  spdk_app_opts_init()
  parse command line or fill opts
  spdk_app_start(opts, start_fn, arg)
    validate options
    app_setup_env()
      spdk_env_init()
    calculate message mempool size
    spdk_reactors_init()
      spdk_thread_lib_init_ext()
      construct reactors
    create first spdk_thread named "app_thread"
    load JSON data from file or memory, if provided
    send bootstrap_fn to app_thread
    spdk_reactors_start()
      launches reactor OS threads
      main OS thread enters reactor_run()

Then, on the app thread:

bootstrap_fn()
  if JSON exists:
    spdk_subsystem_load_config(... STARTUP state ...)
  else:
    app_do_spdk_subsystem_init()

app_do_spdk_subsystem_init()
  spdk_rpc_initialize()
  if --wait-for-rpc:
    return and wait for framework_start_init
  pause RPC server
  spdk_subsystem_init()

app_subsystem_init_done()
  set RPC state to RUNTIME
  load runtime JSON config if present
  app_start_application()

app_start_application()
  resume RPC server
  call user start_fn

spdk_app_opts_init() Is Part Of The ABI Contract

lib/event/app.c:spdk_app_opts_init() zeroes the caller's option structure, stores opts_size, and fills defaults only for fields that fit in the caller-provided size.

This pattern matters because SPDK supports ABI compatibility across structures that grow over time. If old code passes a smaller opts_size, new fields are not blindly written past the old structure.

Beginner rule:

Always call spdk_app_opts_init(&opts, sizeof(opts)) before changing fields. If you allocate or copy these options yourself, preserve opts_size.

The local implementation shows the ABI pattern directly: clear only the caller-provided bytes, remember that size, and assign each default only if the field fits. That is why a new SPDK library can add fields without writing past an older application's smaller struct spdk_app_opts.

/* lib/event/app.c */
memset(opts, 0, opts_size);
opts->opts_size = opts_size;

#define SET_FIELD(field, value) \
	if (offsetof(struct spdk_app_opts, field) + sizeof(opts->field) <= opts_size) { \
		opts->field = value; \
	} \

SET_FIELD(enable_coredump, true);
SET_FIELD(shm_id, -1);
SET_FIELD(mem_size, SPDK_APP_DPDK_DEFAULT_MEM_SIZE);
SET_FIELD(main_core, SPDK_APP_DPDK_DEFAULT_MAIN_CORE);
SET_FIELD(print_level, SPDK_APP_DEFAULT_LOG_PRINT_LEVEL);
SET_FIELD(rpc_addr, SPDK_DEFAULT_RPC_ADDR);
SET_FIELD(delay_subsystem_init, false);
SET_FIELD(interrupt_mode, false);
SET_FIELD(enforce_numa, false);
#undef SET_FIELD

Important defaults include:

	coredump enabled
	shm_id = -1
	default memory size
	default main core
	default RPC address
	default log print level
	delay_subsystem_init = false
	interrupt_mode = false
	enforce_numa = false


spdk_app_start() Validates Before It Builds

lib/event/app.c:spdk_app_start() checks:

	opts_user is not NULL.
	opts_user->opts_size is nonzero.
	opts_user->name is set.
	start_fn is not NULL.
	delay_subsystem_init is not used without an RPC server.
	If neither lcore_map nor reactor_mask is specified, a default reactor mask is assigned.


Only after those checks does it initialize logging, env, CPU locks, reactors, tracing, app thread, signal handlers, JSON loading, and the bootstrap message.

The surprising part: spdk_app_start() sends bootstrap_fn to the app thread before starting reactors, then enters spdk_reactors_start(). Once reactors are running, the app thread message can execute.

The first part of spdk_app_start() is intentionally boring: reject states that cannot work before creating DPDK resources, threads, sockets, or reactor state. The --wait-for-rpc check belongs here because delayed subsystem init is only useful if a client can later send framework_start_init.

/* lib/event/app.c */
if (!opts_user) {
	SPDK_ERRLOG("opts_user should not be NULL\n");
	return 1;
}

if (!opts_user->opts_size) {
	SPDK_ERRLOG("The opts_size in opts_user structure should not be zero value\n");
	return 1;
}

if (opts_user->name == NULL) {
	SPDK_ERRLOG("spdk_app_opts::name not specified\n");
	return 1;
}

app_copy_opts(opts, opts_user, opts_user->opts_size);

if (!start_fn) {
	SPDK_ERRLOG("start_fn should not be NULL\n");
	return 1;
}

if (!opts->rpc_addr && opts->delay_subsystem_init) {
	SPDK_ERRLOG("Cannot use '--wait-for-rpc' if no RPC server is going to be started.\n");
	return 1;
}

Near the end, the function records the user's callback, loads any JSON bytes into framework-owned memory, posts bootstrap_fn to the app thread, and starts reactors. The comment before spdk_reactors_start() is the key to the whole mental model: the function does not return after startup; it returns after shutdown.

/* lib/event/app.c */
g_delay_subsystem_init = opts->delay_subsystem_init;
g_start_fn = start_fn;
g_start_arg = arg1;

if (opts->json_config_file != NULL) {
	if (opts->json_data) {
		SPDK_ERRLOG("App opts json_config_file and json_data are mutually exclusive\n");
		return 1;
	}

	g_spdk_app.json_data = spdk_posix_file_load_from_name(opts->json_config_file,
			       &g_spdk_app.json_data_size);
	if (!g_spdk_app.json_data) {
		SPDK_ERRLOG("Read JSON configuration file %s failed: %s\n",
			    opts->json_config_file, spdk_strerror(errno));
		return 1;
	}
} else if (opts->json_data) {
	g_spdk_app.json_data = calloc(1, opts->json_data_size);
	/* ... copy user-provided JSON into g_spdk_app.json_data ... */
}

spdk_thread_send_msg(spdk_thread_get_app_thread(), bootstrap_fn, NULL);

/* This blocks until spdk_app_stop is called */
spdk_reactors_start();

The App Thread

The first spdk_thread created is special. lib/thread/thread.c:spdk_thread_create() stores the first created thread in g_app_thread. lib/event/app.c:spdk_app_start() creates it with the name app_thread after spdk_reactors_init().

Subsystem initialization asserts that it runs on the app thread. See lib/init/subsystem.c:spdk_subsystem_init() and spdk_subsystem_init_next(), both of which assert spdk_thread_is_app_thread(NULL).

Why this matters:

	Initialization order is serialized.
	Startup RPC state transitions are centralized.
	Finalization can run from the same logical context as initialization.


The bootstrap message is deliberately small. It runs after reactors are active, on the app thread, and chooses between "load STARTUP JSON first" and "go straight to subsystem init." The user start_fn is not in this function; it is still several callbacks away.

/* lib/event/app.c */
static void
bootstrap_fn(void *arg1)
{
	spdk_rpc_set_allowlist(g_spdk_app.rpc_allowlist);

	if (g_spdk_app.json_data) {
		/* Load SPDK_RPC_STARTUP RPCs from config file */
		assert(spdk_rpc_get_state() == SPDK_RPC_STARTUP);
		spdk_subsystem_load_config(g_spdk_app.json_data, g_spdk_app.json_data_size,
					   app_do_spdk_subsystem_init, NULL,
					   !g_spdk_app.json_config_ignore_errors);
	} else {
		app_do_spdk_subsystem_init(0, NULL);
	}
}

Subsystem Registration

Subsystems are registered by C constructors. include/spdk_internal/init.h defines:

	struct spdk_subsystem
	struct spdk_subsystem_depend
	SPDK_SUBSYSTEM_REGISTER(_name)
	SPDK_SUBSYSTEM_DEPEND(_name, _depends_on)


SPDK_SUBSYSTEM_REGISTER() creates a constructor function that calls spdk_add_subsystem(). SPDK_SUBSYSTEM_DEPEND() creates a constructor function that calls spdk_add_subsystem_depend().

Misconception to kill:

"There must be one central list of subsystems in a config file." No. The list is built at process load time by linked C objects with constructors. Missing link objects can mean missing subsystems.

The registration macros make that concrete. A subsystem is present because some linked object defines a struct spdk_subsystem and the constructor inserts it into the global list before normal application startup. Dependencies are registered the same way.

/* include/spdk_internal/init.h */
struct spdk_subsystem {
	const char *name;
	/* User must call spdk_subsystem_init_next() when they are done with their initialization. */
	void (*init)(void);
	void (*fini)(void);
	void (*write_config_json)(struct spdk_json_write_ctx *w);
	TAILQ_ENTRY(spdk_subsystem) tailq;
};

struct spdk_subsystem_depend {
	const char *name;
	const char *depends_on;
	TAILQ_ENTRY(spdk_subsystem_depend) tailq;
};

#define SPDK_SUBSYSTEM_REGISTER(_name) \
	__attribute__((constructor)) static void _name ## _register(void)	\
	{									\
		spdk_add_subsystem(&_name);					\
	}

#define SPDK_SUBSYSTEM_DEPEND(_name, _depends_on)						\
	static struct spdk_subsystem_depend __subsystem_ ## _name ## _depend_on ## _depends_on = { \
	.name = #_name,										\
	.depends_on = #_depends_on,								\
	};											\
	__attribute__((constructor)) static void _name ## _depend_on ## _depends_on(void)	\
	{											\
		spdk_add_subsystem_depend(&__subsystem_ ## _name ## _depend_on ## _depends_on); \
	}

Dependency Sorting

lib/init/subsystem.c:subsystem_sort() sorts the registered subsystem list based on declared dependencies.

Its algorithm is easy to understand:

	Create a temporary sorted list.
	Walk the original list.
	Move a subsystem when it has no dependencies or all dependencies are already in the sorted list.
	Repeat until the original list is empty.
	Swap the sorted list back into g_subsystems.


Before sorting, spdk_subsystem_init() verifies that every dependency name and depended-on subsystem name was registered. If not, initialization fails before calling subsystem init functions.

Edge case:

The sort assumes progress is possible. A circular dependency would prevent progress. Dependency declarations should be kept simple and acyclic.

The local sorting code works by moving entries from g_subsystems into a temporary list only when their dependencies are already there. Read the sorted_list as "things safe to initialize before this point."

/* lib/init/subsystem.c */
while (!TAILQ_EMPTY(&g_subsystems)) {
	TAILQ_FOREACH_SAFE(subsystem, &g_subsystems, tailq, subsystem_tmp) {
		has_dependency = false;
		all_dependencies_met = true;
		TAILQ_FOREACH(subsystem_dep, &g_subsystems_deps, tailq) {
			if (strcmp(subsystem->name, subsystem_dep->name) == 0) {
				has_dependency = true;
				if (!_subsystem_find(&sorted_list, subsystem_dep->depends_on)) {
					all_dependencies_met = false;
					break;
				}
			}
		}

		if (!has_dependency || all_dependencies_met) {
			TAILQ_REMOVE(&g_subsystems, subsystem, tailq);
			TAILQ_INSERT_TAIL(&sorted_list, subsystem, tailq);
		}
	}
}

TAILQ_SWAP(&sorted_list, &g_subsystems, spdk_subsystem, tailq);

The dependency validation happens just before sorting and also asserts the app-thread rule. That means a missing linked subsystem fails before any later subsystem does partial initialization.

/* lib/init/subsystem.c */
assert(spdk_thread_is_app_thread(NULL));

g_subsystem_start_fn = cb_fn;
g_subsystem_start_arg = cb_arg;

TAILQ_FOREACH(dep, &g_subsystems_deps, tailq) {
	if (!subsystem_find(dep->name)) {
		SPDK_ERRLOG("subsystem %s is missing\n", dep->name);
		g_subsystem_start_fn(-1, g_subsystem_start_arg);
		return;
	}
	if (!subsystem_find(dep->depends_on)) {
		SPDK_ERRLOG("subsystem %s dependency %s is missing\n",
			    dep->name, dep->depends_on);
		g_subsystem_start_fn(-1, g_subsystem_start_arg);
		return;
	}
}

subsystem_sort();
spdk_subsystem_init_next(0);

Asynchronous Subsystem Init

Each struct spdk_subsystem has an init function pointer. The contract in include/spdk_internal/init.h says the user must call spdk_subsystem_init_next() when initialization is done.

That means subsystem init may do asynchronous work:

	send messages
	register pollers
	issue internal RPCs
	wait for device discovery
	defer completion until another callback fires


lib/init/subsystem.c:spdk_subsystem_init_next() advances one subsystem at a time. If a subsystem has no init, it immediately advances. If a subsystem returns an error through spdk_subsystem_init_next(rc), the overall callback receives the error.

Beginner rule:

A subsystem init() function does not "return success." It eventually calls spdk_subsystem_init_next(0) or spdk_subsystem_init_next(error).

That callback-driven contract is visible in spdk_subsystem_init_next(). The framework holds the next subsystem in g_next_subsystem; each successful completion advances the pointer and calls the next subsystem's init. A subsystem with no init function is treated as already complete.

/* lib/init/subsystem.c */
void
spdk_subsystem_init_next(int rc)
{
	assert(spdk_thread_is_app_thread(NULL));

	if (g_subsystems_init_interrupted) {
		return;
	}

	if (rc) {
		SPDK_ERRLOG("Init subsystem %s failed\n", g_next_subsystem->name);
		g_subsystem_start_fn(rc, g_subsystem_start_arg);
		return;
	}

	if (!g_next_subsystem) {
		g_next_subsystem = TAILQ_FIRST(&g_subsystems);
	} else {
		g_next_subsystem = TAILQ_NEXT(g_next_subsystem, tailq);
	}

	if (!g_next_subsystem) {
		g_subsystems_initialized = true;
		g_subsystem_start_fn(0, g_subsystem_start_arg);
		return;
	}

	if (g_next_subsystem->init) {
		g_next_subsystem->init();
	} else {
		spdk_subsystem_init_next(0);
	}
}

JSON Config Has Startup And Runtime Passes

lib/init/json_config.c:app_json_config_load_subsystem() documents the two-phase behavior.

SPDK JSON config is organized as a subsystems array. Each subsystem has a config array of RPC methods and params.

When initialization includes subsystem initialization, the loader runs two passes:

	First pass: only STARTUP RPC methods are used. Other methods are ignored.
	Then the framework initializes subsystems with spdk_subsystem_init().
	Second pass: RPC state is RUNTIME, so runtime methods are used.


lib/event/app.c:bootstrap_fn() starts the first pass when JSON exists and RPC state is still SPDK_RPC_STARTUP. lib/event/app.c:app_subsystem_init_done() sets the state to runtime and loads runtime config.

This explains a common confusion:

If an RPC method appears in JSON but is registered for the wrong RPC state, it may not run in the pass you expect.

The loader does not special-case every method name. It asks the RPC layer for the method's allowed state mask, compares it with the current RPC state, and skips entries that do not belong in this pass. Methods allowed in both STARTUP and RUNTIME are intentionally not replayed twice; if they ran during STARTUP, they are skipped in the RUNTIME pass.

/* lib/init/json_config.c */
rc = spdk_rpc_get_method_state_mask(cfg.method, &state_mask);
if (rc == -ENOENT) {
	if (!ctx->stop_on_error) {
		ctx->config_it = spdk_json_next(ctx->config_it);
		spdk_thread_send_msg(spdk_thread_get_app_thread(),
				     app_json_config_load_subsystem_config_entry, ctx);
	} else if (!spdk_subsystem_exists(ctx->subsystem_name_str)) {
		SPDK_NOTICELOG("Skipping method '%s' because its subsystem '%s' "
			       "is not linked into this application.\n",
			       cfg.method, ctx->subsystem_name_str);
		ctx->config_it = spdk_json_next(ctx->config_it);
		spdk_thread_send_msg(spdk_thread_get_app_thread(),
				     app_json_config_load_subsystem_config_entry, ctx);
	} else {
		SPDK_ERRLOG("Method '%s' was not found\n", cfg.method);
		app_json_config_load_done(ctx, rc);
	}
	goto out;
}
cur_state_mask = spdk_rpc_get_state();
if ((state_mask & cur_state_mask) != cur_state_mask) {
	SPDK_DEBUG_APP_CFG("Method '%s' not allowed -> skipping\n", cfg.method);
	ctx->config_it = spdk_json_next(ctx->config_it);
	spdk_thread_send_msg(spdk_thread_get_app_thread(),
			     app_json_config_load_subsystem_config_entry, ctx);
	goto out;
}

When config loading owns subsystem initialization, the end of the STARTUP pass calls spdk_subsystem_init(). When that callback completes, the loader switches RPC state to RUNTIME, rewinds to the first subsystem entry, and walks the JSON again.

/* lib/init/json_config.c */
if (ctx->subsystems_it == NULL) {
	if (ctx->initalize_subsystems && spdk_rpc_get_state() == SPDK_RPC_STARTUP) {
		SPDK_DEBUG_APP_CFG("No more entries for current state, calling 'framework_start_init'\n");
		spdk_subsystem_init(subsystem_init_done, ctx);
	} else {
		SPDK_DEBUG_APP_CFG("No more entries for current state\n");
		app_json_config_load_done(ctx, 0);
	}

	return;
}

/* ... later, in subsystem_init_done() ... */
spdk_rpc_set_state(SPDK_RPC_RUNTIME);
ctx->subsystems_it = spdk_json_array_first(ctx->subsystems);
app_json_config_load_subsystem(ctx);

One subtle implementation detail matters for debugging: spdk_subsystem_load_config() starts a temporary local JSON-RPC server and client so the config file is replayed through normal RPC handlers. That means config replay follows the same method validators and error paths as external management tools, instead of bypassing subsystem APIs.

/* lib/init/json_config.c */
rc = spdk_json_find_array(ctx->values, "subsystems", NULL, &ctx->subsystems);
switch (rc) {
case 0:
	ctx->subsystems_it = spdk_json_array_first(ctx->subsystems);
	break;
case -ENOENT:
	SPDK_WARNLOG("No 'subsystems' key JSON configuration file.\n");
	break;
case -EDOM:
	SPDK_ERRLOG("Invalid JSON configuration: 'subsystems' should be an array.\n");
	goto fail;
}

rc = snprintf(ctx->rpc_socket_path_temp, sizeof(ctx->rpc_socket_path_temp),
	      "%s.%d_%"PRIu64"_config", SPDK_DEFAULT_RPC_ADDR, getpid(), spdk_get_ticks());
if (rc >= (int)sizeof(ctx->rpc_socket_path_temp)) {
	SPDK_ERRLOG("Socket name create failed\n");
	goto fail;
}

rc = spdk_rpc_initialize(ctx->rpc_socket_path_temp, NULL);
if (rc) {
	goto fail;
}

ctx->client_conn = spdk_jsonrpc_client_connect(ctx->rpc_socket_path_temp, AF_UNIX);

RPC Startup State And --wait-for-rpc

--wait-for-rpc maps to delay_subsystem_init.

When delay_subsystem_init is true:

	app_do_spdk_subsystem_init() initializes the RPC server.
	It returns without starting subsystems.
	The limited startup RPC server remains available.
	The user sends framework_start_init.
	lib/event/app.c:rpc_framework_start_init() pauses the RPC server and calls spdk_subsystem_init().
	rpc_framework_start_init_cpl() finishes startup and replies to the RPC.


Why this exists:

It lets an orchestrator create startup-only resources or push early configuration before SPDK subsystems move to runtime state.

Failure mode:

If --wait-for-rpc is set but no RPC server address is configured, spdk_app_start() rejects it because no one could send framework_start_init.

The normal and delayed paths split in exactly one place: after spdk_rpc_initialize(). With delayed init, SPDK returns to the reactor loop and leaves the STARTUP RPC server available. Without delayed init, it pauses the RPC server and starts subsystem initialization immediately.

/* lib/event/app.c */
if (g_spdk_app.rpc_addr) {
	opts.size = SPDK_SIZEOF(&opts, log_level);
	opts.log_file = g_spdk_app.rpc_log_file;
	opts.log_level = g_spdk_app.rpc_log_level;

	rc = spdk_rpc_initialize(g_spdk_app.rpc_addr, &opts);
	if (rc) {
		spdk_app_stop(rc);
		return;
	}
	if (g_delay_subsystem_init) {
		return;
	}
	spdk_rpc_server_pause(g_spdk_app.rpc_addr);
} else {
	SPDK_DEBUGLOG(app_rpc, "RPC server not started\n");
}
spdk_subsystem_init(app_subsystem_init_done, NULL);

The framework_start_init RPC is small because all real work is still delegated to the same subsystem init path. Its handler rejects params, pauses RPC to prevent runtime calls from racing initialization, and registers a completion callback that will eventually send the JSON-RPC response.

/* lib/event/app.c */
static void
rpc_framework_start_init(struct spdk_jsonrpc_request *request,
			 const struct spdk_json_val *params)
{
	if (params != NULL) {
		spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS,
						 "framework_start_init requires no parameters");
		return;
	}

	spdk_rpc_server_pause(g_spdk_app.rpc_addr);
	spdk_subsystem_init(rpc_framework_start_init_cpl, request);
}
SPDK_RPC_REGISTER("framework_start_init", rpc_framework_start_init, SPDK_RPC_STARTUP)

RPC Pause And Resume

In normal startup, app_do_spdk_subsystem_init() initializes RPC and pauses the server before subsystem initialization. After initialization and runtime config load, app_start_application() resumes the RPC server and calls the user start function.

The pause prevents clients from racing runtime RPCs into a half-initialized framework.

The final callback pair is where "subsystems are initialized" becomes "the application is running." app_subsystem_init_done() moves the RPC state to RUNTIME and optionally replays runtime JSON. app_start_application() resumes the external RPC server and only then calls the user's start_fn.

/* lib/event/app.c */
spdk_rpc_set_allowlist(g_spdk_app.rpc_allowlist);
spdk_rpc_set_state(SPDK_RPC_RUNTIME);

if (g_spdk_app.json_data) {
	/* Load SPDK_RPC_RUNTIME RPCs from config file */
	assert(spdk_rpc_get_state() == SPDK_RPC_RUNTIME);
	spdk_subsystem_load_config(g_spdk_app.json_data, g_spdk_app.json_data_size,
				   app_start_application, NULL,
				   !g_spdk_app.json_config_ignore_errors);
	free(g_spdk_app.json_data);
	g_spdk_app.json_data = NULL;
} else {
	app_start_application(0, NULL);
}

/* ... later ... */
if (g_spdk_app.rpc_addr) {
	spdk_rpc_server_resume(g_spdk_app.rpc_addr);
}

g_start_fn(g_start_arg);

Operational clue:

If the RPC socket exists but runtime RPCs hang or fail during startup, check whether the framework is paused, delayed for framework_start_init, or stuck in subsystem initialization.

Shutdown Path

spdk_app_stop(rc) sends app_stop to the app thread. app_stop() records the return code, frees pending JSON data, logs deprecation hits, and starts subsystem finalization.

_start_subsystem_fini() waits if scheduling is in progress, then calls spdk_subsystem_fini(). When subsystem fini completes, subsystem_fini_done() calls spdk_rpc_finish() and spdk_reactors_stop().

The design mirrors startup:

	init runs on app thread
	fini runs on app thread
	reactor stop happens after subsystem finalization begins


Edge Cases And Failure Modes

	Missing opts.name: spdk_app_start() fails before env init.
	Missing start_fn: spdk_app_start() fails.
	--wait-for-rpc without RPC server: rejected.
	JSON config file and JSON data both set: rejected.
	JSON file cannot be read: startup fails before reactors do useful work.
	Startup JSON method fails and ignore-errors is false: initialization stops.
	A subsystem never calls spdk_subsystem_init_next(): startup hangs.
	A subsystem dependency is registered but the depended-on subsystem was not linked: spdk_subsystem_init() fails.
	RPC state mismatch: an RPC in config may be skipped in the wrong phase.
	RPC server paused: clients may connect but not get expected runtime behavior until resume.
	spdk_app_stop() called twice: logged and ignored after first stop path begins.


Misconceptions To Kill

	"My start_fn is called directly by spdk_app_start()." It is called later, from the app thread.
	"Subsystem init is synchronous because the function is named init." It is callback-driven.
	"JSON config is just replayed top to bottom once." It is separated by RPC startup/runtime state.
	"A subsystem exists if its source file exists." It exists if the object is linked and its constructor registered it.
	"RPC server up means SPDK is ready." Startup RPC availability and runtime readiness are different states.


Diskengine Relevance

For diskengine, startup state is externally visible. A control loop may be waiting for SPDK RPC to accept commands, but SPDK can be in several different states:

	Process not started.
	Env initialized but reactors not running.
	Startup RPC active because --wait-for-rpc is set.
	Subsystems initializing.
	Runtime config replaying.
	Runtime RPC active and app start callback called.


Treat these as separate states in logs and readiness checks. A vague "SPDK unavailable" error hides the most useful clue.

Prose Diagram: Two-Pass JSON Loading

Imagine the JSON config as a binder with tabs by subsystem. SPDK reads the binder twice:

First pass:

	It opens each tab.
	It only executes pages labeled STARTUP.
	At the end, it initializes the framework.


Second pass:

	It returns to the first tab.
	It only executes pages labeled RUNTIME.
	At the end, it starts the application.


If a page is in the wrong label category, it will not run when you expect.

Source Reading Exercise

Trace a normal startup with JSON:

	lib/event/app.c:spdk_app_start()
	lib/event/app.c:bootstrap_fn()
	lib/init/json_config.c:spdk_subsystem_load_config()
	lib/init/json_config.c:app_json_config_load_subsystem()
	lib/event/app.c:app_do_spdk_subsystem_init()
	lib/init/subsystem.c:spdk_subsystem_init()
	lib/init/subsystem.c:spdk_subsystem_init_next()
	lib/event/app.c:app_subsystem_init_done()
	lib/event/app.c:app_start_application()


Questions:

	Which functions assert they are on the app thread?
	Where does RPC state move to RUNTIME?
	Where is the RPC server paused?
	Where is it resumed?
	What callback is invoked if subsystem initialization fails?


Operational Lab

Use an SPDK app in a dev environment, such as app/spdk_tgt, with no real NVMe device required.

	Start with --wait-for-rpc.
	Confirm that runtime commands are not yet available.
	Send framework_start_init.
	Observe when runtime RPC methods become available.
	Repeat with a small JSON config containing one startup-safe RPC and one runtime RPC.
	Identify which pass executes each method.


Debug variation:

	Add a deliberately invalid runtime RPC to the config and compare behavior with ignore-errors enabled and disabled.


Self-Check

	Why does spdk_app_start() block?
	What makes the first spdk_thread special?
	How are subsystems registered?
	Why must subsystem init call spdk_subsystem_init_next()?
	What is the difference between STARTUP and RUNTIME RPC state?
	Why does --wait-for-rpc require an RPC server?
	What symptom would you expect if a subsystem init hangs?


References

	Local source: include/spdk/event.h
	Local source: include/spdk/init.h
	Local source: include/spdk_internal/init.h
	Local source: lib/event/app.c
	Local source: lib/init/subsystem.c
	Local source: lib/init/json_config.c
	Local source: lib/event/reactor.c
	Official SPDK docs: Event Framework, https://spdk.io/doc/event.html
	Official SPDK docs: An Overview of SPDK Applications, https://spdk.io/doc/app_overview.html
	Official SPDK docs: JSON-RPC, https://spdk.io/doc/jsonrpc.html
	Official SPDK docs: event.h File Reference, https://spdk.io/doc/event_8h.html
	Official SPDK docs: init.h File Reference, https://spdk.io/doc/init_8h.html
	Official SPDK docs: spdk_subsystem Struct Reference, https://spdk.io/doc/structspdk__subsystem.html
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  Reader Promise

By the end of this chapter, a beginner should be able to explain the difference between an OS thread, an SPDK reactor, and an spdk_thread; trace a message sent by spdk_thread_send_msg(); understand how pollers run; and diagnose wrong-thread assertions, blocked reactors, leaked pollers, and thread-exit hangs.

This is one of the most important chapters in the book. Many SPDK bugs are not algorithm bugs. They are ownership bugs: code runs on the wrong spdk_thread, blocks a reactor, keeps an io_channel too long, or forgets to unregister a poller.

Mental Model

Use this vocabulary precisely:

	OS thread: the kernel-scheduled execution context, usually pinned to a CPU core by DPDK/SPDK.
	Reactor: SPDK's per-core event loop object. A reactor owns a list of lightweight SPDK threads and event queues.
	spdk_thread: a lightweight cooperative context. It has message queues, pollers, io_channels, stats, and a cpumask.
	Message: a function pointer plus context enqueued to an spdk_thread.
	Poller: a callback that runs repeatedly on an spdk_thread, either every loop or on a timer.


The official SPDK docs describe the event framework as an asynchronous, polled-mode, shared-nothing framework. That is not just style. It is the reason the runtime is shaped around message passing instead of ordinary shared-state locking. The concurrency guide says the common SPDK pattern is to assign data to one thread; other threads send that owner a message when they need an operation performed there. In the local implementation, that "thread" is usually an spdk_thread, not a POSIX thread.

Prose diagram:

CPU core 3
  OS thread "reactor_3"
    reactor object for lcore 3
      spdk_thread "app_thread"
        message ring
        active pollers
        timed pollers
        io_channels
      spdk_thread "nvmf_tgt_poll_group_3"
        message ring
        active pollers
        io_channels

The reactor runs the OS thread. The reactor polls each spdk_thread. Each spdk_thread drains messages and runs pollers.

[image: Chapter 10: Reactors, `spdk_thread`, Messages, Pollers diagram 1]Diagram 1: Chapter 10: Reactors, `spdk_thread`, Messages, Pollers
The distinction matters because there are two schedulers in play. Linux schedules the OS thread. SPDK schedules lightweight spdk_thread objects inside that OS thread by calling spdk_thread_poll(). A reactor may run more than one spdk_thread, and an spdk_thread may be rescheduled between reactors when allowed by its cpumask and binding state. So "current pthread", "current core", and "current SPDK owner" are related facts, not synonyms.

SPDK's public concurrency documentation makes one more point that should stay in your head while reading the source: the spdk_thread library does not spawn system threads by itself. A lower framework must repeatedly poll it. In SPDK applications using the event framework, reactors are that lower framework.

Source Anchors

	include/spdk_internal/event.h: struct spdk_reactor, spdk_reactors_init(), spdk_reactors_start(), spdk_reactors_stop()
	lib/event/reactor.c: spdk_reactors_init(), reactor_construct(), spdk_reactors_start(), reactor_run(), _reactor_run(), reactor_post_process_lw_thread(), spdk_reactors_stop()
	include/spdk/thread.h: spdk_thread_create(), spdk_thread_poll(), spdk_thread_send_msg(), spdk_for_each_thread(), spdk_poller_register(), spdk_poller_unregister(), spdk_thread_exit()
	lib/thread/thread.c: struct spdk_thread, spdk_thread_create(), spdk_set_thread(), spdk_get_thread(), spdk_thread_poll(), thread_poll(), msg_queue_run_batch(), spdk_thread_send_msg(), poller_register(), thread_execute_poller(), thread_execute_timed_poller(), spdk_poller_unregister(), spdk_for_each_thread(), spdk_thread_exit(), thread_exit()
	lib/event/app_rpc.c: rpc_framework_get_reactors(), _rpc_framework_get_reactors()


Reactor Initialization

lib/event/reactor.c:spdk_reactors_init() creates the event framework's reactor state.

It:

	creates g_spdk_event_mempool
	allocates the g_reactors array aligned to 64 bytes
	initializes the thread library with spdk_thread_lib_init_ext()
	constructs a reactor for each env core
	records the scheduling reactor
	sets reactor state to initialized


The thread library call is crucial. Reactors cannot run spdk_thread objects until the thread library exists, because spdk_thread uses message mempools, message rings, poller queues, and io_channel registries.

The reactor object is intentionally small and cache-line aligned. Its most important ownership fields are the lightweight thread list, event queue, accounting counters, and interrupt-mode state:

/* include/spdk_internal/event.h */
struct spdk_reactor {
	/* Lightweight threads running on this reactor */
	TAILQ_HEAD(, spdk_lw_thread)			threads;
	uint32_t					thread_count;

	/* Logical core number for this reactor. */
	uint32_t					lcore;

	uint64_t					tsc_last;

	struct spdk_ring				*events;
	int						events_fd;

	uint64_t					busy_tsc;
	uint64_t					idle_tsc;

	/* Each bit of cpuset indicates whether a reactor probably requires event notification */
	struct spdk_cpuset				notify_cpuset;
	/* Indicate whether this reactor currently runs in interrupt */
	bool						in_interrupt;
	struct spdk_fd_group				*fgrp;
	int						resched_fd;
	uint16_t					trace_id;
} __attribute__((aligned(SPDK_CACHE_LINE_SIZE)));

That excerpt is the runtime model in data-structure form. threads is where scheduled spdk_thread contexts live. events is the older event-framework queue for core-targeted events. busy_tsc and idle_tsc are why tools can report whether a reactor is doing useful work instead of only showing "100% CPU" in Linux top. in_interrupt and fgrp are the bridge to interrupt mode.

Initialization wires the event framework to the thread library before constructing per-core reactors:

/* lib/event/reactor.c */
g_reactor_count = spdk_env_get_last_core() + 1;
rc = posix_memalign((void **)&g_reactors, 64,
		    g_reactor_count * sizeof(struct spdk_reactor));
...
memset(g_reactors, 0, (g_reactor_count) * sizeof(struct spdk_reactor));

rc = spdk_thread_lib_init_ext(reactor_thread_op, reactor_thread_op_supported,
			      sizeof(struct spdk_lw_thread), msg_mempool_size);
if (rc != 0) {
	SPDK_ERRLOG("Initialize spdk thread lib failed\n");
	...
	return rc;
}

SPDK_ENV_FOREACH_CORE(i) {
	reactor_construct(&g_reactors[i], i);
}

The sizeof(struct spdk_lw_thread) argument is a useful clue. The thread library owns generic spdk_thread behavior, but the event framework asks for enough per-thread context to attach each spdk_thread to a reactor scheduling record.

Reactor Start

lib/event/reactor.c:spdk_reactors_start() sets the reactor state to running, launches a reactor OS thread on every selected core except the current core, and then runs the current core's reactor inline.

That last detail explains why spdk_app_start() blocks: the main OS thread becomes a reactor runner until shutdown.

The start path shows this directly:

/* lib/event/reactor.c */
current_core = spdk_env_get_current_core();
SPDK_ENV_FOREACH_CORE(i) {
	if (i != current_core) {
		reactor = spdk_reactor_get(i);
		...
		rc = spdk_env_thread_launch_pinned(reactor->lcore, reactor_run, reactor);
		if (rc < 0) {
			SPDK_ERRLOG("Unable to start reactor thread on core %u\n", reactor->lcore);
			assert(false);
			return;
		}
	}
	spdk_cpuset_set_cpu(&g_reactor_core_mask, i, true);
}

/* Start the main reactor */
reactor = spdk_reactor_get(current_core);
assert(reactor != NULL);
reactor_run(reactor);

spdk_env_thread_wait_all();

This is why a simple call stack can be surprising in a debugger. The application calls into the framework, the framework starts helper OS threads, and then the caller's own OS thread enters reactor_run() and stays there until shutdown.

lib/event/reactor.c:reactor_run() is the long-running loop. It:

	names the POSIX thread reactor_<lcore>
	registers trace ownership
	repeatedly runs either interrupt mode handling or _reactor_run()
	periodically performs scheduler work if enabled
	exits when reactor state changes
	drains and destroys remaining spdk_thread objects


What _reactor_run() Does

lib/event/reactor.c:_reactor_run() is the normal polling loop body.

It:

- gets the spdk_thread - calls spdk_thread_poll(thread, 0, reactor->tsc_last) - updates reactor busy or idle time based on return code - post-processes the lightweight thread

	Runs a batch of reactor events.
	If the reactor has no SPDK threads, accounts idle time and returns.
	For each lightweight thread on the reactor:


The important point: a reactor does not call arbitrary module code directly. It calls spdk_thread_poll(), and the thread runs messages and pollers.

The normal polling body is short enough to read as a control-flow contract:

/* lib/event/reactor.c */
_reactor_run(struct spdk_reactor *reactor)
{
	struct spdk_thread	*thread;
	struct spdk_lw_thread	*lw_thread, *tmp;
	uint64_t		now;
	int			rc;

	event_queue_run_batch(reactor);

	if (spdk_unlikely(TAILQ_EMPTY(&reactor->threads))) {
		now = spdk_get_ticks();
		reactor->idle_tsc += now - reactor->tsc_last;
		reactor->tsc_last = now;
		return;
	}

	TAILQ_FOREACH_SAFE(lw_thread, &reactor->threads, link, tmp) {
		thread = spdk_thread_get_from_ctx(lw_thread);
		rc = spdk_thread_poll(thread, 0, reactor->tsc_last);

		now = spdk_thread_get_last_tsc(thread);
		if (rc == 0) {
			reactor->idle_tsc += now - reactor->tsc_last;
		} else if (rc > 0) {
			reactor->busy_tsc += now - reactor->tsc_last;
		}
		reactor->tsc_last = now;

		reactor_post_process_lw_thread(reactor, lw_thread);
	}
}

There are two queues being serviced here. event_queue_run_batch() handles event-framework events targeted at the reactor core. The TAILQ_FOREACH_SAFE loop handles spdk_thread objects scheduled on that reactor. The return value from spdk_thread_poll() becomes reactor busy/idle accounting, so a poller that reports busy when it did no useful work will distort metrics.

spdk_thread Structure

lib/thread/thread.c:struct spdk_thread contains:

	active pollers queue
	timed pollers tree
	paused pollers queue
	message ring
	local message cache
	critical message slot
	io_channel tree
	cpumask
	state
	lock count
	interrupt-mode state
	trace ID
	user context


This is why spdk_thread is more than "a callback queue." It is the unit of SPDK ownership for pollers, messages, and per-thread device resources.

The source layout makes that ownership concrete:

/* lib/thread/thread.c */
struct spdk_thread {
	uint64_t			tsc_last;
	struct spdk_thread_stats	stats;
	TAILQ_HEAD(active_pollers_head, spdk_poller)	active_pollers;
	RB_HEAD(timed_pollers_tree, spdk_poller)	timed_pollers;
	struct spdk_poller				*first_timed_poller;
	TAILQ_HEAD(paused_pollers_head, spdk_poller)	paused_pollers;
	struct spdk_ring		*messages;
	SLIST_HEAD(, spdk_msg)		msg_cache;
	size_t				msg_cache_count;
	spdk_msg_fn			critical_msg;
	uint64_t			id;
	uint64_t			next_poller_id;
	enum spdk_thread_state		state;
	int				pending_unregister_count;
	uint32_t			for_each_count;

	RB_HEAD(io_channel_tree, spdk_io_channel)	io_channels;
	TAILQ_ENTRY(spdk_thread)			tailq;

	char				name[SPDK_MAX_THREAD_NAME_LEN + 1];
	struct spdk_cpuset		cpumask;
	int32_t				lock_count;
	bool				is_bound;
	bool				in_interrupt;
	struct spdk_fd_group		*fgrp;
	uint16_t			trace_id;
	uint8_t				ctx[0];
};

Several bugs become easier to understand once you group those fields by lifetime. Messages and pollers are execution work. io_channels are per-thread access paths into registered devices. state, pending_unregister_count, and for_each_count are shutdown gates. lock_count is a cooperative-scheduling guard: SPDK expects locks not to remain held when messages or pollers finish.

Creating An spdk_thread

lib/thread/thread.c:spdk_thread_create():

	allocates cache-line-aligned memory
	copies or initializes the cpumask
	initializes io_channel and poller containers
	creates a message ring
	fills a local message cache from g_spdk_msg_mempool if possible
	assigns a name and trace ID
	assigns a monotonic thread ID
	inserts the thread into the global thread list
	calls the reactor thread-op hook so the event framework can schedule it
	marks the thread running
	records the first created thread as the app thread


The event framework created the app thread in lib/event/app.c:spdk_app_start(). Other modules create their own SPDK threads when they need separate lightweight contexts.

The constructor does not spawn an OS thread. It allocates an object, initializes the queues, creates the message ring, puts the object on the global thread list, and then calls the framework hook that knows how to schedule it:

/* lib/thread/thread.c */
RB_INIT(&thread->io_channels);
TAILQ_INIT(&thread->active_pollers);
RB_INIT(&thread->timed_pollers);
TAILQ_INIT(&thread->paused_pollers);
SLIST_INIT(&thread->msg_cache);
thread->msg_cache_count = 0;

thread->messages = spdk_ring_create(SPDK_RING_TYPE_MP_SC, 65536, SPDK_ENV_NUMA_ID_ANY);
if (!thread->messages) {
	SPDK_ERRLOG("Unable to allocate memory for message ring\n");
	free(thread);
	return NULL;
}
...
thread->id = g_thread_id++;
TAILQ_INSERT_TAIL(&g_threads, thread, tailq);
g_thread_count++;
...
if (g_new_thread_fn) {
	rc = g_new_thread_fn(thread);
} else if (g_thread_op_supported_fn && g_thread_op_supported_fn(SPDK_THREAD_OP_NEW)) {
	rc = g_thread_op_fn(thread, SPDK_THREAD_OP_NEW);
}
...
thread->state = SPDK_THREAD_STATE_RUNNING;

In an event-framework app, the SPDK_THREAD_OP_NEW hook is implemented by reactor code. That hook is where a pure spdk_thread becomes visible to reactor scheduling. This split is why SPDK libraries can be embedded into other async frameworks: the thread library supplies the work queues and ownership rules, while the embedding framework supplies actual polling.

Messages

spdk_thread_send_msg(thread, fn, ctx) is the standard cross-thread handoff.

lib/thread/thread.c:spdk_thread_send_msg():

	Checks that the target thread is not exited.
	Tries to take a message object from the sender's local cache.
	Falls back to g_spdk_msg_mempool.
	Stores fn and ctx.
	Enqueues the message to the target thread's message ring.
	Sends a notification if needed.


The function is asynchronous. It does not call fn. It only queues the work.

The message will run when the target thread is polled by its reactor and msg_queue_run_batch() drains messages inside thread_poll().

The sender side is a small allocation plus a ring enqueue:

/* lib/thread/thread.c */
spdk_thread_send_msg(const struct spdk_thread *thread, spdk_msg_fn fn, void *ctx)
{
	struct spdk_thread *local_thread;
	struct spdk_msg *msg;
	int rc;

	assert(thread != NULL);

	if (spdk_unlikely(thread->state == SPDK_THREAD_STATE_EXITED)) {
		SPDK_ERRLOG("Thread %s is marked as exited.\n", thread->name);
		abort();
	}

	local_thread = _get_thread();
	msg = NULL;
	...
	if (msg == NULL) {
		msg = spdk_mempool_get(g_spdk_msg_mempool);
		if (!msg) {
			SPDK_ERRLOG("msg could not be allocated\n");
			abort();
		}
	}

	msg->fn = fn;
	msg->arg = ctx;

	rc = spdk_ring_enqueue(thread->messages, (void **)&msg, 1, NULL);
	if (rc != 1) {
		SPDK_ERRLOG("msg could not be enqueued\n");
		abort();
	}

	thread_send_msg_notification(thread);
	return 0;
}

There is no retry return code here. The public docs say errors are handled internally and are fatal, and the implementation matches that: sending to an exited thread, exhausting the message mempool, or failing to enqueue aborts the process. That is intentional pressure to keep ownership handoffs simple and reliable.

The receiver side runs the function pointer while the target spdk_thread is current:

/* lib/thread/thread.c */
count = spdk_ring_dequeue(thread->messages, messages, max_msgs);
if (count == 0) {
	return 0;
}

for (i = 0; i < count; i++) {
	struct spdk_msg *msg = messages[i];

	assert(msg != NULL);

	SPDK_DTRACE_PROBE2(msg_exec, msg->fn, msg->arg);

	msg->fn(msg->arg);

	SPIN_ASSERT(thread->lock_count == 0, SPIN_ERR_HOLD_DURING_SWITCH);

	if (thread->msg_cache_count < SPDK_MSG_MEMPOOL_CACHE_SIZE) {
		SLIST_INSERT_HEAD(&thread->msg_cache, msg, link);
		thread->msg_cache_count++;
	} else {
		spdk_mempool_put(g_spdk_msg_mempool, msg);
	}
}

The assertion after msg->fn() is part of the cooperative contract. A message callback may mutate owner-thread state without taking a global lock, but it must return to the reactor cleanly. Holding an SPDK spinlock across the end of a message is treated as a scheduling bug.

Beginner rule:

If you need code to run on a different spdk_thread, send a message. Do not call the function directly unless the function explicitly allows it.

Pollers

A poller is a callback registered on the current spdk_thread.

lib/thread/thread.c:poller_register() requires spdk_get_thread() to be non-NULL. It allocates a struct spdk_poller, names it, records the callback and argument, assigns a per-thread poller ID, converts the period from microseconds to ticks, initializes interrupt support if needed, and inserts it into either:

	active pollers, if period is zero
	timed pollers, if period is nonzero


Public wrappers:

	include/spdk/thread.h:spdk_poller_register()
	include/spdk/thread.h:spdk_poller_register_named()
	include/spdk/thread.h:SPDK_POLLER_REGISTER()


Poller return values matter:

	0 means idle.
	Positive means busy.
	Negative is allowed for some debug/reporting paths but does not mean "unregister me."


The reactor and thread stats use idle and busy return values to track work.

Registration binds a poller to the current spdk_thread. That means the thread at registration time becomes the owner for unregister, pause, resume, and execution:

/* lib/thread/thread.c */
poller_register(spdk_poller_fn fn,
		void *arg,
		uint64_t period_microseconds,
		const char *name)
{
	struct spdk_thread *thread;
	struct spdk_poller *poller;

	thread = spdk_get_thread();
	if (!thread) {
		assert(false);
		return NULL;
	}

	if (spdk_unlikely(thread->state == SPDK_THREAD_STATE_EXITED)) {
		SPDK_ERRLOG("thread %s is marked as exited\n", thread->name);
		return NULL;
	}

	poller = calloc(1, sizeof(*poller));
	...
	poller->fn = fn;
	poller->arg = arg;
	poller->thread = thread;
	poller->id = thread->next_poller_id++;
	poller->period_ticks = convert_us_to_ticks(period_microseconds);
	...
	thread_insert_poller(thread, poller);

The public API documents period_microseconds == 0 as "call as often as possible." The local implementation turns that into placement on active_pollers; nonzero periods go through the timed-poller tree. A timer is not a separate timer thread. It is a poller that becomes eligible when the owning spdk_thread is polled and the current tick has reached next_run_tick.

How A Poller Runs

Inside lib/thread/thread.c:thread_poll():

	A critical message runs first if present.
	A batch of regular messages is drained.
	Active pollers are executed.
	Post-poller handlers run if registered.
	Timed pollers whose deadline has passed are executed.


Active pollers are round-robin by queue movement. Timed pollers live in an RB tree keyed by next run time.

Here is the main ordering:

/* lib/thread/thread.c */
thread_poll(struct spdk_thread *thread, uint32_t max_msgs, uint64_t now)
{
	uint32_t msg_count;
	struct spdk_poller *poller, *tmp;
	spdk_msg_fn critical_msg;
	int rc = 0;

	thread->tsc_last = now;

	critical_msg = thread->critical_msg;
	if (spdk_unlikely(critical_msg != NULL)) {
		critical_msg(NULL);
		thread->critical_msg = NULL;
		rc = 1;
	}

	msg_count = msg_queue_run_batch(thread, max_msgs);
	if (msg_count) {
		rc = 1;
	}

	TAILQ_FOREACH_REVERSE_SAFE(poller, &thread->active_pollers,
				   active_pollers_head, tailq, tmp) {
		int poller_rc;

		poller_rc = thread_execute_poller(thread, poller);
		if (poller_rc > rc) {
			rc = poller_rc;
		}
		if (thread->num_pp_handlers) {
			thread_run_pp_handlers(thread);
		}
	}

Messages run before ordinary active pollers. That ordering is why spdk_thread_send_msg() is commonly used to request a poller unregister, qpair disconnect, channel release, or state transition on the owner thread. The message gets a chance to flip state before the next poller pass.

thread_execute_poller() and thread_execute_timed_poller() both assert that thread->lock_count == 0 after the callback. This is the source of lock-count asserts when code holds an SPDK spinlock across a point where SPDK expects cooperative progress.

Execution and cleanup are state-machine driven:

/* lib/thread/thread.c */
poller->state = SPDK_POLLER_STATE_RUNNING;
rc = poller->fn(poller->arg);

SPIN_ASSERT(thread->lock_count == 0, SPIN_ERR_HOLD_DURING_SWITCH);

poller->run_count++;
if (rc > 0) {
	poller->busy_count++;
}

switch (poller->state) {
case SPDK_POLLER_STATE_UNREGISTERED:
	TAILQ_REMOVE(&thread->active_pollers, poller, tailq);
	free(poller);
	break;
case SPDK_POLLER_STATE_PAUSING:
	TAILQ_REMOVE(&thread->active_pollers, poller, tailq);
	TAILQ_INSERT_TAIL(&thread->paused_pollers, poller, tailq);
	poller->state = SPDK_POLLER_STATE_PAUSED;
	break;
case SPDK_POLLER_STATE_RUNNING:
	poller->state = SPDK_POLLER_STATE_WAITING;
	break;
default:
	break;
}

Returning busy increments statistics. Unregistration is different: it is represented by poller->state = SPDK_POLLER_STATE_UNREGISTERED, and cleanup happens when the owner thread polls the poller machinery again. This is why returning -1 does not unregister a poller.

The No-Blocking Rule

A reactor is a cooperative event loop. If a poller blocks, that OS thread stops polling every other spdk_thread assigned to that reactor.

The official event-framework documentation says event functions should not block because they are called directly from the destination core's event loop. The same reasoning applies to spdk_thread messages and pollers in this chapter. They are not worker-thread jobs that can sleep independently; they are pieces of the reactor loop. A 10 ms sleep in one callback is 10 ms during which the reactor does not drain other messages, does not progress other pollers, and does not update completion paths assigned to that OS thread.

Do not:

	sleep in a poller
	perform blocking filesystem I/O in a hot callback
	wait synchronously for an RPC response from the same framework
	hold locks across callbacks that may pump SPDK threads
	busy-loop inside a poller instead of returning and letting the reactor continue


Use:

	messages for ownership handoff
	pollers for repeated progress
	async callbacks for completion
	NOMEM or retry queues for resource pressure


Wrong-Thread Assertions

SPDK APIs often require that operations happen on the same spdk_thread that owns the object.

lib/thread/thread.c:wrong_thread() logs the function, object name, current thread, and expected thread, then asserts.

The diagnostic is deliberately explicit:

/* lib/thread/thread.c */
wrong_thread(const char *func, const char *name, struct spdk_thread *thread,
	     struct spdk_thread *curthread)
{
	if (thread == NULL) {
		SPDK_ERRLOG("%s(%s) called with NULL thread\n", func, name);
		abort();
	}
	SPDK_ERRLOG("%s(%s) called from wrong thread %s:%" PRIu64 " (should be "
		    "%s:%" PRIu64 ")\n", func, name, curthread->name, curthread->id,
		    thread->name, thread->id);
	assert(false);
}

For pollers, unregister enforces this owner rule before it changes state:

/* lib/thread/thread.c */
thread = spdk_get_thread();
if (!thread) {
	assert(false);
	return;
}

if (poller->thread != thread) {
	wrong_thread(__func__, poller->name, poller->thread, thread);
	return;
}

...

/* Simply set the state to unregistered. The poller will get cleaned up
 * in a subsequent call to spdk_thread_poll().
 */
poller->state = SPDK_POLLER_STATE_UNREGISTERED;

This is a good example of the difference between object identity and CPU identity. The code compares struct spdk_thread *, not lcore number. If two lightweight threads happen to run on the same reactor, unregistering a poller from the wrong one is still a bug.

Common causes:

	unregistering a poller from a different thread than the one that registered it
	putting an io_channel from the wrong thread
	calling module-specific functions on a callback thread rather than the resource owner thread
	mixing OS thread identity with spdk_thread identity


Misconception to kill:

"I am on the same CPU core, so I am on the right SPDK thread." Not necessarily. Ownership is spdk_thread, not just core.

Thread Exit

lib/thread/thread.c:spdk_thread_exit() marks a thread as exiting. It does not instantly free the thread.

lib/thread/thread.c:thread_exit() waits until:

	message ring is empty
	no spdk_for_each_thread() or spdk_for_each_channel() operations are outstanding
	active pollers are unregistered
	timed pollers are unregistered
	paused pollers are gone
	io_channels are released
	pending io_device unregisters are complete


Only then does the state become exited. lib/event/reactor.c:reactor_post_process_lw_thread() sees an exited and idle thread, removes it from the reactor, and destroys it.

If shutdown hangs, inspect the thread for remaining messages, pollers, io_channels, or outstanding foreach operations.

The local exit gate is one of the best debugging guides in the file:

/* lib/thread/thread.c */
if (spdk_ring_count(thread->messages) > 0) {
	SPDK_INFOLOG(thread, "thread %s still has messages\n", thread->name);
	return;
}

if (thread->for_each_count > 0) {
	SPDK_INFOLOG(thread, "thread %s is still executing %u for_each_channels/threads\n",
		     thread->name, thread->for_each_count);
	return;
}

TAILQ_FOREACH(poller, &thread->active_pollers, tailq) {
	if (poller->state != SPDK_POLLER_STATE_UNREGISTERED) {
		SPDK_INFOLOG(thread, "thread %s still has active poller %s\n",
			     thread->name, poller->name);
		return;
	}
}

RB_FOREACH(ch, io_channel_tree, &thread->io_channels) {
	SPDK_INFOLOG(thread, "thread %s still has channel for io_device %s\n",
		     thread->name, ch->dev->name);
	return;
}

spdk_thread_exit() itself requires the exiting thread to be current:

/* lib/thread/thread.c */
spdk_thread_exit(struct spdk_thread *thread)
{
	SPDK_DEBUGLOG(thread, "Exit thread %s\n", thread->name);

	assert(tls_thread == thread);

	if (thread->state >= SPDK_THREAD_STATE_EXITING) {
		SPDK_INFOLOG(thread,
			     "thread %s is already exiting\n",
			     thread->name);
		return 0;
	}

	thread->exit_timeout_tsc = spdk_get_ticks() + (spdk_get_ticks_hz() *
				   SPDK_THREAD_EXIT_TIMEOUT_SEC);
	thread->state = SPDK_THREAD_STATE_EXITING;

This is why shutdown code often sends a message to the target thread to make that thread unregister its own pollers, put its own channels, and call spdk_thread_exit() on itself. Calling exit directly from a different spdk_thread violates the same ownership model as poller unregister.

The reactor side performs final removal only when the thread is both exited and idle:

/* lib/event/reactor.c */
if (spdk_unlikely(spdk_thread_is_exited(thread) &&
		  spdk_thread_is_idle(thread))) {
	_reactor_remove_lw_thread(reactor, lw_thread);
	spdk_thread_destroy(thread);
	return true;
}

Interrupt Mode

SPDK's classic model is polling. This tree also supports interrupt mode. In reactor code, reactor_run() chooses reactor_interrupt_run() when reactor->in_interrupt is true. In thread code, spdk_thread_poll() waits on the thread fd group when the thread is in interrupt mode.

For beginners, the important distinction:

	Poll mode repeatedly calls pollers for low latency and high CPU use.
	Interrupt mode waits on file descriptors where supported, reducing CPU but adding complexity.


Do not assume every poller or device path has the same interrupt-mode behavior.

The interrupt-mode docs frame this tradeoff plainly: default poll mode keeps cores in a tight loop for low latency, while interrupt mode lets a core sleep until an event arrives on a file descriptor. The local spdk_thread_poll() implementation reflects that split:

/* lib/thread/thread.c */
orig_thread = _get_thread();
tls_thread = thread;

if (now == 0) {
	now = spdk_get_ticks();
}

if (spdk_likely(!thread->in_interrupt)) {
	rc = thread_poll(thread, max_msgs, now);
	if (spdk_unlikely(thread->state == SPDK_THREAD_STATE_EXITING)) {
		thread_exit(thread, now);
	}
} else {
	/* Non-block wait on thread's fd_group */
	rc = spdk_fd_group_wait(thread->fgrp, 0);
}

thread_update_stats(thread, spdk_get_ticks(), now, rc);

tls_thread = orig_thread;

Notice that tls_thread is set around both paths. That is what makes spdk_get_thread() and same-thread assertions meaningful while a reactor is executing a lightweight thread. Interrupt mode changes how the thread waits for work; it does not remove the owner-thread rules.

Edge Cases And Failure Modes

	Message mempool exhaustion: spdk_thread_send_msg() aborts if it cannot allocate a message.
	Message ring enqueue failure: aborts.
	Target thread exited: sending a message aborts.
	Poller registered outside any spdk_thread: assert path.
	Poller unregistered from the wrong thread: wrong-thread assert.
	Poller callback blocks: reactor stalls.
	Poller callback returns busy forever: stats show busy even if no useful work happens.
	Thread exit with active pollers: exit waits and logs.
	Thread exit with io_channels: exit waits and logs.
	Reactor shutdown with non-app running threads: logs that spdk_thread_exit() was not called.


Misconceptions To Kill

	"spdk_thread is a pthread." It is not. It is a lightweight SPDK context run by a reactor.
	"Messages run immediately." They run later when the target thread polls.
	"Pollers are background threads." They are callbacks on an spdk_thread.
	"A timed poller runs exactly at its period." It runs when the thread is polled and its deadline has passed.
	"Blocking only hurts my poller." Blocking hurts the whole reactor OS thread.
	"Returning -1 from a poller unregisters it." Unregistration is explicit.


Diskengine Relevance

Diskengine integrations tend to cross boundaries: an external controller sends RPCs, SPDK translates them into bdev or transport work, and completions come back asynchronously. Bugs appear when a control path assumes synchronous behavior.

When reading diskengine-facing SPDK code, always annotate:

	callback owner thread
	resource owner thread
	whether a function sends a message
	whether a function registers a poller
	where completion is delivered


That habit prevents most wrong-thread misunderstandings.

Prose Diagram: Message Delivery

Imagine a message as a sealed envelope:

	Sender writes function pointer and context into the envelope.
	Sender drops it into the target thread's mailbox.
	Reactor eventually visits that target thread.
	spdk_thread_poll() opens a batch of envelopes.
	Each function runs on the target thread.


The sender does not wait by the mailbox.

Source Reading Exercise

Read the loop from reactor to poller:

	lib/event/reactor.c:spdk_reactors_start()
	lib/event/reactor.c:reactor_run()
	lib/event/reactor.c:_reactor_run()
	lib/thread/thread.c:spdk_thread_poll()
	lib/thread/thread.c:thread_poll()
	lib/thread/thread.c:thread_execute_poller()
	lib/thread/thread.c:thread_execute_timed_poller()


Then read the message path:

	lib/thread/thread.c:spdk_thread_send_msg()
	lib/thread/thread.c:msg_queue_run_batch()
	lib/thread/thread.c:thread_poll()


Questions:

	Where does TLS spdk_thread get set?
	What happens before active pollers run?
	How does SPDK decide busy vs idle?
	What causes a thread to be destroyed?


Operational Lab

Use RPC and logs:

	Start an SPDK target with a small reactor mask.
	Call framework_get_reactors.
	Identify reactors, their threads, busy ticks, idle ticks, and interrupt state.
	Add or enable a component that registers a poller.
	Call framework_get_reactors again and observe thread/poller changes.


Source-only variation:

	Pick one module that calls spdk_thread_send_msg() and trace why it needs to cross ownership boundaries.


Concrete source-only path:

	lib/nvmf/transport.c:nvmf_transport_poll_group_create_poller() registers an NVMe-oF transport poller on the current thread.
	lib/nvmf/nvmf.c:_nvmf_tgt_disconnect_qpairs() sends itself a message when some qpairs are still disconnecting, so teardown is retried asynchronously instead of blocking.
	lib/nvmf/ctrlr.c:nvmf_ctrlr_add_io_qpair() and nearby paths send messages to the subsystem, controller, or poll-group owner thread rather than directly mutating remote-owner state.


When you read one of those paths, mark four facts in the margin: current spdk_thread, target spdk_thread, object being protected by ownership, and the callback that eventually completes the operation.

Self-Check

	What is the difference between an OS thread, a reactor, and an spdk_thread?
	Why does spdk_thread_send_msg() not call the function directly?
	Where are active pollers stored?
	Where are timed pollers stored?
	Why must pollers avoid blocking?
	What conditions must be satisfied before an spdk_thread exits?
	Why can being on the same CPU core still be the wrong SPDK thread?


References

	Local source: include/spdk_internal/event.h
	Local source: lib/event/reactor.c
	Local source: include/spdk/thread.h
	Local source: lib/thread/thread.c
	Local source: lib/event/app_rpc.c
	Local source: lib/nvmf/transport.c
	Local source: lib/nvmf/nvmf.c
	Local source: lib/nvmf/ctrlr.c
	Official SPDK docs: Event Framework
	Official SPDK docs: Message Passing and Concurrency
	Official SPDK docs: thread.h File Reference
	Official SPDK docs: Interrupt Mode
	Official SPDK docs: spdk_top
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  Chapter 11: io_device And io_channel

  By the end of this chapter, a beginner should be able to explain why SPDK has

  Reader Promise

By the end of this chapter, a beginner should be able to explain why SPDK has io_device and io_channel, how channels provide per-thread resources, why spdk_get_io_channel() and spdk_put_io_channel() must happen on the owning thread, and how spdk_for_each_channel() safely visits every thread-local channel for a device.

This chapter is the bridge between the execution model and the bdev chapters. Bdevs, NVMe-oF poll groups, accelerators, iobuf, and many other SPDK components use io_channels to avoid shared locks in hot I/O paths.

The official SPDK concurrency guide describes the original pattern this way: lower layers often had devices with multiple queues that could be assigned to threads and then used without a lock. SPDK generalized the shared device as spdk_io_device and the thread-specific queue or state as spdk_io_channel. The same guide also stresses that SPDK's thread abstraction does not create system threads itself; an external event loop repeatedly polls each spdk_thread, and SPDK uses messages to run work on the right thread.

Primary references:

	SPDK Message Passing and Concurrency: <https://spdk.io/doc/concurrency.html>
	SPDK thread.h API reference: <https://spdk.io/doc/thread_8h.html>


Mental Model

An io_device is the shared identity of something that can have per-thread I/O state.

An io_channel is the per-spdk_thread state for that device.

The important word is "identity." An io_device is not a base class and it is not necessarily a hardware device. In SPDK, the registered io_device key is an opaque pointer. Its uniqueness comes from its address. A bdev module can use a controller object, NVMf can use a target object, and iobuf can use a singleton global. Once the pointer is registered, each SPDK thread can ask for its own channel attached to that identity.

Prose diagram:

io_device: NVMe bdev controller or NVMf target or iobuf singleton
  shared data:
    name
    create_channel callback
    destroy_channel callback
    registered/unregistered state

spdk_thread A
  io_channel for this device
    private context for A

spdk_thread B
  io_channel for this device
    private context for B

The point is not object orientation. The point is hot-path locality. Each SPDK thread gets its own channel context so it can submit I/O without taking a global lock for every operation. Shared state still exists, but the per-I/O fast path should mostly touch data owned by the current spdk_thread.

That division only works because SPDK is already message-driven. When code must touch another thread's channel, it sends a message to that thread. It does not borrow the channel pointer and mutate it from the wrong CPU.

Source Anchors

	include/spdk/thread.h: spdk_io_device_register(), spdk_io_device_unregister(), spdk_get_io_channel(), spdk_put_io_channel(), spdk_io_channel_get_ctx(), spdk_io_channel_from_ctx(), spdk_io_channel_get_thread(), spdk_for_each_channel(), spdk_for_each_channel_continue()
	lib/thread/thread.c: struct io_device, struct spdk_io_channel, spdk_io_device_register(), spdk_io_device_unregister(), spdk_get_io_channel(), spdk_put_io_channel(), put_io_channel(), thread_get_io_channel(), spdk_io_channel_ref(), spdk_io_channel_get_ctx(), spdk_for_each_channel(), _call_channel(), spdk_for_each_channel_continue(), _call_completion(), __pending_unregister()
	lib/thread/iobuf.c: spdk_iobuf_initialize(), spdk_iobuf_channel_init(), spdk_iobuf_channel_fini(), spdk_iobuf_get_stats()
	lib/nvmf/nvmf.c: nvmf_tgt_create_poll_group(), nvmf_tgt_destroy_poll_group(), spdk_io_device_register() use for the NVMf target
	lib/nvmf/transport.c: spdk_for_each_channel() use for transport listener and poll group operations


Why Channels Exist

Imagine an NVMe controller with one shared object and many reactor threads. Each reactor needs its own queue pair or poll-group state. If every I/O used one global queue protected by a mutex, SPDK would lose much of its value.

Instead:

	The controller or module registers an io_device.
	Each spdk_thread asks for a channel when it needs to do I/O.
	The create callback allocates or initializes per-thread resources.
	The hot path uses the channel.
	The destroy callback releases per-thread resources.


This keeps shared state small and moves hot I/O state into thread-local ownership. The model also gives SPDK a generic way to visit all per-thread state for a device when a global operation has to be translated into local work on each thread.

This is why the names can feel narrower than the implementation. A channel can represent a hardware submission queue, but it can also represent a poll group, a cache, a per-thread stats bucket, or a module-specific context object. The common property is not hardware. The common property is "owned by one spdk_thread for one registered device identity."

Registering An io_device

lib/thread/thread.c:spdk_io_device_register() registers a device pointer plus callbacks:

spdk_io_channel header

	io_device: caller-owned identity pointer
	create_cb: called when a thread creates its first channel for the device
	destroy_cb: called when a thread releases its last channel for the device
	ctx_size: bytes of per-channel context to allocate after the
	name: debug name


The internal object created by registration is small. It stores the caller's opaque device pointer, the channel callbacks, the context size, unregister state, a device refcount, and a tree of threads that currently have a channel for this device.

/* lib/thread/thread.c */
struct io_device {
	void				*io_device;
	char				name[SPDK_MAX_DEVICE_NAME_LEN + 1];
	spdk_io_channel_create_cb	create_cb;
	spdk_io_channel_destroy_cb	destroy_cb;
	spdk_io_device_unregister_cb	unregister_cb;
	struct spdk_thread		*unregister_thread;
	uint32_t			ctx_size;
	uint32_t			for_each_count;
	RB_ENTRY(io_device)		node;

	uint32_t			refcnt;

	bool				pending_unregister;
	bool				unregistered;
	RB_HEAD(thread_link_tree, thread_link) threads;
};

The threads tree is the key to spdk_for_each_channel(). It is not a list of all SPDK threads. It is only the threads that currently have a channel for this device. That keeps channel iteration scoped to actual users.

Registration requires a current spdk_thread. Calling it from a non-SPDK thread logs an error and asserts. The function allocates an internal struct io_device, initializes its thread tree and refcount, and inserts it into the global io_device tree under g_devlist_mutex.

/* lib/thread/thread.c */
void
spdk_io_device_register(void *io_device, spdk_io_channel_create_cb create_cb,
			spdk_io_channel_destroy_cb destroy_cb, uint32_t ctx_size,
			const char *name)
{
	struct io_device *dev, *tmp;
	struct spdk_thread *thread;

	assert(io_device != NULL);
	assert(create_cb != NULL);
	assert(destroy_cb != NULL);

	thread = spdk_get_thread();
	if (!thread) {
		SPDK_ERRLOG("called from non-SPDK thread\n");
		assert(false);
		return;
	}

	dev = calloc(1, sizeof(struct io_device));
	if (dev == NULL) {
		SPDK_ERRLOG("could not allocate io_device\n");
		return;
	}

The function continues by copying the name, saving callbacks, initializing RB_INIT(&dev->threads), and inserting the device in g_io_devices. Duplicate registration of the same identity pointer is rejected by the red-black tree insert.

Beginner rule:

The io_device pointer is a key. It must remain valid until unregistration and all channels complete destruction. SPDK stores that pointer and passes it back to create and destroy callbacks; it does not own the pointed-to object.

Public API Contract

The public header is worth reading before the implementation because it states the user-visible lifetime rules directly.

/* include/spdk/thread.h */
/**
 * Release a reference to an I/O channel. This happens asynchronously.
 *
 * This must be called on the same thread that called spdk_get_io_channel()
 * for the specified I/O channel. If this releases the last reference to the
 * I/O channel, The destroy_cb function specified in spdk_io_device_register()
 * will be invoked to release any associated resources.
 *
 * \param ch I/O channel to release a reference.
 */
void spdk_put_io_channel(struct spdk_io_channel *ch);

/**
 * Take a reference to an existing I/O channel.
 *
 * This can be called on an existing io_channel that was previously returned from
 * spdk_get_io_channel(). This must be called on the same thread that called
 * spdk_get_io_channel() for the specified I/O channel. spdk_put_io_channel() must
 * be called to release the reference when it is no longer needed.
 */
struct spdk_io_channel *spdk_io_channel_ref(struct spdk_io_channel *ch);

Two details matter:

operations.

	spdk_put_io_channel() is asynchronous.
	spdk_put_io_channel() and spdk_io_channel_ref() are same-thread


Those rules are not suggestions. They are part of the ownership model. A channel pointer is a capability to use one thread's private context, so it has to be released on that same thread.

Getting A Channel

lib/thread/thread.c:spdk_get_io_channel():

	Finds the registered io_device.
	Gets the current spdk_thread.
	Rejects exited threads.
	Checks whether this thread already has a channel for the device.
	If yes, increments the channel refcount and returns it.
	If no, allocates struct spdk_io_channel + ctx_size.
	Inserts the channel into the thread's io_channel tree.
	Increments the device refcount.
	Adds the thread to the device's thread tree.
	Calls the device create callback.
	On create failure, unwinds the insertion and refcount.


The existing-channel case is the first subtle point. A thread has at most one channel for a given registered device, but that one channel can have multiple references. Repeated gets on the same thread return the same channel pointer with a larger refcount.

/* lib/thread/thread.c */
ch = thread_get_io_channel(thread, dev);
if (ch != NULL) {
	ch->ref++;

	SPDK_DEBUGLOG(thread, "Get io_channel %p for io_device %s (%p) on thread %s refcnt %u\n",
		      ch, dev->name, dev->io_device, thread->name, ch->ref);

	/*
	 * An I/O channel already exists for this device on this
	 *  thread, so return it.
	 */
	pthread_mutex_unlock(&g_devlist_mutex);
	spdk_trace_record(TRACE_THREAD_IOCH_GET, 0, 0,
			  (uint64_t)spdk_io_channel_get_ctx(ch), ch->ref);
	return ch;
}

That is why every successful get needs a matching put. If one subsystem gets a channel twice and only puts once, the destroy callback will not run, and the thread will keep a channel reference alive.

The new-channel case allocates the channel header and the caller's context in one block. The context pointer returned by spdk_io_channel_get_ctx(ch) is just the bytes immediately after the struct spdk_io_channel header. This is simple and fast: one allocation, stable address, no separate map lookup for the per-device context.

/* lib/thread/thread.c */
ch = calloc(1, sizeof(*ch) + dev->ctx_size);
if (ch == NULL) {
	SPDK_ERRLOG("could not calloc spdk_io_channel\n");
	pthread_mutex_unlock(&g_devlist_mutex);
	return NULL;
}

thr_link = calloc(1, sizeof(struct thread_link));
if (thr_link == NULL) {
	free(ch);
	SPDK_ERRLOG("could not calloc thread_link\n");
	pthread_mutex_unlock(&g_devlist_mutex);
	return NULL;
}

ch->dev = dev;
ch->destroy_cb = dev->destroy_cb;
ch->thread = thread;
ch->ref = 1;
ch->destroy_ref = 0;
RB_INSERT(io_channel_tree, &thread->io_channels, ch);

dev->refcnt++;

thr_link->thread = thread;
thr_link->id = thread->id;
if (RB_INSERT(thread_link_tree, &dev->threads, thr_link)) {
	assert(false);
}

After the channel is inserted and the device refcount is raised, SPDK drops the global device-list mutex and calls the device's create callback:

/* lib/thread/thread.c */
pthread_mutex_unlock(&g_devlist_mutex);

rc = dev->create_cb(io_device, (uint8_t *)ch + sizeof(*ch));
if (rc != 0) {
	pthread_mutex_lock(&g_devlist_mutex);
	RB_REMOVE(io_channel_tree, &ch->thread->io_channels, ch);
	dev->refcnt--;
	free(ch);
	RB_REMOVE(thread_link_tree, &dev->threads, thr_link);
	free(thr_link);
	SPDK_ERRLOG("could not create io_channel for io_device %s (%p): %s (rc=%d)\n",
		    dev->name, io_device, spdk_strerror(-rc), rc);
	if (dev->unregistered && dev->refcnt == 0) {
		do_remove_dev = true;
	}
	pthread_mutex_unlock(&g_devlist_mutex);

The callback is not invoked under g_devlist_mutex. That avoids making device specific initialization block unrelated io_device registration, lookup, and unregister work. The cost is that failure handling must unwind carefully. The implementation removes the channel from the thread tree, decrements the device refcount, removes the thread link, frees both allocations, and handles the corner case where the device was unregistered while the create callback was running.

The channel context is accessed with:

void *ctx = spdk_io_channel_get_ctx(ch);

ctx has the size supplied at registration time. The type is private to the module that registered the device.

Putting A Channel

lib/thread/thread.c:spdk_put_io_channel():

the same thread to run put_io_channel()

	verifies there is a current SPDK thread
	verifies the channel belongs to this thread
	decrements the channel refcount
	if the refcount reaches zero, increments destroy_ref and sends a message to


/* lib/thread/thread.c */
void
spdk_put_io_channel(struct spdk_io_channel *ch)
{
	struct spdk_thread *thread;

	spdk_trace_record(TRACE_THREAD_IOCH_PUT, 0, 0,
			  (uint64_t)spdk_io_channel_get_ctx(ch), ch->ref);

	thread = spdk_get_thread();
	if (!thread) {
		SPDK_ERRLOG("called from non-SPDK thread\n");
		assert(false);
		return;
	}

	if (ch->thread != thread) {
		wrong_thread(__func__, "ch", ch->thread, thread);
		return;
	}

	ch->ref--;

	if (ch->ref == 0) {
		ch->destroy_ref++;
		spdk_thread_send_msg(thread, put_io_channel, ch);
	}
}

Why deferred destruction?

Because code may call spdk_put_io_channel() while still unwinding a stack that used the channel. Deferring actual destruction to a later message makes the lifetime safer and lets an immediate re-get on the same thread race cleanly against destruction. If another reference appears before the deferred message runs, the message observes that and leaves the channel alive.

/* lib/thread/thread.c */
put_io_channel(void *arg)
{
	struct spdk_io_channel *ch = arg;
	bool do_remove_dev = true;
	struct spdk_thread *thread;
	struct thread_link *thr_link, *ptmp;

	thread = spdk_get_thread();
	if (!thread) {
		SPDK_ERRLOG("called from non-SPDK thread\n");
		assert(false);
		return;
	}

	assert(ch->thread == thread);

	ch->destroy_ref--;

	if (ch->ref > 0 || ch->destroy_ref > 0) {
		/*
		 * Another reference to the associated io_device was requested
		 *  after this message was sent but before it had a chance to
		 *  execute.
		 */
		return;
	}

Only after that check does SPDK remove the channel from the thread tree, remove the thread link from the device, call the destroy callback, decrement the device refcount, and possibly free an already-unregistered device.

/* lib/thread/thread.c */
pthread_mutex_lock(&g_devlist_mutex);
RB_REMOVE(io_channel_tree, &ch->thread->io_channels, ch);
RB_FOREACH_SAFE(thr_link, thread_link_tree, &ch->dev->threads, ptmp) {
	if (thr_link->thread == thread) {
		RB_REMOVE(thread_link_tree, &ch->dev->threads, thr_link);
		free(thr_link);
		break;
	}
}
pthread_mutex_unlock(&g_devlist_mutex);

/* Don't hold the devlist mutex while the destroy_cb is called. */
ch->destroy_cb(ch->dev->io_device, spdk_io_channel_get_ctx(ch));

pthread_mutex_lock(&g_devlist_mutex);
ch->dev->refcnt--;

The destroy callback runs on the owning thread, but not while the global device list mutex is held. That matters because destroy callbacks can be module specific and may need to tear down resources that have their own locks or message ordering.

Wrong-Thread Rules

The docs in include/spdk/thread.h say spdk_put_io_channel() must be called on the same thread that called spdk_get_io_channel(). The implementation enforces this through wrong_thread() in lib/thread/thread.c.

/* lib/thread/thread.c */
static void
wrong_thread(const char *func, const char *name, struct spdk_thread *thread,
	     struct spdk_thread *curthread)
{
	if (thread == NULL) {
		SPDK_ERRLOG("%s(%s) called with NULL thread\n", func, name);
		abort();
	}
	SPDK_ERRLOG("%s(%s) called from wrong thread %s:%" PRIu64 " (should be "
		    "%s:%" PRIu64 ")\n", func, name, curthread->name, curthread->id,
		    thread->name, thread->id);
	assert(false);
}

This rule surprises beginners because the channel pointer looks like an ordinary C pointer. It is not ordinary ownership. It is a thread-local capability.

Common wrong-thread bug:

Thread A gets channel
Thread A submits async operation
Completion runs on Thread B
Completion calls spdk_put_io_channel(channel_from_A)
wrong-thread assert

The fix is usually to send a message back to Thread A or design the operation so completion ownership is clear. Passing a channel pointer to another thread is not automatically wrong if the other thread only uses it as an opaque value to send a message back, but dereferencing it or putting it from that other thread breaks the model.

Unregistering An io_device

lib/thread/thread.c:spdk_io_device_unregister():

completion.

	Finds the device.
	Records the unregister callback and unregistering thread.
	If for_each_count > 0, marks pending unregister and returns.
	Marks the device unregistered.
	Removes it from the global tree so new lookups fail.
	If there are references, defers deletion.
	If no references remain, frees it or schedules unregister callback


/* lib/thread/thread.c */
void
spdk_io_device_unregister(void *io_device, spdk_io_device_unregister_cb unregister_cb)
{
	struct io_device *dev;
	uint32_t refcnt;
	struct spdk_thread *thread;

	thread = spdk_get_thread();
	if (!thread) {
		SPDK_ERRLOG("called from non-SPDK thread\n");
		assert(false);
		return;
	}

	pthread_mutex_lock(&g_devlist_mutex);
	dev = io_device_get(io_device);
	if (!dev) {
		SPDK_ERRLOG("io_device %p not found\n", io_device);
		assert(false);
		pthread_mutex_unlock(&g_devlist_mutex);
		return;
	}

The interesting part is the foreach interaction. If a channel iteration is active, unregister cannot remove the device from the tree immediately, because the iterator is still walking the device's thread list. Instead it records a pending unregister and returns.

/* lib/thread/thread.c */
if (dev->pending_unregister && dev->for_each_count > 0) {
	SPDK_ERRLOG("io_device %p already has a pending unregister\n", io_device);
	assert(false);
	pthread_mutex_unlock(&g_devlist_mutex);
	return;
}

dev->unregister_cb = unregister_cb;
dev->unregister_thread = thread;

if (dev->for_each_count > 0) {
	SPDK_WARNLOG("io_device %s (%p) has %u for_each calls outstanding\n",
		     dev->name, io_device, dev->for_each_count);
	dev->pending_unregister = true;
	pthread_mutex_unlock(&g_devlist_mutex);
	return;
}

dev->unregistered = true;
RB_REMOVE(io_device_tree, &g_io_devices, dev);
refcnt = dev->refcnt;

Important distinction:

Unregistering prevents new channel lookup once the device is removed from g_io_devices, but existing channels can keep the internal device alive until their refcounts drop. The actual unregistration can be deferred until all active channels are destroyed; the public API reference states that behavior directly.

Iterating Channels With spdk_for_each_channel()

Some operations must touch every per-thread channel for a device. Examples:

	pause a transport on every poll group
	remove a bdev from every channel
	collect iobuf stats
	disconnect qpairs across all NVMf poll groups


spdk_for_each_channel() is the primitive that turns "do this globally" into "send a message to each thread that currently has local state for this device." The official thread.h reference says this happens asynchronously; the callback can run after spdk_for_each_channel() returns, callbacks run serially, and each callback must call spdk_for_each_channel_continue() to advance the iteration.

The implementation creates an iterator, records the originating thread, finds the registered device, and sends _call_channel to the first thread in the device's threads tree.

/* lib/thread/thread.c */
void
spdk_for_each_channel(void *io_device, spdk_channel_msg fn, void *ctx,
		      spdk_channel_for_each_cpl cpl)
{
	struct spdk_io_channel_iter *i;
	struct thread_link *thr_link;

	i = calloc(1, sizeof(*i));
	if (!i) {
		SPDK_ERRLOG("Unable to allocate iterator\n");
		assert(false);
		return;
	}

	i->io_device = io_device;
	i->fn = fn;
	i->ctx = ctx;
	i->cpl = cpl;
	i->orig_thread = _get_thread();

	i->orig_thread->for_each_count++;

	pthread_mutex_lock(&g_devlist_mutex);
	i->dev = io_device_get(io_device);

If no channel exists, completion is sent back to the originating thread. If at least one channel exists, SPDK increments the device's for_each_count, sets cur_thread, and sends a message to that thread:

/* lib/thread/thread.c */
thr_link = RB_MIN(thread_link_tree, &i->dev->threads);
if (thr_link != NULL) {
	i->dev->for_each_count++;
	i->cur_thread = thr_link->thread;
	spdk_thread_send_msg(i->cur_thread, _call_channel, i);
	pthread_mutex_unlock(&g_devlist_mutex);
	return;
}

_call_channel() rechecks whether the channel still exists once the message executes. That recheck is necessary because the channel may have been put and destroyed after the iterator chose the thread but before that thread processed the message.

/* lib/thread/thread.c */
static void
_call_channel(void *ctx)
{
	struct spdk_io_channel_iter *i = ctx;

	/*
	 * It is possible that the channel was deleted before this
	 *  message had a chance to execute.  If so, skip calling
	 *  the fn() on this thread.
	 */
	pthread_mutex_lock(&g_devlist_mutex);
	i->ch = thread_get_io_channel(i->cur_thread, i->dev);
	pthread_mutex_unlock(&g_devlist_mutex);

	if (i->ch) {
		i->fn(i);
	} else {
		spdk_for_each_channel_continue(i, 0);
	}
}

The callback must eventually call spdk_for_each_channel_continue(i, status). That function either sends the iterator to the next thread or sends completion back to the original thread. A non-zero status stops the remaining channel visits.

/* lib/thread/thread.c */
void
spdk_for_each_channel_continue(struct spdk_io_channel_iter *i, int status)
{
	struct spdk_thread *thread;
	struct io_device *dev;

	assert(i->cur_thread == spdk_get_thread());

	i->status = status;

	pthread_mutex_lock(&g_devlist_mutex);
	dev = i->dev;
	if (status) {
		goto end;
	}

	thread = io_dev_get_next_thread(i->dev, i->cur_thread);
	if (thread != NULL) {
		i->cur_thread = thread;
		spdk_thread_send_msg(i->cur_thread, _call_channel, i);
		pthread_mutex_unlock(&g_devlist_mutex);
		return;
	}

Beginner rule:

If you use spdk_for_each_channel(), your per-channel callback owns progress. Forgetting spdk_for_each_channel_continue() hangs the whole iteration and can block unregister.

Pending Unregister Races

io_device unregister and channel iteration interact carefully.

If unregister happens while spdk_for_each_channel() is active, unregister sets pending_unregister and returns. When the last iteration completes, spdk_for_each_channel_continue() sends __pending_unregister to the unregistering thread.

/* lib/thread/thread.c */
end:
	dev->for_each_count--;
	i->ch = NULL;
	pthread_mutex_unlock(&g_devlist_mutex);

	spdk_thread_send_msg(i->orig_thread, _call_completion, i);

	pthread_mutex_lock(&g_devlist_mutex);
	if (dev->pending_unregister && dev->for_each_count == 0) {
		spdk_thread_send_msg(dev->unregister_thread, __pending_unregister, dev);
	}
	pthread_mutex_unlock(&g_devlist_mutex);
}

static void
__pending_unregister(void *arg)
{
	struct io_device *dev = arg;

	assert(dev->pending_unregister);
	assert(dev->for_each_count == 0);
	spdk_io_device_unregister(dev->io_device, dev->unregister_cb);
}

This prevents the device from disappearing while a multi-thread channel walk is in progress. It also explains why a stuck foreach can make device teardown look stuck: unregister is waiting behind for_each_count.

Edge case:

If a second unregister is attempted while one is pending and foreach work remains, the implementation treats it as an error.

Example: iobuf Uses io_device Internally

lib/thread/iobuf.c:spdk_iobuf_initialize() registers a singleton io_device using &g_iobuf as the device pointer. This is a good example because iobuf is not a hardware queue. It is a global buffer service that still needs per-thread cache state.

/* lib/thread/iobuf.c */
spdk_iobuf_initialize(void)
{
	struct spdk_iobuf_opts *opts = &g_iobuf.opts;
	struct iobuf_node *node;
	int32_t i;
	int rc = 0;

	/* Round up to the nearest alignment so that each element remains aligned */
	opts->small_bufsize = SPDK_ALIGN_CEIL(opts->small_bufsize, IOBUF_ALIGNMENT);
	opts->large_bufsize = SPDK_ALIGN_CEIL(opts->large_bufsize, IOBUF_ALIGNMENT);

	IOBUF_FOREACH_NUMA_ID(i) {
		node = &g_iobuf.node[i];
		rc = iobuf_node_initialize(node, i);
		if (rc) {
			goto err;
		}
	}

	spdk_io_device_register(&g_iobuf, iobuf_channel_create_cb, iobuf_channel_destroy_cb,
				sizeof(struct iobuf_channel), "iobuf");
	g_iobuf_is_initialized = true;

spdk_iobuf_channel_init() gets an io_channel for &g_iobuf and stores it as the public iobuf channel's parent. The parent channel is the per-thread iobuf context. The public spdk_iobuf_channel then has module-specific cache sizes and points back to that parent.

/* lib/thread/iobuf.c */
ioch = spdk_get_io_channel(&g_iobuf);
if (ioch == NULL) {
	SPDK_ERRLOG("Couldn't get iobuf IO channel\n");
	return -ENOMEM;
}

iobuf_ch = spdk_io_channel_get_ctx(ioch);

for (i = 0; i < IOBUF_MAX_CHANNELS; ++i) {
	if (iobuf_ch->channels[i] == NULL) {
		iobuf_ch->channels[i] = ch;
		break;
	}
}

if (i == IOBUF_MAX_CHANNELS) {
	SPDK_ERRLOG("Max number of iobuf channels (%" PRIu32 ") exceeded.\n", i);
	rc = -ENOMEM;
	goto error;
}

ch->parent = ioch;
ch->module = module;

On failure, the code calls spdk_iobuf_channel_fini(ch), which puts the parent channel after cleaning the per-module caches. This is the same ownership rule in module form: get the per-thread parent channel, attach local state, and put that parent on teardown.

iobuf also uses spdk_for_each_channel() to collect per-thread stats. The stats request allocates a context, initializes module entries, and asks SPDK to walk every iobuf channel. Each visited channel contributes its local counters and calls spdk_for_each_channel_continue().

/* lib/thread/iobuf.c */
int
spdk_iobuf_get_stats(spdk_iobuf_get_stats_cb cb_fn, void *cb_arg)
{
	struct iobuf_module *module;
	struct iobuf_get_stats_ctx *ctx;
	uint32_t i;

	ctx = calloc(1, sizeof(*ctx));
	if (ctx == NULL) {
		return -ENOMEM;
	}

	TAILQ_FOREACH(module, &g_iobuf.modules, tailq) {
		++ctx->num_modules;
	}

	ctx->cb_fn = cb_fn;
	ctx->cb_arg = cb_arg;

	spdk_for_each_channel(&g_iobuf, iobuf_get_channel_stats, ctx,
			      iobuf_get_channel_stats_done);
	return 0;
}

The inference to carry forward is simple: even services that look global often use io_channels internally so the hot path can update per-thread cache state without a shared lock.

Example: NVMf Target Poll Groups

lib/nvmf/nvmf.c registers the NVMf target as an io_device. Its create callback creates poll-group state for a thread. Transport operations then use spdk_for_each_channel() to add, remove, pause, resume, or inspect poll groups across threads.

/* lib/nvmf/nvmf.c */
spdk_io_device_register(tgt,
			nvmf_tgt_create_poll_group,
			nvmf_tgt_destroy_poll_group,
			sizeof(struct spdk_nvmf_poll_group),
			tgt->name);

tgt->state = NVMF_TGT_RUNNING;

When a thread first gets a channel for the target, the create callback receives the target as io_device and a zeroed struct spdk_nvmf_poll_group as ctx_buf. It initializes transport poll groups and subsystem poll-group state for that thread, then inserts the poll group into the target's shared list.

/* lib/nvmf/nvmf.c */
static int
nvmf_tgt_create_poll_group(void *io_device, void *ctx_buf)
{
	struct spdk_nvmf_tgt *tgt = io_device;
	struct spdk_nvmf_poll_group *group = ctx_buf;
	struct spdk_nvmf_transport *transport;
	struct spdk_thread *thread = spdk_get_thread();
	int rc;

	group->tgt = tgt;
	TAILQ_INIT(&group->tgroups);
	TAILQ_INIT(&group->qpairs);
	group->thread = thread;
	pthread_mutex_init(&group->mutex, NULL);

	TAILQ_FOREACH(transport, &tgt->transports, link) {
		rc = nvmf_poll_group_add_transport(group, transport);
		if (rc != 0) {
			nvmf_tgt_cleanup_poll_group(group);
			return rc;
		}
	}

The destroy callback reverses the shared-list insertion and cleans the per-thread poll group. It receives the same ctx_buf, so it does not need a global lookup to find the channel's private NVMf state.

/* lib/nvmf/nvmf.c */
static void
nvmf_tgt_destroy_poll_group(void *io_device, void *ctx_buf)
{
	struct spdk_nvmf_tgt *tgt = io_device;
	struct spdk_nvmf_poll_group *group = ctx_buf;

	SPDK_DTRACE_PROBE1_TICKS(nvmf_destroy_poll_group, spdk_thread_get_id(group->thread));

	pthread_mutex_lock(&tgt->mutex);
	TAILQ_REMOVE(&tgt->poll_groups, group, link);
	tgt->num_poll_groups--;
	pthread_mutex_unlock(&tgt->mutex);

	assert(!(tgt->state == NVMF_TGT_PAUSING || tgt->state == NVMF_TGT_RESUMING));
	nvmf_tgt_cleanup_poll_group(group);
}

NVMf pause is a compact example of foreach channel iteration. The target-level operation is "pause polling." The local operation is "on each poll-group thread, pause every transport poll group in this channel context."

/* lib/nvmf/nvmf.c */
static void
_nvmf_tgt_pause_polling(struct spdk_io_channel_iter *i)
{
	struct spdk_io_channel *ch = spdk_io_channel_iter_get_channel(i);
	struct spdk_nvmf_poll_group *group = spdk_io_channel_get_ctx(ch);
	struct spdk_nvmf_transport_poll_group *tgroup;

	TAILQ_FOREACH(tgroup, &group->tgroups, link) {
		nvmf_transport_poll_group_pause(tgroup);
	}

	spdk_for_each_channel_continue(i, 0);
}

This pattern recurs throughout SPDK:

module-global object
  registered as io_device
per-thread channel
  contains poll group, qpair, queue, cache, or stats state
foreach channel
  performs coordinated cross-thread operation

Edge Cases And Failure Modes

Registering from a non-SPDK thread is not a recoverable user error in the normal code path. The implementation logs and asserts because the registered device must be associated with SPDK's message-driven thread model.

Registering the same device pointer twice is rejected. The pointer is the key, so duplicate registration would make channel lookup ambiguous.

Getting an unknown or unregistered device returns NULL. After unregister removes the device from g_io_devices, new channel lookups fail even if old channels are still draining.

Getting a channel from no current spdk_thread returns NULL. Getting from an exited thread also returns NULL. A channel is not just a resource allocation; it is tied to a live SPDK thread.

If the create callback fails, spdk_get_io_channel() unwinds the partial channel insertion and returns NULL. Module create callbacks should leave their context either fully initialized on success or safely cleanupable on failure.

Putting from the wrong thread triggers wrong_thread(). The safe fix is to send a message to the owning thread and put the channel there.

Putting too many times is a serious ownership bug. The implementation assumes matching get/ref and put calls. Treat the channel refcount like a strict borrowed reference count, not like a best-effort cache handle.

Destroy callbacks should not block for long periods. They run on the owning SPDK thread, so blocking the callback blocks that thread's message and poller progress.

Forgetting spdk_for_each_channel_continue() causes the foreach operation to stop permanently. If unregister is waiting behind that foreach, teardown waits too.

Unregister during foreach is explicitly supported by deferral. It is not instant deletion. Deletion waits until the active foreach count reaches zero.

Thread exit with live channels is a teardown smell. The thread exit path has to wait for owned resources to drain, and logs can point back to channels that were not put.

Misconceptions To Kill

context for any registered device.

context for a registered device.

thread must put it.

live until put.

asynchronous walk.

spdk_for_each_channel_continue().

	"io_channel is a hardware channel." Not always. It is SPDK per-thread
	"The channel context is shared by all threads." No. Each thread gets its own
	"I can put a channel anywhere because I have the pointer." No. The owner
	"Unregister immediately calls destroy on every channel." Existing channels
	"spdk_for_each_channel() is synchronous." No. It is a message-driven
	"The foreach callback can just return when done." It must call


Diskengine Relevance

Diskengine-triggered operations often look global: delete a volume, pause exports, remove a namespace, disconnect clients. Inside SPDK, global operations frequently become spdk_for_each_channel() walks over per-thread state.

When debugging a stuck disk deletion or target teardown:

	identify the io_device
	list which threads have channels
	find whether a foreach is outstanding
	confirm each per-channel callback calls continue
	check whether unregister is pending behind foreach
	check whether any user still holds a channel ref


The useful debugging question is not only "who owns the target?" It is also "which SPDK threads still own per-thread state for that target, and is any message-driven iteration waiting for one of them?"

Prose Diagram: Channel Lifetime

Think of an io_channel as a checkout of one SPDK thread's private state:

message on Thread A.

completion can run and the internal device object can be freed.

	The device registers an identity pointer and callbacks.
	Thread A checks out its channel with spdk_get_io_channel().
	Thread A can check out the same channel again; the refcount increases.
	Thread A returns each checkout with spdk_put_io_channel().
	When the count reaches zero, SPDK schedules final return processing as a
	If no new reference appears first, the destroy callback runs on Thread A.
	If the device was unregistered and no channels remain, unregister


The model is deliberately plain: one shared identity, one local context per thread, refcounted local lifetime, message-driven cross-thread visits.

Source Reading Path

Read these files in this order:

This gives the public contract.

spdk_io_device_register(), spdk_get_io_channel(), spdk_put_io_channel(), and spdk_for_each_channel().

spdk_iobuf_channel_init(). This shows a non-hardware use of io_channels.

nvmf_tgt_create_poll_group(), and _nvmf_tgt_pause_polling(). This shows the same mechanism applied to target poll groups.

transport operations fanning out to existing poll-group channels.

	include/spdk/thread.h, starting at the io_device and io_channel APIs.
	lib/thread/thread.c, starting at struct io_device, then
	lib/thread/iobuf.c, starting at spdk_iobuf_initialize() and
	lib/nvmf/nvmf.c, starting at spdk_io_device_register(tgt, ...),
	lib/nvmf/transport.c, search for spdk_for_each_channel(). This shows
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  Chapter 12: Memory, Iobuf, Mempools, Zero Copy

  By the end of this chapter, a beginner should be able to explain SPDK's memory categories, why DMA-safe allocation is different from ordinary allocation, how mempools and iobuf reduce hot-path allocation, how iobuf...

  Reader Promise

By the end of this chapter, a beginner should be able to explain SPDK's memory categories, why DMA-safe allocation is different from ordinary allocation, how mempools and iobuf reduce hot-path allocation, how iobuf wait queues handle NOMEM pressure, and what "zero copy" really means in SPDK contexts.

The chapter also kills a dangerous myth: zero copy does not mean "no memory management." It usually means memory ownership, alignment, lifetime, and device compatibility become more strict.

Mental Model

SPDK memory choices answer three questions:

	Who owns this memory?
	Can hardware or another process safely access it?
	What happens when memory is temporarily unavailable?


Common categories:

	ordinary C heap: okay for control-plane metadata, not generally for DMA
	SPDK DMA memory: allocated through spdk_dma_*, suitable for many device paths
	mempool objects: fixed-size reusable objects, often for messages or I/O descriptors
	memzones: named shared/aligned regions
	iobuf buffers: shared runtime data buffers with per-thread caches and wait queues
	memory domains: abstraction for memory owned by another DMA-capable domain such as RDMA


The distinction matters because SPDK is not only choosing where bytes live. It is choosing which subsystem is allowed to keep a pointer, whether a device can legally DMA to the backing pages, whether a later completion callback still owns the buffer, and what the code does when the fast path cannot obtain a buffer immediately. In a kernel block stack those details are hidden behind kernel memory pinning, bio pages, and driver-private queues. In SPDK they are explicit user-space contracts.

Official SPDK and DPDK docs line up with this model. SPDK's DMA memory guide explains that user-space NVMe DMA requires buffers whose physical location is stable and whose addresses can be translated for the device; SPDK relies on DPDK hugepage-backed allocation for that. The SPDK system configuration guide then connects the memory story to VFIO, IOMMU groups, hugetlbfs access, and RLIMIT_MEMLOCK. The DPDK EAL guide adds the lower-level detail: EAL reserves hugepage-backed memory, exposes memzones and memory pools, and in dynamic mode can grow or shrink hugepage use as allocations occur.

Source Anchors

	include/spdk/env.h: spdk_malloc(), spdk_zmalloc(), spdk_dma_malloc(), spdk_dma_zmalloc(), spdk_dma_free(), spdk_mempool_create(), spdk_mempool_get(), spdk_mempool_put(), spdk_memzone_reserve(), spdk_vtophys()
	lib/env_dpdk/env.c: spdk_malloc(), spdk_zmalloc(), spdk_dma_malloc_socket(), spdk_dma_zmalloc_socket(), spdk_mempool_create_ctor(), spdk_mempool_get(), spdk_mempool_put()
	lib/env_dpdk/memory.c: vtophys_init(), spdk_vtophys(), vtophys_notify(), vtophys_iommu_init()
	include/spdk/dma.h: struct spdk_memory_domain, spdk_memory_domain_create(), spdk_memory_domain_set_translation(), spdk_memory_domain_translate_data(), spdk_memory_domain_transfer_data(), spdk_memory_domain_get_system_domain()
	include/spdk/thread.h: struct spdk_iobuf_opts, struct spdk_iobuf_channel, spdk_iobuf_initialize(), spdk_iobuf_finish(), spdk_iobuf_register_module(), spdk_iobuf_channel_init(), spdk_iobuf_get(), spdk_iobuf_put(), spdk_iobuf_entry_abort(), spdk_iobuf_get_stats()
	lib/thread/iobuf.c: spdk_iobuf_initialize(), spdk_iobuf_set_opts(), spdk_iobuf_channel_init(), spdk_iobuf_channel_fini(), spdk_iobuf_get(), spdk_iobuf_put(), spdk_iobuf_for_each_entry(), spdk_iobuf_entry_abort(), spdk_iobuf_get_stats()
	lib/nvmf/transport.c: spdk_iobuf_register_module() use, spdk_iobuf_channel_init() use, spdk_iobuf_get() use, spdk_iobuf_put() use, nvmf_request_iobuf_get_cb()
	include/spdk/nvmf.h: opts->no_srq and opts->zero_copy related target options, including "Use zero-copy operations if the underlying bdev supports them"
	include/spdk_internal/sock_module.h: zerocopy_threshold for socket implementations


DMA-Safe Allocation

SPDK APIs that interact with devices often require DMA-safe buffers. The public API is in include/spdk/env.h:

	spdk_dma_malloc()
	spdk_dma_malloc_socket()
	spdk_dma_zmalloc()
	spdk_dma_zmalloc_socket()
	spdk_dma_realloc()
	spdk_dma_free()


In this DPDK env, DMA allocation is not a separate custom allocator. It is a constrained call into the regular SPDK env allocator with flags saying "DMA-capable" and "shareable." The base allocator then enforces a nonzero flag set, rejects the old unused physical-address parameter, rounds alignment up to at least RTE_CACHE_LINE_SIZE, and calls DPDK's socket-aware allocator.

/* lib/env_dpdk/env.c */
void *
spdk_zmalloc(size_t size, size_t align, uint64_t *unused, int numa_id, uint32_t flags)
{
	void *buf;

	if (flags == 0 || unused != NULL) {
		return NULL;
	}

	align = spdk_max(align, RTE_CACHE_LINE_SIZE);
	buf = rte_zmalloc_socket(NULL, size, align, numa_id);
	if (buf == NULL && !g_enforce_numa && numa_id != SOCKET_ID_ANY) {
		buf = rte_zmalloc_socket(NULL, size, align, SOCKET_ID_ANY);
	}
	return buf;
}

The DMA wrappers are intentionally small:

/* lib/env_dpdk/env.c */
void *
spdk_dma_malloc_socket(size_t size, size_t align, uint64_t *unused, int numa_id)
{
	return spdk_malloc(size, align, unused, numa_id, (SPDK_MALLOC_DMA | SPDK_MALLOC_SHARE));
}

void *
spdk_dma_zmalloc_socket(size_t size, size_t align, uint64_t *unused, int numa_id)
{
	return spdk_zmalloc(size, align, unused, numa_id, (SPDK_MALLOC_DMA | SPDK_MALLOC_SHARE));
}

This is why "DMA-safe" is a property of the allocation path, not a type annotation. A void 

  Chapter 13: bdev Object Model
  

  



  Part 4: bdev, The Central Abstraction · 13

  Chapter 13: bdev Object Model

  By the end of this chapter you should be able to look at a block device in SPDK and answer five practical questions:

  Reader Promise

By the end of this chapter you should be able to look at a block device in SPDK and answer five practical questions:

	What object represents the device?
	Who registered it?
	Who is allowed to open it?
	What per-thread resources are used to submit I/O?
	Which function is called when an I/O reaches the module?


The short version is this: a bdev is not a disk. A bdev is SPDK's common contract for anything that behaves like a block device. It might be a physical NVMe namespace, a file, a malloc-backed fake disk, a logical volume, a RAID volume, or a virtual bdev stacked on another bdev. The bdev layer gives all of these things one uniform API and one uniform I/O object.

The official SPDK bdev docs describe the same split from two directions. The user guide frames bdev as the block layer equivalent that sits above device drivers and provides pluggable modules, JSON-RPC configuration, stacking, queueing, timeout, reset, and lockless per-thread queues. The programming guide names the basic objects a caller sees: spdk_bdev, spdk_bdev_desc, spdk_bdev_io, and per-thread I/O channels. This chapter stays closer to the source and explains how those objects are wired together.

Why This Matters For diskengine/excloud

diskengine treats SPDK as an external storage engine. It asks SPDK to create, discover, stack, export, resize, and delete storage objects through JSON-RPC. Almost every diskengine operation eventually names a bdev: an NVMe namespace bdev, an lvol bdev, a RAID bdev, or a bdev exported through NVMe-oF, vhost, or vfio-user.

If a volume is missing, stuck, busy, or returning I/O errors, the first debugging step is usually not "look at NVMe." It is "understand the bdev object graph":

	Is the bdev registered?
	Is it still examining?
	Is it open by another module?
	Is it claimed by a virtual bdev module?
	Does the descriptor have write permission?
	Does the caller have a channel on the right SPDK thread?
	Did the module say the I/O type is supported?


Those questions are answered by the object model.

The Core Objects

struct spdk_bdev

The bdev object is the central descriptor for a block-device surface. It contains geometry, capabilities, ownership, module callbacks, and internal lifecycle state.

Source anchor: include/spdk/bdev_module.h:struct spdk_bdev.

Important public-facing fields:

	name: unique bdev name.
	aliases: alternate names.
	product_name: human-readable device class.
	blocklen: logical block size.
	phys_blocklen: physical block size.
	blockcnt: number of logical blocks.
	md_len: metadata bytes per block, when metadata exists.
	dif_type, dif_pi_format, dif_check_flags: protection information details.
	required_alignment: buffer alignment requirement. The bdev layer may allocate bounce buffers if a request violates this.
	max_segment_size, max_num_segments, max_rw_size: constraints that can force request splitting.
	max_unmap, max_unmap_segments, max_write_zeroes, max_copy: operation-specific limits.
	reset_io_drain_timeout: reset behavior control.
	module: the module that registered the bdev.
	fn_table: the module operations called by the bdev layer.


Important internal fields:

	internal.status: normal, unregistering, removing, etc.
	internal.open_descs: descriptors currently open on this bdev.
	internal.claim_type and internal.claim: ownership by a virtual module.
	internal.qos: rate-limit state.
	internal.reset_in_progress and internal.queued_resets: reset serialization.
	internal.locked_ranges and internal.pending_locked_ranges: quiesce and range-lock state.
	internal.stat: accumulated statistics from destroyed channels.


Beginner mental model: struct spdk_bdev is a device record. It does not itself do I/O. It points at the module function table that does I/O.

The public part of the structure is intentionally boring: name, geometry, capabilities, and pointers back to the owning module. The important design choice is that the bdev core puts common policy around these fields. For example, alignment and splitting limits are not just documentation; they drive generic bdev behavior before a module sees the request.

struct spdk_bdev {
	/** User context passed in by the backend */
	void *ctxt;

	/** Unique name for this block device. */
	char *name;

	/** Unique product name for this kind of block device. */
	char *product_name;

	/** Size in bytes of a logical block for the backend */
	uint32_t blocklen;

	/** Size in bytes of a physical block for the backend */
	uint32_t phys_blocklen;

	/** Bitmap of supported io types */
	uint32_t io_type_supported;

	/** Number of blocks */
	uint64_t blockcnt;

The source later switches from module-owned description to bdev-core-owned lifecycle state. This boundary matters when reading module code: a module fills the public fields and then calls spdk_bdev_register(). It must not patch the internal descriptor lists, claim state, QoS objects, or unregister callbacks directly.

	/**
	 * Pointer to the bdev module that registered this bdev.
	 */
	struct spdk_bdev_module *module;

	/** function table for all LUN ops */
	const struct spdk_bdev_fn_table *fn_table;

	/** Fields that are used internally by the bdev subsystem.  Bdev modules
	 *  must not read or write to these fields.
	 */
	struct __bdev_internal_fields {
		/** Quality of service parameters */
		struct spdk_bdev_qos *qos;

		/** The bdev status */
		enum spdk_bdev_status status;

		/**
		 * The claim type: used in conjunction with claim. Must hold spinlock on all
		 * updates.
		 */
		enum spdk_bdev_claim_type claim_type;

That is the first ownership rule: the module owns the backend context (ctxt) and the static description of the exported device. The bdev core owns the registry, open descriptor list, claim bookkeeping, reset/QoS state, and notification path.

struct spdk_bdev_module

A bdev module is a producer of one or more bdevs. The module might be physical, like NVMe, or virtual, like passthru, lvol, RAID, crypto, or delay.

Source anchor: include/spdk/bdev_module.h:struct spdk_bdev_module.

Important callbacks and fields:

	module_init: called during bdev subsystem startup.
	module_fini: called during shutdown.
	fini_start: optional early shutdown hook.
	config_json: emits module-level JSON config.
	name: module name.
	get_ctx_size: tells the bdev layer how much per-I/O driver_ctx memory to append to every struct spdk_bdev_io.
	examine_config: first examine pass for virtual modules. It must complete synchronously.
	examine_disk: second examine pass for virtual modules. It may do I/O and complete asynchronously.
	async_init, async_fini, async_fini_start: tell the bdev subsystem that callbacks finish later.


The registration macro is:

Source anchor: include/spdk/bdev_module.h:SPDK_BDEV_MODULE_REGISTER().

Example source anchors:

	module/bdev/null/bdev_null.c:null_if.
	module/bdev/null/bdev_null.c:SPDK_BDEV_MODULE_REGISTER(null, &null_if).
	module/bdev/passthru/vbdev_passthru.c:passthru_if.
	module/bdev/passthru/vbdev_passthru.c:SPDK_BDEV_MODULE_REGISTER(passthru, &passthru_if).
	module/bdev/nvme/bdev_nvme.c:nvme_if.
	module/bdev/nvme/bdev_nvme.c:SPDK_BDEV_MODULE_REGISTER(nvme, &nvme_if).


Misconception to kill: registering a module is not the same as registering a bdev. A module becomes known at process startup. A bdev becomes visible only when the module allocates a struct spdk_bdev, fills it in, and calls spdk_bdev_register().

The module structure is closer to a driver vtable than a disk object. It says how to initialize the module as a subsystem participant, how much per-I/O private space the module needs, and whether the module wants to examine bdevs created by other modules.

struct spdk_bdev_module {
	/**
	 * Initialization function for the module. Called by the bdev library
	 * during startup.
	 */
	int (*module_init)(void);

	/**
	 * Finish function for the module. Called by the bdev library
	 * after all bdevs for all modules have been unregistered.
	 */
	void (*module_fini)(void);

	/** Name for the modules being defined. */
	const char *name;

	/**
	 * Returns the allocation size required for the backend for uses such as local
	 * command structs, local SGL, iovecs, or other user context.
	 */
	int (*get_ctx_size)(void);

The examine callbacks are why virtual modules can appear automatically. A physical module such as NVMe can register an Nvme0n1 bdev, and then virtual modules get a chance to inspect it. examine_config is the synchronous, no-I/O pass for config-driven claims. examine_disk is the second pass where a virtual module may perform I/O and complete asynchronously.

	/**
	 * First notification that a bdev should be examined by a virtual bdev module.
	 * Virtual bdev modules may use this to examine newly-added bdevs and automatically
	 * create their own vbdevs, but no I/O to device can be send to bdev at this point.
	 */
	void (*examine_config)(struct spdk_bdev *bdev);

	/**
	 * Second notification that a bdev should be examined by a virtual bdev module.
	 * Virtual bdev modules may use this to examine newly-added bdevs and automatically
	 * create their own vbdevs. This callback may use I/O operations and finish asynchronously.
	 * Once complete spdk_bdev_module_examine_done() must be called.
	 */
	void (*examine_disk)(struct spdk_bdev *bdev);

The null module shows the difference between module registration and bdev registration in a tiny example. This constructor attribute puts null_if on the bdev module list at process startup. It does not create Null0; it only makes the null module available.

static int
bdev_null_get_ctx_size(void)
{
	return sizeof(struct null_bdev_io);
}

static struct spdk_bdev_module null_if = {
	.name = "null",
	.module_init = bdev_null_initialize,
	.module_fini = bdev_null_finish,
	.async_fini = true,
	.get_ctx_size = bdev_null_get_ctx_size,
};

SPDK_BDEV_MODULE_REGISTER(null, &null_if)

The get_ctx_size callback feeds bdev-core allocation. During bdev subsystem initialization, core asks every registered module for its private I/O size and creates a global pool large enough for the largest module.

static int
bdev_module_get_max_ctx_size(void)
{
	struct spdk_bdev_module *bdev_module;
	int max_bdev_module_size = 0;

	TAILQ_FOREACH(bdev_module, &g_bdev_mgr.bdev_modules, internal.tailq) {
		if (bdev_module->get_ctx_size && bdev_module->get_ctx_size() > max_bdev_module_size) {
			max_bdev_module_size = bdev_module->get_ctx_size();
		}
	}

	return max_bdev_module_size;
}

The practical result is that a module gets bdev_io->driver_ctx memory without allocating it on every I/O. That is a performance and simplicity choice: the generic pool pays the size cost up front, and the hot path avoids a backend-specific malloc.

struct spdk_bdev_fn_table

The function table is the module's implementation of the bdev contract.

Source anchor: include/spdk/bdev_module.h:struct spdk_bdev_fn_table.

Important entries:

	destruct(void *ctx): destroy the backend object. May return 1 for asynchronous destruct and later call spdk_bdev_destruct_done().
	submit_request(struct spdk_io_channel ch, struct spdk_bdev_io bdev_io): handle one bdev I/O.
	io_type_supported(void *ctx, enum spdk_bdev_io_type type): advertise which I/O operations this bdev supports.
	get_io_channel(void *ctx): return a module channel for the current SPDK thread.
	dump_info_json, write_config_json: optional JSON output.
	get_memory_domains: optional memory-domain support.
	reset_device_stat, dump_device_stat_json: optional module-specific statistics.


Example source anchors:

	module/bdev/null/bdev_null.c:null_fn_table.
	module/bdev/passthru/vbdev_passthru.c:vbdev_passthru_fn_table.


Beginner mental model: bdev core code owns the generic policy and lifecycle; the module function table owns the backend-specific work.

The function table is the narrow bridge between common bdev policy and backend-specific implementation. The bdev core can validate ranges, queue for QoS, split a request, retry NOMEM, and track statistics without knowing whether the backend is NVMe, malloc, null, or another bdev. When it is finally time to do backend work, it calls submit_request.

struct spdk_bdev_fn_table {
	/** Destroy the backend block device object. */
	int (*destruct)(void *ctx);

	/** Process the IO. */
	void (*submit_request)(struct spdk_io_channel *ch, struct spdk_bdev_io *);

	/** Check if the block device supports a specific I/O type. */
	bool (*io_type_supported)(void *ctx, enum spdk_bdev_io_type);

	/** Get an I/O channel for the specific bdev for the calling thread. */
	struct spdk_io_channel *(*get_io_channel)(void *ctx);

The null module's table is the minimal shape most new module readers should start with. It names destruction, submission, capability checking, per-thread channel lookup, and JSON config output.

static const struct spdk_bdev_fn_table null_fn_table = {
	.destruct		= bdev_null_destruct,
	.submit_request		= bdev_null_submit_request,
	.io_type_supported	= bdev_null_io_type_supported,
	.get_io_channel		= bdev_null_get_io_channel,
	.write_config_json	= bdev_null_write_config_json,
};

Core dispatch is deliberately direct once generic policy has finished. bdev_submit_request() receives the module channel stored in the bdev channel and calls the module function table. Completion flows back through spdk_bdev_io_complete(), not by returning a status from submit_request().

static inline void
bdev_submit_request(struct spdk_bdev *bdev, struct spdk_io_channel *ioch,
		    struct spdk_bdev_io *bdev_io)
{
	/* The generic bdev layer should not pass an I/O with a dif_check_flags set that
	 * the underlying bdev does not support. Add an assert to check this.
	 */
	assert((bdev_io->type != SPDK_BDEV_IO_TYPE_WRITE &&
		bdev_io->type != SPDK_BDEV_IO_TYPE_READ) ||
	       ((bdev_io->u.bdev.dif_check_flags & bdev->dif_check_flags) ==
		bdev_io->u.bdev.dif_check_flags));

	bdev->fn_table->submit_request(ioch, bdev_io);
}

struct spdk_bdev_desc

A descriptor is an open handle. Applications and modules do not normally submit I/O by holding only a struct spdk_bdev *; they open it and get a descriptor.

Source anchors:

	lib/bdev/bdev.c:spdk_bdev_open_ext().
	lib/bdev/bdev.c:spdk_bdev_open_ext_v2().
	lib/bdev/bdev.c:bdev_open().
	lib/bdev/bdev.c:spdk_bdev_close().


Descriptor facts:

	It is bound to the SPDK thread that opened it.
	It records whether the opener requested write access.
	It stores the event callback used for remove and media-management events.
	It participates in the open_descs list on the bdev.
	It can own claims through newer claim APIs.


Why write permission matters: bdev_open() rejects a write descriptor if the bdev is already claimed by a module in a way that prevents additional writers. You can have many readers, but write access is deliberately constrained because virtual modules need exclusive control when they stack on a base bdev.

The public open API is name-based because applications usually discover or receive bdev names through JSON-RPC configuration. Core looks up the name, allocates a descriptor, records the callback and options, then inserts the descriptor into the bdev's internal open list.

static int
bdev_open(struct spdk_bdev *bdev, bool write, struct spdk_bdev_desc *desc)
{
	struct spdk_thread *thread;
	int rc = 0;

	thread = spdk_get_thread();
	if (!thread) {
		SPDK_ERRLOG("Cannot open bdev from non-SPDK thread.\n");
		return -ENOTSUP;
	}

	desc->bdev = bdev;
	desc->thread = thread;
	desc->write = write;

	spdk_spin_lock(&bdev->internal.spinlock);
	if (bdev->internal.status == SPDK_BDEV_STATUS_UNREGISTERING ||
	    bdev->internal.status == SPDK_BDEV_STATUS_REMOVING) {
		spdk_spin_unlock(&bdev->internal.spinlock);
		return -ENODEV;
	}

The write check happens before the descriptor is published on open_descs. This is why "open for read works, open for write fails" often points to a claim, not to missing hardware.

	if (write && bdev->internal.claim_type != SPDK_BDEV_CLAIM_NONE) {
		LOG_ALREADY_CLAIMED_ERROR("already claimed", bdev);
		spdk_spin_unlock(&bdev->internal.spinlock);
		return -EPERM;
	}

	rc = bdev_start_qos(bdev);
	if (rc != 0) {
		SPDK_ERRLOG("Failed to start QoS on bdev %s\n", bdev->name);
		spdk_spin_unlock(&bdev->internal.spinlock);
		return rc;
	}

	TAILQ_INSERT_TAIL(&bdev->internal.open_descs, desc, link);

Closing has the opposite thread rule. The descriptor records the opening SPDK thread, and close asserts that the same thread is closing it. Virtual modules that open a base bdev and later destruct on a different thread must send a message back to the original thread before closing.

void
spdk_bdev_close(struct spdk_bdev_desc *desc)
{
	struct spdk_bdev *bdev = spdk_bdev_desc_get_bdev(desc);

	assert(desc->thread == spdk_get_thread());

	spdk_poller_unregister(&desc->io_timeout_poller);

	spdk_spin_lock(&g_bdev_mgr.spinlock);
	bdev_close(bdev, desc);
	spdk_spin_unlock(&g_bdev_mgr.spinlock);
}

struct spdk_io_channel And struct spdk_bdev_channel

The public channel type is struct spdk_io_channel. The bdev layer stores bdev-specific state in a struct spdk_bdev_channel as the channel context.

Source anchors:

	lib/bdev/bdev.c:spdk_bdev_get_io_channel().
	lib/bdev/bdev.c:bdev_channel_create().
	lib/bdev/bdev.c:bdev_channel_destroy().


bdev_channel_create() does several important things:

	Calls the module get_io_channel() callback.
	Gets an accel channel.
	Gets a bdev management channel.
	Creates or reuses a shared resource for NOMEM retry state.
	Initializes submitted, locked, QoS, accel, and memory-domain queues.
	Allocates per-channel statistics.
	Copies existing locked ranges into the new channel.
	Enables QoS on the channel if the bdev already has QoS.


Misconception to kill: a channel is not a queue pair by definition. For NVMe bdevs, a channel will lead to an NVMe qpair. For a null bdev, it leads to a simple poller queue. For virtual bdevs, it often contains a base bdev channel. "Channel" means per-thread module state, not a specific hardware object.

The bdev channel is created by the generic SPDK io_device framework. Core first asks the module for its channel, then layers bdev-owned resources around it: accel channel, bdev management channel, NOMEM retry sharing, queues, statistics, locked ranges, and QoS state.

static int
bdev_channel_create(void *io_device, void *ctx_buf)
{
	struct spdk_bdev		*bdev = __bdev_from_io_dev(io_device);
	struct spdk_bdev_channel	*ch = ctx_buf;
	struct spdk_io_channel		*mgmt_io_ch;

	ch->bdev = bdev;
	ch->channel = bdev->fn_table->get_io_channel(bdev->ctxt);
	if (!ch->channel) {
		return -1;
	}

	ch->accel_channel = spdk_accel_get_io_channel();
	if (!ch->accel_channel) {
		spdk_put_io_channel(ch->channel);
		return -1;
	}

	mgmt_io_ch = spdk_get_io_channel(&g_bdev_mgr);
	if (!mgmt_io_ch) {
		spdk_put_io_channel(ch->channel);
		spdk_put_io_channel(ch->accel_channel);
		return -1;
	}

Channel destruction explains why statistics and queued I/O belong in the object model. A channel is per-thread, so its counters would disappear when the thread releases the channel unless core rolls them into bdev-wide accumulated stats. Queued I/O must also be failed or aborted because the per-thread queue owner is going away.

static void
bdev_channel_destroy(void *io_device, void *ctx_buf)
{
	struct spdk_bdev_channel *ch = ctx_buf;

	/* This channel is going away, so add its statistics into the bdev so that they don't get lost. */
	spdk_spin_lock(&ch->bdev->internal.spinlock);
	spdk_bdev_add_io_stat(ch->bdev->internal.stat, ch->stat);
	spdk_spin_unlock(&ch->bdev->internal.spinlock);

	bdev_channel_abort_queued_ios(ch);

	if (ch->histogram) {
		spdk_histogram_data_free(ch->histogram);
	}

	bdev_channel_destroy_resource(ch);
}

struct spdk_bdev_io

Every I/O submitted through the bdev layer becomes a struct spdk_bdev_io.

Source anchor: include/spdk/bdev_module.h:struct spdk_bdev_io.

Public-ish fields:

	bdev: target bdev.
	type: operation type.
	u.bdev: block I/O parameters for read, write, unmap, flush, write zeroes, copy, and zcopy.
	u.reset: reset parameters.
	u.abort: abort parameters.
	u.nvme_passthru: NVMe passthrough command parameters.
	driver_ctx: per-I/O memory reserved for the module using spdk_bdev_module.get_ctx_size.


Internal fields:

	internal.ch: bdev channel.
	internal.desc: descriptor used to submit.
	internal.cb and internal.caller_ctx: user completion callback.
	internal.status: pending, success, failed, NOMEM, NVMe error, etc.
	internal.submit_tsc: timestamp for latency accounting.
	internal.split: parent/child split tracking.
	internal.buf and internal.bounce_buf: iobuf and alignment handling.
	internal.link: queue link reused for NOMEM, QoS, memory-domain, accel, and reset queues.


Misconception to kill: driver_ctx is not a malloc you do yourself per I/O. The bdev layer sizes struct spdk_bdev_io to include module-private memory. The module advertises the size through get_ctx_size().

The I/O object is the handoff record between the caller, bdev core, and the module. The top-level fields identify the target and operation. The union holds operation-specific parameters. The internal section remembers where the I/O came from and how core should complete it. The flexible driver_ctx tail is module-private.

struct spdk_bdev_io {
	/** The block device that this I/O belongs to. */
	struct spdk_bdev *bdev;

	/** Enumerated value representing the I/O type. */
	uint8_t type;

	/** Parameters filled in by the user */
	union {
		struct spdk_bdev_io_block_params bdev;
		struct spdk_bdev_io_reset_params reset;
		struct spdk_bdev_io_abort_params abort;
		struct spdk_bdev_io_nvme_passthru_params nvme_passthru;
		struct spdk_bdev_io_zone_mgmt_params zone_mgmt;
	} u;

	/**
	 *  Fields that are used internally by the bdev subsystem.  Bdev modules
	 *  must not read or write to these fields.
	 */
	struct spdk_bdev_io_internal_fields internal;

	/**
	 * Per I/O context for use by the bdev module.
	 */
	uint8_t driver_ctx[0];

The internal fields are where core stores the bdev channel, descriptor, user completion callback, latency timestamp, status, split state, bounce buffer state, and queue linkage. When debugging completion bugs, this is the map of what core needs to route the I/O back to the original caller.

struct spdk_bdev_io_internal_fields {
	/** The bdev I/O channel that this was handled on. */
	struct spdk_bdev_channel *ch;

	/** Status for the IO */
	int8_t status;

	/** Retry state (resubmit, re-pull, re-push, etc.) */
	uint8_t retry_state;

	/** The bdev descriptor that was used when submitting this I/O. */
	struct spdk_bdev_desc *desc;

	/** User function that will be called when this completes */
	spdk_bdev_io_completion_cb cb;

	/** Context that will be passed to the completion callback */
	void *caller_ctx;

	/** Current tsc at submit time. Used to calculate latency at completion. */
	uint64_t submit_tsc;

The global bdev I/O pool includes the largest advertised module context. That is the other half of the driver_ctx story.

g_bdev_mgr.bdev_io_pool = spdk_mempool_create(mempool_name,
			  g_bdev_opts.bdev_io_pool_size,
			  sizeof(struct spdk_bdev_io) +
			  bdev_module_get_max_ctx_size(),
			  0,
			  SPDK_ENV_NUMA_ID_ANY);

When a channel needs a new I/O, it first tries a per-thread cache and then the global pool. If other callers are already waiting for I/O objects, it does not jump the line.

struct spdk_bdev_io *
bdev_channel_get_io(struct spdk_bdev_channel *channel)
{
	struct spdk_bdev_mgmt_channel *ch = channel->shared_resource->mgmt_ch;
	struct spdk_bdev_io *bdev_io;

	if (ch->per_thread_cache_count > 0) {
		bdev_io = STAILQ_FIRST(&ch->per_thread_cache);
		STAILQ_REMOVE_HEAD(&ch->per_thread_cache, internal.buf_link);
		ch->per_thread_cache_count--;
	} else if (spdk_unlikely(!TAILQ_EMPTY(&ch->io_wait_queue))) {
		bdev_io = NULL;
	} else {
		bdev_io = spdk_mempool_get(g_bdev_mgr.bdev_io_pool);
	}

	return bdev_io;
}

Registration Lifecycle

The simple registration flow is:

	Module startup registers or prepares module-global state.
	A concrete bdev object is allocated.
	The module fills struct spdk_bdev.
	The module sets bdev->ctxt, bdev->fn_table, and bdev->module.
	The module calls spdk_bdev_register().
	The bdev layer inserts the name, creates internal state, opens a temporary descriptor, and runs examine callbacks.
	When examine is complete, the bdev becomes generally usable.


Source anchors:

	lib/bdev/bdev.c:spdk_bdev_register().
	lib/bdev/bdev.c:bdev_register().
	lib/bdev/bdev.c:bdev_examine().
	lib/bdev/bdev.c:spdk_bdev_wait_for_examine().
	module/bdev/null/bdev_null.c:bdev_null_create().
	module/bdev/null/bdev_null.c:bdev_null_initialize().


The important detail in spdk_bdev_register() is thread ownership. It checks spdk_thread_is_app_thread(NULL) and rejects registration from the wrong thread. This is why modules often bounce lifecycle work back to the app thread.

Here is the core wrapper. It enforces app-thread registration, performs generic registration, opens a temporary descriptor to keep the bdev alive during examine, runs examine, and waits for examine completion before sending the register notification.

int
spdk_bdev_register(struct spdk_bdev *bdev)
{
	struct spdk_bdev_desc *desc;
	struct spdk_thread *thread = spdk_get_thread();
	int rc;

	if (spdk_unlikely(!spdk_thread_is_app_thread(NULL))) {
		SPDK_ERRLOG("Cannot register bdev %s on thread %p (%s)\n", bdev->name, thread,
			    thread ? spdk_thread_get_name(thread) : "null");
		return -EINVAL;
	}

	rc = bdev_register(bdev);
	if (rc != 0) {
		return rc;
	}

	/* A descriptor is opened to prevent bdev deletion during examination */
	rc = bdev_desc_alloc(bdev, _tmp_bdev_event_cb, NULL, NULL, &desc);

The rest of the wrapper shows the temporary descriptor's purpose. Examine can cause virtual modules to inspect or stack on the new bdev. The temporary descriptor keeps the object from being destroyed while that process is still active.

	rc = bdev_open(bdev, false, desc);
	if (rc != 0) {
		bdev_desc_free(desc);
		spdk_bdev_unregister(bdev, NULL, NULL);
		return rc;
	}

	/* Examine configuration before initializing I/O */
	bdev_examine(bdev);

	rc = spdk_bdev_wait_for_examine(bdev_register_finished, desc);
	if (rc != 0) {
		bdev_close(bdev, desc);
		spdk_bdev_unregister(bdev, NULL, NULL);
	}

	return rc;
}

Inside bdev_register(), core initializes the internal state before publishing the name. The order is important: once the name is inserted into the global tree, other threads may find the bdev and create channels.

bdev->internal.status = SPDK_BDEV_STATUS_READY;
bdev->internal.measured_queue_depth = UINT64_MAX;
bdev->internal.claim_type = SPDK_BDEV_CLAIM_NONE;
memset(&bdev->internal.claim, 0, sizeof(bdev->internal.claim));
bdev->internal.qd_poller = NULL;
bdev->internal.qos = NULL;

TAILQ_INIT(&bdev->internal.open_descs);
TAILQ_INIT(&bdev->internal.locked_ranges);
TAILQ_INIT(&bdev->internal.pending_locked_ranges);
TAILQ_INIT(&bdev->internal.queued_resets);
TAILQ_INIT(&bdev->aliases);

The name tree is the global namespace for both primary names and aliases. Duplicate names fail here, before the bdev is inserted into the global bdev list.

/*
 * Register bdev name only after the bdev object is ready.
 * After bdev_name_add returns, it is possible for other threads to start using the bdev,
 * create IO channels...
 */
ret = bdev_name_add(&bdev->internal.bdev_name, bdev, bdev->name);
if (ret != 0) {
	spdk_io_device_unregister(__bdev_to_io_dev(bdev), NULL);
	if (strcmp(bdev->name, uuid) != 0) {
		spdk_bdev_alias_del(bdev, uuid);
	}
	bdev_free_io_stat(bdev->internal.stat);
	spdk_spin_destroy(&bdev->internal.spinlock);
	free(bdev_name);
	return ret;
}

A module-created bdev follows the same pattern regardless of backend. Null bdev creation is a compact example: validate constructor options, allocate the backend object, fill public bdev fields, set the context/function-table/module pointers, then register.

null_disk->bdev.product_name = "Null disk";

null_disk->bdev.write_cache = 0;
null_disk->bdev.blocklen = block_size;
null_disk->bdev.phys_blocklen = opts->physical_block_size;
null_disk->bdev.blockcnt = opts->num_blocks;
null_disk->bdev.md_len = opts->md_size;
null_disk->bdev.md_interleave = true;
null_disk->bdev.dif_type = opts->dif_type;
null_disk->bdev.dif_is_head_of_md = opts->dif_is_head_of_md;

null_disk->bdev.ctxt = null_disk;
null_disk->bdev.fn_table = &null_fn_table;
null_disk->bdev.module = &null_if;

rc = spdk_bdev_register(&null_disk->bdev);
if (rc) {
	free(null_disk->bdev.name);
	free(null_disk);
	return rc;
}

NVMe bdev creation fills the same fields from namespace/controller data instead of RPC options. The object model is the same; only the source of geometry and limits changes.

disk->name = spdk_sprintf_alloc("%sn%d", base_name, spdk_nvme_ns_get_id(ns));
if (!disk->name) {
	return -ENOMEM;
}

disk->write_cache = 0;
if (cdata->vwc.present) {
	/* Enable if the Volatile Write Cache exists */
	disk->write_cache = 1;
}
disk->blocklen = spdk_nvme_ns_get_extended_sector_size(ns);
disk->blockcnt = spdk_nvme_ns_get_num_sectors(ns);
disk->max_segment_size = spdk_nvme_ctrlr_get_max_xfer_size(ctrlr);
disk->nsid = spdk_nvme_ns_get_id(ns);

disk->ctxt = ctx;
disk->fn_table = &nvmelib_fn_table;
disk->module = &nvme_if;

disk->numa.id_valid = 1;
disk->numa.id = spdk_nvme_ctrlr_get_numa_id(ctrlr);

Examine is the bridge from one module's bdev to another module's virtual bdev. Core first runs examine_config for all interested modules. Then it uses the claim state to decide who receives the I/O-capable examine_disk pass.

TAILQ_FOREACH(module, &g_bdev_mgr.bdev_modules, internal.tailq) {
	if (module->examine_config) {
		spdk_spin_lock(&module->internal.spinlock);
		action = module->internal.action_in_progress;
		module->internal.action_in_progress++;
		spdk_spin_unlock(&module->internal.spinlock);
		module->examine_config(bdev);
		if (action != module->internal.action_in_progress) {
			SPDK_ERRLOG("examine_config for module %s did not call "
				    "spdk_bdev_module_examine_done()\n", module->name);
		}
	}
}

switch (bdev->internal.claim_type) {
case SPDK_BDEV_CLAIM_NONE:
	/* Examine by all bdev modules */
	TAILQ_FOREACH(module, &g_bdev_mgr.bdev_modules, internal.tailq) {
		if (module->examine_disk) {
			spdk_spin_lock(&module->internal.spinlock);
			module->internal.action_in_progress++;
			spdk_spin_unlock(&module->internal.spinlock);
			spdk_spin_unlock(&bdev->internal.spinlock);
			module->examine_disk(bdev);
			spdk_spin_lock(&bdev->internal.spinlock);
		}
	}
	break;
case SPDK_BDEV_CLAIM_EXCL_WRITE:
	/* Examine by the one bdev module with a v1 claim */
	module = bdev->internal.claim.v1.module;

Open, Claim, And Stack

Virtual bdevs sit on base bdevs. To do this safely, they usually:

	Open the base bdev with spdk_bdev_open_ext().
	Store the base descriptor.
	Claim the base bdev.
	Create and register a new virtual bdev.
	On destruct, release the claim and close the base descriptor.


Source anchors:

	include/spdk/bdev_module.h:enum spdk_bdev_claim_type.
	include/spdk/bdev_module.h:spdk_bdev_module_claim_bdev().
	include/spdk/bdev_module.h:spdk_bdev_module_claim_bdev_desc().
	include/spdk/bdev_module.h:spdk_bdev_module_release_bdev().
	module/bdev/passthru/vbdev_passthru.c:vbdev_passthru_register().
	module/bdev/passthru/vbdev_passthru.c:vbdev_passthru_destruct().


The passthru module is intentionally simple and therefore valuable. In vbdev_passthru_register(), it opens the base bdev, copies geometry to the virtual bdev, registers an io_device for per-thread virtual-bdev state, claims the base bdev, and then registers the virtual bdev. In vbdev_passthru_destruct(), it removes itself from the global list, releases the base claim, closes the base descriptor on the original thread, and unregisters its io_device.

Misconception to kill: a claim is not the same as an open descriptor. A descriptor says "I have a handle." A claim says "my module owns a stacking relationship that constrains other writers."

The older claim helper is short enough to read directly. It refuses to claim an already-claimed bdev, upgrades the descriptor to write if one was supplied, and records the claiming module in internal state.

int
spdk_bdev_module_claim_bdev(struct spdk_bdev *bdev, struct spdk_bdev_desc *desc,
			    struct spdk_bdev_module *module)
{
	spdk_spin_lock(&bdev->internal.spinlock);

	if (bdev->internal.claim_type != SPDK_BDEV_CLAIM_NONE) {
		LOG_ALREADY_CLAIMED_ERROR("already claimed", bdev);
		spdk_spin_unlock(&bdev->internal.spinlock);
		return -EPERM;
	}

	if (desc && !desc->write) {
		desc->write = true;
	}

	bdev->internal.claim_type = SPDK_BDEV_CLAIM_EXCL_WRITE;
	bdev->internal.claim.v1.module = module;

Passthru shows the full stacking relationship in ordinary module code. It opens the base bdev for write, stores the descriptor and base pointer, copies the base bdev properties that define the virtual surface, sets the virtual bdev's callback pointers, registers a per-thread io_device, then claims the base bdev before registering the virtual bdev.

/* The base bdev that we're attaching to. */
rc = spdk_bdev_open_ext(bdev_name, true, vbdev_passthru_base_bdev_event_cb,
			NULL, &pt_node->base_desc);
if (rc) {
	if (rc != -ENODEV) {
		SPDK_ERRLOG("could not open bdev %s\n", bdev_name);
	}
	free(pt_node->pt_bdev.name);
	free(pt_node);
	break;
}

bdev = spdk_bdev_desc_get_bdev(pt_node->base_desc);
pt_node->base_bdev = bdev;

/* Copy some properties from the underlying base bdev. */
pt_node->pt_bdev.write_cache = bdev->write_cache;
pt_node->pt_bdev.required_alignment = bdev->required_alignment;
pt_node->pt_bdev.optimal_io_boundary = bdev->optimal_io_boundary;
pt_node->pt_bdev.blocklen = bdev->blocklen;
pt_node->pt_bdev.blockcnt = bdev->blockcnt;

pt_node->pt_bdev.md_interleave = bdev->md_interleave;
pt_node->pt_bdev.md_len = bdev->md_len;
pt_node->pt_bdev.dif_type = bdev->dif_type;
pt_node->pt_bdev.dif_is_head_of_md = bdev->dif_is_head_of_md;
pt_node->pt_bdev.dif_check_flags = bdev->dif_check_flags;

pt_node->pt_bdev.ctxt = pt_node;
pt_node->pt_bdev.fn_table = &vbdev_passthru_fn_table;
pt_node->pt_bdev.module = &passthru_if;
TAILQ_INSERT_TAIL(&g_pt_nodes, pt_node, link);

spdk_io_device_register(pt_node, pt_bdev_ch_create_cb, pt_bdev_ch_destroy_cb,
			sizeof(struct pt_io_channel),
			name->vbdev_name);

pt_node->thread = spdk_get_thread();

rc = spdk_bdev_module_claim_bdev(bdev, pt_node->base_desc, pt_node->pt_bdev.module);

Destruct reverses that ownership. The virtual module removes its global node, releases the base claim, and closes the base descriptor on the thread where it was opened. That last detail follows directly from spdk_bdev_close() asserting descriptor thread ownership.

static int
vbdev_passthru_destruct(void *ctx)
{
	struct vbdev_passthru *pt_node = (struct vbdev_passthru *)ctx;

	TAILQ_REMOVE(&g_pt_nodes, pt_node, link);

	/* Unclaim the underlying bdev. */
	spdk_bdev_module_release_bdev(pt_node->base_bdev);

	/* Close the underlying bdev on its same opened thread. */
	if (pt_node->thread && pt_node->thread != spdk_get_thread()) {
		spdk_thread_send_msg(pt_node->thread, _vbdev_passthru_destruct, pt_node->base_desc);
	} else {
		spdk_bdev_close(pt_node->base_desc);
	}

Prose Diagram

Imagine a vertical diagram with five boxes:

Top box: "Application or upper SPDK layer." It holds a spdk_bdev_desc and a spdk_io_channel.

Second box: "bdev core." It validates block ranges, allocates spdk_bdev_io, applies splitting, QoS, reset, NOMEM retry, statistics, and completion routing.

Third box: "struct spdk_bdev." This is the named object with geometry and a pointer to fn_table.

Fourth box: "module function table." submit_request, get_io_channel, io_type_supported, destruct.

Bottom box: "backend." This may be an NVMe namespace, a file, malloc memory, another bdev, or a network connection.

Arrows go down for submission. Arrows go up for completion. Side arrows from the bdev box point to descriptors, claims, QoS, reset state, and locked ranges.

Edge Cases And Failure Modes

Duplicate names fail at registration time because the name tree is global across bdev names and aliases. This is why a UUID alias can collide with some other bdev name, and why a module must treat -EEXIST from spdk_bdev_register() as a real publication failure rather than as a harmless warning.

Thread placement errors usually show up as registration or close failures. Registration must happen on the SPDK app thread, and descriptor close asserts that the current thread is the descriptor's opening thread. A virtual module that opens a base bdev on one thread and destructs on another must bounce the close back to the original thread, as passthru does.

Open failures are often permission or lifecycle failures, not device-discovery failures. spdk_bdev_open_ext_v2() rejects a missing event callback because open descriptors must receive remove/media-management events. bdev_open() rejects write opens when the bdev is already claimed, and it rejects opens while the bdev is unregistering or removing. When debugging this class of issue, inspect the bdev's claim state and internal status before chasing the physical backend.

Unregister is a start signal, not always a completed destruction. Core notifies every open descriptor of hotremove and may defer final destruction until descriptors close. If a module's destruct() cannot finish immediately, it can return 1 and later call spdk_bdev_destruct_done(). This is why shutdown bugs often look like a stuck object graph: some descriptor, channel, claim, or async destruct path is still holding part of the lifecycle open.

Channel teardown has data-path consequences. When a channel is destroyed, core rolls the channel's stats into the bdev-wide accumulator and aborts queued I/O that was waiting on NOMEM or iobuf state. If a caller releases channels while work is still expected to complete, the failure will surface as aborted or failed I/O, not as a backend-specific error.

Virtual bdev geometry bugs are easy to create because a virtual bdev must present a complete and consistent surface. Copying only blocklen and blockcnt is not enough if metadata, DIF, alignment, write unit, memory domains, or operation limits differ from the base. Hidden metadata adds another wrinkle: descriptor options can change the block size observed by a caller, so bdev->blocklen is not always the byte count a descriptor-facing path should assume.

Claims must be released as part of virtual bdev teardown. If a module keeps a base bdev claimed after its virtual bdev has disappeared, later write opens can fail and shutdown can remain blocked. The claim is the ownership relationship; the descriptor is only the handle used to access the base.

Misconceptions To Kill

	"A bdev is always hardware." No. It is an abstraction.
	"The module owns all policy." No. The bdev core owns common policy like splitting, QoS, reset gating, NOMEM retry, and completion routing.
	"The public channel is the module channel." Not exactly. The public channel is a bdev channel whose context contains or points to the module's channel.
	"A descriptor can be closed anywhere." No. It is tied to the opening SPDK thread.
	"A virtual bdev should just keep a pointer to its base bdev." It normally needs a descriptor, a claim, an event callback, and per-thread base channels.
	"Returning success from an RPC means all examine side effects are visible." Not always. Some paths wait for examine; others may require understanding async examine.


Source Reading Exercise

Read these in order:

	module/bdev/null/bdev_null.c:bdev_null_create().
	module/bdev/null/bdev_null.c:null_fn_table.
	lib/bdev/bdev.c:spdk_bdev_register().
	lib/bdev/bdev.c:spdk_bdev_open_ext().
	lib/bdev/bdev.c:bdev_channel_create().
	include/spdk/bdev_module.h:struct spdk_bdev_io.


Questions:

	Where is the null bdev's backend context stored?
	Which function returns the null module's per-thread channel?
	Where does the bdev layer store the user's completion callback?
	Why does spdk_bdev_register() open a temporary descriptor?
	Which parts of struct spdk_bdev should a module fill, and which parts are explicitly internal?


Operational Lab

No live SPDK system is required.

	Pick a bdev name that appears in an RPC config, for example Nvme0n1.
	Determine which module owns it by finding the constructor RPC. For NVMe, the constructor is usually bdev_nvme_attach_controller.
	Find that module's struct spdk_bdev_module.
	Find the module's struct spdk_bdev_fn_table.
	Find the function that fills bdev->name, bdev->blocklen, bdev->blockcnt, bdev->ctxt, bdev->fn_table, and bdev->module.
	Write down how the module would destroy that bdev.


Expected outcome: you should be able to explain the bdev's owner, lifecycle, and I/O dispatch function without running SPDK.

Self-Check

	What is the difference between struct spdk_bdev, struct spdk_bdev_desc, and struct spdk_io_channel?
	Why does a module provide get_ctx_size()?
	What is the role of spdk_bdev_module_claim_bdev() in a virtual bdev?
	Why can unregister be delayed after spdk_bdev_unregister() is called?
	Why is submit_request() not a public API for applications?
	Which source function should you read first when debugging "bdev exists but open fails"?
	Which source function should you read first when debugging "channel creation fails"?
	Why is copying a base bdev's block size not enough to implement a correct virtual bdev?


References

	Local source: include/spdk/bdev_module.h.
	Local source: lib/bdev/bdev.c.
	Local source: module/bdev/null/bdev_null.c.
	Local source: module/bdev/passthru/vbdev_passthru.c.
	Local source: module/bdev/nvme/bdev_nvme.c.
	SPDK Block Device User Guide: https://spdk.io/doc/bdev.html
	SPDK Block Device Layer Programming Guide: https://spdk.io/doc/bdev_pg.html
	SPDK Writing a Custom Block Device Module: https://spdk.io/doc/bdev_module.html
	SPDK bdev module header reference: https://spdk.io/doc/bdev__module_8h.html
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  By the end of this chapter you should be able to trace a single write from the public bdev API to the module submit_request() callback, then trace the completion back to the user callback. You should also be able...

  Reader Promise

By the end of this chapter you should be able to trace a single write from the public bdev API to the module submit_request() callback, then trace the completion back to the user callback. You should also be able to explain why an I/O might be split, queued for QoS, queued for NOMEM retry, aborted by reset, or completed later even when the module completes it immediately.

This chapter follows the bdev core path, not a specific backend. NVMe, malloc, null, lvol, RAID, crypto, compression, and passthru all enter this same core machinery. That is the main reason the bdev layer exists: it gives applications one asynchronous block I/O contract while modules provide the backend-specific implementation.

The official SPDK programming guide describes bdev requests as asynchronous spdk_bdev_io objects submitted on an I/O channel, with descriptors carrying permissions and the bdev layer providing common services such as queueing on memory pressure, statistics, reset, and timeout tracking. The custom module guide gives the other side of the contract: the bdev core calls a module's submit_request() function, and the module must eventually complete the I/O through spdk_bdev_io_complete() or a typed completion helper.
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The High-Level Path

The common write path is:

	Caller submits through a public API such as spdk_bdev_writev_blocks().
	bdev core validates descriptor permissions, block range, metadata, and optional extended parameters.
	bdev core allocates a struct spdk_bdev_io from the channel's per-thread cache or the global pool.
	bdev core fills operation parameters and initializes internal fields, including the user callback and the split flag.
	bdev_io_submit() checks locked ranges, records the I/O as submitted, emits trace state, and either splits or continues.
	_bdev_io_submit() checks reset and QoS gates.
	bdev_io_do_submit() handles NOMEM backpressure and calls bdev_submit_request().
	bdev_submit_request() invokes the module's fn_table->submit_request(ioch, bdev_io).
	The module eventually calls spdk_bdev_io_complete() or a typed completion wrapper.
	bdev core updates outstanding counts, handles NOMEM retry, bounce buffers, accel sequence completion, statistics, trace, and synchronous-completion deferral.
	The user completion callback runs on the I/O's SPDK thread.
	The callback frees the request with spdk_bdev_free_io() after it is done inspecting the I/O.


The important ownership rule is that the public API user owns the completion callback and later frees the spdk_bdev_io, but the bdev layer owns routing, queue membership, statistics, retry, and callback dispatch. A module receives a bdev I/O object, but it does not call the user's callback directly.

Step 1: Public API Builds An I/O

Public submit APIs are mostly builders. They do not perform hardware I/O. A write call validates the descriptor and range, allocates a generic I/O object, fills the write-specific fields, records the callback, and then enters the core path.

This excerpt shows the public write path's essential shape:

/* lib/bdev/bdev.c */
int
spdk_bdev_writev_blocks(struct spdk_bdev_desc *desc, struct spdk_io_channel *ch,
			struct iovec *iov, int iovcnt,
			uint64_t offset_blocks, uint64_t num_blocks,
			spdk_bdev_io_completion_cb cb, void *cb_arg)
{
	struct spdk_bdev *bdev = spdk_bdev_desc_get_bdev(desc);

	return bdev_writev_blocks_with_md(desc, ch, iov, iovcnt, NULL, offset_blocks,
					  num_blocks, NULL, NULL, NULL, bdev->dif_check_flags, 0, 0,
					  cb, cb_arg);
}

The helper does the actual validation and object setup:

/* lib/bdev/bdev.c */
if (spdk_unlikely(!desc->write)) {
	return -EBADF;
}

if (spdk_unlikely(!bdev_io_valid_blocks(bdev, offset_blocks, num_blocks))) {
	return -EINVAL;
}

bdev_io = bdev_channel_get_io(channel);
if (spdk_unlikely(!bdev_io)) {
	return -ENOMEM;
}

bdev_io->internal.ch = channel;
bdev_io->internal.desc = desc;
bdev_io->type = SPDK_BDEV_IO_TYPE_WRITE;
bdev_io->u.bdev.iovs = iov;
bdev_io->u.bdev.iovcnt = iovcnt;
bdev_io->u.bdev.md_buf = md_buf;
bdev_io->u.bdev.num_blocks = num_blocks;
bdev_io->u.bdev.offset_blocks = offset_blocks;
bdev_io_init(bdev_io, bdev, cb_arg, cb);

The callback is stored, not called. The desc establishes permissions, the channel ties the I/O to the caller's SPDK thread, and bdev_io_init() sets the internal status to pending. It also determines whether this I/O will need splitting before module submission.

/* lib/bdev/bdev.c */
void
bdev_io_init(struct spdk_bdev_io *bdev_io,
	     struct spdk_bdev *bdev, void *cb_arg,
	     spdk_bdev_io_completion_cb cb)
{
	bdev_io->bdev = bdev;
	bdev_io->internal.f.raw = 0;
	bdev_io->internal.caller_ctx = cb_arg;
	bdev_io->internal.cb = cb;
	bdev_io->internal.status = SPDK_BDEV_IO_STATUS_PENDING;
	bdev_io->internal.f.in_submit_request = false;
	bdev_io->internal.error.nvme.cdw0 = 0;
	bdev_io->num_retries = 0;
	...
	if (cb == bdev_io_split_done) {
		bdev_io->internal.f.child_io = true;
		bdev_io->internal.f.split = false;
	} else {
		bdev_io->internal.f.child_io = false;
		bdev_io->internal.f.split = bdev_io_should_split(bdev_io);
	}
}

The child-I/O test is subtle. Split children re-enter public helper paths, but their callback is bdev_io_split_done, so bdev_io_init() marks them as children and avoids splitting them again through the same parent rule.

Step 2: Allocation And I/O Wait

spdk_bdev_io objects are pooled. The fast path uses a per-thread cache associated with the bdev management channel. If that cache is empty and nobody is already waiting, bdev core tries the global mempool. If someone is already queued for an I/O object, a new caller does not jump ahead.

/* lib/bdev/bdev.c */
struct spdk_bdev_io *
bdev_channel_get_io(struct spdk_bdev_channel *channel)
{
	struct spdk_bdev_mgmt_channel *ch = channel->shared_resource->mgmt_ch;
	struct spdk_bdev_io *bdev_io;

	if (ch->per_thread_cache_count > 0) {
		bdev_io = STAILQ_FIRST(&ch->per_thread_cache);
		STAILQ_REMOVE_HEAD(&ch->per_thread_cache, internal.buf_link);
		ch->per_thread_cache_count--;
	} else if (spdk_unlikely(!TAILQ_EMPTY(&ch->io_wait_queue))) {
		/*
		 * Don't try to look for bdev_ios in the global pool if there are
		 * waiters on bdev_ios - we don't want this caller to jump the line.
		 */
		bdev_io = NULL;
	} else {
		bdev_io = spdk_mempool_get(g_bdev_mgr.bdev_io_pool);
	}

	return bdev_io;
}

If allocation fails here, the public submit function returns -ENOMEM. That return value means the I/O was not submitted and the user's completion callback will not run for that attempt. A caller that wants notification when an I/O object becomes available can use spdk_bdev_queue_io_wait() immediately after -ENOMEM.

spdk_bdev_free_io() is the other half of this contract. The official API reference says the user should call it only after the completion callback has run. Locally, freeing returns the object to the per-thread cache when possible and drains waiters from io_wait_queue:

/* lib/bdev/bdev.c */
void
spdk_bdev_free_io(struct spdk_bdev_io *bdev_io)
{
	struct spdk_bdev_mgmt_channel *ch;

	assert(bdev_io != NULL);
	assert(bdev_io->internal.status != SPDK_BDEV_IO_STATUS_PENDING);

	ch = bdev_io->internal.ch->shared_resource->mgmt_ch;

	if (bdev_io->internal.f.has_buf) {
		bdev_io_put_buf(bdev_io);
	}

	if (ch->per_thread_cache_count < ch->bdev_io_cache_size) {
		ch->per_thread_cache_count++;
		STAILQ_INSERT_HEAD(&ch->per_thread_cache, bdev_io, internal.buf_link);
		while (ch->per_thread_cache_count > 0 && !TAILQ_EMPTY(&ch->io_wait_queue)) {
			struct spdk_bdev_io_wait_entry *entry;

			entry = TAILQ_FIRST(&ch->io_wait_queue);
			TAILQ_REMOVE(&ch->io_wait_queue, entry, link);
			entry->cb_fn(entry->cb_arg);
		}
	} else {
		spdk_mempool_put(g_bdev_mgr.bdev_io_pool, (void *)bdev_io);
	}
}

Do not confuse public -ENOMEM with SPDK_BDEV_IO_STATUS_NOMEM. Public -ENOMEM means no bdev I/O entered the path. SPDK_BDEV_IO_STATUS_NOMEM means a module received the I/O but could not start it because of transient resource pressure, so the bdev core retries it.

Step 3: Submit Accounting And Locked Ranges

bdev_io_submit() is the central entry after extended metadata, memory-domain, and accel setup have either completed or been bypassed. It first enforces locked LBA ranges. These locks are used by operations that need temporary exclusion over a region. Child I/Os skip this test because the parent was already checked before splitting.

/* lib/bdev/bdev.c */
void
bdev_io_submit(struct spdk_bdev_io *bdev_io)
{
	struct spdk_bdev_channel *ch = bdev_io->internal.ch;

	assert(bdev_io->internal.status == SPDK_BDEV_IO_STATUS_PENDING);

	/* Child I/Os are not checked against locked ranges because their parent I/O was already
	 * checked before splitting, so they must be allowed to proceed. */
	if (!bdev_io->internal.f.child_io && !TAILQ_EMPTY(&ch->locked_ranges)) {
		struct lba_range *range;

		TAILQ_FOREACH(range, &ch->locked_ranges, tailq) {
			if (bdev_io_range_is_locked(bdev_io, range)) {
				TAILQ_INSERT_TAIL(&ch->io_locked, bdev_io, internal.ch_link);
				return;
			}
		}
	}

	bdev_ch_add_to_io_submitted(bdev_io);
	bdev_io->internal.submit_tsc = spdk_get_ticks();
	...
	if (bdev_io->internal.f.split) {
		bdev_io_split(bdev_io);
		return;
	}

	_bdev_io_submit(bdev_io);
}

Adding to io_submitted is not just a list operation. It increments channel queue depth, gives completion code something to remove, and sets up latency accounting through submit_tsc. If an I/O is completed before reaching this point, bdev core uses a separate "unsubmitted" completion path because there is no submitted-list entry to remove.

Locked ranges are normal bdev-core serialization, not backend-specific hardware locks. NVMe passthrough commands are treated conservatively elsewhere because bdev core cannot decode arbitrary commands well enough to prove a range is safe.

Step 4: Splitting

Splitting exists because a user request shape is not always a legal backend request shape. A bdev can expose limits such as maximum read/write size, maximum segment count, maximum segment size, optimal I/O boundary, write unit size, maximum unmap size, maximum write-zeroes size, and maximum copy size. Rather than forcing every module to reimplement common split policy, bdev core can turn one parent into multiple child I/Os before the module sees them.

The split decision is type-specific:

/* lib/bdev/bdev.c */
static bool
bdev_rw_should_split(struct spdk_bdev_io *bdev_io)
{
	uint32_t io_boundary;
	struct spdk_bdev *bdev = bdev_io->bdev;
	uint32_t max_segment_size = bdev->max_segment_size;
	uint32_t max_size = bdev->max_rw_size;
	int max_segs = bdev->max_num_segments;

	io_boundary = bdev_rw_get_io_boundary(bdev, bdev_io->type);

	if (spdk_likely(!io_boundary && !max_segs && !max_segment_size && !max_size)) {
		return false;
	}
	...
	if (max_size) {
		if (bdev_io->u.bdev.num_blocks > max_size) {
			return true;
		}
	}

	return false;
}

And the dispatcher keeps the rule local to each I/O type:

/* lib/bdev/bdev.c */
static bool
bdev_io_should_split(struct spdk_bdev_io *bdev_io)
{
	switch (bdev_io->type) {
	case SPDK_BDEV_IO_TYPE_READ:
	case SPDK_BDEV_IO_TYPE_WRITE:
		return bdev_rw_should_split(bdev_io);
	case SPDK_BDEV_IO_TYPE_UNMAP:
		return bdev_unmap_should_split(bdev_io);
	case SPDK_BDEV_IO_TYPE_WRITE_ZEROES:
		return bdev_write_zeroes_should_split(bdev_io);
	case SPDK_BDEV_IO_TYPE_COPY:
		return bdev_copy_should_split(bdev_io);
	default:
		return false;
	}
}

The parent I/O remains the caller-visible I/O. It stores split progress: current offset, remaining blocks, outstanding child count, and final status. For read and write, _bdev_rw_split() computes a child window that obeys boundaries and limits, then submits the child through the normal bdev API helpers using bdev_io_split_done as the child callback.

/* lib/bdev/bdev.c */
static int
bdev_io_split_submit(struct spdk_bdev_io *bdev_io, struct iovec *iov, int iovcnt, void *md_buf,
		     uint64_t num_blocks, uint64_t *offset, uint64_t *remaining)
{
	int rc;
	uint64_t current_offset, current_remaining, current_src_offset;
	spdk_bdev_io_wait_cb io_wait_fn;

	current_offset = *offset;
	current_remaining = *remaining;

	assert(bdev_io->internal.f.split);

	bdev_io->internal.split.outstanding++;

	io_wait_fn = _bdev_rw_split;
	switch (bdev_io->type) {
	case SPDK_BDEV_IO_TYPE_READ:
		rc = bdev_readv_blocks_with_md(..., current_offset, num_blocks,
						bdev_io_split_done, bdev_io);
		break;
	case SPDK_BDEV_IO_TYPE_WRITE:
		rc = bdev_writev_blocks_with_md(..., current_offset, num_blocks,
						 bdev_io_split_done, bdev_io);
		break;
	...
	}

The excerpt above uses ... only to hide long argument plumbing; the important part is that each child is a real bdev I/O with the parent as callback argument. If a child allocation hits public -ENOMEM, the split code can use I/O wait and continue later. That is why splitting interacts with the same allocation fairness rules as ordinary submissions.

The child callback frees each child and either advances the parent or completes it:

/* lib/bdev/bdev.c */
static void
bdev_io_split_done(struct spdk_bdev_io *bdev_io, bool success, void *cb_arg)
{
	struct spdk_bdev_io *parent_io = cb_arg;
	bool use_accel_sequence;
	void *caller_ctx;

	assert(parent_io->internal.f.split);

	if (!success) {
		parent_io->internal.status = bdev_io->internal.status;
		parent_io->internal.error = bdev_io->internal.error;
		/* If any child I/O failed, stop further splitting process. */
		parent_io->internal.split.current_offset_blocks += parent_io->internal.split.remaining_num_blocks;
		parent_io->internal.split.remaining_num_blocks = 0;
	}

	use_accel_sequence = bdev_io_use_accel_sequence(bdev_io);
	caller_ctx = bdev_io->internal.caller_ctx;
	spdk_bdev_free_io(bdev_io);

	parent_io->internal.split.outstanding--;
	if (parent_io->internal.split.outstanding != 0) {
		return;
	}

The user callback runs only for the parent. That is why split code copies child error status into the parent and frees children internally. A module's submit_request() is therefore not guaranteed to receive the exact request shape submitted by the original caller.

Step 5: Reset And QoS Gates

After locked ranges and splitting, _bdev_io_submit() handles per-channel gates. This function is deliberately small because it is a hot path.

/* lib/bdev/bdev.c */
static inline void
_bdev_io_submit(struct spdk_bdev_io *bdev_io)
{
	struct spdk_bdev *bdev = bdev_io->bdev;
	struct spdk_bdev_channel *bdev_ch = bdev_io->internal.ch;

	if (spdk_likely(bdev_ch->flags == 0)) {
		bdev_io_do_submit(bdev_ch, bdev_io);
		return;
	}

	if (bdev_ch->flags & BDEV_CH_RESET_IN_PROGRESS) {
		_bdev_io_complete_in_submit(bdev_ch, bdev_io, SPDK_BDEV_IO_STATUS_ABORTED);
	} else if (bdev_ch->flags & BDEV_CH_QOS_ENABLED) {
		if (spdk_unlikely(bdev_io->type == SPDK_BDEV_IO_TYPE_ABORT) &&
		    bdev_abort_queued_io(&bdev_ch->qos_queued_io, bdev_io->u.abort.bio_to_abort)) {
			_bdev_io_complete_in_submit(bdev_ch, bdev_io, SPDK_BDEV_IO_STATUS_SUCCESS);
		} else {
			TAILQ_INSERT_TAIL(&bdev_ch->qos_queued_io, bdev_io, internal.link);
			bdev_qos_io_submit(bdev_ch, bdev->internal.qos);
		}
	} else {
		SPDK_ERRLOG("unknown bdev_ch flag %x found\n", bdev_ch->flags);
		_bdev_io_complete_in_submit(bdev_ch, bdev_io, SPDK_BDEV_IO_STATUS_FAILED);
	}
}

Reset in progress means new non-reset work should not start. The bdev reset path freezes channels, aborts queued work such as NOMEM and QoS entries, and then either submits reset to the module or waits for outstanding I/O to drain depending on reset configuration. From the point of view of a new write, the important rule is simple: when BDEV_CH_RESET_IN_PROGRESS is set, it completes as aborted through bdev core.

QoS is a delay gate, not a new backend. The I/O stays on the bdev channel's qos_queued_io list until the configured rate-limit accounting says it can proceed. When it can proceed, it continues into bdev_io_do_submit() exactly like a non-QoS I/O.

/* lib/bdev/bdev.c */
static bool
bdev_qos_queue_io(struct spdk_bdev_qos *qos, struct spdk_bdev_io *bdev_io)
{
	int i;

	if (bdev_qos_io_to_limit(bdev_io) == true) {
		for (i = 0; i < SPDK_BDEV_QOS_NUM_RATE_LIMIT_TYPES; i++) {
			if (!qos->rate_limits[i].queue_io) {
				continue;
			}

			if (qos->rate_limits[i].queue_io(&qos->rate_limits[i],
							 bdev_io) == true) {
				for (i -= 1; i >= 0 ; i--) {
					if (!qos->rate_limits[i].queue_io) {
						continue;
					}
					qos->rate_limits[i].rewind_quota(&qos->rate_limits[i], bdev_io);
				}
				return true;
			}
		}
	}

	return false;
}

bdev_qos_queue_io() returns true when the I/O must remain queued. The submit helper removes only I/Os that pass all relevant limits:

/* lib/bdev/bdev.c */
static int
bdev_qos_io_submit(struct spdk_bdev_channel *ch, struct spdk_bdev_qos *qos)
{
	struct spdk_bdev_io		*bdev_io = NULL, *tmp = NULL;
	int				submitted_ios = 0;

	TAILQ_FOREACH_SAFE(bdev_io, &ch->qos_queued_io, internal.link, tmp) {
		if (!bdev_qos_queue_io(qos, bdev_io)) {
			TAILQ_REMOVE(&ch->qos_queued_io, bdev_io, internal.link);
			bdev_io_do_submit(ch, bdev_io);

			submitted_ios++;
		}
	}

	return submitted_ios;
}

The QoS poller refills quota by timeslice and tries queued I/O again. This is why a QoS-delayed I/O can complete later even though the backend was idle when the user submitted it.

/* lib/bdev/bdev.c */
static int
bdev_channel_poll_qos(void *arg)
{
	struct spdk_bdev *bdev = arg;
	struct spdk_bdev_qos *qos = bdev->internal.qos;
	uint64_t now = spdk_get_ticks();
	int i;
	int64_t remaining_last_timeslice;

	if (spdk_unlikely(qos->thread == NULL)) {
		return SPDK_POLLER_IDLE;
	}

	if (now < (qos->last_timeslice + qos->timeslice_size)) {
		return SPDK_POLLER_IDLE;
	}

	/* Reset for next round of rate limiting */
	for (i = 0; i < SPDK_BDEV_QOS_NUM_RATE_LIMIT_TYPES; i++) {
		remaining_last_timeslice = __atomic_exchange_n(&qos->rate_limits[i].remaining_this_timeslice,
					   0, __ATOMIC_RELAXED);
		...
	}

QoS can apply to normal reads and writes, selected passthrough paths, and zcopy start phases. The exact inclusion rule lives in bdev_qos_io_to_limit(), so when debugging a surprising QoS delay, read that function first.

Step 6: The Module Call

bdev_io_do_submit() is the last generic gate before module code runs. It handles aborts of queued I/O, validates write-unit split expectations, respects an active NOMEM queue, increments outstanding counts, marks in_submit_request, and calls the module.

/* lib/bdev/bdev.c */
static inline void
bdev_io_do_submit(struct spdk_bdev_channel *bdev_ch, struct spdk_bdev_io *bdev_io)
{
	struct spdk_bdev *bdev = bdev_io->bdev;
	struct spdk_io_channel *ch = bdev_ch->channel;
	struct spdk_bdev_shared_resource *shared_resource = bdev_ch->shared_resource;
	...
	if (spdk_likely(TAILQ_EMPTY(&shared_resource->nomem_io))) {
		bdev_io_increment_outstanding(bdev_ch, shared_resource);
		bdev_io->internal.f.in_submit_request = true;
		bdev_submit_request(bdev, ch, bdev_io);
		bdev_io->internal.f.in_submit_request = false;
	} else {
		bdev_queue_nomem_io_tail(shared_resource, bdev_io, BDEV_IO_RETRY_STATE_SUBMIT);
		if (shared_resource->nomem_threshold == 0 && shared_resource->io_outstanding == 0) {
			bdev_shared_ch_retry_io(shared_resource);
		}
	}
}

The in_submit_request flag exists for completion safety. A module is allowed to complete an I/O before submit_request() returns. That is legal, but bdev core must avoid calling the user's completion callback recursively from inside the module call stack. The completion section shows how this flag is used.

bdev_submit_request() is the dispatch point:

/* lib/bdev/bdev.c */
static inline void
bdev_submit_request(struct spdk_bdev *bdev, struct spdk_io_channel *ioch,
		    struct spdk_bdev_io *bdev_io)
{
	/* After a request is submitted to a bdev module, the ownership of an accel sequence
	 * associated with that bdev_io is transferred to the bdev module. So, clear the internal
	 * sequence pointer to make sure we won't touch it anymore. */
	if ((bdev_io->type == SPDK_BDEV_IO_TYPE_WRITE ||
	     bdev_io->type == SPDK_BDEV_IO_TYPE_READ) && bdev_io->u.bdev.accel_sequence != NULL) {
		assert(!bdev_io_needs_sequence_exec(bdev_io));
		bdev_io->internal.f.has_accel_sequence = false;
	}

	assert((bdev_io->type != SPDK_BDEV_IO_TYPE_WRITE &&
		bdev_io->type != SPDK_BDEV_IO_TYPE_READ) ||
	       ((bdev_io->u.bdev.dif_check_flags & bdev->dif_check_flags) ==
		bdev_io->u.bdev.dif_check_flags));

	bdev->fn_table->submit_request(ioch, bdev_io);
}

The module interface is intentionally narrow:

/* include/spdk/bdev_module.h */
struct spdk_bdev_fn_table {
	/** Destroy the backend block device object. */
	int (*destruct)(void *ctx);

	/** Process the IO. */
	void (*submit_request)(struct spdk_io_channel *ch, struct spdk_bdev_io *);

	/** Check if the block device supports a specific I/O type. */
	bool (*io_type_supported)(void *ctx, enum spdk_bdev_io_type);

The module gets an SPDK I/O channel for the thread where bdev core is submitting. It may complete immediately, queue work to a poller, forward to a lower bdev, or submit to hardware. It must complete exactly once through bdev completion APIs.

Step 7: Completion

The public module completion entry is spdk_bdev_io_complete(). A module that wants to report NVMe, SCSI, AIO, or base-I/O status can use typed wrappers, but they all end by setting bdev status and entering this core path.

/* lib/bdev/bdev.c */
void
spdk_bdev_io_complete(struct spdk_bdev_io *bdev_io, enum spdk_bdev_io_status status)
{
	struct spdk_bdev *bdev = bdev_io->bdev;
	struct spdk_bdev_channel *bdev_ch = bdev_io->internal.ch;
	struct spdk_bdev_shared_resource *shared_resource = bdev_ch->shared_resource;

	if (spdk_unlikely(bdev_io->internal.status != SPDK_BDEV_IO_STATUS_PENDING)) {
		SPDK_ERRLOG("Unexpected completion on IO from %s module, status was %s\n",
			    spdk_bdev_get_module_name(bdev),
			    bdev_io_status_get_string(bdev_io->internal.status));
		assert(false);
	}
	bdev_io->internal.status = status;

	if (spdk_unlikely(bdev_io->type == SPDK_BDEV_IO_TYPE_RESET)) {
		assert(bdev_io == bdev->internal.reset_in_progress);
		spdk_bdev_for_each_channel(bdev, bdev_unfreeze_channel, bdev_io,
					   bdev_reset_complete);
		return;
	} else {
		bdev_io_decrement_outstanding(bdev_ch, shared_resource);
		...
		if (spdk_unlikely(_bdev_io_handle_no_mem(bdev_io, BDEV_IO_RETRY_STATE_SUBMIT))) {
			return;
		}
	}

	bdev_io_complete(bdev_io);
}

This function changes ownership state again: outstanding counts drop, reset completion takes a special path, successful I/O may need post-processing, and NOMEM may turn completion into retry instead of final callback.

The final callback handoff is split into two functions. _bdev_io_complete() invokes the user callback on the original SPDK thread. bdev_io_complete() does the completion accounting first and defers if the module completed synchronously inside submit_request().

/* lib/bdev/bdev.c */
static inline void
_bdev_io_complete(void *ctx)
{
	struct spdk_bdev_io *bdev_io = ctx;

	if (spdk_unlikely(bdev_io_use_accel_sequence(bdev_io))) {
		assert(bdev_io->internal.status != SPDK_BDEV_IO_STATUS_SUCCESS);
		spdk_accel_sequence_abort(bdev_io->internal.accel_sequence);
	}

	assert(bdev_io->internal.cb != NULL);
	assert(spdk_get_thread() == spdk_bdev_io_get_thread(bdev_io));

	bdev_io->internal.cb(bdev_io, bdev_io->internal.status == SPDK_BDEV_IO_STATUS_SUCCESS,
			     bdev_io->internal.caller_ctx);
}

/* lib/bdev/bdev.c */
static inline void
bdev_io_complete(void *ctx)
{
	struct spdk_bdev_io *bdev_io = ctx;
	struct spdk_bdev_channel *bdev_ch = bdev_io->internal.ch;
	uint64_t tsc, tsc_diff;

	if (spdk_unlikely(bdev_io->internal.f.in_submit_request)) {
		/*
		 * Defer completion to avoid potential infinite recursion if the
		 * user's completion callback issues a new I/O.
		 */
		spdk_thread_send_msg(spdk_bdev_io_get_thread(bdev_io),
				     bdev_io_complete, bdev_io);
		return;
	}

	tsc = spdk_get_ticks();
	tsc_diff = tsc - bdev_io->internal.submit_tsc;

	bdev_ch_remove_from_io_submitted(bdev_io);
	spdk_trace_record_tsc(tsc, TRACE_BDEV_IO_DONE, bdev_ch->trace_id, 0, (uintptr_t)bdev_io,
			      bdev_io->internal.caller_ctx, bdev_ch->queue_depth);
	...
	bdev_io_update_io_stat(bdev_io, tsc_diff);
	_bdev_io_complete(bdev_io);
}

The deferral rule is one of the easiest bdev details to miss. If a null-like module completed every I/O inline and bdev core called the user's callback inline, a completion callback that submits another I/O could recursively call back into the same module indefinitely. Sending a message to the I/O's thread breaks that recursion while preserving the thread-affinity guarantee.

NOMEM Retry

SPDK_BDEV_IO_STATUS_NOMEM is a retry request, not a final failure. The enum documents the intended module use:

/* include/spdk/bdev_module.h */
/*
 * NOMEM should be returned when a bdev module cannot start an I/O because of
 *  some lack of resources.  It may not be returned for RESET I/O.  I/O completed
 *  with NOMEM status will be retried after some I/O from the same channel have
 *  completed.
 */
SPDK_BDEV_IO_STATUS_NOMEM = -4,

When completion sees NOMEM, bdev core resets the I/O status to pending and queues it on the shared resource, usually at the head so later I/O do not jump ahead of a failed earlier one.

/* lib/bdev/bdev.c */
static inline bool
_bdev_io_handle_no_mem(struct spdk_bdev_io *bdev_io, enum bdev_io_retry_state state)
{
	struct spdk_bdev_channel *bdev_ch = bdev_io->internal.ch;
	struct spdk_bdev_shared_resource *shared_resource = bdev_ch->shared_resource;

	if (spdk_unlikely(bdev_io->internal.status == SPDK_BDEV_IO_STATUS_NOMEM)) {
		bdev_io->internal.status = SPDK_BDEV_IO_STATUS_PENDING;
		bdev_queue_nomem_io_head(shared_resource, bdev_io, state);

		if (shared_resource->io_outstanding == 0 && !shared_resource->nomem_poller) {
			shared_resource->nomem_poller = SPDK_POLLER_REGISTER(bdev_no_mem_poller, shared_resource,
							10 * SPDK_MSEC_TO_USEC);
		}
		...
		return true;
	}

	if (spdk_unlikely(!TAILQ_EMPTY(&shared_resource->nomem_io))) {
		bdev_ch_retry_io(bdev_ch);
	}

	return false;
}

The queue helper computes a retry threshold from the number of outstanding I/Os. This is not arbitrary. Some drivers cannot accept a replacement request while still unwinding completion for the request that just freed resources.

/* lib/bdev/bdev.c */
static inline void
bdev_queue_nomem_io_head(struct spdk_bdev_shared_resource *shared_resource,
			 struct spdk_bdev_io *bdev_io, enum bdev_io_retry_state state)
{
	/* Wait for some of the outstanding I/O to complete before we retry any of the nomem_io.
	 * Normally we will wait for NOMEM_THRESHOLD_COUNT I/O to complete but for low queue depth
	 * channels we will instead wait for half to complete.
	 */
	shared_resource->nomem_threshold = spdk_max((int64_t)shared_resource->io_outstanding / 2,
					   (int64_t)shared_resource->io_outstanding - NOMEM_THRESHOLD_COUNT);

	assert(state != BDEV_IO_RETRY_STATE_INVALID);
	bdev_io->internal.retry_state = state;
	TAILQ_INSERT_HEAD(&shared_resource->nomem_io, bdev_io, internal.link);
}

Retry runs from the shared resource queue. For ordinary submit retry, it increments outstanding again, clears stale status details, increments num_retries, and calls the same module dispatch point.

/* lib/bdev/bdev.c */
static inline void
bdev_ch_resubmit_io(struct spdk_bdev_shared_resource *shared_resource, struct spdk_bdev_io *bdev_io)
{
	struct spdk_bdev *bdev = bdev_io->bdev;

	bdev_io_increment_outstanding(bdev_io->internal.ch, shared_resource);
	bdev_io->internal.error.nvme.cdw0 = 0;
	bdev_io->num_retries++;
	bdev_submit_request(bdev, spdk_bdev_io_get_io_channel(bdev_io), bdev_io);
}

If there are no outstanding I/Os left to trigger retry, bdev_no_mem_poller() prevents a permanent stall at low queue depth:

/* lib/bdev/bdev.c */
static int
bdev_no_mem_poller(void *ctx)
{
	struct spdk_bdev_shared_resource *shared_resource = ctx;

	if (!TAILQ_EMPTY(&shared_resource->nomem_io)) {
		bdev_shared_ch_retry_io(shared_resource);
	}

	/* Keep poller registered if list is not empty and there are no io outstanding. */
	if (!TAILQ_EMPTY(&shared_resource->nomem_io) && shared_resource->io_outstanding == 0) {
		return SPDK_POLLER_BUSY;
	}

	spdk_poller_unregister(&shared_resource->nomem_poller);
	return SPDK_POLLER_IDLE;
}

NOMEM retry is ordered and cooperative. It tries to preserve fairness, avoid retry storms, and prevent an I/O from getting stuck merely because the application is running at queue depth one.

Completion In A Simple Module

The null bdev is a compact backend to read after the core path. It demonstrates the module contract without NVMe hardware detail. The module handles supported I/O types and calls spdk_bdev_io_complete(); it never calls the user's bdev callback.

/* module/bdev/null/bdev_null.c */
switch (bdev_io->type) {
case SPDK_BDEV_IO_TYPE_WRITE_ZEROES:
case SPDK_BDEV_IO_TYPE_RESET:
	TAILQ_INSERT_TAIL(&ch->io, null_io, link);
	break;
case SPDK_BDEV_IO_TYPE_ABORT:
	if (bdev_null_abort_io(ch, bdev_io->u.abort.bio_to_abort)) {
		spdk_bdev_io_complete(bdev_io, SPDK_BDEV_IO_STATUS_SUCCESS);
	} else {
		spdk_bdev_io_complete(bdev_io, SPDK_BDEV_IO_STATUS_FAILED);
	}
	break;
case SPDK_BDEV_IO_TYPE_FLUSH:
case SPDK_BDEV_IO_TYPE_UNMAP:
default:
	spdk_bdev_io_complete(bdev_io, SPDK_BDEV_IO_STATUS_FAILED);
	break;
}

For read, write, write zeroes, and reset, null queues work to its channel list so a poller can complete it later. That makes it a useful teaching backend: it shows that a module can finish later even when the operation has no real device latency.

Edge Cases And Failure Modes

Public API returns -ENOMEM: no spdk_bdev_io was allocated, no I/O was submitted, and no completion callback will happen for that attempt. Register an I/O wait entry immediately if the upper layer wants to resubmit when memory is available.

Module completes with SPDK_BDEV_IO_STATUS_NOMEM: the module received the I/O but could not start it. bdev core resets the status to pending, queues the same I/O on shared_resource->nomem_io, and retries later. The user callback does not run unless retry eventually completes with a final status.

Module completes synchronously: bdev_io_complete() sees in_submit_request and sends a message to the I/O's thread. The user's callback still runs on the correct thread, but not on the module's current call stack.

I/O overlaps a locked range: bdev_io_submit() puts the parent I/O on ch->io_locked. Split children are not rechecked because the parent already passed or waited at the locked-range gate.

Reset is in progress: _bdev_io_submit() completes new non-reset I/O as aborted. Reset handling also aborts queued work and serializes module reset with outstanding I/O.

QoS is enabled and quota is exhausted: the I/O waits on ch->qos_queued_io until the QoS poller refills quota and bdev_qos_io_submit() removes it from the queue.

Split child fails: bdev_io_split_done() copies the child status and error into the parent, stops further split progress, frees the child, and completes the parent after outstanding children drain.

Metadata or memory-domain setup fails before bdev_io_submit(): bdev core uses bdev_io_complete_unsubmitted() because the I/O was never added to io_submitted.

User forgets spdk_bdev_free_io() after callback: I/O objects leak from the pool or per-thread cache, and later submissions can hit public -ENOMEM.

Misconceptions To Kill

	"Every failed I/O reaches hardware." No. Permissions, range, metadata, reset, locked ranges, QoS, and allocation can all stop or delay an I/O before backend hardware sees it.
	"NOMEM is always final failure." No. Public -ENOMEM is a failed submission attempt; SPDK_BDEV_IO_STATUS_NOMEM is a module-level retry request.
	"Splitting is a module problem." Often no. bdev core handles common split rules before module dispatch.
	"Completion callback always runs inline." No. It may run later because of a poller, QoS, NOMEM retry, split children, bounce-buffer work, accel sequence work, or synchronous-completion deferral.
	"Reset just submits a reset command." No. bdev reset freezes channels, aborts queued work, serializes reset, and may wait for outstanding I/O.
	"The module owns user callback routing." No. The module completes a bdev I/O. bdev core routes status to the user callback and maintains statistics.


Source Reading Exercise

Trace a write in this order:

	lib/bdev/bdev.c:spdk_bdev_writev_blocks().
	lib/bdev/bdev.c:bdev_writev_blocks_with_md().
	lib/bdev/bdev.c:bdev_io_init().
	lib/bdev/bdev.c:_bdev_io_submit_ext().
	lib/bdev/bdev.c:bdev_io_submit().
	lib/bdev/bdev.c:bdev_io_should_split().
	lib/bdev/bdev.c:_bdev_io_submit().
	lib/bdev/bdev.c:bdev_io_do_submit().
	lib/bdev/bdev.c:bdev_submit_request().
	module/bdev/null/bdev_null.c:bdev_null_submit_request().
	module/bdev/null/bdev_null.c:null_io_poll().
	lib/bdev/bdev.c:spdk_bdev_io_complete().
	lib/bdev/bdev.c:bdev_io_complete().
	lib/bdev/bdev.c:_bdev_io_complete().
	lib/bdev/bdev.c:spdk_bdev_free_io().


Questions to answer while reading:

	Where is the I/O counted as submitted?
	Where does module code first run?
	Why does the bdev core store in_submit_request?
	Where would a write be rejected for a read-only descriptor?
	Where would a large write be split?
	Which queue holds QoS-delayed I/O?
	Which queue holds retryable NOMEM I/O?
	Why can a child I/O bypass the locked-range check?


Operational Lab

Build a paper trace for this scenario:

	A caller submits a 1 MiB write.
	The bdev has max_rw_size set to 128 KiB.
	QoS is enabled and quota is exhausted.
	The module completes the first child with NOMEM on first attempt, then success on retry.


Your trace should include:

	Parent I/O allocation and bdev_io_init().
	Parent entry into bdev_io_submit() and split decision.
	First child allocation through bdev_writev_blocks_with_md().
	Child queueing on qos_queued_io.
	QoS poller refilling quota and calling bdev_qos_io_submit().
	Child entry into bdev_io_do_submit() and module submit_request().
	Module completion with SPDK_BDEV_IO_STATUS_NOMEM.
	_bdev_io_handle_no_mem() queueing the child on shared_resource->nomem_io.
	Retry through bdev_ch_resubmit_io().
	Successful child completion and bdev_io_split_done().
	More child submissions until parent remaining_num_blocks reaches zero.
	Parent callback and spdk_bdev_free_io().


References

	Local source: lib/bdev/bdev.c.
	Local source: include/spdk/bdev.h.
	Local source: include/spdk/bdev_module.h.
	Local source: module/bdev/null/bdev_null.c.
	Local source: module/bdev/passthru/vbdev_passthru.c.
	Official SPDK Block Device Layer Programming Guide: https://spdk.io/doc/bdev_pg.html
	Official SPDK Writing a Custom Block Device Module: https://spdk.io/doc/bdev_module.html
	Official SPDK bdev API reference: https://spdk.io/doc/bdev_8h.html
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  Reader Promise

By the end of this chapter you should be able to sketch a small bdev module and know where the hard parts are. You will know the difference between a physical bdev module and a virtual bdev module, how to allocate and register a bdev, how to handle I/O, how to forward I/O to a base bdev, how claims work, and how to tear down without leaving dangling descriptors or channels.

This is not a full coding tutorial with a patch to compile. It is a source-guided design draft. The goal is to make the existing SPDK examples readable before you write code.

Primary references for this chapter:

	SPDK documentation: Writing a Custom Block Device Module.
	SPDK documentation: bdev_module.h File Reference.
	SPDK documentation: Block Device Layer Programming Guide.
	Local source: include/spdk/bdev_module.h, module/bdev/null/bdev_null.c, and module/bdev/passthru/vbdev_passthru.c.


The official custom-module guide makes two important points that shape the chapter: a module is SPDK's driver-like integration point for the bdev layer, and the module must allocate/fill a struct spdk_bdev before calling spdk_bdev_register(). The generated bdev_module.h docs add the current API details, including asynchronous destruct rules and the app-thread requirement for registration.

The Two Objects You Implement

A bdev module has two related but different objects. The module object describes the driver family: its name, initialization and finish callbacks, how much per-I/O context it needs, and optional examine callbacks used by virtual bdevs. The bdev object describes one exposed block device: its name, size, block length, metadata format, function table, module pointer, and module-owned context.

The important division is that the module object is global to the module, while each bdev object is one exported disk. A single module can own zero, one, or many bdevs. For example, the null module's module object is one static null_if, while each null disk created by RPC gets its own struct null_bdev containing an embedded struct spdk_bdev.

include/spdk/bdev_module.h shows the module callbacks that a module author chooses from. This excerpt is intentionally partial; the full struct includes more optional hooks.

struct spdk_bdev_module {
	/**
	 * Initialization function for the module. Called by the bdev library
	 * during startup.
	 *
	 * Modules are required to define this function.
	 */
	int (*module_init)(void);

	/**
	 * Finish function for the module. Called by the bdev library
	 * after all bdevs for all modules have been unregistered.
	 */
	void (*module_fini)(void);

	/** Name for the modules being defined. */
	const char *name;

	/**
	 * Returns the allocation size required for the backend for uses such as local
	 * command structs, local SGL, iovecs, or other user context.
	 */
	int (*get_ctx_size)(void);

	/**
	 * First notification that a bdev should be examined by a virtual bdev module.
	 */
	void (*examine_config)(struct spdk_bdev *bdev);

get_ctx_size() is easy to underestimate. It is the normal place to reserve per-I/O scratch space. When bdev core allocates a struct spdk_bdev_io for this module, it also makes room for the module's private context, and the module later reaches it through bdev_io->driver_ctx. That avoids a malloc() in the hot submit path for common per-I/O state.

The bdev function table is the per-device operational contract. If a bdev is registered, bdev core can ask whether it supports an I/O type, ask for the current thread's channel, submit an I/O, and eventually call its destructor.

struct spdk_bdev_fn_table {
	/** Destroy the backend block device object. If the destruct process
	 *  for the bdev is asynchronous, return 1 from this function, and
	 *  then call spdk_bdev_destruct_done() once the async work is
	 *  complete.
	 */
	int (*destruct)(void *ctx);

	/** Process the IO. */
	void (*submit_request)(struct spdk_io_channel *ch, struct spdk_bdev_io *);

	/** Check if the block device supports a specific I/O type. */
	bool (*io_type_supported)(void *ctx, enum spdk_bdev_io_type);

	/** Get an I/O channel for the specific bdev for the calling thread. */
	struct spdk_io_channel *(*get_io_channel)(void *ctx);

	int (*dump_info_json)(void *ctx, struct spdk_json_write_ctx *w);
	void (*write_config_json)(struct spdk_bdev *bdev, struct spdk_json_write_ctx *w);

The function table is not only for data movement. It is also where lifecycle and introspection enter. destruct() owns the last chance to release module-private memory. write_config_json() or the module-level config_json() lets SPDK save enough JSON-RPC state to reconstruct a bdev. io_type_supported() is part of correctness because upper layers use it to decide what commands they may submit.

Physical vs Virtual bdev Modules

A physical bdev module presents a device-like backend directly. Examples include NVMe, malloc, null, aio, and uring. A physical module's submit_request() usually talks to hardware, a file descriptor, memory, or a network transport.

A virtual bdev module presents a new bdev stacked on one or more base bdevs. Examples include passthru, lvol, RAID, crypto, delay, and split. A virtual module's submit_request() usually transforms or forwards I/O to base bdevs. The block-device programming guide calls these "virtual bdevs" and describes layering as the way SPDK implements RAID, caching, logical volumes, and similar constructs.

The difference matters because a virtual bdev module has extra responsibilities:

	Open each base bdev with spdk_bdev_open_ext().
	Register an event callback for base bdev removal.
	Claim the base bdev when exclusive stacking is required.
	Create per-thread base channels under the virtual bdev's own channel.
	Submit new base I/O through public bdev APIs.
	Complete the original virtual I/O after the base I/O completes.
	Release claims and close descriptors during destruct.


A physical bdev can still have complicated thread, DMA, and reset logic. The difference is ownership: a physical module owns its backend directly, while a virtual module is a consumer of one or more bdevs and a provider of a new bdev at the same time.

Minimal Physical Module: null

The null bdev is a compact physical example. It does not store data; it accepts reads and writes, completes them later from a poller, and optionally generates or verifies DIF. It is intentionally simple, but it still demonstrates the same object shapes used by real modules.

The module has three local state shapes:

	struct null_bdev_io is per-I/O context.
	struct null_bdev is one exported disk and embeds struct spdk_bdev.
	struct null_io_channel is per-thread state and owns a poller plus a queue of pending null I/O.


struct null_bdev_io {
	TAILQ_ENTRY(null_bdev_io) link;
};

struct null_bdev {
	struct spdk_bdev	bdev;
	TAILQ_ENTRY(null_bdev)	tailq;
};

struct null_io_channel {
	struct spdk_poller		*poller;
	TAILQ_HEAD(, null_bdev_io)	io;
};

static int
bdev_null_get_ctx_size(void)
{
	return sizeof(struct null_bdev_io);
}

This is the smallest useful ownership model. The struct spdk_bdev is embedded in the module's object so that the destructor can recover the whole struct null_bdev from bdev.ctxt. The per-I/O context is only a queue link because null does not need an operation descriptor, DMA handle, or backend request. A real physical module often puts hardware command handles, SGL state, or retry state there.

Null's module object and registration macro connect that local implementation to the bdev subsystem:

static struct spdk_bdev_module null_if = {
	.name = "null",
	.module_init = bdev_null_initialize,
	.module_fini = bdev_null_finish,
	.async_fini = true,
	.get_ctx_size = bdev_null_get_ctx_size,
};

SPDK_BDEV_MODULE_REGISTER(null, &null_if)

SPDK_BDEV_MODULE_REGISTER() puts the module on SPDK's module list through a constructor. That does not create a disk. It only makes the module known so bdev initialization can call module_init() and so RPC code can later create bdev instances.

Registering A null bdev

bdev_null_create() validates input, allocates the backend object, fills the embedded spdk_bdev, and calls spdk_bdev_register(). The exact geometry fields vary by module, but the core pattern is stable: name, product, block geometry, metadata, context, function table, and module pointer.

null_disk = calloc(1, sizeof(*null_disk));
if (!null_disk) {
	SPDK_ERRLOG("could not allocate null_bdev\n");
	return -ENOMEM;
}

null_disk->bdev.name = strdup(opts->name);
if (!null_disk->bdev.name) {
	free(null_disk);
	return -ENOMEM;
}
null_disk->bdev.product_name = "Null disk";

null_disk->bdev.write_cache = 0;
null_disk->bdev.blocklen = block_size;
null_disk->bdev.phys_blocklen = opts->physical_block_size;
null_disk->bdev.blockcnt = opts->num_blocks;
null_disk->bdev.md_len = opts->md_size;
null_disk->bdev.md_interleave = true;

Later in the same function, null binds the bdev to its callbacks and registers it.

null_disk->bdev.ctxt = null_disk;
null_disk->bdev.fn_table = &null_fn_table;
null_disk->bdev.module = &null_if;

rc = spdk_bdev_register(&null_disk->bdev);
if (rc) {
	free(null_disk->bdev.name);
	free(null_disk);
	return rc;
}

*bdev = &(null_disk->bdev);

TAILQ_INSERT_TAIL(&g_null_bdev_head, null_disk, tailq);

The order matters. Until spdk_bdev_register() succeeds, this object is private allocation owned by the create function. After it succeeds, bdev core can expose it to callers. If registration fails, null frees the name and object immediately. That reverse-order cleanup is the pattern to copy into your own create path.

The function table is deliberately boring:

static const struct spdk_bdev_fn_table null_fn_table = {
	.destruct		= bdev_null_destruct,
	.submit_request		= bdev_null_submit_request,
	.io_type_supported	= bdev_null_io_type_supported,
	.get_io_channel		= bdev_null_get_io_channel,
	.write_config_json	= bdev_null_write_config_json,
};

The useful lesson is that "minimal" does not mean "only submit_request." A bdev without an honest capability callback, channel callback, and destruct path is not a complete bdev.

Channels And Poller Completion

Null registers an io_device during module initialization. An io_device is the key SPDK's channel layer uses to allocate one channel context per SPDK thread. Null uses the address of its global tailq as the key because it needs one module-wide io_device rather than one per disk.

bdev_null_initialize(void)
{
	g_null_read_buf = spdk_zmalloc(SPDK_BDEV_LARGE_BUF_MAX_SIZE, 0, NULL,
				       SPDK_ENV_NUMA_ID_ANY, SPDK_MALLOC_DMA);
	if (g_null_read_buf == NULL) {
		return -1;
	}

	spdk_io_device_register(&g_null_bdev_head, null_bdev_create_cb, null_bdev_destroy_cb,
				sizeof(struct null_io_channel), "null_bdev");

	return 0;
}

static struct spdk_io_channel *
bdev_null_get_io_channel(void *ctx)
{
	return spdk_get_io_channel(&g_null_bdev_head);
}

The channel create callback initializes the per-thread queue and registers a poller. The destroy callback unregisters the poller. This is why submit_request() can be lightweight: it only appends work to the current thread's queue.

static int
null_bdev_create_cb(void *io_device, void *ctx_buf)
{
	struct null_io_channel *ch = ctx_buf;

	TAILQ_INIT(&ch->io);
	ch->poller = SPDK_POLLER_REGISTER(null_io_poll, ch, 0);

	return 0;
}

static void
null_bdev_destroy_cb(void *io_device, void *ctx_buf)
{
	struct null_io_channel *ch = ctx_buf;

	spdk_poller_unregister(&ch->poller);
}

Even a "do nothing" bdev should avoid teaching itself bad habits by completing every request inline. Null queues supported I/O and completes it from the poller, which more closely resembles a real asynchronous backend.

switch (bdev_io->type) {
case SPDK_BDEV_IO_TYPE_READ:
	/* read buffer and DIF handling omitted */
	TAILQ_INSERT_TAIL(&ch->io, null_io, link);
	break;
case SPDK_BDEV_IO_TYPE_WRITE:
	/* DIF verification omitted */
	TAILQ_INSERT_TAIL(&ch->io, null_io, link);
	break;
case SPDK_BDEV_IO_TYPE_WRITE_ZEROES:
case SPDK_BDEV_IO_TYPE_RESET:
	TAILQ_INSERT_TAIL(&ch->io, null_io, link);
	break;
case SPDK_BDEV_IO_TYPE_ABORT:
	if (bdev_null_abort_io(ch, bdev_io->u.abort.bio_to_abort)) {
		spdk_bdev_io_complete(bdev_io, SPDK_BDEV_IO_STATUS_SUCCESS);
	} else {
		spdk_bdev_io_complete(bdev_io, SPDK_BDEV_IO_STATUS_FAILED);
	}
	break;
case SPDK_BDEV_IO_TYPE_FLUSH:
case SPDK_BDEV_IO_TYPE_UNMAP:
default:
	spdk_bdev_io_complete(bdev_io, SPDK_BDEV_IO_STATUS_FAILED);
	break;
}

Notice the exactly-once rule in the switch. A queued read/write/reset/write-zeroes is completed later. Abort, unsupported flush, unsupported unmap, and unknown types are completed before returning. There is no path where a received I/O is ignored.

The poller drains the queue by swapping it into a local list first. That keeps the channel queue available for new submissions while completions are being issued.

null_io_poll(void *arg)
{
	struct null_io_channel		*ch = arg;
	TAILQ_HEAD(, null_bdev_io)	io;
	struct null_bdev_io		*null_io;

	TAILQ_INIT(&io);
	TAILQ_SWAP(&ch->io, &io, null_bdev_io, link);

	if (TAILQ_EMPTY(&io)) {
		return SPDK_POLLER_IDLE;
	}

	while (!TAILQ_EMPTY(&io)) {
		null_io = TAILQ_FIRST(&io);
		TAILQ_REMOVE(&io, null_io, link);
		spdk_bdev_io_complete(spdk_bdev_io_from_ctx(null_io), SPDK_BDEV_IO_STATUS_SUCCESS);
	}

	return SPDK_POLLER_BUSY;
}

The destructor is synchronous because no backend close, hardware reset, or async unregister remains. It removes the disk from the module list, frees the bdev name, frees the containing object, and returns zero.

bdev_null_destruct(void *ctx)
{
	struct null_bdev *bdev = ctx;

	TAILQ_REMOVE(&g_null_bdev_head, bdev, tailq);
	free(bdev->bdev.name);
	free(bdev);

	return 0;
}

Null's module_fini() is separate from per-bdev destruct. Destruct frees one disk. Module fini releases module-wide resources, here the shared read buffer and io_device. Because null_if.async_fini = true, bdev_null_finish() must eventually call spdk_bdev_module_fini_done(), either directly or from its unregister callback.

Minimal Virtual Module: passthru

Passthru is the canonical first virtual bdev because it mostly forwards I/O unchanged. That makes it useful for learning object ownership, even though real virtual bdevs often modify offsets, encrypt data, split I/O, store metadata, or coordinate several base devices.

The object layout shows the central difference from null. Passthru owns a virtual pt_bdev, but it also stores a pointer and descriptor for the base bdev it consumes.

struct vbdev_passthru {
	struct spdk_bdev		*base_bdev; /* the thing we're attaching to */
	struct spdk_bdev_desc		*base_desc; /* its descriptor we get from open */
	struct spdk_bdev		pt_bdev;    /* the PT virtual bdev */
	TAILQ_ENTRY(vbdev_passthru)	link;
	struct spdk_thread		*thread;    /* thread where base device is opened */
};

struct pt_io_channel {
	struct spdk_io_channel	*base_ch; /* IO channel of base device */
};

struct passthru_bdev_io {
	uint8_t test;
	struct spdk_io_channel *ch;
	struct spdk_bdev_io_wait_entry bdev_io_wait;
};

The descriptor is the open handle. The base channel is per-thread and is obtained from that descriptor. The stored thread exists because spdk_bdev_close() must happen on the same thread that opened the descriptor. This thread ownership is not decoration; getting it wrong can leave descriptors open or close them from the wrong execution context.

Passthru's module object uses examine_config, which is the callback virtual modules use to inspect newly appearing bdevs and decide whether to stack on them.

static struct spdk_bdev_module passthru_if = {
	.name = "passthru",
	.module_init = vbdev_passthru_init,
	.get_ctx_size = vbdev_passthru_get_ctx_size,
	.examine_config = vbdev_passthru_examine,
	.module_fini = vbdev_passthru_finish,
	.config_json = vbdev_passthru_config_json
};

SPDK_BDEV_MODULE_REGISTER(passthru, &passthru_if)

For virtual modules, examine is a discovery bridge. An RPC may store "when base X appears, create virtual Y." Later, when bdev core notifies the module about a candidate base bdev, examine_config() can create the virtual bdev if the name matches.

static int
vbdev_passthru_examine(struct spdk_bdev *bdev)
{
	vbdev_passthru_register(bdev->name);

	spdk_bdev_module_examine_done(&passthru_if);
}

The call to spdk_bdev_module_examine_done() is mandatory. bdev_module.h documents that examine_config must call it before returning, while examine_disk may do asynchronous work and call it later. Forgetting this call can stall bdev subsystem progress because SPDK waits for modules to finish examining a bdev.

Opening, Claiming, And Registering

Passthru creation starts by opening the base bdev. The event callback is not optional for a stacked bdev, because the base may disappear while the virtual bdev still exists.

rc = spdk_bdev_open_ext(bdev_name, true, vbdev_passthru_base_bdev_event_cb,
			NULL, &pt_node->base_desc);
if (rc) {
	if (rc != -ENODEV) {
		SPDK_ERRLOG("could not open bdev %s\n", bdev_name);
	}
	free(pt_node->pt_bdev.name);
	free(pt_node);
	break;
}

bdev = spdk_bdev_desc_get_bdev(pt_node->base_desc);
pt_node->base_bdev = bdev;

The true argument requests write access to the base. A read-only virtual module may use different permissions, but a forwarding write path needs a writable descriptor. The block-device programming guide notes that opening with write permission may fail if another virtual bdev has claimed the base.

After opening the base, passthru copies the properties that make the virtual bdev look like the base. The virtual bdev does not magically inherit these fields. The module author decides what to expose.

pt_node->pt_bdev.write_cache = bdev->write_cache;
pt_node->pt_bdev.required_alignment = bdev->required_alignment;
pt_node->pt_bdev.optimal_io_boundary = bdev->optimal_io_boundary;
pt_node->pt_bdev.blocklen = bdev->blocklen;
pt_node->pt_bdev.blockcnt = bdev->blockcnt;

pt_node->pt_bdev.md_interleave = bdev->md_interleave;
pt_node->pt_bdev.md_len = bdev->md_len;
pt_node->pt_bdev.dif_type = bdev->dif_type;
pt_node->pt_bdev.dif_is_head_of_md = bdev->dif_is_head_of_md;
pt_node->pt_bdev.dif_check_flags = bdev->dif_check_flags;
pt_node->pt_bdev.dif_pi_format = bdev->dif_pi_format;

Then passthru fills the virtual bdev's context, function table, and module pointer, registers an io_device for per-thread virtual channels, remembers the opening thread, claims the base, and registers the virtual bdev.

pt_node->pt_bdev.ctxt = pt_node;
pt_node->pt_bdev.fn_table = &vbdev_passthru_fn_table;
pt_node->pt_bdev.module = &passthru_if;
TAILQ_INSERT_TAIL(&g_pt_nodes, pt_node, link);

spdk_io_device_register(pt_node, pt_bdev_ch_create_cb, pt_bdev_ch_destroy_cb,
			sizeof(struct pt_io_channel),
			name->vbdev_name);

pt_node->thread = spdk_get_thread();

rc = spdk_bdev_module_claim_bdev(bdev, pt_node->base_desc, pt_node->pt_bdev.module);
if (rc) {
	SPDK_ERRLOG("could not claim bdev %s\n", bdev_name);
	spdk_bdev_close(pt_node->base_desc);
	TAILQ_REMOVE(&g_pt_nodes, pt_node, link);
	spdk_io_device_unregister(pt_node, NULL);
	free(pt_node->pt_bdev.name);
	free(pt_node);
	break;
}

The claim protects stacking semantics. It tells the bdev layer that this module owns the base bdev for module-level use, so other writers cannot unexpectedly modify it underneath the virtual layer. Claims are especially important for modules that maintain metadata, reorder writes, or combine devices. Passthru is simple, but it still demonstrates the pattern.

Registration happens only after the base has been opened, the virtual io_device exists, and the base has been claimed. Read the local vbdev_passthru_register() error paths as a failure-unwind checklist more than as code to paste blindly. The important idea is reverse-order cleanup: if registration fails after the module has opened, inserted, registered an io_device, and claimed, the error path must undo those effects before freeing the object.

Virtual Channels

The virtual bdev has its own channel because upper layers submit I/O to the virtual bdev, not directly to the base bdev. The virtual channel stores the base channel for the same SPDK thread.

static struct spdk_io_channel *
vbdev_passthru_get_io_channel(void *ctx)
{
	struct vbdev_passthru *pt_node = (struct vbdev_passthru *)ctx;
	struct spdk_io_channel *pt_ch = NULL;

	pt_ch = spdk_get_io_channel(pt_node);

	return pt_ch;
}

static int
pt_bdev_ch_create_cb(void *io_device, void *ctx_buf)
{
	struct pt_io_channel *pt_ch = ctx_buf;
	struct vbdev_passthru *pt_node = io_device;

	pt_ch->base_ch = spdk_bdev_get_io_channel(pt_node->base_desc);

	return 0;
}

The destroy callback must put the base channel. The get/put pairing is per thread and mirrors normal descriptor/channel use by bdev consumers.

static void
pt_bdev_ch_destroy_cb(void *io_device, void *ctx_buf)
{
	struct pt_io_channel *pt_ch = ctx_buf;

	spdk_put_io_channel(pt_ch->base_ch);
}

This is one of the easiest places to leak resources in a virtual module. Every virtual channel created on a thread owns one base channel reference on that thread. If destroy forgets to put it, teardown can hang or the base bdev can remain busy.

Forwarding I/O

The virtual module receives one struct spdk_bdev_io from bdev core. It does not send that same object to the base bdev. Instead, it submits a new I/O to the base using public bdev APIs and passes the original virtual I/O as the callback argument.

static void
_pt_complete_io(struct spdk_bdev_io *bdev_io, bool success, void *cb_arg)
{
	struct spdk_bdev_io *orig_io = cb_arg;
	struct passthru_bdev_io *io_ctx = (struct passthru_bdev_io *)orig_io->driver_ctx;

	if (io_ctx->test != 0x5a) {
		SPDK_ERRLOG("Error, original IO device_ctx is wrong! 0x%x\n",
			    io_ctx->test);
	}

	spdk_bdev_io_complete_base_io_status(orig_io, bdev_io);

	spdk_bdev_free_io(bdev_io);
}

spdk_bdev_io_complete_base_io_status() preserves the base I/O's completion status when completing the original virtual I/O. That is better than collapsing every base failure to a generic failed status because upper layers may care about detailed NVMe/SCSI style status information.

The submit path shows the forwarding pattern. Reads call spdk_bdev_io_get_buf() first, because the original read may not have a data buffer assigned yet. Writes and other commands submit directly to the base descriptor and base channel.

switch (bdev_io->type) {
case SPDK_BDEV_IO_TYPE_READ:
	spdk_bdev_io_get_buf(bdev_io, pt_read_get_buf_cb,
			     bdev_io->u.bdev.num_blocks * bdev_io->bdev->blocklen);
	break;
case SPDK_BDEV_IO_TYPE_WRITE:
	pt_init_ext_io_opts(bdev_io, &io_opts);
	rc = spdk_bdev_writev_blocks_ext(pt_node->base_desc, pt_ch->base_ch, bdev_io->u.bdev.iovs,
					 bdev_io->u.bdev.iovcnt, bdev_io->u.bdev.offset_blocks,
					 bdev_io->u.bdev.num_blocks, _pt_complete_io,
					 bdev_io, &io_opts);
	break;
case SPDK_BDEV_IO_TYPE_WRITE_ZEROES:
	rc = spdk_bdev_write_zeroes_blocks(pt_node->base_desc, pt_ch->base_ch,
					   bdev_io->u.bdev.offset_blocks,
					   bdev_io->u.bdev.num_blocks,
					   _pt_complete_io, bdev_io);
	break;
case SPDK_BDEV_IO_TYPE_UNMAP:
	rc = spdk_bdev_unmap_blocks(pt_node->base_desc, pt_ch->base_ch,
				    bdev_io->u.bdev.offset_blocks,
				    bdev_io->u.bdev.num_blocks,
				    _pt_complete_io, bdev_io);
	break;

The switch continues for flush, reset, zcopy, abort, and copy. The pattern is the same: translate the original request into a public base-bdev API call, then complete the original I/O from the callback.

Submission failure is different from I/O failure. If a public bdev API returns nonzero, then the base I/O was not successfully submitted. There may never be a completion callback. The virtual module must either queue for retry on -ENOMEM or complete the original I/O itself.

if (rc != 0) {
	if (rc == -ENOMEM) {
		SPDK_ERRLOG("No memory, start to queue io for passthru.\n");
		io_ctx->ch = ch;
		vbdev_passthru_queue_io(bdev_io);
	} else {
		SPDK_ERRLOG("ERROR on bdev_io submission!\n");
		spdk_bdev_io_complete(bdev_io, SPDK_BDEV_IO_STATUS_FAILED);
	}
}

Passthru queues memory-pressure retries using spdk_bdev_queue_io_wait(). The wait entry points back at the original virtual I/O. When resources are available, the bdev layer calls the wait callback and passthru resubmits.

static void
vbdev_passthru_resubmit_io(void *arg)
{
	struct spdk_bdev_io *bdev_io = (struct spdk_bdev_io *)arg;
	struct passthru_bdev_io *io_ctx = (struct passthru_bdev_io *)bdev_io->driver_ctx;

	vbdev_passthru_submit_request(io_ctx->ch, bdev_io);
}

static void
vbdev_passthru_queue_io(struct spdk_bdev_io *bdev_io)
{
	struct passthru_bdev_io *io_ctx = (struct passthru_bdev_io *)bdev_io->driver_ctx;
	struct pt_io_channel *pt_ch = spdk_io_channel_get_ctx(io_ctx->ch);
	int rc;

	io_ctx->bdev_io_wait.bdev = bdev_io->bdev;
	io_ctx->bdev_io_wait.cb_fn = vbdev_passthru_resubmit_io;
	io_ctx->bdev_io_wait.cb_arg = bdev_io;

	rc = spdk_bdev_queue_io_wait(bdev_io->bdev, pt_ch->base_ch, &io_ctx->bdev_io_wait);

This is why the per-I/O context stores the virtual channel. A later wait callback needs enough state to retry the same logical I/O on the same virtual path.

Passthru advertises exactly what its base bdev advertises:

static bool
vbdev_passthru_io_type_supported(void *ctx, enum spdk_bdev_io_type io_type)
{
	struct vbdev_passthru *pt_node = (struct vbdev_passthru *)ctx;

	return spdk_bdev_io_type_supported(pt_node->base_bdev, io_type);
}

That is correct for a transparent forwarding layer. It would not be correct for a virtual module that changes capabilities. For example, a module may decide not to expose raw NVMe passthrough even if the base supports it, or it may emulate write zeroes even if the base does not.

Hotremove And Destruct

The base descriptor's event callback handles asynchronous base events. Passthru only cares about removal and unregisters virtual bdevs stacked on the removed base.

static void
vbdev_passthru_base_bdev_hotremove_cb(struct spdk_bdev *bdev_find)
{
	struct vbdev_passthru *pt_node, *tmp;

	TAILQ_FOREACH_SAFE(pt_node, &g_pt_nodes, link, tmp) {
		if (bdev_find == pt_node->base_bdev) {
			spdk_bdev_unregister(&pt_node->pt_bdev, NULL, NULL);
		}
	}
}

static void
vbdev_passthru_base_bdev_event_cb(enum spdk_bdev_event_type type, struct spdk_bdev *bdev,
				  void *event_ctx)
{
	switch (type) {
	case SPDK_BDEV_EVENT_REMOVE:
		vbdev_passthru_base_bdev_hotremove_cb(bdev);
		break;
	default:
		SPDK_NOTICELOG("Unsupported bdev event: type %d\n", type);
		break;
	}
}

The event callback is not where the virtual object is freed. It starts unregistration. Bdev core later calls the virtual bdev's destruct() when it is safe to tear down that bdev object.

Passthru destruct shows the reverse ownership order: remove from the module list, release the claim, close the base descriptor on the opening thread, unregister the virtual io_device, and return.

static int
vbdev_passthru_destruct(void *ctx)
{
	struct vbdev_passthru *pt_node = (struct vbdev_passthru *)ctx;

	TAILQ_REMOVE(&g_pt_nodes, pt_node, link);

	spdk_bdev_module_release_bdev(pt_node->base_bdev);

	if (pt_node->thread && pt_node->thread != spdk_get_thread()) {
		spdk_thread_send_msg(pt_node->thread, _vbdev_passthru_destruct, pt_node->base_desc);
	} else {
		spdk_bdev_close(pt_node->base_desc);
	}

	spdk_io_device_unregister(pt_node, _device_unregister_cb);

	return 0;
}

The actual object free happens in the io_device unregister callback in passthru. That callback is outside the excerpt, but the design is visible here: unregistering the io_device is the last step because channel contexts may still exist until SPDK finishes channel cleanup.

The API supports asynchronous destruct when synchronous return is not enough:

/**
 * Notify the bdev layer that an asynchronous destruct operation is complete.
 *
 * A Bdev with an asynchronous destruct path should return 1 from its
 * destruct function and call this function at the conclusion of that path.
 * Bdevs with synchronous destruct paths should return 0 from their destruct
 * path.
 */
void spdk_bdev_destruct_done(struct spdk_bdev *bdev, int bdeverrno);

Use asynchronous destruct when a module has to wait for backend work, remote teardown, hardware state, or a message callback before the bdev is truly gone. Do not return zero and then finish cleanup later unless the object is already safe for bdev core to forget.

A KISS Module Checklist

For a physical module:

	Define a backend object containing struct spdk_bdev.
	Define per-channel state if the module has queues, pollers, hardware queues, or base resources.
	Define per-I/O context through get_ctx_size() instead of allocating in the hot path when possible.
	Define struct spdk_bdev_module and register it with SPDK_BDEV_MODULE_REGISTER().
	Implement module_init() and register any io_device.
	Implement module_fini() and unregister module-wide resources.
	Implement struct spdk_bdev_fn_table.
	Fill bdev name, geometry, capabilities, module, function table, and context.
	Call spdk_bdev_register() only after the object is ready for callers.
	Complete every submitted I/O exactly once.
	Free per-bdev resources in destruct().


For a virtual module, add:

	Store configured base name and virtual name.
	Use examine to attach when a configured base appears.
	Open the base with an event callback.
	Claim the base before exposing the virtual bdev when exclusive stacking is required.
	Create a virtual io_device.
	Get and put base channels in virtual channel create/destroy.
	Forward I/O through public bdev APIs.
	Translate, preserve, or deliberately replace completion status.
	On base remove, unregister virtual bdevs depending on that base.
	On destruct, release claims and close descriptors on the correct thread.


The Hard Rules

Do Not Block

Module callbacks run on SPDK threads. Blocking in submit_request() stalls that thread and all other work scheduled there. Null completes from a poller, and passthru returns after submitting to the base. Real modules should use pollers, asynchronous APIs, and messages for work that cannot finish immediately.

Complete Exactly Once

Every I/O delivered to submit_request() must be completed exactly once. A missing completion hangs upper layers. A double completion can trip bdev core assertions or corrupt request ownership. The safe mental model is to mark each switch case as one of these:

	Completes inline before returning.
	Queues work and completes later.
	Submits to another asynchronous API that will complete later.
	Fails submission and completes inline.


Avoid cases that "fall through" into no completion.

Respect Thread Ownership

Descriptors and many lifecycle actions are thread-bound. Passthru records the thread where the base descriptor was opened and sends a message back there before closing when needed. The same concern applies to channel references: get and put them in matched per-thread lifecycle callbacks.

Separate Submission Failure From I/O Failure

If spdk_bdev_writev_blocks_ext() or another public bdev API returns nonzero, the new base I/O was not submitted. No base completion callback is guaranteed. The virtual module must complete or queue the original I/O itself. If the API returns zero and the base later completes with an error, complete the original I/O from the completion callback using the base status.

Do Not Invent Unsupported Capabilities

io_type_supported() must reflect reality. A transparent virtual module can mirror the base. A transforming module should advertise only the operations it can implement correctly. Claiming support for reset, flush, raw NVMe passthrough, zcopy, or copy without preserving the required semantics creates bugs above the bdev layer.

Pair Every Lifecycle Edge

Most bdev module bugs are not in the successful read path. They are in the edges:

	calloc() succeeds and strdup() fails.
	Base open succeeds and claim fails.
	Claim succeeds and virtual registration fails.
	Base remove arrives during I/O.
	A channel exists on a thread when destruct starts.
	-ENOMEM is returned during base submission.
	Destruct needs asynchronous work but returns zero.


Write cleanup as reverse ownership. If a create path did A, then B, then C, the failure path after C usually has to undo C, then B, then A.

Testing A New Module

SPDK has several useful patterns to copy before inventing your own test harness.

test/rpc/rpc.sh includes a small RPC integrity check for passthru. It creates a malloc bdev, creates a passthru bdev on top, verifies that the bdev count increased, deletes the passthru bdev, deletes the base, and verifies that the bdev list is empty again.

malloc=$($rpc bdev_malloc_create 8 512)
bdevs=$($rpc bdev_get_bdevs)
[ "$(jq length <<< "$bdevs")" == "1" ]

$rpc bdev_passthru_create -b "$malloc" -p Passthru0
bdevs=$($rpc bdev_get_bdevs)
[ "$(jq length <<< "$bdevs")" == "2" ]

$rpc bdev_passthru_delete Passthru0
$rpc bdev_malloc_delete $malloc

That test does not prove data correctness, but it catches common registration, RPC, delete, and cleanup errors. For a new module, a smoke test like this is the first bar.

test/bdev/bdev_raid.sh uses passthru bdevs as RAID base devices in a larger flow. The important lesson is not RAID itself; it is that a virtual bdev must behave like a normal bdev when another virtual module stacks on it.

$rpc_py bdev_malloc_create 32 $base_blocklen $base_malloc_params -b $bdev_malloc
$rpc_py bdev_passthru_create -b $bdev_malloc -p $bdev_pt -u $bdev_pt_uuid

$rpc_py bdev_raid_create $strip_size_create_arg -r $raid_level \
	-b "'${base_bdevs_pt[*]}'" -n $raid_bdev_name -s
verify_raid_bdev_state $raid_bdev_name "online" $raid_level $strip_size $num_base_bdevs

For a physical bdev, add bdevperf or bdevio coverage for reads, writes, resets, and each I/O type you advertise. For a virtual bdev, test both the virtual bdev itself and another module stacked on top when that is a realistic use case.

test/external_code/README.md points at another practical path: building an external application and custom bdev module against SPDK libraries. That is useful when your module is not ready to live under module/bdev, or when you want a smaller link/build loop while learning the interfaces.

Prose Diagram

Physical module flow:

SPDK_BDEV_MODULE_REGISTER() makes the module discoverable. During bdev subsystem startup, module_init() allocates module-wide resources and registers an io_device. An RPC calls a create function. The create function allocates a backend object containing struct spdk_bdev, fills the bdev fields, and calls spdk_bdev_register(). Later, bdev core calls get_io_channel() on each submitting thread and submit_request() for each I/O. The module completes I/O from a backend callback, poller, or immediate failure path. During teardown, bdev core calls destruct() for each bdev and module_fini() for module-wide cleanup.

Virtual module flow:

An RPC stores "base bdev name -> virtual bdev name." Examine sees the base bdev and calls the virtual module's register path. The module opens the base with an event callback, copies or adapts geometry, registers its own io_device, claims the base, and registers its virtual bdev. Each virtual channel owns a base channel for the same thread. I/O enters the virtual bdev, gets submitted to the base bdev as a separate base I/O, base completion returns, and the virtual module completes the original I/O. If the base is removed, the event callback unregisters the dependent virtual bdev.

Edge Cases And Failure Modes

Create succeeds partly, then register fails. Clean up name, io_device, descriptor, claim, and allocated object in reverse order. The exact set depends on how far create got.

The base bdev is not present yet. Some virtual modules intentionally store configuration and create later during examine. That is different from a create RPC that promises immediate construction; be explicit in the RPC contract.

The base bdev is removed. The event callback must unregister virtual bdevs that depend on it. Ignoring remove events leaves dangling base pointers and descriptors.

The base descriptor was opened on another thread. Close it on the opening thread. Passthru uses spdk_thread_send_msg() for that case.

Claim fails. Another module or writer may already own the base. Do not register the virtual bdev.

Base submission returns -ENOMEM. Queue a wait entry if retry is appropriate. If not, complete the original I/O failed. Do not assume a completion callback will arrive.

Base submission returns another error. Complete the original I/O failed unless your module has a deliberate retry policy for that error.

Base completion carries detailed status. Use helper functions such as spdk_bdev_io_complete_base_io_status() when preserving detail matters.

Reset is advertised but not safely implemented. Either fail reset or forward/coordinate it correctly. Do not complete reset before outstanding I/O has been accounted for.

Asynchronous destruct is needed. Return 1 from destruct() and call spdk_bdev_destruct_done() later. Synchronous destruct should return 0 only when bdev core can safely consider the destruct complete.

Examine does not call spdk_bdev_module_examine_done(). Bdev subsystem progress can hang while waiting for that module.

Misconceptions To Kill

	"A virtual bdev can skip claims if it is just forwarding." Not when it needs to protect write ownership and stacking semantics.
	"A module can malloc per-I/O context in submit_request()." It can, but the normal hot-path design is get_ctx_size() plus driver_ctx.
	"The base bdev event callback is optional." If you stack on a base bdev, ignoring remove events creates dangling state.
	"A create RPC should always fail if the base bdev is missing." Some virtual modules intentionally defer creation until examine sees the base.
	"The destructor can free everything immediately." Only if no asynchronous close, unregister, channel, backend, or device cleanup remains.
	"Forwarding means reusing the same struct spdk_bdev_io." A virtual bdev receives one I/O and usually submits a separate base I/O.
	"If base submission fails, the base completion callback will report that failure." A nonzero submission return usually means no base I/O was submitted.


Source Reading Path

Read these in order when implementing your first module:

	include/spdk/bdev_module.h: struct spdk_bdev_module, struct spdk_bdev_fn_table, spdk_bdev_destruct_done(), and spdk_bdev_module_examine_done().
	module/bdev/null/bdev_null.c: object layout, null_if, bdev_null_create(), null_fn_table, bdev_null_submit_request(), null_io_poll(), bdev_null_destruct(), and bdev_null_finish().
	module/bdev/passthru/vbdev_passthru.c: struct vbdev_passthru, vbdev_passthru_register(), pt_bdev_ch_create_cb(), vbdev_passthru_submit_request(), _pt_complete_io(), vbdev_passthru_base_bdev_event_cb(), and vbdev_passthru_destruct().
	module/bdev/passthru/vbdev_passthru_rpc.c and module/bdev/null/bdev_null_rpc.c: how JSON-RPC parameters enter create/delete functions.
	test/rpc/rpc.sh: a minimal create/list/delete smoke pattern.
	test/external_code/README.md and test/external_code/passthru/: how SPDK demonstrates external module linking.
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  By the end of this chapter you should be able to explain the non-happy-path machinery around bdev I/O: rate limits, reset, unregister, hotremove, media-management events, and quiesce. These are the paths that matter...

  Reader Promise

By the end of this chapter you should be able to explain the non-happy-path machinery around bdev I/O: rate limits, reset, unregister, hotremove, media-management events, and quiesce. These are the paths that matter when production systems hang, drain, reconnect, delete, or rebalance.

The happy path is "submit I/O, complete I/O." Real systems spend a lot of engineering effort on what happens while someone is deleting a volume, resetting a controller, changing a namespace, limiting throughput, or handling a device disappearing. The bdev layer is where SPDK centralizes much of that coordination so every module does not have to rediscover the same lifecycle rules.

Official SPDK references used for this chapter:

	SPDK Block Device User Guide: https://spdk.io/doc/bdev.html.
	SPDK Block Device Layer Programming Guide: https://spdk.io/doc/bdev_pg.html.
	SPDK JSON-RPC reference: https://spdk.io/doc/jsonrpc.html.
	SPDK bdev public API Doxygen: https://spdk.io/doc/bdev_8h.html.
	SPDK bdev module API Doxygen: https://spdk.io/doc/bdev__module_8h.html.


The key point from the programming guide is that bdev calls run on SPDK threads, descriptors are the open handles, and each thread uses its own I/O channel. The guide also describes reset as a bdev-layer operation that pauses other channels, forwards one reset request to the module, waits for completion, then resumes the channels. The API docs for spdk_bdev_open_ext() say removal events are delivered through the descriptor event callback and that, on removal, the descriptor must be closed manually so unregister can proceed.

The Shared Mental Model

A bdev channel is the per-thread execution object behind a descriptor. On the normal path, an I/O is added to the channel's submitted list and forwarded to the module. On the paths in this chapter, the same I/O may instead sit in one of several side queues:

	qos_queued_io: waiting for rate-limit quota.
	shared nomem_io: waiting for backend resources.
	io_locked: blocked by a locked or quiesced LBA range.
	queued_resets: waiting for the reset already in progress to finish.


These queues exist for different reasons, but they share one design goal: do not block the SPDK thread. SPDK tries to finish the API call quickly, then uses pollers, messages, completion callbacks, and channel iteration to make progress later.
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QoS: Rate Limiting At The bdev Layer

SPDK bdev QoS is per-bdev rate limiting implemented in the bdev core. It is not an NVMe feature and it does not change a hardware submission queue directly. It queues I/O before module submission, then releases queued work as quota becomes available.

The JSON-RPC API exposes four limits:

	rw_ios_per_sec: combined read/write IOPS.
	rw_mbytes_per_sec: combined read/write MiB/s.
	r_mbytes_per_sec: read MiB/s.
	w_mbytes_per_sec: write MiB/s.


The official JSON-RPC docs describe bdev_set_qos_limit with those same fields and define 0 as unlimited. The RPC handler opens the bdev read-only, verifies that at least one limit was specified, and calls the bdev core.

/* lib/bdev/bdev_rpc.c */
struct rpc_bdev_set_qos_limit {
	char		*name;
	uint64_t	limits[SPDK_BDEV_QOS_NUM_RATE_LIMIT_TYPES];
};

static const struct spdk_json_object_decoder rpc_bdev_set_qos_limit_decoders[] = {
	{"name", offsetof(struct rpc_bdev_set_qos_limit, name), spdk_json_decode_string},
	{
		"rw_ios_per_sec", offsetof(struct rpc_bdev_set_qos_limit,
					   limits[SPDK_BDEV_QOS_RW_IOPS_RATE_LIMIT]),
		spdk_json_decode_uint64, true
	},
	{
		"rw_mbytes_per_sec", offsetof(struct rpc_bdev_set_qos_limit,
					      limits[SPDK_BDEV_QOS_RW_BPS_RATE_LIMIT]),
		spdk_json_decode_uint64, true
	},
	{
		"r_mbytes_per_sec", offsetof(struct rpc_bdev_set_qos_limit,
					     limits[SPDK_BDEV_QOS_R_BPS_RATE_LIMIT]),
		spdk_json_decode_uint64, true
	},
	{
		"w_mbytes_per_sec", offsetof(struct rpc_bdev_set_qos_limit,
					     limits[SPDK_BDEV_QOS_W_BPS_RATE_LIMIT]),
		spdk_json_decode_uint64, true
	},
};

The core normalizes the user-facing values before enabling or updating the poller. IOPS limits are already "per second"; byte limits arrive as MiB/s from RPC and are converted to bytes/s. The code also rounds up to the minimum supported granularity. This is why a user can request a slightly odd number and see a log saying SPDK rounded it.

/* lib/bdev/bdev.c */
for (i = 0; i < SPDK_BDEV_QOS_NUM_RATE_LIMIT_TYPES; i++) {
	if (limits[i] == SPDK_BDEV_QOS_LIMIT_NOT_DEFINED) {
		continue;
	}

	if (limits[i] > 0) {
		disable_rate_limit = false;
	}

	if (bdev_qos_is_iops_rate_limit(i) == true) {
		min_limit_per_sec = SPDK_BDEV_QOS_MIN_IOS_PER_SEC;
	} else {
		if (limits[i] > SPDK_BDEV_QOS_MAX_MBYTES_PER_SEC) {
			SPDK_WARNLOG("Requested rate limit %" PRIu64 " will result in uint64_t overflow, "
				     "reset to %" PRIu64 "\n", limits[i], SPDK_BDEV_QOS_MAX_MBYTES_PER_SEC);
			limits[i] = SPDK_BDEV_QOS_MAX_MBYTES_PER_SEC;
		}
		/* Change from megabyte to byte rate limit */
		limits[i] = limits[i] * 1024 * 1024;
		min_limit_per_sec = SPDK_BDEV_QOS_MIN_BYTES_PER_SEC;
	}

	limit_set_complement = limits[i] % min_limit_per_sec;
	if (limit_set_complement) {
		SPDK_ERRLOG("Requested rate limit %" PRIu64 " is not a multiple of %" PRIu64 "\n",
			    limits[i], min_limit_per_sec);
		limits[i] += min_limit_per_sec - limit_set_complement;
		SPDK_ERRLOG("Round up the rate limit to %" PRIu64 "\n", limits[i]);
	}
}

QoS does not apply to every bdev operation. The helper below treats normal reads and writes, NVMe I/O passthrough, and zcopy starts as rate-limited traffic. A zcopy end does not move data in the same way, so it is excluded.

/* lib/bdev/bdev.c */
static bool
bdev_qos_io_to_limit(struct spdk_bdev_io *bdev_io)
{
	switch (bdev_io->type) {
	case SPDK_BDEV_IO_TYPE_NVME_IO:
	case SPDK_BDEV_IO_TYPE_NVME_IO_MD:
	case SPDK_BDEV_IO_TYPE_READ:
	case SPDK_BDEV_IO_TYPE_WRITE:
		return true;
	case SPDK_BDEV_IO_TYPE_ZCOPY:
		if (bdev_io->u.bdev.zcopy.start) {
			return true;
		} else {
			return false;
		}
	default:
		return false;
	}
}

The actual queue decision is quota accounting. Each configured limit has a queue_io function. If one limit says "no quota," SPDK rewinds the quota already charged against earlier limits for the same I/O and leaves the I/O queued.

/* lib/bdev/bdev.c */
static bool
bdev_qos_queue_io(struct spdk_bdev_qos *qos, struct spdk_bdev_io *bdev_io)
{
	int i;

	if (bdev_qos_io_to_limit(bdev_io) == true) {
		for (i = 0; i < SPDK_BDEV_QOS_NUM_RATE_LIMIT_TYPES; i++) {
			if (!qos->rate_limits[i].queue_io) {
				continue;
			}

			if (qos->rate_limits[i].queue_io(&qos->rate_limits[i],
							 bdev_io) == true) {
				for (i -= 1; i >= 0 ; i--) {
					if (!qos->rate_limits[i].queue_io) {
						continue;
					}

					qos->rate_limits[i].rewind_quota(&qos->rate_limits[i], bdev_io);
				}
				return true;
			}
		}
	}

	return false;
}

When QoS is active, _bdev_io_submit() does not immediately call the module. It puts the I/O on qos_queued_io and then immediately tries to drain that queue. This means an I/O can still pass through right away when quota is available; the queue is the entry point for accounting, not proof that the I/O will wait for a full timeslice.

/* lib/bdev/bdev.c */
if (bdev_ch->flags & BDEV_CH_RESET_IN_PROGRESS) {
	_bdev_io_complete_in_submit(bdev_ch, bdev_io, SPDK_BDEV_IO_STATUS_ABORTED);
} else if (bdev_ch->flags & BDEV_CH_QOS_ENABLED) {
	if (spdk_unlikely(bdev_io->type == SPDK_BDEV_IO_TYPE_ABORT) &&
	    bdev_abort_queued_io(&bdev_ch->qos_queued_io, bdev_io->u.abort.bio_to_abort)) {
		_bdev_io_complete_in_submit(bdev_ch, bdev_io, SPDK_BDEV_IO_STATUS_SUCCESS);
	} else {
		TAILQ_INSERT_TAIL(&bdev_ch->qos_queued_io, bdev_io, internal.link);
		bdev_qos_io_submit(bdev_ch, bdev->internal.qos);
	}
} else {
	SPDK_ERRLOG("unknown bdev_ch flag %x found\n", bdev_ch->flags);
	_bdev_io_complete_in_submit(bdev_ch, bdev_io, SPDK_BDEV_IO_STATUS_FAILED);
}

The poller is the refiller. Every QoS timeslice, it accounts for any previous overrun, adds fresh quota, and iterates bdev channels to submit queued I/O. The overrun handling is deliberate: an I/O larger than one timeslice quota may be allowed occasionally, then charged against a later timeslice instead of being stuck forever.

/* lib/bdev/bdev.c */
static int
bdev_channel_poll_qos(void *arg)
{
	struct spdk_bdev *bdev = arg;
	struct spdk_bdev_qos *qos = bdev->internal.qos;
	uint64_t now = spdk_get_ticks();
	int i;
	int64_t remaining_last_timeslice;

	if (spdk_unlikely(qos->thread == NULL)) {
		/* Old QoS was unbound to remove and new QoS is not enabled yet. */
		return SPDK_POLLER_IDLE;
	}

	if (now < (qos->last_timeslice + qos->timeslice_size)) {
		return SPDK_POLLER_IDLE;
	}

	for (i = 0; i < SPDK_BDEV_QOS_NUM_RATE_LIMIT_TYPES; i++) {
		remaining_last_timeslice = __atomic_exchange_n(&qos->rate_limits[i].remaining_this_timeslice,
				   0, __ATOMIC_RELAXED);
		if (remaining_last_timeslice < 0) {
			__atomic_store_n(&qos->rate_limits[i].remaining_this_timeslice,
					 remaining_last_timeslice, __ATOMIC_RELAXED);
		}
	}

	while (now >= (qos->last_timeslice + qos->timeslice_size)) {
		qos->last_timeslice += qos->timeslice_size;
		for (i = 0; i < SPDK_BDEV_QOS_NUM_RATE_LIMIT_TYPES; i++) {
			__atomic_add_fetch(&qos->rate_limits[i].remaining_this_timeslice,
					   qos->rate_limits[i].max_per_timeslice, __ATOMIC_RELAXED);
		}
	}

	spdk_bdev_for_each_channel(bdev, bdev_channel_submit_qos_io, qos,
				   bdev_channel_submit_qos_io_done);

	return SPDK_POLLER_BUSY;
}

QoS edge cases to keep in your head:

	A concurrent QoS change returns -EAGAIN; the bdev has only one qos_mod_in_progress slot.
	A byte limit may be capped before conversion to avoid overflow.
	Disabling QoS resubmits queued I/O instead of dropping it.
	Reset aborts QoS queued I/O on each channel.
	QoS is lazy around channels: a QoS poller needs a selected channel/thread, and teardown may need to run on that thread.


Reset: Freeze, Drain, Submit, Unfreeze

The public reset API looks small:

/* lib/bdev/bdev.c */
int
spdk_bdev_reset(struct spdk_bdev_desc *desc, struct spdk_io_channel *ch,
		spdk_bdev_io_completion_cb cb, void *cb_arg)
{
	struct spdk_bdev *bdev = spdk_bdev_desc_get_bdev(desc);
	struct spdk_bdev_io *bdev_io;
	struct spdk_bdev_channel *channel = __io_ch_to_bdev_ch(ch);

	bdev_io = bdev_channel_get_io(channel);
	if (!bdev_io) {
		return -ENOMEM;
	}

	bdev_io->internal.ch = channel;
	bdev_io->internal.desc = desc;
	bdev_io->internal.submit_tsc = spdk_get_ticks();
	bdev_io->type = SPDK_BDEV_IO_TYPE_RESET;
	bdev_io_init(bdev_io, bdev, cb_arg, cb);

	bdev_start_reset(bdev_io);
	return 0;
}

The work behind that call is not "send one reset to hardware." Reset is a bdev-wide coordination operation. The core serializes resets, freezes every channel, aborts queued work that will not reach the module, optionally waits for outstanding I/O to drain, submits one reset request to the module, and finally unfreezes the channels.

The reset_io_drain_timeout field explains why a reset may be skipped. The comment in struct spdk_bdev calls out the shared-lower-device case: if several upper bdevs share one underlying bdev, a nonzero timeout gives outstanding I/O a chance to finish so SPDK can avoid sending an empty disruptive reset to the lower device.

/* include/spdk/bdev_module.h */
/* Upon receiving a reset request, this is the amount of time in seconds
 * to wait for all I/O to complete before moving forward with the reset.
 * If all I/O completes prior to this time out, the reset will be skipped.
 * A value of 0 is special and will always send resets immediately, even
 * if there is no I/O outstanding.
 */
uint16_t reset_io_drain_timeout;

bdev_start_reset() puts the reset I/O on the submitted list and takes a channel reference. That reference is lifecycle protection: reset completion may happen later, and the channel must not disappear while the reset is being coordinated. The spinlock-protected reset_in_progress pointer is the serialization point. Later reset requests are not forwarded to the module; they are queued and later completed with the same status as the active reset.

/* lib/bdev/bdev.c */
static void
bdev_start_reset(struct spdk_bdev_io *bdev_io)
{
	struct spdk_io_channel *io_ch = spdk_io_channel_from_ctx(bdev_io->internal.ch);
	struct spdk_bdev *bdev = bdev_io->bdev;
	bool freeze_channel = false;

	bdev_ch_add_to_io_submitted(bdev_io);

	bdev_io->u.reset.ch_ref = spdk_io_channel_ref(io_ch);

	spdk_spin_lock(&bdev->internal.spinlock);
	if (bdev->internal.reset_in_progress == NULL) {
		bdev->internal.reset_in_progress = bdev_io;
		freeze_channel = true;
	} else {
		TAILQ_INSERT_TAIL(&bdev->internal.queued_resets, bdev_io, internal.link);
	}
	spdk_spin_unlock(&bdev->internal.spinlock);

	if (freeze_channel) {
		spdk_bdev_for_each_channel(bdev, bdev_reset_freeze_channel, bdev_io,
					   bdev_reset_freeze_channel_done);
	}
}

Freezing a channel sets BDEV_CH_RESET_IN_PROGRESS. New I/O that arrives after this point is completed as aborted by _bdev_io_submit(). The freeze pass also aborts I/O waiting in resource queues. That matters because queued work has not reached the module, so the module cannot complete or abort it during its hardware reset.

/* lib/bdev/bdev.c */
static void
bdev_reset_freeze_channel(struct spdk_bdev_channel_iter *i, struct spdk_bdev *bdev,
			  struct spdk_io_channel *ch, void *_ctx)
{
	struct spdk_bdev_channel	*channel;
	struct spdk_bdev_mgmt_channel	*mgmt_channel;
	struct spdk_bdev_shared_resource *shared_resource;

	channel = __io_ch_to_bdev_ch(ch);
	shared_resource = channel->shared_resource;
	mgmt_channel = shared_resource->mgmt_ch;

	channel->flags |= BDEV_CH_RESET_IN_PROGRESS;

	bdev_abort_all_nomem_io(channel);
	bdev_abort_all_buf_io(mgmt_channel, channel);

	if ((channel->flags & BDEV_CH_QOS_ENABLED) != 0) {
		bdev_abort_all_queued_io(&channel->qos_queued_io, channel);
	}

	spdk_bdev_for_each_channel_continue(i, 0);
}

The drain check looks across channels. If any channel still has submitted I/O, memory-domain work, or accel work, reset waits until the timeout. After the timeout, reset can proceed if only normal outstanding I/O remains. It fails if memory-domain or accel operations are still in progress because SPDK cannot safely abort those operations from this layer.

/* lib/bdev/bdev.c */
static void
bdev_reset_check_outstanding_io(struct spdk_bdev_channel_iter *i, struct spdk_bdev *bdev,
				struct spdk_io_channel *io_ch, void *_ctx)
{
	struct spdk_bdev_channel *cur_ch = __io_ch_to_bdev_ch(io_ch);
	int status = 0;

	if (cur_ch->io_outstanding > 0 ||
	    !TAILQ_EMPTY(&cur_ch->io_memory_domain) ||
	    !TAILQ_EMPTY(&cur_ch->io_accel_exec)) {
		status = -EBUSY;
	}
	spdk_bdev_for_each_channel_continue(i, status);
}

Completion also happens through bdev core. When a module completes a reset I/O, spdk_bdev_io_complete() detects the reset type and iterates channels to unfreeze them. Then bdev_reset_complete() copies the active reset status to every queued reset and completes those reset I/Os on their original threads.

/* lib/bdev/bdev.c */
void
spdk_bdev_io_complete(struct spdk_bdev_io *bdev_io, enum spdk_bdev_io_status status)
{
	struct spdk_bdev *bdev = bdev_io->bdev;

	bdev_io->internal.status = status;

	if (spdk_unlikely(bdev_io->type == SPDK_BDEV_IO_TYPE_RESET)) {
		assert(bdev_io == bdev->internal.reset_in_progress);
		spdk_bdev_for_each_channel(bdev, bdev_unfreeze_channel, bdev_io,
					   bdev_reset_complete);
		return;
	}

	/* normal completion path continues here */
}

/* lib/bdev/bdev.c */
static void
bdev_reset_complete(struct spdk_bdev *bdev, void *_ctx, int status)
{
	struct spdk_bdev_io *bdev_io = _ctx;
	bdev_io_tailq_t queued_resets;
	struct spdk_bdev_io *queued_reset;

	assert(bdev_io == bdev->internal.reset_in_progress);

	TAILQ_INIT(&queued_resets);

	spdk_spin_lock(&bdev->internal.spinlock);
	TAILQ_SWAP(&bdev->internal.queued_resets, &queued_resets,
		   spdk_bdev_io, internal.link);
	bdev->internal.reset_in_progress = NULL;
	spdk_spin_unlock(&bdev->internal.spinlock);

	while (!TAILQ_EMPTY(&queued_resets)) {
		queued_reset = TAILQ_FIRST(&queued_resets);
		TAILQ_REMOVE(&queued_resets, queued_reset, internal.link);
		queued_reset->internal.status = bdev_io->internal.status;
		spdk_thread_send_msg(spdk_bdev_io_get_thread(queued_reset),
				     _bdev_reset_complete, queued_reset);
	}

	_bdev_reset_complete(bdev_io);
}

Reset edge cases:

	Reset while reset is already active does not create concurrent module resets; it queues behind the active one.
	New I/O during reset is aborted before module submission.
	Queued NOMEM, iobuf, and QoS I/O are aborted because they are still core-owned.
	If the drain timeout is nonzero and all I/O drains before timeout, SPDK can complete reset successfully without forwarding it to the module.
	If memory-domain or accel work remains after timeout, reset fails instead of pretending it can safely abort that work.
	A virtual bdev's module still decides what SPDK_BDEV_IO_TYPE_RESET means for its bases.


Remove And Unregister

Remove has two related ideas:

	A module or control plane intentionally unregisters a bdev.
	A lower device disappears and upper users receive a remove event.


The bdev module API docs say spdk_bdev_unregister() notifies open descriptors of hotremoval and asks upper layers to close their descriptors. Actual unregistration may be deferred until descriptors are closed. The same docs currently mark calling unregister from arbitrary threads as deprecated and say it should be called from the SPDK app thread. spdk_bdev_unregister_by_name() is recommended for external deletion because it opens the named bdev, checks module ownership, calls unregister, and closes its temporary descriptor.

The first important core behavior is that descriptor event callbacks are deferred. SPDK posts an event message instead of invoking a remove callback while unregister still holds internal state. That avoids recursive unregister/close surprises.

/* lib/bdev/bdev.c */
static void
_remove_notify(void *arg)
{
	struct spdk_bdev_desc *desc = arg;

	_event_notify(desc, SPDK_BDEV_EVENT_REMOVE);
}

static int
bdev_unregister_unsafe(struct spdk_bdev *bdev)
{
	struct spdk_bdev_desc	*desc, *tmp;
	int			rc = 0;

	assert(spdk_spin_held(&g_bdev_mgr.spinlock));
	assert(spdk_spin_held(&bdev->internal.spinlock));

	/* Notify each descriptor about hotremoval */
	TAILQ_FOREACH_SAFE(desc, &bdev->internal.open_descs, link, tmp) {
		rc = -EBUSY;
		event_notify(desc, _remove_notify);
	}

	if (bdev->internal.qos_mod_in_progress) {
		rc = -EBUSY;
	}

	/* If there are no descriptors, proceed removing the bdev */
	if (rc == 0) {
		bdev_alias_del_all(bdev, bdev_name_del_unsafe);
		TAILQ_REMOVE(&g_bdev_mgr.bdevs, bdev, internal.link);
		bdev_name_del_unsafe(&bdev->internal.bdev_name);
		spdk_notify_send("bdev_unregister", spdk_bdev_get_name(bdev));
	}

	return rc;
}

The public unregister path sets status, stores the callback and callback thread, stops queue-depth sampling, aborts queued work on every channel, and then calls the unsafe removal logic after channel iteration. If descriptors remain open, bdev_unregister_unsafe() returns -EBUSY; destruction is deferred.

/* lib/bdev/bdev.c */
void
spdk_bdev_unregister(struct spdk_bdev *bdev, spdk_bdev_unregister_cb cb_fn, void *cb_arg)
{
	struct spdk_thread	*thread;

	thread = spdk_get_thread();
	if (!thread) {
		if (cb_fn != NULL) {
			cb_fn(cb_arg, -ENOTSUP);
		}
		return;
	}

	spdk_spin_lock(&g_bdev_mgr.spinlock);
	if (bdev->internal.status == SPDK_BDEV_STATUS_UNREGISTERING ||
	    bdev->internal.status == SPDK_BDEV_STATUS_REMOVING) {
		spdk_spin_unlock(&g_bdev_mgr.spinlock);
		if (cb_fn) {
			cb_fn(cb_arg, -EBUSY);
		}
		return;
	}

	spdk_spin_lock(&bdev->internal.spinlock);
	bdev->internal.status = SPDK_BDEV_STATUS_UNREGISTERING;
	bdev->internal.unregister_cb = cb_fn;
	bdev->internal.unregister_ctx = cb_arg;
	bdev->internal.unregister_td = thread;
	spdk_spin_unlock(&bdev->internal.spinlock);
	spdk_spin_unlock(&g_bdev_mgr.spinlock);

	spdk_bdev_set_qd_sampling_period(bdev, 0);

	spdk_bdev_for_each_channel(bdev, bdev_unregister_abort_channel, bdev,
				   bdev_unregister);
}

For code that receives a name from RPC or a module-specific delete path, spdk_bdev_unregister_by_name() avoids deleting someone else's bdev by checking the module pointer.

/* lib/bdev/bdev.c */
int
spdk_bdev_unregister_by_name(const char *bdev_name, struct spdk_bdev_module *module,
			     spdk_bdev_unregister_cb cb_fn, void *cb_arg)
{
	struct spdk_bdev_desc *desc;
	struct spdk_bdev *bdev;
	int rc;

	rc = spdk_bdev_open_ext(bdev_name, false, _tmp_bdev_event_cb, NULL, &desc);
	if (rc != 0) {
		return rc;
	}

	bdev = spdk_bdev_desc_get_bdev(desc);

	if (bdev->module != module) {
		spdk_bdev_close(desc);
		return -ENODEV;
	}

	spdk_bdev_unregister(bdev, cb_fn, cb_arg);
	spdk_bdev_close(desc);

	return 0;
}

Misconception to kill: remove notification does not magically close every descriptor. The descriptor owner must stop submitting I/O and close its descriptor. Otherwise SPDK cannot finish destruction.

Descriptor Event Callback: What A Virtual Bdev Does

Virtual bdev modules depend on descriptor events. The passthru sample is intentionally simple: it opens the base bdev with an event callback, and if that base is removed it unregisters the virtual bdev built on top.

/* module/bdev/passthru/vbdev_passthru.c */
static void
vbdev_passthru_base_bdev_hotremove_cb(struct spdk_bdev *bdev_find)
{
	struct vbdev_passthru *pt_node, *tmp;

	TAILQ_FOREACH_SAFE(pt_node, &g_pt_nodes, link, tmp) {
		if (bdev_find == pt_node->base_bdev) {
			spdk_bdev_unregister(&pt_node->pt_bdev, NULL, NULL);
		}
	}
}

static void
vbdev_passthru_base_bdev_event_cb(enum spdk_bdev_event_type type, struct spdk_bdev *bdev,
				  void *event_ctx)
{
	switch (type) {
	case SPDK_BDEV_EVENT_REMOVE:
		vbdev_passthru_base_bdev_hotremove_cb(bdev);
		break;
	default:
		SPDK_NOTICELOG("Unsupported bdev event: type %d\n", type);
		break;
	}
}

The same module also shows the "base bdev appears later" pattern. It records the requested base/virtual names even if the base does not exist yet, then examines every newly registered bdev and tries to finish construction.

/* module/bdev/passthru/vbdev_passthru.c */
int
bdev_passthru_create_disk(const char *bdev_name, const char *vbdev_name,
			  const struct spdk_uuid *uuid)
{
	int rc;

	rc = vbdev_passthru_insert_name(bdev_name, vbdev_name, uuid);
	if (rc) {
		return rc;
	}

	rc = vbdev_passthru_register(bdev_name);
	if (rc == -ENODEV) {
		SPDK_NOTICELOG("vbdev creation deferred pending base bdev arrival\n");
		rc = 0;
	}

	return rc;
}

static void
vbdev_passthru_examine(struct spdk_bdev *bdev)
{
	vbdev_passthru_register(bdev->name);

	spdk_bdev_module_examine_done(&passthru_if);
}

That is the bdev-layer version of hotplug for virtual devices. It is not PCIe hotplug. It is a module reacting to the bdev graph changing.

NVMe Hotplug And Hotremove

At the bdev level, hotremove becomes remove events and unregister. At the NVMe module level, PCIe hotplug and removal are detected by pollers around the NVMe library. The JSON-RPC front door is bdev_nvme_set_hotplug.

/* module/bdev/nvme/bdev_nvme_rpc.c */
struct rpc_bdev_nvme_hotplug {
	bool enabled;
	uint64_t period_us;
};

static const struct spdk_json_object_decoder rpc_bdev_nvme_set_hotplug_decoders[] = {
	{"enable", offsetof(struct rpc_bdev_nvme_hotplug, enabled), spdk_json_decode_bool, false},
	{"period_us", offsetof(struct rpc_bdev_nvme_hotplug, period_us), spdk_json_decode_uint64, true},
};

static void
rpc_bdev_nvme_set_hotplug(struct spdk_jsonrpc_request *request,
			  const struct spdk_json_val *params)
{
	struct rpc_bdev_nvme_hotplug req = {false, 0};
	int rc;

	if (spdk_json_decode_object(params, rpc_bdev_nvme_set_hotplug_decoders,
				    SPDK_COUNTOF(rpc_bdev_nvme_set_hotplug_decoders), &req)) {
		rc = -EINVAL;
		goto invalid;
	}

	rc = bdev_nvme_set_hotplug(req.enabled, req.period_us);
	if (rc) {
		goto invalid;
	}

	spdk_jsonrpc_send_bool_response(request, true);
	return;
invalid:
	spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS, spdk_strerror(-rc));
}

The implementation is primary-process sensitive. Enabling hotplug from a secondary process returns -EPERM, because PCIe probing and ownership are not just ordinary shared state. Disabling hotplug does not mean "never notice removals"; the code switches to the remove poller so attached devices can still be checked.

/* module/bdev/nvme/bdev_nvme.c */
int
bdev_nvme_set_hotplug(bool enabled, uint64_t period_us)
{
	assert(spdk_thread_is_app_thread(NULL));

	if (enabled == true && !spdk_process_is_primary()) {
		return -EPERM;
	}

	period_us = period_us == 0 ? NVME_HOTPLUG_POLL_PERIOD_DEFAULT : period_us;
	period_us = spdk_min(period_us, NVME_HOTPLUG_POLL_PERIOD_MAX);

	spdk_poller_unregister(&g_hotplug_poller);
	if (enabled) {
		g_hotplug_poller = SPDK_POLLER_REGISTER(bdev_nvme_hotplug, NULL, period_us);
	} else {
		g_hotplug_poller = SPDK_POLLER_REGISTER(bdev_nvme_remove_poller, NULL,
							NVME_HOTPLUG_POLL_PERIOD_DEFAULT);
	}

	g_nvme_hotplug_poll_period_us = period_us;
	g_nvme_hotplug_enabled = enabled;
	return 0;
}

The hotplug poller starts asynchronous PCIe probing. The remove poller scans already attached PCIe devices. When lower NVMe library callbacks discover add/remove effects, the NVMe bdev module creates or removes bdevs, which then flows back into the bdev event/unregister machinery described above.

/* module/bdev/nvme/bdev_nvme.c */
static int
bdev_nvme_hotplug(void *arg)
{
	struct spdk_nvme_transport_id trid_pcie;

	if (g_hotplug_probe_ctx) {
		return SPDK_POLLER_BUSY;
	}

	memset(&trid_pcie, 0, sizeof(trid_pcie));
	spdk_nvme_trid_populate_transport(&trid_pcie, SPDK_NVME_TRANSPORT_PCIE);

	g_hotplug_probe_ctx = spdk_nvme_probe_async(&trid_pcie, NULL,
			      hotplug_probe_cb, attach_cb, NULL);

	if (g_hotplug_probe_ctx) {
		assert(g_hotplug_probe_poller == NULL);
		g_hotplug_probe_poller = SPDK_POLLER_REGISTER(bdev_nvme_hotplug_probe, NULL, 1000);
	}

	return SPDK_POLLER_BUSY;
}

static int
bdev_nvme_remove_poller(void *ctx)
{
	struct spdk_nvme_transport_id trid_pcie;

	if (TAILQ_EMPTY(&g_nvme_bdev_ctrlrs)) {
		spdk_poller_unregister(&g_hotplug_poller);
		return SPDK_POLLER_IDLE;
	}

	memset(&trid_pcie, 0, sizeof(trid_pcie));
	spdk_nvme_trid_populate_transport(&trid_pcie, SPDK_NVME_TRANSPORT_PCIE);

	if (spdk_nvme_scan_attached(&trid_pcie)) {
		SPDK_ERRLOG_RATELIMIT("spdk_nvme_scan_attached() failed\n");
	}

	return SPDK_POLLER_BUSY;
}

The JSON-RPC docs also expose bdev_nvme_detach_controller, which intentionally detaches a controller and deletes associated bdevs, and bdev_nvme_reset_controller, which resets an NVMe controller. Those controller-level RPCs are related to this chapter but not identical to bdev reset: they live in the NVMe module/control plane, while spdk_bdev_reset() is the generic bdev I/O type coordinated by bdev core.

Media Events

Some bdevs expose media-management events. The public bdev API docs for spdk_bdev_get_media_events() say it can only be called from the context of SPDK_BDEV_EVENT_MEDIA_MANAGEMENT, and the module API docs say a module pushes events and then calls spdk_bdev_notify_media_management() to notify descriptors with pending events.

The core model is descriptor-owned buffering. spdk_bdev_push_media_events() finds a writable descriptor with a media event buffer, moves events from that descriptor's free queue to its pending queue, and returns the number pushed. If no suitable descriptor exists, it returns -ENODEV.

/* lib/bdev/bdev.c */
int
spdk_bdev_push_media_events(struct spdk_bdev *bdev, const struct spdk_bdev_media_event *events,
			    size_t num_events)
{
	struct spdk_bdev_desc *desc;
	struct media_event_entry *entry;
	size_t event_id;
	int rc = 0;

	assert(bdev->media_events);

	spdk_spin_lock(&bdev->internal.spinlock);
	TAILQ_FOREACH(desc, &bdev->internal.open_descs, link) {
		if (desc->write) {
			break;
		}
	}

	if (desc == NULL || desc->media_events_buffer == NULL) {
		rc = -ENODEV;
		goto out;
	}

	for (event_id = 0; event_id < num_events; ++event_id) {
		entry = TAILQ_FIRST(&desc->free_media_events);
		if (entry == NULL) {
			break;
		}

		TAILQ_REMOVE(&desc->free_media_events, entry, tailq);
		TAILQ_INSERT_TAIL(&desc->pending_media_events, entry, tailq);
		entry->event = events[event_id];
	}

	rc = event_id;
out:
	spdk_spin_unlock(&bdev->internal.spinlock);
	return rc;
}

Notification is separate from pushing. That separation lets a module batch events into a descriptor buffer, then deliver one descriptor event to tell the opener to call spdk_bdev_get_media_events().

/* lib/bdev/bdev.c */
size_t
spdk_bdev_get_media_events(struct spdk_bdev_desc *desc, struct spdk_bdev_media_event *events,
			   size_t max_events)
{
	struct media_event_entry *entry;
	size_t num_events = 0;

	for (; num_events < max_events; ++num_events) {
		entry = TAILQ_FIRST(&desc->pending_media_events);
		if (entry == NULL) {
			break;
		}

		events[num_events] = entry->event;
		TAILQ_REMOVE(&desc->pending_media_events, entry, tailq);
		TAILQ_INSERT_TAIL(&desc->free_media_events, entry, tailq);
	}

	return num_events;
}

void
spdk_bdev_notify_media_management(struct spdk_bdev *bdev)
{
	struct spdk_bdev_desc *desc;

	spdk_spin_lock(&bdev->internal.spinlock);
	TAILQ_FOREACH(desc, &bdev->internal.open_descs, link) {
		if (!TAILQ_EMPTY(&desc->pending_media_events)) {
			event_notify(desc, _media_management_notify);
		}
	}
	spdk_spin_unlock(&bdev->internal.spinlock);
}

Misconception to kill: media events are not I/O completions. They are descriptor events. The opener receives an event callback and then drains pending events from the descriptor.

Quiesce And Locked Ranges

Quiesce lets the registering module temporarily stop I/O for a whole bdev or for an LBA range. The official module API docs state two important rules:

	Only the module that registered the bdev may call quiesce/unquiesce.
	spdk_bdev_unquiesce_range() must match exactly a previously quiesced range.


Quiesce is built on the same locked-range machinery used by explicit LBA locks. When an I/O arrives, bdev_io_submit() checks the channel's locked ranges before adding the I/O to the submitted list. A blocked I/O is put on io_locked and retried later.

/* lib/bdev/bdev.c */
void
bdev_io_submit(struct spdk_bdev_io *bdev_io)
{
	struct spdk_bdev_channel *ch = bdev_io->internal.ch;

	assert(bdev_io->internal.status == SPDK_BDEV_IO_STATUS_PENDING);

	if (!bdev_io->internal.f.child_io && !TAILQ_EMPTY(&ch->locked_ranges)) {
		struct lba_range *range;

		TAILQ_FOREACH(range, &ch->locked_ranges, tailq) {
			if (bdev_io_range_is_locked(bdev_io, range)) {
				TAILQ_INSERT_TAIL(&ch->io_locked, bdev_io, internal.ch_link);
				return;
			}
		}
	}

	bdev_ch_add_to_io_submitted(bdev_io);
	bdev_io->internal.submit_tsc = spdk_get_ticks();
	_bdev_io_submit(bdev_io);
}

The overlap logic is conservative. For NVMe passthrough, the bdev layer does not decode the command; it assumes worst-case overlap with the locked range. For reads, an ordinary lock may allow reads, but a quiesce range blocks reads too. Writes and modifying commands are blocked when they overlap unless they come from the same channel/context that owns the lock.

/* lib/bdev/bdev.c */
static bool
bdev_io_range_is_locked(struct spdk_bdev_io *bdev_io, struct lba_range *range)
{
	struct spdk_bdev_channel *ch = bdev_io->internal.ch;
	struct lba_range r;

	switch (bdev_io->type) {
	case SPDK_BDEV_IO_TYPE_NVME_IO:
	case SPDK_BDEV_IO_TYPE_NVME_IO_MD:
		return true;
	case SPDK_BDEV_IO_TYPE_READ:
		if (!range->quiesce) {
			return false;
		}
	/* fallthrough */
	case SPDK_BDEV_IO_TYPE_WRITE:
	case SPDK_BDEV_IO_TYPE_WRITE_UNCORRECTABLE:
	case SPDK_BDEV_IO_TYPE_UNMAP:
	case SPDK_BDEV_IO_TYPE_WRITE_ZEROES:
	case SPDK_BDEV_IO_TYPE_ZCOPY:
	case SPDK_BDEV_IO_TYPE_COPY:
		r.offset = bdev_io->u.bdev.offset_blocks;
		r.length = bdev_io->u.bdev.num_blocks;
		if (!bdev_lba_range_overlapped(range, &r)) {
			return false;
		} else if (range->owner_ch == ch && range->locked_ctx == bdev_io->internal.caller_ctx) {
			return false;
		} else {
			return true;
		}
	default:
		return false;
	}
}

The public quiesce helpers are thin wrappers around _spdk_bdev_quiesce(). Full-bdev quiesce is just a range from block 0 through bdev->blockcnt.

/* lib/bdev/bdev.c */
int
spdk_bdev_quiesce(struct spdk_bdev *bdev, struct spdk_bdev_module *module,
		  spdk_bdev_quiesce_cb cb_fn, void *cb_arg)
{
	return _spdk_bdev_quiesce(bdev, module, 0, bdev->blockcnt, cb_fn, cb_arg, false);
}

int
spdk_bdev_unquiesce(struct spdk_bdev *bdev, struct spdk_bdev_module *module,
		    spdk_bdev_quiesce_cb cb_fn, void *cb_arg)
{
	return _spdk_bdev_quiesce(bdev, module, 0, bdev->blockcnt, cb_fn, cb_arg, true);
}

int
spdk_bdev_quiesce_range(struct spdk_bdev *bdev, struct spdk_bdev_module *module,
			uint64_t offset, uint64_t length,
			spdk_bdev_quiesce_cb cb_fn, void *cb_arg)
{
	return _spdk_bdev_quiesce(bdev, module, offset, length, cb_fn, cb_arg, false);
}

The exact-match rule is visible in the unquiesce branch: SPDK searches the registering module's quiesced_ranges list for the same bdev, offset, and length. If it cannot find that range, unquiesce returns -EINVAL.

/* lib/bdev/bdev.c */
if (unquiesce) {
	struct lba_range *range;

	spdk_spin_lock(&module->internal.spinlock);
	TAILQ_FOREACH(range, &module->internal.quiesced_ranges, tailq_module) {
		if (range->bdev == bdev && range->offset == offset && range->length == length) {
			TAILQ_REMOVE(&module->internal.quiesced_ranges, range, tailq_module);
			break;
		}
	}
	spdk_spin_unlock(&module->internal.spinlock);

	if (range == NULL) {
		SPDK_ERRLOG("The range to unquiesce was not found.\n");
		return -EINVAL;
	}

	quiesce_ctx = range->locked_ctx;
	quiesce_ctx->cb_fn = cb_fn;
	quiesce_ctx->cb_arg = cb_arg;

	rc = _bdev_unlock_lba_range(bdev, offset, length, bdev_unquiesce_range_unlocked, quiesce_ctx);
}

Unlock resubmits queued I/O by moving io_locked to a temporary list and calling bdev_io_submit() again. That retry path is intentionally simple: it retries all locked I/O on the channel rather than trying to micro-optimize only I/O overlapping the just-unlocked range.

/* lib/bdev/bdev.c */
TAILQ_INIT(&io_locked);
TAILQ_SWAP(&ch->io_locked, &io_locked, spdk_bdev_io, internal.ch_link);
while (!TAILQ_EMPTY(&io_locked)) {
	bdev_io = TAILQ_FIRST(&io_locked);
	TAILQ_REMOVE(&io_locked, bdev_io, internal.ch_link);
	bdev_io_submit(bdev_io);
}

Combined Failure Modes

The hard production bugs often involve more than one mechanism:

	QoS plus reset: reset aborts qos_queued_io, so users may see aborted I/O that never reached the module.
	Remove plus open descriptors: unregister sends remove events but final destruction waits for descriptors to close.
	Remove plus reset: bdev core defers destruction if reset_in_progress is still set, then reset completion checks whether the bdev can be destroyed.
	Quiesce plus unregister: unregister waits if locked ranges exist; unlock continues unregister when the range list becomes empty.
	Media events plus missing writable descriptor: pushing events fails with -ENODEV; there is no descriptor-owned buffer to hold them.
	NVMe hotplug disabled: insertion polling is disabled, but removal polling may still run.
	NVMe passthrough plus quiesce: the core assumes passthrough overlaps a locked range because it does not decode the command.


Misconceptions To Kill

	"Delete means freed immediately." No. Open descriptors, reset, QoS changes, locked ranges, and async destruct can delay final free.
	"Hotremove is only a PCIe problem." No. Any base bdev removal matters to virtual bdevs.
	"QoS changes hardware queue depth." No. It queues at the bdev layer before module submission.
	"Reset only affects the caller's channel." No. bdev reset iterates all channels.
	"Quiesce is for applications." No. The module API says only the registering module may call it.
	"Media events are completions." No. They are descriptor events, separate from I/O completion callbacks.
	"A virtual bdev automatically disappears when its base disappears." No. The virtual module must handle SPDK_BDEV_EVENT_REMOVE and unregister itself.


Source Reading Exercise

Read these paths in order:

	QoS front door: lib/bdev/bdev_rpc.c:rpc_bdev_set_qos_limit() -> lib/bdev/bdev.c:spdk_bdev_set_qos_rate_limits().
	QoS data path: lib/bdev/bdev.c:_bdev_io_submit() -> lib/bdev/bdev.c:bdev_qos_queue_io() -> lib/bdev/bdev.c:bdev_channel_poll_qos().
	Reset: lib/bdev/bdev.c:spdk_bdev_reset() -> lib/bdev/bdev.c:bdev_start_reset() -> lib/bdev/bdev.c:bdev_reset_freeze_channel() -> lib/bdev/bdev.c:spdk_bdev_io_complete() -> lib/bdev/bdev.c:bdev_reset_complete().
	Remove: lib/bdev/bdev.c:spdk_bdev_unregister() -> lib/bdev/bdev.c:bdev_unregister_unsafe() -> lib/bdev/bdev.c:spdk_bdev_close().
	Virtual hotremove: module/bdev/passthru/vbdev_passthru.c:vbdev_passthru_base_bdev_event_cb().
	NVMe hotplug: module/bdev/nvme/bdev_nvme_rpc.c:rpc_bdev_nvme_set_hotplug() -> module/bdev/nvme/bdev_nvme.c:bdev_nvme_set_hotplug() -> module/bdev/nvme/bdev_nvme.c:bdev_nvme_hotplug() -> module/bdev/nvme/bdev_nvme.c:bdev_nvme_remove_poller().
	Media events: lib/bdev/bdev.c:spdk_bdev_push_media_events() -> lib/bdev/bdev.c:spdk_bdev_notify_media_management() -> lib/bdev/bdev.c:spdk_bdev_get_media_events().
	Quiesce: lib/bdev/bdev.c:spdk_bdev_quiesce_range() -> lib/bdev/bdev.c:_spdk_bdev_quiesce() -> lib/bdev/bdev.c:bdev_io_range_is_locked() -> lib/bdev/bdev.c:_bdev_unlock_lba_range().






  Chapter 17: NVMe Initiator Library
  

  



  Part 4: bdev, The Central Abstraction · 17

  Chapter 17: NVMe Initiator Library

  By the end of this chapter you should be able to explain SPDK's NVMe initiator as a queue-machine library. You should be able to find the source paths for probe, connect, controller initialization, admin queue...

  Reader Promise

By the end of this chapter you should be able to explain SPDK's NVMe initiator as a queue-machine library. You should be able to find the source paths for probe, connect, controller initialization, admin queue progress, I/O qpair allocation, qpair completion polling, poll groups, namespaces, detach, reset, and hotremove callbacks.

This chapter is about lib/nvme, not the bdev module. The bdev module uses this library, but the initiator library can also be used directly by applications.

Mental Model

NVMe is not "a disk API." It is a controller and queue protocol. The host allocates submission queues and completion queues, submits commands, rings doorbells or otherwise notifies the transport, and polls completions. SPDK's NVMe initiator library owns the userspace implementation of that model across PCIe and NVMe-oF transports.

The official SPDK NVMe driver guide describes the library as passive: it does not spawn worker threads on its own, and it only advances work when the application calls into it. That one fact explains much of the code in this chapter. A controller may be "connecting," a qpair may have outstanding commands, or a reset may be waiting for admin completions, but none of those states move unless an SPDK poller or application loop invokes the relevant progress function.

The NVM Express specifications explain why the library is organized around queues instead of around files or disks. The base NVMe model has an admin submission/completion queue pair for controller management and separate I/O queue pairs for data commands. NVMe-oF keeps the command model but changes how queues are created: fabrics queues are established with the Fabrics Connect command rather than PCIe MMIO queue registers and Create I/O Queue admin commands. SPDK hides those transport differences behind struct spdk_nvme_transport, while leaving the queue-machine shape visible in the public API.

The major objects are:

	struct spdk_nvme_transport_id: where and how to connect.
	struct spdk_nvme_probe_ctx: async probe/connect state.
	struct spdk_nvme_ctrlr: one attached NVMe controller.
	struct spdk_nvme_ns: one namespace under a controller.
	struct spdk_nvme_qpair: one admin or I/O queue pair.
	struct spdk_nvme_poll_group: a group of I/O qpairs polled together.
	struct spdk_nvme_transport: transport-specific operations for PCIe, TCP, RDMA, etc.


Source anchors:

	include/spdk/nvme.h:struct spdk_nvme_transport_id.
	include/spdk/nvme.h:struct spdk_nvme_probe_ctx.
	include/spdk/nvme.h:struct spdk_nvme_ctrlr.
	include/spdk/nvme.h:struct spdk_nvme_qpair.
	include/spdk/nvme.h:struct spdk_nvme_ns.
	include/spdk/nvme.h:struct spdk_nvme_poll_group.
	lib/nvme/nvme_internal.h:struct spdk_nvme_qpair.
	lib/nvme/nvme_internal.h:struct spdk_nvme_ctrlr.
	lib/nvme/nvme_internal.h:struct spdk_nvme_ns.
	lib/nvme/nvme_internal.h:struct spdk_nvme_probe_ctx.


Why This Matters For diskengine/excloud

diskengine asks SPDK to attach local PCIe NVMe drives on storage nodes and remote NVMe-oF namespaces on baremetal nodes. In both cases, the bdev module eventually uses the NVMe initiator library to create controllers, namespaces, qpairs, and poll groups.

When something fails, the symptom may appear as "bdev missing" or "volume I/O hung," but the actual cause may be lower:

	PCIe device not bound to VFIO.
	NVMe-oF connect failed.
	Admin queue never reached ready.
	I/O qpair failed.
	Controller reset is in progress.
	Namespace changed or disappeared.
	Poll group is not making completions.
	Reconnect timeout policy expired.


The NVMe library is where those states are represented.

Probe And Connect

There are two common entry styles:

	Probe: enumerate matching controllers and use callbacks to decide which to attach.
	Connect: directly connect to one transport ID.


Public source anchors:

	include/spdk/nvme.h:spdk_nvme_probe().
	include/spdk/nvme.h:spdk_nvme_probe_ext().
	include/spdk/nvme.h:spdk_nvme_connect().
	include/spdk/nvme.h:spdk_nvme_probe_async_ext().
	include/spdk/nvme.h:spdk_nvme_connect_async().
	include/spdk/nvme.h:spdk_nvme_probe_poll_async().


Implementation source anchors:

	lib/nvme/nvme.c:spdk_nvme_probe().
	lib/nvme/nvme.c:spdk_nvme_probe_ext().
	lib/nvme/nvme.c:spdk_nvme_connect().
	lib/nvme/nvme.c:spdk_nvme_probe_async_ext().
	lib/nvme/nvme.c:spdk_nvme_connect_async().
	lib/nvme/nvme.c:spdk_nvme_probe_poll_async().
	lib/nvme/nvme.c:nvme_probe_ctx_init().
	lib/nvme/nvme.c:nvme_probe_internal().
	lib/nvme/nvme.c:nvme_init_controllers().


Synchronous Probe

spdk_nvme_probe() calls spdk_nvme_probe_ext(). If no transport ID is provided, spdk_nvme_probe_ext() creates a PCIe wildcard transport ID. It then creates an async probe context with spdk_nvme_probe_async_ext() and drives it to completion with nvme_init_controllers().

Callbacks:

	probe_cb: decide whether to attach a discovered controller and optionally modify controller options.
	attach_cb: receive a ready controller.
	attach_fail_cb: optional failure callback.
	remove_cb: optional callback for controllers no longer present.


Direct Connect

spdk_nvme_connect() requires a transport ID. It initializes driver state, copies controller options safely, creates an async connect context with spdk_nvme_connect_async(), drives initialization with nvme_init_controllers(), then finds the attached controller by transport ID and host NQN.

Direct connect is common for NVMe-oF. Probe is common for PCIe discovery and for cases where multiple controllers may match.

Misconception to kill: "connect" still uses the probe machinery internally. It is direct-connect flavored probe, not an entirely separate stack.

The synchronous public functions are small wrappers over the async path. spdk_nvme_probe_ext() supplies a default PCIe wildcard when the caller does not pass a transport ID, creates an async probe context, then drives it until all controllers leave the initializing list. spdk_nvme_connect() is stricter because a direct connect without a transport ID has no target.

int
spdk_nvme_probe_ext(const struct spdk_nvme_transport_id *trid, void *cb_ctx,
		    spdk_nvme_probe_cb probe_cb, spdk_nvme_attach_cb attach_cb,
		    spdk_nvme_attach_fail_cb attach_fail_cb, spdk_nvme_remove_cb remove_cb)
{
	struct spdk_nvme_transport_id trid_pcie;
	struct spdk_nvme_probe_ctx *probe_ctx;

	if (trid == NULL) {
		memset(&trid_pcie, 0, sizeof(trid_pcie));
		spdk_nvme_trid_populate_transport(&trid_pcie, SPDK_NVME_TRANSPORT_PCIE);
		trid = &trid_pcie;
	}

	probe_ctx = spdk_nvme_probe_async_ext(trid, cb_ctx, probe_cb,
					      attach_cb, attach_fail_cb, remove_cb);
	if (!probe_ctx) {
		SPDK_ERRLOG("Create probe context failed\n");
		return -1;
	}

	return nvme_init_controllers(probe_ctx);
}

Source excerpt: lib/nvme/nvme.c:spdk_nvme_probe_ext().

The probe context owns the callbacks and the temporary controller lists during attach. The caller owns the final controller only after attach_cb fires or, for direct connect, after spdk_nvme_connect() returns a non-NULL controller.

struct spdk_nvme_probe_ctx {
	struct spdk_nvme_transport_id		trid;
	const struct spdk_nvme_ctrlr_opts	*opts;
	void					*cb_ctx;
	spdk_nvme_probe_cb			probe_cb;
	spdk_nvme_attach_cb			attach_cb;
	spdk_nvme_attach_fail_cb		attach_fail_cb;
	spdk_nvme_remove_cb			remove_cb;
	TAILQ_HEAD(, spdk_nvme_ctrlr)		init_ctrlrs;
	struct spdk_nvme_detach_ctx		failed_ctxs;
};

Source excerpt: lib/nvme/nvme_internal.h:struct spdk_nvme_probe_ctx.

Direct connect copies versioned controller options through a probe callback when options are supplied. That is why direct connect can reuse the same attach pipeline: nvme_probe_internal() still discovers or creates a controller, and the direct-connect probe callback simply says "yes" while applying the requested options.

static bool
nvme_connect_probe_cb(void *cb_ctx, const struct spdk_nvme_transport_id *trid,
		      struct spdk_nvme_ctrlr_opts *opts)
{
	struct spdk_nvme_ctrlr_opts *requested_opts = cb_ctx;

	assert(requested_opts);
	memcpy(opts, requested_opts, sizeof(*opts));

	return true;
}

Source excerpt: lib/nvme/nvme.c:nvme_connect_probe_cb().

Async Probe Context

The async path exists because controller initialization can take time and must be polled without blocking.

Source anchors:

	lib/nvme/nvme.c:spdk_nvme_probe_async_ext().
	lib/nvme/nvme.c:spdk_nvme_connect_async().
	lib/nvme/nvme.c:spdk_nvme_probe_poll_async().


spdk_nvme_probe_poll_async():

	Polls every controller in probe_ctx->init_ctrlrs.
	Polls destruction of failed controllers.
	Marks the global driver initialized when all init and failed lists are empty.
	Frees the probe context and returns 0 when done.
	Returns -EAGAIN while work remains.


This pattern is visible in the NVMe bdev module:

Source anchor: module/bdev/nvme/bdev_nvme.c:bdev_nvme_async_poll().

That poller calls spdk_nvme_probe_poll_async() until the attach work finishes.

The async poll function is the clearest example of SPDK's passive model. It does not sleep waiting for a controller. It walks the initializing controllers, polls each controller state machine, polls destruction for failed controllers, and returns -EAGAIN if the application must call it again.

int
spdk_nvme_probe_poll_async(struct spdk_nvme_probe_ctx *probe_ctx)
{
	struct spdk_nvme_ctrlr *ctrlr, *ctrlr_tmp;
	struct nvme_ctrlr_detach_ctx *detach_ctx, *detach_ctx_tmp;
	int rc;

	if (!spdk_process_is_primary() && probe_ctx->trid.trtype == SPDK_NVME_TRANSPORT_PCIE) {
		free(probe_ctx);
		return 0;
	}

	TAILQ_FOREACH_SAFE(ctrlr, &probe_ctx->init_ctrlrs, tailq, ctrlr_tmp) {
		nvme_ctrlr_poll_internal(ctrlr, probe_ctx);
	}

	TAILQ_FOREACH_SAFE(detach_ctx, &probe_ctx->failed_ctxs.head, link, detach_ctx_tmp) {
		rc = nvme_ctrlr_destruct_poll_async(detach_ctx->ctrlr, detach_ctx);
		if (rc == -EAGAIN) {
			continue;
		}
		TAILQ_REMOVE(&probe_ctx->failed_ctxs.head, detach_ctx, link);
		free(detach_ctx);
	}

	if (TAILQ_EMPTY(&probe_ctx->init_ctrlrs) && TAILQ_EMPTY(&probe_ctx->failed_ctxs.head)) {
		nvme_robust_mutex_lock(&g_spdk_nvme_driver->lock);
		g_spdk_nvme_driver->initialized = true;
		nvme_robust_mutex_unlock(&g_spdk_nvme_driver->lock);
		free(probe_ctx);
		return 0;
	}

	return -EAGAIN;
}

Source excerpt: lib/nvme/nvme.c:spdk_nvme_probe_poll_async().

Two practical details matter when debugging attach. First, PCIe probing in a non-primary process returns complete immediately because only the primary process monitors and attaches PCIe devices. Second, failed controller objects are not simply leaked or dropped; they are put through async destruction, and that destruction must also finish before the probe context is freed.

Controller State Machine

The controller object represents an attached NVMe controller and its admin queue. Initialization is a state machine.

Source anchors:

	lib/nvme/nvme.c:nvme_ctrlr_poll_internal().
	lib/nvme/nvme_ctrlr.c:nvme_ctrlr_process_init().
	lib/nvme/nvme_ctrlr.c:NVME_CTRLR_STATE_CONNECT_ADMINQ.
	lib/nvme/nvme_ctrlr.c:NVME_CTRLR_STATE_WAIT_FOR_CONNECT_ADMINQ.


One key point in the source: when the controller state is NVME_CTRLR_STATE_CONNECT_ADMINQ, SPDK asks the transport to connect the admin qpair. In NVME_CTRLR_STATE_WAIT_FOR_CONNECT_ADMINQ, it calls spdk_nvme_qpair_process_completions(ctrlr->adminq, 0) and watches the qpair state transition to connected/enabled.

Beginner mental model: the controller is not "ready" when memory for the object is allocated. It becomes ready after a series of admin queue and identify/configuration steps complete.

The controller state machine starts by connecting the admin qpair. The transition is transport-neutral: PCIe, RDMA, TCP, and other transports implement nvme_transport_ctrlr_connect_qpair(), while the controller logic waits for the qpair to reach a connected/enabled state.

case NVME_CTRLR_STATE_CONNECT_ADMINQ:
	rc = nvme_transport_ctrlr_connect_qpair(ctrlr, ctrlr->adminq);
	if (rc == 0) {
		nvme_ctrlr_set_state(ctrlr, NVME_CTRLR_STATE_WAIT_FOR_CONNECT_ADMINQ,
				     NVME_TIMEOUT_INFINITE);
	} else {
		nvme_ctrlr_set_state(ctrlr, NVME_CTRLR_STATE_ERROR, NVME_TIMEOUT_INFINITE);
	}
	break;

case NVME_CTRLR_STATE_WAIT_FOR_CONNECT_ADMINQ:
	spdk_nvme_qpair_process_completions(ctrlr->adminq, 0);

	switch (nvme_qpair_get_state(ctrlr->adminq)) {
	case NVME_QPAIR_CONNECTING:
		if (ctrlr->is_failed) {
			nvme_transport_ctrlr_disconnect_qpair(ctrlr, ctrlr->adminq);
			break;
		}
		break;
	case NVME_QPAIR_CONNECTED:
		nvme_qpair_set_state(ctrlr->adminq, NVME_QPAIR_ENABLED);
	case NVME_QPAIR_ENABLED:
		nvme_ctrlr_set_state(ctrlr, NVME_CTRLR_STATE_READ_VS,
				     NVME_TIMEOUT_INFINITE);
		nvme_qpair_abort_queued_reqs(ctrlr->adminq);
		break;
	default:
		nvme_ctrlr_set_state(ctrlr, NVME_CTRLR_STATE_ERROR, NVME_TIMEOUT_INFINITE);
		break;
	}
	break;

Source excerpt: lib/nvme/nvme_ctrlr.c:nvme_ctrlr_process_init().

After adminq connect, the same state machine reads controller registers or properties, disables and enables the controller when needed, identifies the controller and namespaces, configures asynchronous event requests, sets host features, and finally calls the transport ready hook. The shape mirrors the NVMe specifications: the controller is only ready for normal command submission after the host has completed queue setup, controller enable/ready handling, and identify/configuration work.

case NVME_CTRLR_STATE_TRANSPORT_READY:
	rc = nvme_transport_ctrlr_ready(ctrlr);
	if (rc) {
		NVME_CTRLR_ERRLOG(ctrlr, "Transport controller ready step failed: rc %d\n", rc);
		nvme_ctrlr_set_state(ctrlr, NVME_CTRLR_STATE_ERROR, NVME_TIMEOUT_INFINITE);
	} else {
		nvme_ctrlr_set_state(ctrlr, NVME_CTRLR_STATE_READY, NVME_TIMEOUT_INFINITE);
	}
	break;

case NVME_CTRLR_STATE_READY:
	NVME_CTRLR_DEBUGLOG(ctrlr, "Ctrlr already in ready state\n");
	return 0;

case NVME_CTRLR_STATE_ERROR:
	NVME_CTRLR_ERRLOG(ctrlr, "Ctrlr is in error state\n");
	return -1;

Source excerpt: lib/nvme/nvme_ctrlr.c:nvme_ctrlr_process_init().

Admin Queue

The admin queue is used for controller management: identify, get log page, set features, namespace management, async events, and fabrics connect.

Source anchors:

	lib/nvme/nvme_ctrlr.c:nvme_ctrlr_process_init().
	lib/nvme/nvme_ctrlr.c:spdk_nvme_ctrlr_process_admin_completions().
	lib/nvme/nvme_qpair.c:spdk_nvme_qpair_process_completions().


Admin completions often drive state transitions. If admin queue progress stops, controller initialization, reset, namespace changes, and asynchronous event handling can stall.

A subtle point: many init states are "wait" states that advance only when admin completions are processed. The code avoids recursion if it is already running inside the admin completion path.

case NVME_CTRLR_STATE_READ_VS_WAIT_FOR_VS:
case NVME_CTRLR_STATE_READ_CAP_WAIT_FOR_CAP:
case NVME_CTRLR_STATE_CHECK_EN_WAIT_FOR_CC:
case NVME_CTRLR_STATE_WAIT_FOR_IDENTIFY:
case NVME_CTRLR_STATE_WAIT_FOR_CONFIGURE_AER:
case NVME_CTRLR_STATE_WAIT_FOR_SET_NUM_QUEUES:
case NVME_CTRLR_STATE_WAIT_FOR_IDENTIFY_NS:
case NVME_CTRLR_STATE_WAIT_FOR_HOST_ID:
	/*
	 * nvme_ctrlr_process_init() may be called from the completion context
	 * for the admin qpair. Avoid recursive calls for this case.
	 */
	if (!ctrlr->adminq->in_completion_context) {
		spdk_nvme_qpair_process_completions(ctrlr->adminq, 0);
	}
	break;

Source excerpt: lib/nvme/nvme_ctrlr.c:nvme_ctrlr_process_init().

I/O Qpairs

Applications submit namespace I/O on I/O qpairs, not on the admin queue.

Source anchors:

	include/spdk/nvme.h:spdk_nvme_ctrlr_alloc_io_qpair().
	lib/nvme/nvme_ctrlr.c:spdk_nvme_ctrlr_alloc_io_qpair().
	lib/nvme/nvme_ctrlr.c:spdk_nvme_ctrlr_connect_io_qpair().
	lib/nvme/nvme_ctrlr.c:spdk_nvme_ctrlr_disconnect_io_qpair().


spdk_nvme_ctrlr_alloc_io_qpair():

	Locks the controller.
	Requires controller state NVME_CTRLR_STATE_READY.
	Copies default qpair options and user overrides.
	Validates caller-provided SQ/CQ buffers if used.
	Rejects incompatible interrupt and delayed-submit options.
	Creates an I/O qpair.
	Connects it unless create_only was requested.


Misconception to kill: allocating an I/O qpair can fail because the controller is resetting or initializing. It is not just memory allocation.

The allocation path proves that an I/O qpair is a controller resource, not just a heap object. SPDK takes the controller lock, rejects allocation unless the controller is ready, copies versioned user options, validates caller-owned SQ/CQ memory when supplied, and rejects option combinations that cannot work together.

struct spdk_nvme_qpair *
spdk_nvme_ctrlr_alloc_io_qpair(struct spdk_nvme_ctrlr *ctrlr,
			       const struct spdk_nvme_io_qpair_opts *user_opts,
			       size_t opts_size)
{
	struct spdk_nvme_qpair		*qpair = NULL;
	struct spdk_nvme_io_qpair_opts	opts;
	int				rc;

	nvme_ctrlr_lock(ctrlr);

	if (spdk_unlikely(ctrlr->state != NVME_CTRLR_STATE_READY)) {
		/* When controller is resetting or initializing, free_io_qids is deleted or not created yet.
		 * We can't create IO qpair in that case */
		goto unlock;
	}

	spdk_nvme_ctrlr_get_default_io_qpair_opts(ctrlr, &opts, sizeof(opts));
	if (user_opts) {
		nvme_ctrlr_io_qpair_opts_copy(&opts, user_opts, spdk_min(opts.opts_size, opts_size));
	}

	if (ctrlr->opts.enable_interrupts && opts.delay_cmd_submit) {
		NVME_CTRLR_ERRLOG(ctrlr, "delay command submit cannot work with interrupts\n");
		goto unlock;
	}

Source excerpt: lib/nvme/nvme_ctrlr.c:spdk_nvme_ctrlr_alloc_io_qpair().

The create_only option is important for poll groups. Official SPDK API docs describe it as a way to allocate the qpair without performing the connect portion, so the application can add it to a poll group first and then connect it later. That is why spdk_nvme_poll_group_add() requires a disconnected qpair.

	qpair = nvme_ctrlr_create_io_qpair(ctrlr, &opts);

	if (qpair == NULL || opts.create_only == true) {
		goto unlock;
	}

	rc = spdk_nvme_ctrlr_connect_io_qpair(ctrlr, qpair);
	if (rc != 0) {
		NVME_CTRLR_ERRLOG(ctrlr, "nvme_transport_ctrlr_connect_io_qpair() failed\n");
		nvme_ctrlr_proc_remove_io_qpair(qpair);
		TAILQ_REMOVE(&ctrlr->active_io_qpairs, qpair, tailq);
		spdk_bit_array_set(ctrlr->free_io_qids, qpair->id);
		nvme_transport_ctrlr_delete_io_qpair(ctrlr, qpair);
		qpair = NULL;
		goto unlock;
	}

unlock:
	nvme_ctrlr_unlock(ctrlr);

	return qpair;
}

Source excerpt: lib/nvme/nvme_ctrlr.c:spdk_nvme_ctrlr_alloc_io_qpair().

Namespace Lifecycle

Namespaces are the NVMe units that look like block devices. The initiator library exposes namespace objects, while the bdev module turns namespaces into bdevs.

Source anchors:

	include/spdk/nvme.h:spdk_nvme_ctrlr_get_ns().
	include/spdk/nvme.h:spdk_nvme_ns_get_ctrlr().
	lib/nvme/nvme_internal.h:struct spdk_nvme_ns.


The initiator library can also notice changed namespace lists through admin events and log pages. Higher layers must decide how to present additions/removals. The NVMe bdev module handles this in its namespace populate/depopulate path.

Command Submission And Completion

The namespace command APIs build NVMe commands and submit them on qpairs.

Source anchors:

	include/spdk/nvme.h:spdk_nvme_ns_cmd_readv().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_readv_with_md().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_readv_ext().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_writev().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_writev_with_md().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_writev_ext().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_flush().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_write_zeroes().
	lib/nvme/nvme_ns_cmd.c:nvme_ns_cmd_rw_ext().
	lib/nvme/nvme_ns_cmd.c:nvme_ns_cmd_rwv_ext().
	lib/nvme/nvme_ns_cmd.c:spdk_nvme_ns_cmd_flush().


Completion progress is explicit:

Source anchor: lib/nvme/nvme_qpair.c:spdk_nvme_qpair_process_completions().

This function:

	Processes register operations and transport events for admin queues.
	Detects failed or removed controllers.
	Rejects work when qpair is not enabled except for connecting/disconnecting states.
	Handles error injection queues.
	Calls transport-specific completion processing.
	Resubmits queued requests when possible.


Misconception to kill: if nobody polls completions, I/O will not finish. SPDK is poll-driven unless using interrupt integrations that still ultimately schedule completion processing.

The completion function is also where controller failure becomes visible to I/O callers. If the controller is failed or removed, qpair polling returns -ENXIO; if the admin queue sees a transport completion error, the controller is failed so other qpairs can observe the failure on their own polling path.

int32_t
spdk_nvme_qpair_process_completions(struct spdk_nvme_qpair *qpair, uint32_t max_completions)
{
	int32_t ret;
	struct nvme_request *req, *tmp;

	if (nvme_qpair_is_admin_queue(qpair)) {
		nvme_complete_register_operations(qpair);
		nvme_transport_ctrlr_process_transport_events(qpair->ctrlr);
	}

	if (spdk_unlikely(qpair->ctrlr->is_failed &&
			  nvme_qpair_get_state(qpair) != NVME_QPAIR_DISCONNECTING)) {
		if (qpair->ctrlr->is_removed) {
			nvme_qpair_set_state(qpair, NVME_QPAIR_DESTROYING);
			nvme_qpair_abort_all_queued_reqs(qpair);
			nvme_transport_qpair_abort_reqs(qpair);
		}
		return -ENXIO;
	}

	if (spdk_unlikely(!nvme_qpair_check_enabled(qpair) &&
			  !(nvme_qpair_get_state(qpair) == NVME_QPAIR_CONNECTING ||
			    nvme_qpair_get_state(qpair) == NVME_QPAIR_DISCONNECTING))) {
		return -ENXIO;
	}

Source excerpt: lib/nvme/nvme_qpair.c:spdk_nvme_qpair_process_completions().

The transport owns the mechanics of reading a CQ, receiving TCP PDUs, polling RDMA completions, or checking PCIe completion queues. The common layer wraps that transport result with completion-context bookkeeping and queued-request resubmission.

	qpair->in_completion_context = 1;
	ret = nvme_transport_qpair_process_completions(qpair, max_completions);
	if (ret < 0) {
		if (ret == -ENXIO && nvme_qpair_get_state(qpair) == NVME_QPAIR_DISCONNECTING) {
			ret = 0;
		} else {
			NVME_QPAIR_ERRLOG(qpair, "CQ transport error %d (%s)\n", ret, spdk_strerror(-ret));
			if (nvme_qpair_is_admin_queue(qpair)) {
				nvme_ctrlr_fail(qpair->ctrlr, false);
			}
		}
	}
	qpair->in_completion_context = 0;

	if (ret > 0) {
		nvme_qpair_resubmit_requests(qpair, ret);
	} else {
		_nvme_qpair_complete_abort_queued_reqs(qpair);
	}

	return ret;
}

Source excerpt: lib/nvme/nvme_qpair.c:spdk_nvme_qpair_process_completions().

Poll Groups

Polling each qpair individually is possible, but poll groups let SPDK group qpairs by transport and process completions together.

Source anchors:

	include/spdk/nvme.h:spdk_nvme_poll_group_create().
	include/spdk/nvme.h:spdk_nvme_poll_group_add().
	include/spdk/nvme.h:spdk_nvme_poll_group_process_completions().
	lib/nvme/nvme_poll_group.c:spdk_nvme_poll_group_create().
	lib/nvme/nvme_poll_group.c:spdk_nvme_poll_group_add().
	lib/nvme/nvme_poll_group.c:spdk_nvme_poll_group_process_completions().


spdk_nvme_poll_group_create() allocates the group, copies optional accel callbacks, creates an fd group for interrupt mode when supported, and initializes transport-group state.

spdk_nvme_poll_group_add() requires the qpair to be disconnected, validates interrupt compatibility, creates a transport poll group if needed, and delegates to the transport.

spdk_nvme_poll_group_process_completions() prevents reentrant polling, loops all transport poll groups, accumulates completions, and returns a negative error if any transport reports one.

The NVMe bdev module builds on this:

Source anchors:

	module/bdev/nvme/bdev_nvme.c:bdev_nvme_create_poll_group_cb().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_poll().


A poll group is a cross-transport container. The public spdk_nvme_poll_group has one transport poll group per transport represented by its qpairs. That lets the application call one function per SPDK thread or channel while each transport keeps its own batching and event logic.

int
spdk_nvme_poll_group_add(struct spdk_nvme_poll_group *group, struct spdk_nvme_qpair *qpair)
{
	struct spdk_nvme_transport_poll_group *tgroup;
	const struct spdk_nvme_transport *transport;
	int rc;

	if (nvme_qpair_get_state(qpair) != NVME_QPAIR_DISCONNECTED) {
		return -EINVAL;
	}

	if (!group->enable_interrupts_is_valid) {
		group->enable_interrupts_is_valid = true;
		group->enable_interrupts = qpair->ctrlr->opts.enable_interrupts;
		if (group->enable_interrupts) {
			rc = nvme_poll_group_add_disconnect_qpair_fd(group);
			if (rc != 0) {
				return rc;
			}
		}
	} else if (qpair->ctrlr->opts.enable_interrupts != group->enable_interrupts) {
		NVME_QPAIR_ERRLOG(qpair, "Queue pair %s interrupts cannot be added to poll group\n",
				  qpair->ctrlr->opts.enable_interrupts ? "without" : "with");
		return -EINVAL;
	}

Source excerpt: lib/nvme/nvme_poll_group.c:spdk_nvme_poll_group_add().

The first qpair added fixes whether the poll group is interrupt-enabled. Later qpairs must match because a single poll group cannot safely mix event-driven and pure polling assumptions. In poll mode, the same grouping idea still helps because the transport can batch completions across its qpairs.

	STAILQ_FOREACH(tgroup, &group->tgroups, link) {
		if (tgroup->transport == qpair->transport) {
			break;
		}
	}

	if (!tgroup) {
		transport = nvme_get_first_transport();
		while (transport != NULL) {
			if (transport == qpair->transport) {
				tgroup = nvme_transport_poll_group_create(transport);
				if (tgroup == NULL) {
					return -ENOMEM;
				}
				tgroup->group = group;
				STAILQ_INSERT_TAIL(&group->tgroups, tgroup, link);
				break;
			}
			transport = nvme_get_next_transport(transport);
		}
	}

	return tgroup ? nvme_transport_poll_group_add(tgroup, qpair) : -ENODEV;
}

Source excerpt: lib/nvme/nvme_poll_group.c:spdk_nvme_poll_group_add().

Processing completions on the group is deliberately non-reentrant. This matters because completion callbacks can submit more work, disconnect qpairs, or trigger higher-level error handling. The group accumulates successful completions but preserves the first transport error as the return value.

int64_t
spdk_nvme_poll_group_process_completions(struct spdk_nvme_poll_group *group,
		uint32_t completions_per_qpair, spdk_nvme_disconnected_qpair_cb disconnected_qpair_cb)
{
	struct spdk_nvme_transport_poll_group *tgroup;
	int64_t error_reason = 0, num_completions = 0;

	if (spdk_unlikely(disconnected_qpair_cb == NULL)) {
		return -EINVAL;
	}

	if (spdk_unlikely(group->in_process_completions)) {
		return 0;
	}
	group->in_process_completions = true;

	STAILQ_FOREACH(tgroup, &group->tgroups, link) {
		int64_t local_completions;

		local_completions = nvme_transport_poll_group_process_completions(tgroup, completions_per_qpair,
				    disconnected_qpair_cb);
		if (spdk_unlikely(local_completions < 0)) {
			if (!error_reason) {
				error_reason = local_completions;
			}
		} else {
			num_completions += local_completions;
		}
	}
	group->in_process_completions = false;

	return error_reason ? error_reason : num_completions;
}

Source excerpt: lib/nvme/nvme_poll_group.c:spdk_nvme_poll_group_process_completions().

Reset, Detach, And Hotremove

Detach source anchors:

	include/spdk/nvme.h:spdk_nvme_detach().
	include/spdk/nvme.h:spdk_nvme_detach_async().
	include/spdk/nvme.h:spdk_nvme_detach_poll_async().
	lib/nvme/nvme.c:spdk_nvme_detach().
	lib/nvme/nvme.c:spdk_nvme_detach_async().
	lib/nvme/nvme.c:spdk_nvme_detach_poll_async().


Controller shutdown and detach may require polling the admin queue and checking controller status.

Source anchor: lib/nvme/nvme_ctrlr.c:nvme_ctrlr_shutdown_poll_async().

Hotremove can surface as failed qpair processing, remove callbacks from probe, or bdev module hotplug logic. For PCIe, physical presence and VFIO ownership matter. For fabrics, disconnect/reconnect policy matters.

Reset is another synchronous wrapper over asynchronous pieces. It first disconnects the controller under the controller lock, marks I/O qpairs failed, drains admin completions until the old admin path reports -ENXIO, starts reconnect, and polls reconnect until it stops returning -EAGAIN.

int
spdk_nvme_ctrlr_reset(struct spdk_nvme_ctrlr *ctrlr)
{
	int rc;

	nvme_ctrlr_lock(ctrlr);

	rc = nvme_ctrlr_disconnect(ctrlr);
	if (rc == 0) {
		nvme_ctrlr_fail_io_qpairs(ctrlr);
	}

	nvme_ctrlr_unlock(ctrlr);

	if (rc != 0) {
		if (rc == -EBUSY) {
			rc = 0;
		}
		return rc;
	}

	while (1) {
		rc = spdk_nvme_ctrlr_process_admin_completions(ctrlr);
		if (rc == -ENXIO) {
			break;
		}
	}

	spdk_nvme_ctrlr_reconnect_async(ctrlr);

	while (true) {
		rc = spdk_nvme_ctrlr_reconnect_poll_async(ctrlr);
		if (rc != -EAGAIN) {
			break;
		}
	}

	return rc;
}

Source excerpt: lib/nvme/nvme_ctrlr.c:spdk_nvme_ctrlr_reset().

Hotremove starts as a controller failure, but SPDK separates "mark failed" from "complete every outstanding request." nvme_ctrlr_fail() sets controller flags; later qpair polling notices those flags and aborts queued/transport requests. This division is why a hotremoved device may not be fully cleaned up until pollers run.

void
nvme_ctrlr_fail(struct spdk_nvme_ctrlr *ctrlr, bool hot_remove)
{
	/*
	 * Set the flag here and leave the work failure of qpairs to
	 * spdk_nvme_qpair_process_completions().
	 */
	if (hot_remove) {
		ctrlr->is_removed = true;
	}

	if (ctrlr->is_failed) {
		NVME_CTRLR_NOTICELOG(ctrlr, "already in failed state\n");
		return;
	}

Source excerpt: lib/nvme/nvme_ctrlr.c:nvme_ctrlr_fail().

The PCIe hotplug monitor handles both explicit PCI events and devices that are already physically removed. It marks the controller failed under the driver/controller locks, then invokes the user's remove callback outside the driver lock so the application can stop I/O and detach without deadlocking the global driver state.

static int
_nvme_pcie_hotplug_monitor(struct spdk_nvme_probe_ctx *probe_ctx)
{
	struct spdk_nvme_ctrlr *ctrlr, *tmp;
	struct spdk_pci_event event;
	int rc = 0;

	if (g_spdk_nvme_driver->hotplug_fd >= 0) {
		while (spdk_pci_get_event(g_spdk_nvme_driver->hotplug_fd, &event) > 0) {
			_nvme_pcie_event_process(&event, probe_ctx->cb_ctx);
		}
	}

	TAILQ_FOREACH_SAFE(ctrlr, &g_spdk_nvme_driver->shared_attached_ctrlrs, tailq, tmp) {
		bool do_remove = false;
		struct nvme_pcie_ctrlr *pctrlr;

		if (ctrlr->trid.trtype != SPDK_NVME_TRANSPORT_PCIE) {
			continue;
		}

		pctrlr = nvme_pcie_ctrlr(ctrlr);
		if (spdk_pci_device_is_removed(pctrlr->devhandle)) {
			do_remove = true;
			rc = 1;
		}

		if (do_remove) {
			nvme_ctrlr_lock(ctrlr);
			nvme_ctrlr_fail(ctrlr, true);
			nvme_ctrlr_unlock(ctrlr);
			if (ctrlr->remove_cb) {
				nvme_robust_mutex_unlock(&g_spdk_nvme_driver->lock);
				ctrlr->remove_cb(ctrlr->cb_ctx, ctrlr);
				nvme_robust_mutex_lock(&g_spdk_nvme_driver->lock);
			}
		}
	}
	return rc;
}

Source excerpt: lib/nvme/nvme_pcie.c:_nvme_pcie_hotplug_monitor().

For fabrics, the failure often appears as transport completion errors, keep-alive failures, or disconnected qpairs rather than a PCIe removal event. The common response is the same from the upper layer's perspective: stop submitting on failed qpairs, poll or wait for disconnected qpair handling, and let the controller reset/reconnect policy decide whether the controller becomes ready again or is removed.

Prose Diagram

Imagine a controller as a box with one admin qpair at the top and multiple I/O qpairs below it. To the left is spdk_nvme_transport_id, which says PCIe address or fabrics address. To the right is a poll loop.

Probe/connect creates a probe context. The probe context creates controller objects. Controller initialization drives the admin qpair until the controller is ready. The application allocates I/O qpairs. Namespace commands go down I/O qpairs. The poll loop calls either spdk_nvme_qpair_process_completions() or spdk_nvme_poll_group_process_completions() and completions invoke user callbacks.

Edge Cases And Failure Modes

	Probe callback rejects a controller: no attach callback for it.
	Attach callback receives a controller that is ready, but later namespace changes still need handling.
	Direct connect with bad transport ID: probe/connect context may fail or attach nothing.
	Controller already attached: shared controller logic and transport ID comparison matter.
	Controller not ready: spdk_nvme_ctrlr_alloc_io_qpair() returns NULL.
	Interrupt mode mismatch: poll group rejects qpairs with incompatible interrupt settings.
	Qpair failed or removed: completion polling can return -ENXIO.
	Admin queue stuck: controller initialization, reset, or detach may not progress.
	No polling: commands remain outstanding.
	PCIe secondary process: probe polling has special behavior for non-primary processes.
	User detaches while other threads use controller: API docs warn the application must ensure no other users remain.


Misconceptions To Kill

	"SPDK NVMe is synchronous because spdk_nvme_connect() returns a controller." Internally it drives an async initialization process.
	"A namespace is a bdev." No. Namespace is an NVMe library object. NVMe bdev maps namespace to SPDK bdev.
	"I/O qpairs are global." They are resources tied to a controller and commonly allocated per thread or channel.
	"Poll group is optional decoration." For high-scale initiator use, poll groups are central to efficient completion handling.
	"Admin queue is only used at startup." It is also used for health, async events, log pages, reset, detach, and passthrough admin commands.


Source Reading Exercise

Read:

	lib/nvme/nvme.c:spdk_nvme_connect().
	lib/nvme/nvme.c:spdk_nvme_connect_async().
	lib/nvme/nvme.c:spdk_nvme_probe_poll_async().
	lib/nvme/nvme_ctrlr.c:nvme_ctrlr_process_init().
	lib/nvme/nvme_ctrlr.c:spdk_nvme_ctrlr_alloc_io_qpair().
	lib/nvme/nvme_poll_group.c:spdk_nvme_poll_group_process_completions().
	lib/nvme/nvme_qpair.c:spdk_nvme_qpair_process_completions().


Questions:

	How does spdk_nvme_connect() reuse probe machinery?
	What return value means async probe is still in progress?
	Why can I/O qpair allocation fail when memory is available?
	Which function must run to make completions happen?
	Where is interrupt-mode compatibility checked for poll groups?


Operational Lab

Build a debug checklist for "NVMe-oF attach hangs":

	Was the transport ID parsed correctly?
	Did spdk_nvme_connect_async() return a probe context?
	Is spdk_nvme_probe_poll_async() being called repeatedly?
	Did an attach callback run?
	Did controller initialization reach ready?
	Is admin queue completion processing happening?
	Were I/O qpairs allocated and connected?
	Is a poll group processing completions?
	Did qpair failure reason become non-none?


For each item, write the source function you would instrument first.

Self-Check

	What is the difference between probe and connect?
	Why does async probe return -EAGAIN?
	What does the admin qpair do during controller initialization?
	Why are I/O qpairs separate from the admin qpair?
	What does a poll group contain?
	Why can completion polling return a negative value?
	What object represents a namespace in lib/nvme?
	Why is direct use of the NVMe library lower level than bdev use?


References

	Local source: include/spdk/nvme.h.
	Local source: lib/nvme/nvme.c.
	Local source: lib/nvme/nvme_ctrlr.c.
	Local source: lib/nvme/nvme_qpair.c.
	Local source: lib/nvme/nvme_poll_group.c.
	Local source: lib/nvme/nvme_ns_cmd.c.
	SPDK NVMe Driver documentation: https://spdk.io/doc/nvme.html
	SPDK nvme.h API reference: https://spdk.io/doc/nvme_8h.html
	SPDK spdk_nvme_io_qpair_opts reference: https://spdk.io/doc/structspdk__nvme__io__qpair__opts.html
	SPDK Interrupt Mode documentation: https://spdk.io/doc/interrupt_mode.html
	NVM Express specifications landing page: https://nvmexpress.org/specifications/
	NVM Express Base Specification, Revision 2.3: https://nvmexpress.org/wp-content/uploads/NVM-Express-Base-Specification-Revision-2.3-2025.08.01-Ratified.pdf
	NVM Express over Fabrics 1.1a: https://nvmexpress.org/wp-content/uploads/NVMe-over-Fabrics-1.1a-2021.07.12-Ratified.pdf
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  By the end of this chapter you should be able to trace bdev_nvme_attach_controller from JSON-RPC to NVMe connect to namespace bdev registration, then trace a read or write from bdev I/O to spdk_nvme_ns_cmd_* and...

  Reader Promise

By the end of this chapter you should be able to trace bdev_nvme_attach_controller from JSON-RPC to NVMe connect to namespace bdev registration, then trace a read or write from bdev I/O to spdk_nvme_ns_cmd_* and completion polling. You should also understand the per-thread qpair model, poll groups, multipath/failover basics, reset, namespace changes, health/stat surfaces, and common failure modes.

This chapter connects Part 4's bdev model to Chapter 17's NVMe initiator library.

Mental Model

The NVMe bdev module adapts NVMe controllers and namespaces into SPDK bdevs.

At the bottom:

	lib/nvme owns controllers, namespaces, qpairs, commands, and completions.


In the middle:

	module/bdev/nvme owns controller groups, namespace-to-bdev mapping, per-thread bdev channels, NVMe qpair channels, poll groups, multipath, reconnect, and bdev-specific options.


At the top:

	Applications see ordinary bdevs named from the attach controller base name and namespace ID.


Key source anchors:

	module/bdev/nvme/bdev_nvme.c:nvme_if.
	module/bdev/nvme/bdev_nvme.c:struct nvme_bdev_io.
	module/bdev/nvme/bdev_nvme.h:struct nvme_bdev_ctrlr.
	module/bdev/nvme/bdev_nvme.h:struct nvme_bdev.
	module/bdev/nvme/bdev_nvme.h:struct nvme_qpair.
	module/bdev/nvme/bdev_nvme.h:struct nvme_ctrlr_channel.
	module/bdev/nvme/bdev_nvme.h:struct nvme_io_path.
	module/bdev/nvme/bdev_nvme.h:struct nvme_bdev_channel.
	module/bdev/nvme/bdev_nvme.h:struct nvme_poll_group.


Why This Matters For diskengine/excloud

diskengine uses NVMe bdevs in two major ways:

	Storage node: attach local PCIe NVMe SSDs and build higher-level storage on top.
	Baremetal or consumer node: attach remote NVMe-oF namespaces, often with multipath/failover policy.


The NVMe bdev module is where control-plane terms such as "controller name," "transport ID," "host NQN," "subsystem NQN," "reconnect delay," "controller loss timeout," "multipath," and "namespace bdev name" become source-level state.

When a diskengine operation says "attach this remote disk," this module is usually the bridge from JSON-RPC intent to real queues.

Module Registration And Options

The module is registered as nvme.

Source anchors:

	module/bdev/nvme/bdev_nvme.c:nvme_if.
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_get_ctx_size().
	module/bdev/nvme/bdev_nvme.c:SPDK_BDEV_MODULE_REGISTER(nvme, &nvme_if).


The module sets:

	module_init = bdev_nvme_init.
	module_fini = bdev_nvme_fini.
	async_fini = true.
	config_json = bdev_nvme_config_json.
	get_ctx_size = bdev_nvme_get_ctx_size.


Per-I/O context is struct nvme_bdev_io.

Source anchor: module/bdev/nvme/bdev_nvme.c:struct nvme_bdev_io.

The registration is deliberately small. The bdev core does not need to know about NVMe transports, namespaces, ANA, or reconnect. It only needs a module name, lifecycle hooks, a config dump hook, and the size of the per-I/O private context that the bdev core will reserve for this module.

static int
bdev_nvme_get_ctx_size(void)
{
	return sizeof(struct nvme_bdev_io);
}

static struct spdk_bdev_module nvme_if = {
	.name = "nvme",
	.async_fini = true,
	.module_init = bdev_nvme_init,
	.module_fini = bdev_nvme_fini,
	.config_json = bdev_nvme_config_json,
	.get_ctx_size = bdev_nvme_get_ctx_size,

};
SPDK_BDEV_MODULE_REGISTER(nvme, &nvme_if)

The private I/O context is where the module remembers the NVMe-specific state that does not belong in the generic struct spdk_bdev_io. The most important field for the main read/write path is io_path: after path selection it points to the namespace and qpair that will carry this command. The same context also stores SGL iteration state, NVMe completion status, retry state, zone-report state, and optional extended command options.

struct nvme_bdev_io {
	struct iovec *iovs;
	int iovcnt;
	int iovpos;
	uint32_t iov_offset;

	/* I/O path the current I/O or admin passthrough is submitted on, or the I/O path
	 *  being reset in a reset I/O.
	 */
	struct nvme_io_path *io_path;

	/** Saved status for admin passthru completion event, PI error verification, or intermediate compare-and-write status */
	struct spdk_nvme_cpl cpl;

	/** Extended IO opts passed by the user to bdev layer and mapped to NVME format */
	struct spdk_nvme_ns_cmd_ext_io_opts ext_opts;

	/* How many times the current I/O was retried. */
	int32_t retry_count;

	/** Expiration value in ticks to retry the current I/O. */
	uint64_t retry_ticks;

	/* Current tsc at submit time. */
	uint64_t submit_tsc;
};

That context stores:

	SGL iteration state.
	Current I/O path.
	NVMe completion status.
	Extended I/O options.
	fused-command state.
	retry count and retry time.
	zone-report state.
	submit timestamp.


RPC Attach Controller

The main user-facing RPC is bdev_nvme_attach_controller.

Source anchors:

	module/bdev/nvme/bdev_nvme_rpc.c:struct rpc_bdev_nvme_attach_controller.
	module/bdev/nvme/bdev_nvme_rpc.c:rpc_bdev_nvme_attach_controller_decoders.
	module/bdev/nvme/bdev_nvme_rpc.c:rpc_bdev_nvme_attach_controller().
	module/bdev/nvme/bdev_nvme_rpc.c:rpc_bdev_nvme_attach_controller_done().
	module/bdev/nvme/bdev_nvme_rpc.c:rpc_bdev_nvme_attach_controller_examined().
	module/bdev/nvme/bdev_nvme_rpc.c:SPDK_RPC_REGISTER(\"bdev_nvme_attach_controller\", ...).


The RPC:

	Allocates request context.
	Gets default NVMe controller options with spdk_nvme_ctrlr_get_default_ctrlr_opts().
	Gets default bdev NVMe controller options with spdk_bdev_nvme_get_default_ctrlr_opts().
	Decodes JSON.
	Parses trtype, traddr, optional adrfam, trsvcid, subnqn, host fields, digest/auth fields, timeout fields, and multipath mode.
	Checks duplicate controller/path cases.
	Validates num_io_queues.
	Calls spdk_bdev_nvme_create().
	Waits for bdev examine before returning the created bdev names.


Misconception to kill: bdev_nvme_attach_controller does not itself create queues and bdevs inline. It validates RPC input and hands off to the async attach path.

The front half of the RPC is mostly translation and guardrails. JSON gives the module strings such as trtype, traddr, trsvcid, subnqn, and host fields. The NVMe library wants a struct spdk_nvme_transport_id plus controller option structures. That conversion happens before any connect attempt, so bad input is rejected while the RPC is still on the caller-facing path.

spdk_nvme_ctrlr_get_default_ctrlr_opts(&ctx->req.drv_opts, sizeof(ctx->req.drv_opts));
spdk_bdev_nvme_get_default_ctrlr_opts(&ctx->req.bdev_opts);
ctx->req.multipath = BDEV_NVME_MP_MODE_MULTIPATH;
ctx->req.max_bdevs = DEFAULT_MAX_BDEVS_PER_RPC;

if (spdk_json_decode_object(params, rpc_bdev_nvme_attach_controller_decoders,
			    SPDK_COUNTOF(rpc_bdev_nvme_attach_controller_decoders),
			    &ctx->req)) {
	SPDK_ERRLOG("spdk_json_decode_object failed\n");
	spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INTERNAL_ERROR,
					 "spdk_json_decode_object failed");
	goto cleanup;
}

/* Parse trstring */
rc = spdk_nvme_transport_id_populate_trstring(&trid, ctx->req.trtype);
if (rc < 0) {
	SPDK_ERRLOG("Failed to parse trtype: %s\n", ctx->req.trtype);
	spdk_jsonrpc_send_error_response_fmt(request, -EINVAL, "Failed to parse trtype: %s",
					     ctx->req.trtype);
	goto cleanup;
}

The duplicate-path checks are not cosmetic. One logical NVMe bdev controller name may be reused to add failover or multipath paths, but the reused name must still refer to the same subsystem and host identity. Otherwise one SPDK bdev name would silently mix unrelated storage targets.

ctrlr = nvme_ctrlr_get_by_name(ctx->req.name);

if (ctrlr) {
	if (ctx->req.multipath == BDEV_NVME_MP_MODE_DISABLE) {
		spdk_jsonrpc_send_error_response_fmt(request, -EALREADY,
						     "A controller named %s already exists and multipath is disabled",
						     ctx->req.name);
		goto cleanup;
	}

	drv_opts = spdk_nvme_ctrlr_get_opts(ctrlr->ctrlr);
	ctrlr_trid = spdk_nvme_ctrlr_get_transport_id(ctrlr->ctrlr);

	if (strncmp(trid.subnqn, ctrlr_trid->subnqn, SPDK_NVMF_NQN_MAX_LEN) != 0) {
		spdk_jsonrpc_send_error_response_fmt(request, -EINVAL,
						     "A controller named %s already exists, but uses a different subnqn (%s)",
						     ctx->req.name, ctrlr_trid->subnqn);
		goto cleanup;
	}

	if (strncmp(ctx->req.drv_opts.hostnqn, drv_opts->hostnqn, SPDK_NVMF_NQN_MAX_LEN) != 0) {
		spdk_jsonrpc_send_error_response_fmt(request, -EINVAL,
						     "A controller named %s already exists, but uses a different hostnqn (%s)",
						     ctx->req.name, drv_opts->hostnqn);
		goto cleanup;
	}
}

After validation, the RPC stops being the owner of the attach mechanics. It passes the parsed transport ID, options, name array, and callback into the bdev module API. The callback waits for bdev examine before writing the RPC result, which is why the RPC can return names only after the bdev layer has seen the new devices.

rc = spdk_bdev_nvme_create(&trid, ctx->req.name, ctx->names, ctx->req.max_bdevs,
			   rpc_bdev_nvme_attach_controller_done, ctx, &ctx->req.drv_opts,
			   &ctx->req.bdev_opts);
if (rc) {
	spdk_jsonrpc_send_error_response(request, rc, spdk_strerror(-rc));
	goto cleanup;
}

return;

Programmatic Create Path

The bdev module public create API is:

Source anchors:

	include/spdk/module/bdev/nvme.h:spdk_bdev_nvme_create().
	module/bdev/nvme/bdev_nvme.c:spdk_bdev_nvme_create().


spdk_bdev_nvme_create():

	Rejects duplicate transport ID/host NQN.
	Validates controller name length.
	Validates controller loss/reconnect/fast-fail parameters.
	Allocates nvme_async_probe_ctx.
	Copies base name, output names array, callback, transport ID, bdev options, and driver options.
	Applies module-wide options such as transport retry count, keep-alive timeout, admin read-ANA behavior, TOS, and interrupt mode.
	Resolves PSK or DH-HMAC-CHAP keys if configured.
	Starts an async NVMe probe/connect and registers a poller to finish it.


Connect callbacks:

	module/bdev/nvme/bdev_nvme.c:connect_attach_cb().
	module/bdev/nvme/bdev_nvme.c:connect_set_failover_cb().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_async_poll().


bdev_nvme_async_poll() calls spdk_nvme_probe_poll_async() until the NVMe library attach process is done.

The public create path is the point where the bdev module becomes an NVMe initiator client. It validates the logical controller name, rejects an exact duplicate controller/host pair, copies options into an async probe context, and then calls spdk_nvme_connect_async(). The connect is asynchronous because NVMe fabrics connection setup, authentication, controller identify, and namespace discovery are not instantaneous, and SPDK does not block a reactor thread while that work proceeds.

if (nvme_ctrlr_get(trid, drv_opts->hostnqn) != NULL) {
	SPDK_ERRLOG("A controller with the provided trid (traddr: %s, hostnqn: %s) "
		    "already exists.\n", trid->traddr, drv_opts->hostnqn);
	return -EEXIST;
}

len = strnlen(base_name, SPDK_CONTROLLER_NAME_MAX);

if (len == 0 || len == SPDK_CONTROLLER_NAME_MAX) {
	SPDK_ERRLOG("controller name must be between 1 and %d characters\n", SPDK_CONTROLLER_NAME_MAX - 1);
	return -EINVAL;
}

if (bdev_opts != NULL &&
    !bdev_nvme_check_io_error_resiliency_params(bdev_opts->ctrlr_loss_timeout_sec,
		    bdev_opts->reconnect_delay_sec,
		    bdev_opts->fast_io_fail_timeout_sec)) {
	return -EINVAL;
}

The create function also decides whether a successful low-level connection should become a real attached controller path or just a failover transport ID for an existing controller. In multipath mode, every path stays connected and has qpairs. In failover mode, a secondary path can be validated and stored, then disconnected until it is needed.

if (nvme_bdev_ctrlr_get_by_name(base_name) == NULL || ctx->bdev_opts.multipath) {
	attach_cb = connect_attach_cb;
} else {
	attach_cb = connect_set_failover_cb;
}

nvme_ctrlr = nvme_ctrlr_get_by_name(ctx->base_name);
if (nvme_ctrlr  && nvme_ctrlr->opts.multipath != ctx->bdev_opts.multipath) {
	free_nvme_async_probe_ctx(ctx);
	return -EINVAL;
}

ctx->probe_ctx = spdk_nvme_connect_async(trid, &ctx->drv_opts, attach_cb);
if (ctx->probe_ctx == NULL) {
	SPDK_ERRLOG("No controller was found with provided trid (traddr: %s)\n", trid->traddr);
	free_nvme_async_probe_ctx(ctx);
	return -ENODEV;
}
ctx->poller = SPDK_POLLER_REGISTER(bdev_nvme_async_poll, ctx, 1000);

The async poller is intentionally small. The NVMe library owns progress for the probe/connect state machine, and the bdev module watches for the terminal state. If no attach callback fired, the module reports an attach failure. If namespace population already completed, the context can be freed.

static int
bdev_nvme_async_poll(void *arg)
{
	struct nvme_async_probe_ctx	*ctx = arg;
	int				rc;

	rc = spdk_nvme_probe_poll_async(ctx->probe_ctx);
	if (spdk_unlikely(rc != -EAGAIN)) {
		ctx->probe_done = true;
		spdk_poller_unregister(&ctx->poller);
		if (!ctx->ctrlr_attached) {
			ctx->reported_bdevs = 0;
			populate_namespaces_cb(ctx, -EIO);
		} else if (ctx->namespaces_populated) {
			free_nvme_async_probe_ctx(ctx);
		}
	}

	return SPDK_POLLER_BUSY;
}

Controller Grouping

The NVMe bdev module groups one or more NVMe controllers under a bdev controller name.

Source anchors:

	module/bdev/nvme/bdev_nvme.h:struct nvme_bdev_ctrlr.
	module/bdev/nvme/bdev_nvme.c:g_nvme_bdev_ctrlrs.
	module/bdev/nvme/bdev_nvme.c:nvme_bdev_ctrlr_get_by_name().
	module/bdev/nvme/bdev_nvme.c:nvme_bdev_ctrlr_create().


struct nvme_bdev_ctrlr contains:

	name: logical controller name from RPC.
	ctrlrs: one or more struct nvme_ctrlr paths.
	bdevs: namespace bdevs created from those controllers.


This structure is what lets SPDK represent multipath or failover for one logical controller name.

There are three different "controller" ideas that beginners often collapse into one:

controller.

path. It holds bdev-specific options, path IDs, ANA state, admin polling, reset/reconnect state, and namespace objects.

RPC. It aggregates one or more struct nvme_ctrlr paths and the namespace bdevs created from them.

	struct spdk_nvme_ctrlr is the NVMe library object for one connected NVMe
	struct nvme_ctrlr is the bdev module's wrapper around one such controller
	struct nvme_bdev_ctrlr is the logical bdev controller group named by the


struct nvme_bdev_ctrlr {
	char				*name;
	TAILQ_HEAD(, nvme_ctrlr)	ctrlrs;
	TAILQ_HEAD(, nvme_bdev)		bdevs;
	TAILQ_ENTRY(nvme_bdev_ctrlr)	tailq;
};

struct nvme_bdev {
	struct spdk_bdev			disk;
	uint32_t				nsid;
	struct nvme_bdev_ctrlr			*nbdev_ctrlr;
	pthread_mutex_t				mutex;
	int					ref;
	enum spdk_bdev_nvme_multipath_policy	mp_policy;
	enum spdk_bdev_nvme_multipath_selector	mp_selector;
	uint32_t				rr_min_io;
	TAILQ_HEAD(, nvme_ns)			nvme_ns_list;
	struct nvme_error_stat			*err_stat;
};

When a newly connected controller is attached to a logical controller group, the module either finds the existing group or creates one. A second controller path is allowed only if the controllers advertise multipath support and the controller IDs are not duplicated. The later namespace matching step decides whether each namespace becomes a new bdev or an alternate path to an existing bdev.

static bool
bdev_nvme_check_multipath(struct nvme_bdev_ctrlr *nbdev_ctrlr, struct spdk_nvme_ctrlr *ctrlr)
{
	struct nvme_ctrlr *tmp;
	const struct spdk_nvme_ctrlr_data *cdata, *tmp_cdata;

	cdata = spdk_nvme_ctrlr_get_data(ctrlr);

	if (!cdata->cmic.mctrs) {
		SPDK_ERRLOG("Ctrlr%u does not support multipath.\n", cdata->cntlid);
		return false;
	}

	TAILQ_FOREACH(tmp, &nbdev_ctrlr->ctrlrs, tailq) {
		tmp_cdata = spdk_nvme_ctrlr_get_data(tmp->ctrlr);
		if (!tmp_cdata->cmic.mctrs || cdata->cntlid == tmp_cdata->cntlid) {
			return false;
		}
	}

	return true;
}

Edge case: when adding another path to an existing controller name, the module checks that multipath/failover configuration, host NQN, subnqn, and path details are compatible.

Source anchors:

	module/bdev/nvme/bdev_nvme_rpc.c:rpc_bdev_nvme_attach_controller().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_check_multipath().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_add_secondary_trid().


Namespace To bdev Mapping

Once a controller is attached, namespaces are populated and mapped to bdevs.

Source anchors:

	module/bdev/nvme/bdev_nvme.c:nvme_ctrlr_populate_namespaces().
	module/bdev/nvme/bdev_nvme.c:nvme_ctrlr_populate_namespace().
	module/bdev/nvme/bdev_nvme.c:nvme_bdev_create().
	module/bdev/nvme/bdev_nvme.c:nvme_ctrlr_populate_namespace_done().
	module/bdev/nvme/bdev_nvme.c:nvme_ctrlr_populate_namespaces_done().


nvme_bdev_create():

	Allocates struct nvme_bdev.
	Builds the embedded struct spdk_bdev with nbdev_create().
	Registers an io_device for the NVMe bdev.
	Links the namespace to the bdev.
	Links the bdev to the controller group.
	Calls spdk_bdev_register().


If a bdev for the namespace already exists, nvme_ctrlr_populate_namespace() adds the namespace path to the existing bdev instead of creating a duplicate.

Namespace population runs on the app thread because it mutates global bdev registration state. For each namespace, the module first applies ANA information if it has an ANA log page, then looks up an existing bdev with the same NSID in the logical controller group. A miss means "new bdev." A hit means "additional namespace path for an existing bdev."

static void
nvme_ctrlr_populate_namespace(struct nvme_ctrlr *nvme_ctrlr, struct nvme_ns *nvme_ns)
{
	struct nvme_bdev	*bdev;
	int			rc = 0;

	if (nvme_ctrlr->ana_log_page != NULL) {
		bdev_nvme_parse_ana_log_page(nvme_ctrlr, nvme_ns_set_ana_state, nvme_ns);
	}

	bdev = nvme_bdev_ctrlr_get_bdev(nvme_ctrlr->nbdev_ctrlr, nvme_ns->id);
	if (bdev == NULL) {
		rc = nvme_bdev_create(nvme_ctrlr, nvme_ns);
	} else {
		rc = nvme_bdev_add_ns(bdev, nvme_ns);
		if (rc == 0) {
			return;
		}
	}

	nvme_ctrlr_populate_namespace_done(nvme_ns, rc);
}

Creating the bdev is where the namespace ID becomes an SPDK block-device identity. The embedded spdk_bdev gets initialized, the nvme_bdev is registered as an io_device so it can have per-thread channels, and finally the generic bdev layer is told about it with spdk_bdev_register().

static int
nvme_bdev_create(struct nvme_ctrlr *nvme_ctrlr, struct nvme_ns *nvme_ns)
{
	struct nvme_bdev *nbdev;
	struct nvme_bdev_ctrlr *nbdev_ctrlr = nvme_ctrlr->nbdev_ctrlr;
	int rc;

	assert(spdk_thread_is_app_thread(NULL));

	nbdev = nvme_bdev_alloc();
	if (nbdev == NULL) {
		return -ENOMEM;
	}

	rc = nbdev_create(&nbdev->disk, nbdev_ctrlr->name, nvme_ctrlr->ctrlr,
			  nvme_ns->ns, &nvme_ctrlr->opts, nbdev);
	if (rc != 0) {
		nvme_bdev_free(nbdev);
		return rc;
	}

	spdk_io_device_register(nbdev, bdev_nvme_create_bdev_channel_cb,
				bdev_nvme_destroy_bdev_channel_cb,
				sizeof(struct nvme_bdev_channel), nbdev->disk.name);

	nvme_ns->bdev = nbdev;
	nbdev->nsid = nvme_ns->id;
	TAILQ_INSERT_TAIL(&nbdev->nvme_ns_list, nvme_ns, tailq);

	nbdev->nbdev_ctrlr = nbdev_ctrlr;
	TAILQ_INSERT_TAIL(&nbdev_ctrlr->bdevs, nbdev, tailq);

	rc = spdk_bdev_register(&nbdev->disk);
	/* Error cleanup and success return follow in the full source. */

The RPC response is an array because namespace population may produce more than one bdev. The module fills the caller-provided name array only after namespace population has finished, and it fails if the caller's max_bdevs cap is too small to report all created names.

/*
 * Report the new bdevs that were created in this call.
 * There can be more than one bdev per NVMe controller.
 */
j = 0;

RB_FOREACH(nvme_ns, nvme_ns_tree, &nvme_ctrlr->namespaces) {
	nvme_bdev = nvme_ns->bdev;
	if (j < ctx->max_bdevs) {
		ctx->names[j] = nvme_bdev->disk.name;
		j++;
	} else {
		NVME_CTRLR_ERRLOG(nvme_ctrlr,
				  "Maximum number of namespaces supported per NVMe controller is %du. "
				  "Unable to return all names of created bdevs\n",
				  ctx->max_bdevs);
		ctx->reported_bdevs = 0;
		populate_namespaces_cb(ctx, -ERANGE);
		return;
	}
}

Namespace removal source anchors:

	module/bdev/nvme/bdev_nvme.c:nvme_ctrlr_depopulate_namespace().
	module/bdev/nvme/bdev_nvme.c:nvme_ctrlr_depopulate_namespace_done().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_delete_io_path_done().


If the last namespace path for a bdev disappears, the module unregisters the bdev.

Misconception to kill: one NVMe controller attach can create multiple bdevs, one per namespace. The RPC returns an array of bdev names for that reason.

Per-Thread qpair And Channel Model

The bdev layer asks the module for an I/O channel:

Source anchor: module/bdev/nvme/bdev_nvme.c:bdev_nvme_get_io_channel().

The NVMe bdev channel is:

Source anchor: module/bdev/nvme/bdev_nvme.h:struct nvme_bdev_channel.

It stores:

	Current I/O path.
	Multipath policy and selector.
	Round-robin state.
	List of available I/O paths.
	Retry I/O list and retry poller.
	Resetting flag.


Poll group state is:

Source anchor: module/bdev/nvme/bdev_nvme.h:struct nvme_poll_group.

It stores:

	struct spdk_nvme_poll_group *group.
	accel channel.
	poller.
	qpair list.
	interrupt state.
	spin-time stats.


Poll group creation:

Source anchor: module/bdev/nvme/bdev_nvme.c:bdev_nvme_create_poll_group_cb().

It calls spdk_nvme_poll_group_create(), registers bdev_nvme_poll() as the poller, and sets up interrupt integration when enabled.

Completion polling:

Source anchor: module/bdev/nvme/bdev_nvme.c:bdev_nvme_poll().

It calls spdk_nvme_poll_group_process_completions() and checks disconnected qpairs.

Beginner mental model: an NVMe bdev channel is the bdev-facing per-thread object. Under it are one or more NVMe I/O paths, each pointing at a namespace and a qpair. The poll group is the per-thread completion engine for those qpairs.

The important ownership split is:

	The bdev channel belongs to one nvme_bdev on one SPDK thread.
	The controller channel belongs to one nvme_ctrlr on one SPDK thread.
	The qpair hangs off the controller channel.
	The I/O path connects the bdev channel to a namespace and that qpair.


struct nvme_qpair {
	struct nvme_ctrlr		*ctrlr;
	struct spdk_nvme_qpair		*qpair;
	struct nvme_poll_group		*group;
	struct nvme_ctrlr_channel	*ctrlr_ch;
	TAILQ_HEAD(, nvme_io_path)	io_path_list;
	TAILQ_ENTRY(nvme_qpair)		tailq;
};

struct nvme_io_path {
	struct nvme_ns			*nvme_ns;
	struct nvme_qpair		*qpair;
	STAILQ_ENTRY(nvme_io_path)	stailq;
	struct nvme_bdev_channel	*nbdev_ch;
	TAILQ_ENTRY(nvme_io_path)	tailq;
	struct spdk_bdev_io_stat	*stat;
};

struct nvme_bdev_channel {
	struct nvme_io_path			*current_io_path;
	enum spdk_bdev_nvme_multipath_policy	mp_policy;
	enum spdk_bdev_nvme_multipath_selector	mp_selector;
	uint32_t				rr_min_io;
	uint32_t				rr_counter;
	STAILQ_HEAD(, nvme_io_path)		io_path_list;
	TAILQ_HEAD(retry_io_head, nvme_bdev_io)	retry_io_list;
	struct spdk_poller			*retry_io_poller;
	bool					resetting;
};

When a bdev channel is created, the module walks the bdev's namespace-path list and adds an I/O path for each namespace. The call to spdk_get_io_channel() on nvme_ns->ctrlr is what creates or retrieves the per-thread controller channel, and from there the module obtains the qpair.

static int
_bdev_nvme_add_io_path(struct nvme_bdev_channel *nbdev_ch, struct nvme_ns *nvme_ns)
{
	struct nvme_io_path *io_path;
	struct spdk_io_channel *ch;
	struct nvme_ctrlr_channel *ctrlr_ch;
	struct nvme_qpair *nvme_qpair;

	io_path = nvme_io_path_alloc();
	if (io_path == NULL) {
		return -ENOMEM;
	}

	io_path->nvme_ns = nvme_ns;

	ch = spdk_get_io_channel(nvme_ns->ctrlr);
	if (ch == NULL) {
		nvme_io_path_free(io_path);
		return -ENOMEM;
	}

	ctrlr_ch = spdk_io_channel_get_ctx(ch);
	nvme_qpair = ctrlr_ch->qpair;
	io_path->qpair = nvme_qpair;
	TAILQ_INSERT_TAIL(&nvme_qpair->io_path_list, io_path, tailq);

	io_path->nbdev_ch = nbdev_ch;
	STAILQ_INSERT_TAIL(&nbdev_ch->io_path_list, io_path, stailq);
	bdev_nvme_clear_current_io_path(nbdev_ch);

	return 0;
}

The qpair itself is created from the controller channel. It also gets a poll group channel for the thread-wide NVMe completion engine. This is why one SPDK thread can submit without locks: its bdev channels, controller channels, qpairs, and poll group are all thread-local dynamic contexts.

static int
nvme_qpair_create(struct nvme_ctrlr *nvme_ctrlr, struct nvme_ctrlr_channel *ctrlr_ch)
{
	struct nvme_qpair *nvme_qpair;
	struct spdk_io_channel *pg_ch;
	int rc;

	nvme_qpair = calloc(1, sizeof(*nvme_qpair));
	if (!nvme_qpair) {
		return -1;
	}

	TAILQ_INIT(&nvme_qpair->io_path_list);
	nvme_qpair->ctrlr = nvme_ctrlr;
	nvme_qpair->ctrlr_ch = ctrlr_ch;

	pg_ch = spdk_get_io_channel(&g_nvme_bdev_ctrlrs);
	if (!pg_ch) {
		free(nvme_qpair);
		return -1;
	}

	nvme_qpair->group = spdk_io_channel_get_ctx(pg_ch);
	rc = bdev_nvme_create_qpair(nvme_qpair);
	/* Retry handling, group insertion, and ref accounting follow. */

Poll group creation registers the poller that will drive completions. In poll mode the poller runs periodically according to nvme_ioq_poll_period_us; in interrupt mode it also integrates with an fd group.

static int
bdev_nvme_create_poll_group_cb(void *io_device, void *ctx_buf)
{
	struct nvme_poll_group *group = ctx_buf;
	uint64_t period;
	int rc;

	TAILQ_INIT(&group->qpair_list);

	group->group = spdk_nvme_poll_group_create(group, &g_bdev_nvme_accel_fn_table);
	if (group->group == NULL) {
		return -1;
	}

	period = spdk_interrupt_mode_is_enabled() ? 0 : g_opts.nvme_ioq_poll_period_us;
	group->poller = SPDK_POLLER_REGISTER(bdev_nvme_poll, group, period);
	/* Interrupt integration and return handling follow. */

I/O Submission

The bdev function table points to:

Source anchors:

	module/bdev/nvme/bdev_nvme.c:bdev_nvme_submit_request_initial().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_submit_request().
	module/bdev/nvme/bdev_nvme.c:_bdev_nvme_submit_request().


bdev_nvme_submit_request_initial() initializes retry tracking, then calls bdev_nvme_submit_request().

bdev_nvme_submit_request():

	Stores submit timestamp.
	Records trace.
	Chooses an I/O path with bdev_nvme_find_io_path().
	Fails non-admin I/O with -ENXIO if no path exists.
	Calls _bdev_nvme_submit_request().


The first submission wrapper initializes retry accounting only once. A retried I/O re-enters bdev_nvme_submit_request() later with updated timing, but it does not need to be treated as a brand-new bdev I/O.

static void
bdev_nvme_submit_request_initial(struct spdk_io_channel *ch, struct spdk_bdev_io *bdev_io)
{
	struct nvme_bdev_io *nbdev_io = (struct nvme_bdev_io *)bdev_io->driver_ctx;

	/* Initialize our values of submit tsc and retry count here
	 * so that it doesn't interfere with the retry process
	 */
	nbdev_io->submit_tsc = 0;
	nbdev_io->retry_count = 0;

	bdev_nvme_submit_request(ch, bdev_io);
}

The next wrapper is where an ordinary bdev I/O becomes tied to a concrete NVMe path. If no path is available, regular reads and writes fail with -ENXIO. Admin commands are allowed to continue into admin-specific handling because they do not use the same optimal I/O path selection.

static void
bdev_nvme_submit_request(struct spdk_io_channel *ch, struct spdk_bdev_io *bdev_io)
{
	struct nvme_bdev_channel *nbdev_ch = spdk_io_channel_get_ctx(ch);
	struct nvme_bdev_io *nbdev_io = (struct nvme_bdev_io *)bdev_io->driver_ctx;

	if (spdk_likely(nbdev_io->submit_tsc == 0)) {
		nbdev_io->submit_tsc = spdk_bdev_io_get_submit_tsc(bdev_io);
	} else {
		nbdev_io->submit_tsc = spdk_get_ticks();
	}

	spdk_trace_record(TRACE_BDEV_NVME_IO_START, 0, 0, (uintptr_t)nbdev_io, (uintptr_t)bdev_io);
	nbdev_io->io_path = bdev_nvme_find_io_path(nbdev_ch);
	if (spdk_unlikely(!nbdev_io->io_path)) {
		if (!bdev_nvme_io_type_is_admin(bdev_io->type)) {
			bdev_nvme_io_complete(nbdev_io, -ENXIO);
			return;
		}
	}

	_bdev_nvme_submit_request(nbdev_ch, bdev_io);
}

_bdev_nvme_submit_request() switches on bdev_io->type and calls NVMe-specific helpers.

Relevant I/O helper source anchors:

	module/bdev/nvme/bdev_nvme.c:bdev_nvme_readv().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_writev().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_unmap().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_flush().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_get_buf_cb().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_admin_passthru().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_abort().


NVMe library command source anchors used by the module:

	include/spdk/nvme.h:spdk_nvme_ns_cmd_readv_with_md().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_readv_ext().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_writev_with_md().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_writev_ext().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_flush().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_write_zeroes().
	include/spdk/nvme.h:spdk_nvme_ctrlr_cmd_admin_raw().


Completion source anchors:

	module/bdev/nvme/bdev_nvme.c:bdev_nvme_io_complete_nvme_status().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_io_complete().


The NVMe completion status is preserved so upper layers can inspect NVMe status code type and status code through bdev error helpers.

The switch statement is the protocol adapter in miniature. It accepts generic bdev operation types and calls helpers that know how to build the corresponding NVMe command. Reset, admin passthrough, abort, and NSSR are special because they do not follow the normal read/write/unmap path.

switch (bdev_io->type) {
case SPDK_BDEV_IO_TYPE_READ:
	if (bdev_io->u.bdev.iovs && bdev_io->u.bdev.iovs[0].iov_base) {
		rc = bdev_nvme_readv(nbdev_io,
				     bdev_io->u.bdev.iovs,
				     bdev_io->u.bdev.iovcnt,
				     bdev_io->u.bdev.md_buf,
				     bdev_io->u.bdev.num_blocks,
				     bdev_io->u.bdev.offset_blocks,
				     bdev_io->u.bdev.dif_check_flags,
				     bdev_io->u.bdev.memory_domain,
				     bdev_io->u.bdev.memory_domain_ctx,
				     bdev_io->u.bdev.accel_sequence);
	} else {
		spdk_bdev_io_get_buf(bdev_io, bdev_nvme_get_buf_cb,
				     bdev_io->u.bdev.num_blocks * bdev->blocklen);
		rc = 0;
	}
	break;
case SPDK_BDEV_IO_TYPE_WRITE:
	rc = bdev_nvme_writev(nbdev_io,
			      bdev_io->u.bdev.iovs,
			      bdev_io->u.bdev.iovcnt,
			      bdev_io->u.bdev.md_buf,
			      bdev_io->u.bdev.num_blocks,
			      bdev_io->u.bdev.offset_blocks,
			      bdev_io->u.bdev.dif_check_flags,
			      bdev_io->u.bdev.memory_domain,
			      bdev_io->u.bdev.memory_domain_ctx,
			      bdev_io->u.bdev.accel_sequence,
			      bdev_io->u.bdev.nvme_cdw12,
			      bdev_io->u.bdev.nvme_cdw13);
	break;
case SPDK_BDEV_IO_TYPE_RESET:
	nbdev_io->io_path = NULL;
	bdev_nvme_reset_io(bdev->ctxt, nbdev_io);
	return;
}

The read helper shows the final bridge into the NVMe library. By this point the module has a selected struct nvme_io_path; that gives it the NVMe namespace and qpair needed by spdk_nvme_ns_cmd_read*(). Single-iovec commands can use the simpler buffer form, while multi-iovec commands provide SGL callbacks.

static int
bdev_nvme_readv(struct nvme_bdev_io *bio, struct iovec *iov, int iovcnt,
		void *md, uint64_t lba_count, uint64_t lba, uint32_t flags,
		struct spdk_memory_domain *domain, void *domain_ctx,
		struct spdk_accel_sequence *seq)
{
	struct spdk_nvme_ns *ns = bio->io_path->nvme_ns->ns;
	struct spdk_nvme_qpair *qpair = bio->io_path->qpair->qpair;
	int rc;

	bio->iovs = iov;
	bio->iovcnt = iovcnt;
	bio->iovpos = 0;
	bio->iov_offset = 0;

	if (domain != NULL || seq != NULL) {
		bio->ext_opts.memory_domain = domain;
		bio->ext_opts.memory_domain_ctx = domain_ctx;
		bio->ext_opts.io_flags = flags;
		bio->ext_opts.metadata = md;
		bio->ext_opts.accel_sequence = seq;
		rc = spdk_nvme_ns_cmd_readv_ext(ns, qpair, lba, lba_count,
						bdev_nvme_readv_done, bio,
						bdev_nvme_queued_reset_sgl,
						bdev_nvme_queued_next_sge,
						&bio->ext_opts);
	} else if (iovcnt == 1) {
		rc = spdk_nvme_ns_cmd_read_with_md(ns, qpair, iov[0].iov_base,
						   md, lba, lba_count, bdev_nvme_readv_done,
						   bio, flags, 0, 0);
	} else {
		rc = spdk_nvme_ns_cmd_readv_with_md(ns, qpair, lba, lba_count,
						    bdev_nvme_readv_done, bio, flags,
						    bdev_nvme_queued_reset_sgl,
						    bdev_nvme_queued_next_sge, md, 0, 0);
	}
	/* Error logging and return follow. */

Completions are not interrupts by default. The bdev module polls the NVMe poll group, lets the NVMe library process completions for every qpair in that group, and clears cached paths if qpair processing reports failure. That is the loop that eventually calls the command completion callbacks such as bdev_nvme_readv_done().

static int
bdev_nvme_poll(void *arg)
{
	struct nvme_poll_group *group = arg;
	int64_t num_completions;

	num_completions = spdk_nvme_poll_group_process_completions(group->group, 0,
			  bdev_nvme_disconnected_qpair_cb);

	if (spdk_unlikely(num_completions < 0)) {
		bdev_nvme_check_io_qpairs(group);
	}

	return num_completions > 0 ? SPDK_POLLER_BUSY : SPDK_POLLER_IDLE;
}

Multipath, Failover, ANA, And I/O Paths

The bdev module's I/O path object is:

Source anchor: module/bdev/nvme/bdev_nvme.h:struct nvme_io_path.

It ties:

	nvme_ns: namespace path.
	qpair: qpair for that path.
	nbdev_ch: bdev channel cache.
	optional per-path stats.


Multipath selection is stored on struct nvme_bdev and copied/cache-managed on channels.

Source anchors:

	module/bdev/nvme/bdev_nvme.h:struct nvme_bdev.
	module/bdev/nvme/bdev_nvme.h:struct nvme_bdev_channel.
	include/spdk/module/bdev/nvme.h:spdk_bdev_nvme_set_multipath_policy().


ANA state can influence path selection for NVMe-oF multipath. Namespace populate can parse ANA log information before adding namespace paths.

Source anchors:

	module/bdev/nvme/bdev_nvme.c:nvme_ctrlr_populate_namespace().
	module/bdev/nvme/bdev_nvme.c:nvme_ctrlr_read_ana_log_page().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_parse_ana_log_page().


Misconception to kill: multipath does not mean every I/O is blindly sprayed across every controller. The module tracks path state, policy, selector, retry, ANA information, and qpair health.

The path selector first filters out paths that cannot carry I/O. A path is not available if its qpair is missing, failed, or resetting, or if the namespace is not accessible. Only after that health check does the module look at ANA state and multipath policy.

static inline bool
nvme_qpair_is_connected(struct nvme_qpair *nvme_qpair)
{
	if (spdk_unlikely(nvme_qpair->qpair == NULL)) {
		return false;
	}

	if (spdk_unlikely(spdk_nvme_qpair_get_failure_reason(nvme_qpair->qpair) !=
			  SPDK_NVME_QPAIR_FAILURE_NONE)) {
		return false;
	}

	if (spdk_unlikely(nvme_qpair->ctrlr_ch->reset_iter != NULL)) {
		return false;
	}

	return true;
}

static inline bool
nvme_io_path_is_available(struct nvme_io_path *io_path)
{
	if (spdk_unlikely(!nvme_qpair_is_connected(io_path->qpair))) {
		return false;
	}

	if (spdk_unlikely(!nvme_ns_is_accessible(io_path->nvme_ns))) {
		return false;
	}

	return true;
}

For active-passive or round-robin selection, _bdev_nvme_find_io_path() walks the per-channel path list in a circular fashion. It prefers ANA optimized paths, remembers a non-optimized path only as a fallback, and caches the selected path on the channel until policy or path health changes clear that cache.

static struct nvme_io_path *
_bdev_nvme_find_io_path(struct nvme_bdev_channel *nbdev_ch)
{
	struct nvme_io_path *io_path, *start, *non_optimized = NULL;

	start = nvme_io_path_get_next(nbdev_ch, nbdev_ch->current_io_path);

	io_path = start;
	do {
		if (spdk_likely(nvme_io_path_is_available(io_path))) {
			switch (io_path->nvme_ns->ana_state) {
			case SPDK_NVME_ANA_OPTIMIZED_STATE:
				nbdev_ch->current_io_path = io_path;
				return io_path;
			case SPDK_NVME_ANA_NON_OPTIMIZED_STATE:
				if (non_optimized == NULL) {
					non_optimized = io_path;
				}
				break;
			default:
				assert(false);
				break;
			}
		}
		io_path = nvme_io_path_get_next(nbdev_ch, io_path);
	} while (io_path != start);

	nbdev_ch->current_io_path = non_optimized;
	return non_optimized;
}

The policy setter updates the persistent nvme_bdev policy under the bdev mutex, then walks existing bdev channels and refreshes their cached policy. That walk matters because channels are per-thread objects, not a single shared structure.

void
spdk_bdev_nvme_set_multipath_policy(const char *name, enum spdk_bdev_nvme_multipath_policy policy,
				    enum spdk_bdev_nvme_multipath_selector selector, uint32_t rr_min_io,
				    spdk_bdev_nvme_set_multipath_policy_cb cb_fn, void *cb_arg)
{
	struct spdk_bdev *bdev;
	struct nvme_bdev *nbdev;
	int rc;

	switch (policy) {
	case BDEV_NVME_MP_POLICY_ACTIVE_PASSIVE:
		break;
	case BDEV_NVME_MP_POLICY_ACTIVE_ACTIVE:
		switch (selector) {
		case BDEV_NVME_MP_SELECTOR_ROUND_ROBIN:
			if (rr_min_io == UINT32_MAX) {
				rr_min_io = 1;
			} else if (rr_min_io == 0) {
				rc = -EINVAL;
				goto exit;
			}
			break;
		case BDEV_NVME_MP_SELECTOR_QUEUE_DEPTH:
			break;
		default:
			rc = -EINVAL;
			goto exit;
		}
		break;
	default:
		rc = -EINVAL;
		goto exit;
	}
	/* The bdev is opened, policy is stored, and channels are updated below. */

ANA is read from an NVMe log page. The bdev module allocates a DMA-capable log page buffer, accounts for descriptor alignment, and submits a Get Log Page command for SPDK_NVME_LOG_ASYMMETRIC_NAMESPACE_ACCESS. Later namespace population parses that page and tags each nvme_ns with its ANA state.

static int
nvme_ctrlr_init_ana_log_page(struct nvme_ctrlr *nvme_ctrlr,
			     struct nvme_async_probe_ctx *ctx)
{
	struct spdk_nvme_ctrlr *ctrlr = nvme_ctrlr->ctrlr;
	const struct spdk_nvme_ctrlr_data *cdata;
	uint32_t ana_log_page_size;

	cdata = spdk_nvme_ctrlr_get_data(ctrlr);

	ana_log_page_size = sizeof(struct spdk_nvme_ana_page) + cdata->nanagrpid *
			    sizeof(struct spdk_nvme_ana_group_descriptor) + cdata->mnan *
			    sizeof(uint32_t);

	nvme_ctrlr->ana_log_page = spdk_zmalloc(ana_log_page_size, 64, NULL,
						SPDK_ENV_NUMA_ID_ANY, SPDK_MALLOC_DMA);
	if (nvme_ctrlr->ana_log_page == NULL) {
		return -ENXIO;
	}

	nvme_ctrlr->max_ana_log_page_size = ana_log_page_size;
	nvme_ctrlr->probe_ctx = ctx;
	ana_log_page_size = nvme_ctrlr_get_ana_log_page_size(nvme_ctrlr);

	return spdk_nvme_ctrlr_cmd_get_log_page(ctrlr,
						SPDK_NVME_LOG_ASYMMETRIC_NAMESPACE_ACCESS,
						SPDK_NVME_GLOBAL_NS_TAG,
						nvme_ctrlr->ana_log_page,
						ana_log_page_size, 0,
						nvme_ctrlr_init_ana_log_page_done,
						nvme_ctrlr);
}

Reset And Reconnect

There are two layers of reset:

	bdev core reset: freezes all bdev channels and submits an I/O of type SPDK_BDEV_IO_TYPE_RESET.
	NVMe bdev reset: resets one or more NVMe controller paths and rebuilds qpairs.


Source anchors:

	module/bdev/nvme/bdev_nvme.c:bdev_nvme_reset_io().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_freeze_bdev_channel().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_freeze_bdev_channel_done().
	module/bdev/nvme/bdev_nvme.c:_bdev_nvme_reset_io().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_reset_io_continue().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_reset_io_complete().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_reset_ctrlr().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_reset_ctrlr_unsafe().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_reset_create_qpair().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_reset_destroy_qpairs().


The reset I/O freezes NVMe bdev channels, resets controller paths sequentially, and then unfreezes channels and aborts retry I/O. When a controller is already resetting, reset I/O can be queued to avoid fighting the app framework's reset strategy.

The reset entry point does not reset only the channel that submitted the reset I/O. It iterates all channels for the bdev and marks them resetting. That prevents new work from racing through stale path state while controller qpairs are being torn down and recreated.

static void
bdev_nvme_freeze_bdev_channel(struct nvme_bdev_channel_iter *i,
			      struct nvme_bdev *nbdev,
			      struct nvme_bdev_channel *nbdev_ch, void *ctx)
{
	nbdev_ch->resetting = true;

	nvme_bdev_for_each_channel_continue(i, 0);
}

static void
bdev_nvme_reset_io(struct nvme_bdev *nbdev, struct nvme_bdev_io *bio)
{
	NVME_BDEV_INFOLOG(nbdev, null_ctrlr, "reset_io %p started.\n", bio);
	nvme_bdev_for_each_channel(nbdev,
				   bdev_nvme_freeze_bdev_channel,
				   bio,
				   bdev_nvme_freeze_bdev_channel_done);
}

After channels are frozen, the reset path starts with the first I/O path on the submitting channel and resets controller paths one at a time. In multipath, at least one successful controller reset is enough to make the reset I/O succeed; if every path fails, the reset remains failed.

static void
bdev_nvme_freeze_bdev_channel_done(struct nvme_bdev *nbdev, void *ctx, int status)
{
	struct nvme_bdev_io *bio = ctx;
	struct spdk_bdev_io *bdev_io = spdk_bdev_io_from_ctx(bio);
	struct nvme_bdev_channel *nbdev_ch;
	struct nvme_io_path *io_path;
	int rc;

	nbdev_ch = spdk_io_channel_get_ctx(spdk_bdev_io_get_io_channel(bdev_io));

	/* Initialize with failed status. With multipath it is enough to have at least one successful
	 * nvme_ctrlr reset. If there is none, reset status will remain failed.
	 */
	bio->cpl.cdw0 = 1;

	/* Reset all nvme_ctrlrs of a bdev controller sequentially. */
	io_path = STAILQ_FIRST(&nbdev_ch->io_path_list);
	assert(io_path != NULL);

	rc = _bdev_nvme_reset_io(io_path, bio);
	if (rc != 0) {
		rc = (rc == -EALREADY) ? 0 : rc;
		bdev_nvme_reset_io_continue(bio, rc);
	}
}

The lower reset helper is careful around concurrency. If a controller reset is already in progress, a reset I/O from the app framework can be queued on that controller instead of starting a second overlapping reset. Otherwise the helper records a completion callback and sends the actual controller reset work to the app thread.

static int
_bdev_nvme_reset_io(struct nvme_io_path *io_path, struct nvme_bdev_io *bio)
{
	struct spdk_bdev_io *bdev_io = spdk_bdev_io_from_ctx(bio);
	struct nvme_bdev *nbdev = (struct nvme_bdev *)bdev_io->bdev->ctxt;
	struct nvme_ctrlr *nvme_ctrlr = io_path->qpair->ctrlr;
	spdk_msg_fn msg_fn;
	int rc;

	assert(bio->io_path == NULL);
	bio->io_path = io_path;

	pthread_mutex_lock(&nvme_ctrlr->mutex);
	rc = bdev_nvme_reset_ctrlr_unsafe(nvme_ctrlr, &msg_fn);
	if (rc == -EBUSY) {
		TAILQ_INSERT_TAIL(&nvme_ctrlr->pending_resets, bio, retry_link);
	}
	pthread_mutex_unlock(&nvme_ctrlr->mutex);

	if (rc == 0) {
		nvme_ctrlr->ctrlr_op_cb_fn = bdev_nvme_reset_io_continue;
		nvme_ctrlr->ctrlr_op_cb_arg = bio;
		spdk_thread_send_msg(spdk_thread_get_app_thread(), msg_fn, nvme_ctrlr);
		NVME_BDEV_INFOLOG(nbdev, nvme_ctrlr, "reset_io %p started resetting ctrlr.\n", bio);
	} else if (rc == -EBUSY) {
		rc = 0;
		NVME_BDEV_INFOLOG(nbdev, nvme_ctrlr, "reset_io %p was queued to ctrlr.\n", bio);
	}

	return rc;
}

Reconnect and failover use controller loss parameters from the attach options:

	ctrlr_loss_timeout_sec.
	reconnect_delay_sec.
	fast_io_fail_timeout_sec.


Validation source anchor: module/bdev/nvme/bdev_nvme.c:bdev_nvme_check_io_error_resiliency_params().

Edge cases:

	ctrlr_loss_timeout_sec == 0 means no reconnect delay/fast-fail timeout should be set.
	ctrlr_loss_timeout_sec == -1 means keep trying indefinitely, but reconnect delay must be nonzero.
	fast_io_fail_timeout_sec must not be less than reconnect delay.
	finite controller loss timeout must not be less than reconnect delay or fast-fail timeout.


The resiliency validation encodes those rules before a connect attempt begins. That matters operationally: a bad timeout combination would otherwise create a controller whose failure behavior cannot be reasoned about.

static bool
bdev_nvme_check_io_error_resiliency_params(int32_t ctrlr_loss_timeout_sec,
		uint32_t reconnect_delay_sec,
		uint32_t fast_io_fail_timeout_sec)
{
	if (ctrlr_loss_timeout_sec < -1) {
		SPDK_ERRLOG("ctrlr_loss_timeout_sec can't be less than -1.\n");
		return false;
	} else if (ctrlr_loss_timeout_sec == -1) {
		if (reconnect_delay_sec == 0) {
			SPDK_ERRLOG("reconnect_delay_sec can't be 0 if ctrlr_loss_timeout_sec is not 0.\n");
			return false;
		} else if (fast_io_fail_timeout_sec != 0 &&
			   fast_io_fail_timeout_sec < reconnect_delay_sec) {
			SPDK_ERRLOG("reconnect_delay_sec can't be more than fast_io-fail_timeout_sec.\n");
			return false;
		}
	} else if (ctrlr_loss_timeout_sec != 0) {
		if (reconnect_delay_sec == 0) {
			SPDK_ERRLOG("reconnect_delay_sec can't be 0 if ctrlr_loss_timeout_sec is not 0.\n");
			return false;
		} else if (reconnect_delay_sec > (uint32_t)ctrlr_loss_timeout_sec) {
			SPDK_ERRLOG("reconnect_delay_sec can't be more than ctrlr_loss_timeout_sec.\n");
			return false;
		}
	} else if (reconnect_delay_sec != 0 || fast_io_fail_timeout_sec != 0) {
		SPDK_ERRLOG("Both reconnect_delay_sec and fast_io_fail_timeout_sec must be 0 if ctrlr_loss_timeout_sec is 0.\n");
		return false;
	}

	return true;
}

Health, Stats, And Config

The NVMe bdev module exposes module options and controller information through RPC/config JSON paths.

Source anchors:

	module/bdev/nvme/bdev_nvme_rpc.c:rpc_bdev_nvme_set_options().
	module/bdev/nvme/bdev_nvme_rpc.c:rpc_dump_nvme_bdev_controller_info().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_config_json().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_reset_device_stat().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_format_nvme_status().


Per-bdev error statistics can be enabled through module options. Path statistics can also be enabled. These are useful when a logical bdev has multiple paths and one path is unhealthy.

The controller information RPC surfaces the logical grouping that the attach path built. It writes the logical bdev controller name and then dumps every underlying nvme_ctrlr path in that group. This is the control-plane view that lets operators distinguish "one bdev controller with two paths" from "two unrelated controllers."

static void
rpc_dump_nvme_bdev_controller_info(struct nvme_bdev_ctrlr *nbdev_ctrlr, void *ctx)
{
	struct spdk_json_write_ctx	*w = ctx;
	struct nvme_ctrlr		*nvme_ctrlr;

	spdk_json_write_object_begin(w);
	spdk_json_write_named_string(w, "name", nbdev_ctrlr->name);

	spdk_json_write_named_array_begin(w, "ctrlrs");
	TAILQ_FOREACH(nvme_ctrlr, &nbdev_ctrlr->ctrlrs, tailq) {
		nvme_ctrlr_info_json(w, nvme_ctrlr);
	}
	spdk_json_write_array_end(w);
	spdk_json_write_object_end(w);
}

Config replay is also path-aware. bdev_nvme_config_json() emits module options, then writes one attach-style config entry for the active path and for each alternate path. It also emits non-default multipath policy per namespace bdev. That is why saved config can reconstruct both the controller connection and the bdev-level path selection behavior.

static int
bdev_nvme_config_json(struct spdk_json_write_ctx *w)
{
	struct nvme_bdev_ctrlr	*nbdev_ctrlr;
	struct nvme_ctrlr	*nvme_ctrlr;
	struct spdk_nvme_path_id	*path_id;

	assert(spdk_thread_is_app_thread(NULL));

	bdev_nvme_opts_config_json(w);

	TAILQ_FOREACH(nbdev_ctrlr, &g_nvme_bdev_ctrlrs, tailq) {
		struct nvme_bdev *nbdev;

		TAILQ_FOREACH(nvme_ctrlr, &nbdev_ctrlr->ctrlrs, tailq) {
			path_id = nvme_ctrlr->active_path_id;
			assert(path_id == TAILQ_FIRST(&nvme_ctrlr->trids));
			nvme_ctrlr_config_json(w, nvme_ctrlr, path_id);

			path_id = TAILQ_NEXT(path_id, link);
			while (path_id != NULL) {
				nvme_ctrlr_config_json(w, nvme_ctrlr, path_id);
				path_id = TAILQ_NEXT(path_id, link);
			}
		}

		TAILQ_FOREACH(nbdev, &nbdev_ctrlr->bdevs, tailq) {
			bdev_nvme_multipath_config_json(nbdev, w);
		}
	}
	/* Discovery config and success return follow. */

Admin queue health is separate from I/O qpair health. The admin poller processes admin completions; if that fails, it invokes the controller's disconnected callback or initiates failover. If the admin qpair reports a failure reason, the module clears I/O path caches so channels stop reusing a path whose controller state has changed.

static int
bdev_nvme_poll_adminq(void *arg)
{
	int32_t rc;
	struct nvme_ctrlr *nvme_ctrlr = arg;
	nvme_ctrlr_disconnected_cb disconnected_cb;

	rc = spdk_nvme_ctrlr_process_admin_completions(nvme_ctrlr->ctrlr);
	if (rc < 0) {
		disconnected_cb = nvme_ctrlr->disconnected_cb;
		nvme_ctrlr->disconnected_cb = NULL;

		if (disconnected_cb != NULL) {
			bdev_nvme_change_adminq_poll_period(nvme_ctrlr,
							    g_opts.nvme_adminq_poll_period_us);
			disconnected_cb(nvme_ctrlr);
		} else {
			bdev_nvme_failover_ctrlr(nvme_ctrlr);
		}
	} else if (spdk_nvme_ctrlr_get_admin_qp_failure_reason(nvme_ctrlr->ctrlr) !=
		   SPDK_NVME_QPAIR_FAILURE_NONE) {
		bdev_nvme_clear_io_path_caches(nvme_ctrlr);
	}

	return rc == 0 ? SPDK_POLLER_IDLE : SPDK_POLLER_BUSY;
}

Path statistics are allocated per nvme_io_path only when the module option is enabled. That keeps the default fast path smaller while still giving operators a per-path view when diagnosing an unhealthy fabric path.

static struct nvme_io_path *
nvme_io_path_alloc(void)
{
	struct nvme_io_path *io_path;

	io_path = calloc(1, sizeof(*io_path));
	if (io_path == NULL) {
		SPDK_ERRLOG("Failed to alloc io_path.\n");
		return NULL;
	}

	if (g_opts.io_path_stat) {
		io_path->stat = calloc(1, sizeof(struct spdk_bdev_io_stat));
		if (io_path->stat == NULL) {
			free(io_path);
			SPDK_ERRLOG("Failed to alloc io_path stat.\n");
			return NULL;
		}
		spdk_bdev_reset_io_stat(io_path->stat, SPDK_BDEV_RESET_STAT_MAXMIN);
	}

	return io_path;
}

Prose Diagram

Imagine three layers.

Top layer: bdev API. A caller opens Nvme0n1, gets a bdev channel, submits a read.

Middle layer: NVMe bdev module. The bdev channel points to struct nvme_bdev_channel, which has a list of nvme_io_path objects. Path selection picks one path. The selected path points to a namespace and qpair.

Bottom layer: NVMe library. The namespace command API builds an NVMe read command and submits it on the qpair. The qpair belongs to a poll group. bdev_nvme_poll() polls the poll group. The NVMe completion callback completes the bdev I/O.

Side boxes: controller group, namespace tree, ANA state, retry queue, reset state, reconnect timers, and JSON-RPC configuration.

Edge Cases And Failure Modes

	Attach creates zero bdevs: controller may attach but namespaces are unsupported, inactive, filtered, or populate failed.
	max_bdevs too small: attach can create more bdevs than names returned to RPC; the module logs when it cannot return all names.
	Duplicate controller name with same path: RPC rejects it.
	Duplicate controller name with different subnqn or hostnqn: RPC rejects it.
	Multipath disabled: adding a second path to same controller name is rejected.
	Same namespace reached through multiple controllers: module adds namespace path to existing bdev.
	Last path removed: namespace bdev unregisters.
	No I/O path: non-admin I/O completes -ENXIO.
	Qpair failure: poll path clears I/O path caches.
	Admin queue failure: admin poller triggers disconnected/failover handling.
	Reset while another reset runs: reset I/O can queue.
	Reconnect settings invalid: create rejects them before connect.
	Interrupt mode with non-PCIe: create rejects it.
	Base bdev semantics not relevant: NVMe bdev is physical in bdev terms, but remote fabrics may disappear like a network resource.


Misconceptions To Kill

	"NVMe bdev is just a thin wrapper around spdk_nvme_connect()." No. It adds bdev registration, namespace mapping, channels, qpairs, poll groups, multipath, retry, reset, stats, JSON config, and RPC validation.
	"One controller attach means one bdev." No. One controller can expose multiple namespaces.
	"One bdev means one controller." Not with multipath. One namespace bdev can have multiple namespace paths.
	"Reset is handled entirely by bdev core." No. bdev core coordinates reset I/O, then NVMe bdev resets controllers and qpairs.
	"A path failure immediately means the bdev is gone." Not necessarily. Multipath or reconnect may keep the bdev visible.
	"Admin commands use the current I/O path." Admin passthrough has its own handling and can proceed even when no regular I/O path is selected.


Source Reading Exercise

Trace attach:

	module/bdev/nvme/bdev_nvme_rpc.c:rpc_bdev_nvme_attach_controller().
	include/spdk/module/bdev/nvme.h:spdk_bdev_nvme_create().
	module/bdev/nvme/bdev_nvme.c:spdk_bdev_nvme_create().
	module/bdev/nvme/bdev_nvme.c:connect_attach_cb().
	module/bdev/nvme/bdev_nvme.c:nvme_bdev_ctrlr_create().
	module/bdev/nvme/bdev_nvme.c:nvme_ctrlr_populate_namespaces().
	module/bdev/nvme/bdev_nvme.c:nvme_ctrlr_populate_namespace().
	module/bdev/nvme/bdev_nvme.c:nvme_bdev_create().
	lib/bdev/bdev.c:spdk_bdev_register().


Trace one read:

	lib/bdev/bdev.c:spdk_bdev_readv_blocks().
	lib/bdev/bdev.c:bdev_io_submit().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_submit_request_initial().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_submit_request().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_readv().
	include/spdk/nvme.h:spdk_nvme_ns_cmd_readv_with_md() or include/spdk/nvme.h:spdk_nvme_ns_cmd_readv_ext().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_poll().
	lib/nvme/nvme_poll_group.c:spdk_nvme_poll_group_process_completions().
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_io_complete_nvme_status().


Questions:

	Where is JSON converted to struct spdk_nvme_transport_id?
	Where does the module decide whether this is a second path?
	Where does namespace ID become bdev identity?
	Where is the per-thread qpair reached from a bdev channel?
	Where does no-path turn into an I/O failure?


Operational Lab

Debug "remote NVMe bdev exists but I/O hangs" on paper.

Checklist:

	Is bdev_nvme_poll() registered on the thread that owns the qpair?
	Does spdk_nvme_poll_group_process_completions() return completions, zero, or negative?
	Does qpair failure reason indicate a disconnected qpair?
	Did bdev_nvme_check_io_qpairs() clear path caches?
	Does bdev_nvme_find_io_path() return NULL?
	Are I/O sitting on retry_io_list?
	Is nbdev_ch->resetting true?
	Is admin queue poller seeing failure and triggering failover?
	Are reconnect and fast-fail timeouts configured coherently?


For each "yes/no," write the source function where you would add a log line.

Self-Check

	Why does bdev_nvme_attach_controller return an array?
	What is the difference between struct nvme_bdev_ctrlr and struct nvme_ctrlr?
	What does struct nvme_io_path connect together?
	Why does the NVMe bdev module need a poll group?
	What happens when no I/O path is available for a normal read?
	Why are reconnect timeout combinations validated before attach?
	How does a namespace removal become a bdev unregister?
	Why is multipath more than a list of transport IDs?


References

	Local source: include/spdk/module/bdev/nvme.h.
	Local source: module/bdev/nvme/bdev_nvme.c.
	Local source: module/bdev/nvme/bdev_nvme.h.
	Local source: module/bdev/nvme/bdev_nvme_rpc.c.
	Local source: include/spdk/nvme.h.
	Local source: lib/nvme/nvme.c.
	Local source: lib/nvme/nvme_poll_group.c.
	NVM Express specifications: https://nvmexpress.org/specifications/
	SPDK Block Device User Guide, NVMe bdev: https://spdk.io/doc/bdev.html#bdev_config_nvme
	SPDK JSON-RPC, bdev_nvme_attach_controller and NVMe bdev RPCs: https://spdk.io/doc/jsonrpc.html
	SPDK NVMe Driver: https://spdk.io/doc/nvme.html
	SPDK NVMe Multipath: https://spdk.io/doc/nvme_multipath.html
	SPDK NVMe-oF Multipath HOWTO: https://spdk.io/doc/nvmf_multipath_howto.html
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  Chapter 19: Blobstore

  Blobstore is SPDK's small storage engine for "large named chunks of blocks" called blobs. If a normal block device gives you one flat address range, blobstore turns that range into a collection of independently sized...

  Beginner Mental Model

Blobstore is SPDK's small storage engine for "large named chunks of blocks" called blobs. If a normal block device gives you one flat address range, blobstore turns that range into a collection of independently sized objects. Each blob has metadata, a cluster map, attributes, and optional relationships to snapshots or parents. Blobstore is not a filesystem. It does not have directories, permissions, pathnames, page cache, journaling in the filesystem sense, or POSIX file semantics. It is closer to a lightweight allocator and metadata layer for storage systems that already know they want asynchronous block IO.

The simplest picture is:

base bdev
  |
  | adapted by module/blob/bdev/blob_bdev.c into struct spdk_bs_dev
  v
blobstore
  |
  +-- super block
  +-- used-cluster bitmap
  +-- used-blobid bitmap
  +-- metadata pages
  +-- blob A -> cluster map -> base device LBAs
  +-- blob B -> cluster map -> base device LBAs

A blob is a logical array of IO units. Blobstore maps those IO units to physical clusters. A cluster is the allocation unit. Thin blobs may have logical clusters that are not physically allocated yet. Reads from unallocated clusters resolve through a backing device: a zeroes device for ordinary thin blobs, a snapshot blob for clones, or an external snapshot device for esnap clones.

The important beginner rule is: blobstore IO is asynchronous, but blob metadata ownership is strict. The API documentation in include/spdk/blob.h says functions that do not take an IO channel may be called only on the thread that called spdk_bs_init() or spdk_bs_load(). Functions beginning with spdk_blob_io take a channel created with spdk_bs_alloc_io_channel() and must be called on the thread that created that channel.

[image: Chapter 19: Blobstore diagram 1]Diagram 1: Chapter 19: Blobstore
Why This Matters For diskengine/excloud

Cloud volume systems often need fast create, clone, snapshot, resize, and delete without blocking the IO path. Blobstore is the layer that makes those operations cheap enough to compose. lvol uses blobstore to provide logical volumes. vbdev_lvol exposes those lvols as SPDK bdevs, and RAID may sit under or over those bdevs depending on design. If blobstore semantics are misunderstood, higher layers tend to make wrong assumptions:

	Thin create is not free forever; first writes allocate clusters and can fail with -ENOSPC.
	Snapshot create is not just "copy metadata"; it freezes IO, swaps cluster maps, sets parent relationships, and persists several pieces of metadata.
	Delete of a snapshot with clones may rewrite clone metadata and parent relationships.
	Resize is asynchronous and serialized by locked_operation_in_progress.
	An lvol bdev may exist before every external snapshot parent is available; degraded lvol behavior comes from blobstore and lvol cooperation.


Core Objects

Public API objects:

	struct spdk_bs_dev in include/spdk/blob.h: the device interface blobstore uses. It has function pointers for read, write, readv, writev, unmap, write_zeroes, flush, copy, is_zeroes, translate_lba, and is_degraded.
	struct spdk_blob_store in include/spdk/blob.h: opaque publicly, implemented privately in lib/blob/blobstore.h.
	struct spdk_blob in include/spdk/blob.h: opaque publicly, implemented privately in lib/blob/blobstore.h.
	spdk_blob_id: a uint64_t identifier.


Private implementation anchors:

	lib/blob/blobstore.h:struct spdk_blob_store
	lib/blob/blobstore.h:struct spdk_blob
	lib/blob/blobstore.h:struct spdk_bs_channel
	lib/blob/blobstore.h:struct spdk_bs_super_block
	lib/blob/blobstore.h:struct spdk_blob_md_page
	lib/blob/blobstore.h:struct spdk_blob_md_descriptor_extent_rle
	lib/blob/blobstore.h:struct spdk_blob_md_descriptor_extent_table
	lib/blob/blobstore.h:struct spdk_blob_md_descriptor_extent_page


The private struct spdk_blob_store contains the backing struct spdk_bs_dev, cluster sizing, metadata ranges, bit pools/arrays for allocation, trees/lists of open blobs and snapshots, and external snapshot callbacks. The private struct spdk_blob contains active and clean metadata, the blob ID, parent ID, state, cluster maps, extent pages, xattrs, open ref count, pending persists, and the backing bs_dev used for reads not satisfied by its own allocated clusters.

The reason the public API hides these structures is not only ABI hygiene. Blobstore depends on a small set of invariants that callers must not mutate directly: a blob has a "clean" metadata image that matches disk, an "active" metadata image that is being edited in RAM, and blobstore-wide allocation bitmaps that determine whether a cluster or metadata page may be reused. This excerpt is the shortest useful view of those invariants:

/* lib/blob/blobstore.h */
struct spdk_blob {
	struct spdk_blob_store *bs;

	uint32_t	open_ref;

	spdk_blob_id	id;
	spdk_blob_id	parent_id;

	enum spdk_blob_state		state;

	/* Two copies of the mutable data. One is a version
	 * that matches the last known data on disk (clean).
	 * The other (active) is the current data. Syncing
	 * a blob makes the clean match the active.
	 */
	struct spdk_blob_mut_data	clean;
	struct spdk_blob_mut_data	active;

	bool		invalid;
	bool		data_ro;
	bool		md_ro;

	struct spdk_bs_dev *back_bs_dev;
	struct spdk_xattr_tailq xattrs;
	struct spdk_xattr_tailq xattrs_internal;

	uint32_t frozen_refcnt;
	bool locked_operation_in_progress;
};

The parent_id and back_bs_dev fields are what make thin blobs, clones, and external snapshot clones look like one address space to the reader. The frozen_refcnt and locked_operation_in_progress fields are what let metadata operations temporarily stop conflicting IO without turning the whole library into a lock-heavy filesystem.

Blobstore metadata is descriptor based. A blob metadata page contains descriptors for xattrs, flags, and extent information. Extents can be stored directly as RLE entries or indirectly through an extent table that points to extent pages. That extra indirection exists because large thin blobs would otherwise need to rewrite too much metadata every time a far-away cluster is allocated.

/* lib/blob/blobstore.h */
#define SPDK_MD_DESCRIPTOR_TYPE_EXTENT_RLE 1
#define SPDK_MD_DESCRIPTOR_TYPE_EXTENT_TABLE 5
#define SPDK_MD_DESCRIPTOR_TYPE_EXTENT_PAGE 6

struct spdk_blob_md_descriptor_extent_rle {
	uint8_t		type;
	uint32_t	length;

	struct {
		uint32_t	cluster_idx;
		uint32_t	length; /* In units of clusters */
	} extents[0];
};

struct spdk_blob_md_descriptor_extent_table {
	uint8_t		type;
	uint32_t	length;

	/* Number of data clusters in the blob */
	uint64_t	num_clusters;

	struct {
		uint32_t	page_idx;
		uint32_t	num_pages; /* In units of pages */
	} extent_page[0];
};

The practical consequence is that "the cluster map" is not always one flat array on disk. In memory, readers often reason about it as an array of cluster mappings. On disk, blobstore can choose a compact descriptor format so sparse blobs and large blobs do not pay the same metadata write cost.

Units: Pages, Clusters, IO Units, LBAs

Blobstore uses several units at once:

	bdev block/LBA: the unit the backing device exposes.
	IO unit: blobstore's IO address unit. It is derived from device block length.
	metadata page: fixed blobstore metadata page unit.
	cluster: allocation unit for blob data.
	blob logical cluster: index into a blob's cluster map.


Source anchors:

	lib/blob/blobstore.h:bs_byte_to_lba
	lib/blob/blobstore.h:bs_dev_byte_to_lba
	lib/blob/blobstore.h:bs_page_to_lba
	lib/blob/blobstore.h:bs_md_page_to_lba
	lib/blob/blobstore.h:bs_cluster_to_io_unit
	lib/blob/blobstore.h:bs_io_unit_to_cluster
	lib/blob/blobstore.h:bs_cluster_to_lba
	lib/blob/blobstore.h:bs_lba_to_cluster
	lib/blob/blobstore.h:bs_blob_io_unit_to_lba


Beginner misconception to kill: a blob's "size" is not necessarily allocated space. spdk_blob_get_num_clusters() returns logical size in clusters. spdk_blob_get_num_allocated_clusters() returns actual allocated clusters. In a thin blob, these may differ. In a snapshot/clone chain, a read may walk from child to parent rather than consuming an allocated cluster in the child.

The conversion helpers are deliberately simple: they convert magnitudes between units, not ownership. A cluster number can be converted to a device LBA, but that does not mean the cluster belongs to the blob doing the IO. Ownership is checked through the blob's cluster map first.

/* lib/blob/blobstore.h */
static inline uint64_t
bs_cluster_to_io_unit(struct spdk_blob_store *bs, uint32_t cluster)
{
	return (uint64_t)cluster * bs->io_units_per_cluster;
}

static inline uint32_t
bs_io_unit_to_cluster(struct spdk_blob_store *bs, uint64_t io_unit)
{
	assert(io_unit % bs->io_units_per_cluster == 0);

	return io_unit / bs->io_units_per_cluster;
}

static inline uint64_t
bs_cluster_to_lba(struct spdk_blob_store *bs, uint32_t cluster)
{
	assert(bs->cluster_sz / bs->dev->blocklen > 0);

	return (uint64_t)cluster * (bs->cluster_sz / bs->dev->blocklen);
}

This is why the chapter keeps saying "logical cluster" versus "physical cluster." A logical cluster is an index in a blob. A physical cluster is a region on the blobstore device. Thin provisioning is mostly the act of delaying the logical-to-physical mapping until a write forces one to exist.

Device Adaptation: bdev To Blobstore

Blobstore does not directly speak struct spdk_bdev. It speaks struct spdk_bs_dev. The adapter lives in:

	include/spdk/blob_bdev.h
	module/blob/bdev/blob_bdev.c


The lvol bdev module uses spdk_bdev_create_bs_dev_ext() to wrap a bdev as a blobstore device. In the lvol examine path, see module/bdev/lvol/vbdev_lvol.c:_vbdev_lvs_examine, which calls spdk_bdev_create_bs_dev_ext(bdev->name, ...) before calling spdk_lvs_load_ext().

The reverse direction also exists: a blob can be exposed as a blobstore device. That is used for snapshot backing:

	lib/blob/blob_bs_dev.c:bs_create_blob_bs_dev
	lib/blob/blob_bs_dev.c:blob_bs_dev_read
	lib/blob/blob_bs_dev.c:blob_bs_is_zeroes
	lib/blob/blob_bs_dev.c:blob_bs_translate_lba
	lib/blob/blob_bs_dev.c:blob_bs_is_degraded


Prose diagram:

clone blob read
  |
  | if child cluster is allocated:
  |   read child cluster from base blobstore device
  |
  | if child cluster is unallocated:
  |   read from back_bs_dev
  |
  +-- back_bs_dev may be:
        zeroes device                 -> ordinary thin empty data
        blob-backed bs_dev            -> internal snapshot parent
        external snapshot bs_dev      -> bdev outside this lvolstore

Loading And Initializing A Blobstore

Public entry points:

	include/spdk/blob.h:spdk_bs_init
	include/spdk/blob.h:spdk_bs_load
	include/spdk/blob.h:spdk_bs_grow
	include/spdk/blob.h:spdk_bs_grow_live
	include/spdk/blob.h:spdk_bs_destroy
	include/spdk/blob.h:spdk_bs_unload


Implementation anchors:

	lib/blob/blobstore.c:spdk_bs_init
	lib/blob/blobstore.c:spdk_bs_load
	lib/blob/blobstore.c:bs_alloc
	lib/blob/blobstore.c:bs_parse_super
	lib/blob/blobstore.c:bs_recover
	lib/blob/blobstore.c:bs_load_replay_md
	lib/blob/blobstore.c:bs_load_replay_md_parse_page
	lib/blob/blobstore.c:bs_load_write_used_md
	lib/blob/blobstore.c:spdk_bs_grow
	lib/blob/blobstore.c:spdk_bs_grow_live


Initialization creates new metadata. Loading reads and validates existing metadata. The load path allocates a struct spdk_bs_load_ctx, reads the superblock, reconstructs in-memory state from metadata pages, recovers if necessary, rebuilds allocation masks, and then completes with a blobstore handle.

The private load context in lib/blob/blobstore.c:struct spdk_bs_load_ctx is worth reading because it shows what blobstore believes it needs to reconstruct the world:

	super: superblock buffer.
	mask: used-cluster or used-blobid mask.
	page: current metadata page.
	extent_pages: loaded extent pages.
	used_clusters: load-time allocation view.
	force_recover: option for recovery behavior.
	iterator callback fields for walking blobs.


Beginner misconception to kill: load is not merely "read one superblock and return." It may replay metadata page chains and repair masks. Dirty shutdown changes the path.

Official SPDK docs call out two metadata layers: per-blob metadata can be explicitly synchronized, while global blobstore metadata is normally made consistent on unload and rebuilt on the next load after an unclean shutdown. The implementation reflects that distinction by marking the super block dirty before mutating blob metadata.

/* lib/blob/blobstore.c */
static void
bs_mark_dirty(spdk_bs_sequence_t *seq, struct spdk_blob_store *bs,
	      spdk_bs_sequence_cpl cb_fn, void *cb_arg)
{
	struct spdk_bs_mark_dirty *ctx;

	/* Blobstore is already marked dirty */
	if (bs->clean == 0) {
		cb_fn(seq, cb_arg, 0);
		return;
	}

	ctx = calloc(1, sizeof(*ctx));
	if (!ctx) {
		cb_fn(seq, cb_arg, -ENOMEM);
		return;
	}
	ctx->bs = bs;
	ctx->cb_fn = cb_fn;
	ctx->cb_arg = cb_arg;

	ctx->super = spdk_zmalloc(sizeof(*ctx->super), 0x1000, NULL,
				  SPDK_ENV_NUMA_ID_ANY, SPDK_MALLOC_DMA);
	if (!ctx->super) {
		free(ctx);
		cb_fn(seq, cb_arg, -ENOMEM);
		return;
	}

	bs_sequence_read_dev(seq, ctx->super, bs_page_to_lba(bs, 0),
			     bs_byte_to_lba(bs, sizeof(*ctx->super)),
			     bs_mark_dirty_write, ctx);
}

That dirty bit is a recovery affordance. It does not mean every user write is unsafe; it means blobstore should not trust persisted global allocation masks as authoritative until it has replayed per-blob metadata.

Cluster Allocation

Source anchors:

	lib/blob/blobstore.c:bs_claim_cluster
	lib/blob/blobstore.c:bs_release_cluster
	lib/blob/blobstore.c:blob_insert_cluster_on_md_thread
	lib/blob/blobstore.c:blob_insert_cluster_msg
	lib/blob/blobstore.c:blob_free_cluster_on_md_thread
	lib/blob/blobstore.c:blob_free_cluster_msg
	lib/blob/blobstore.c:blob_write_extent_page


Cluster allocation is the core of thin provisioning. When a thin blob receives a write to an unallocated logical cluster, blobstore claims a physical cluster from the blobstore pool, updates the blob's active metadata, persists the relevant metadata page or extent page, and then performs IO. Releasing a cluster clears the mapping, updates allocation counts, writes metadata, and returns the cluster to the free pool.

For clones, the first write to a cluster is copy-on-write, not just allocate-and-write. Blobstore may need the old contents from the backing snapshot so that a partial-cluster overwrite preserves the bytes outside the caller's write range. The allocation path therefore checks whether the backing range is valid, whether it can use device copy, whether the backing range is known zero, and only then allocates a new physical cluster.

/* lib/blob/blobstore.c */
is_valid_range = blob->back_bs_dev->is_range_valid(blob->back_bs_dev,
		 bs_dev_io_unit_to_lba(blob, blob->back_bs_dev, cluster_start_io_unit),
		 bs_dev_byte_to_lba(blob->back_bs_dev, blob->bs->cluster_sz));

can_copy = is_valid_range && blob_can_copy(blob, cluster_start_io_unit, &copy_src_lba);

is_zeroes = is_valid_range && blob->back_bs_dev->is_zeroes(blob->back_bs_dev,
		bs_dev_io_unit_to_lba(blob, blob->back_bs_dev, cluster_start_io_unit),
		bs_dev_byte_to_lba(blob->back_bs_dev, blob->bs->cluster_sz));
if (blob->parent_id != SPDK_BLOBID_INVALID && !is_zeroes && !can_copy) {
	ctx->buf = spdk_malloc(blob->bs->cluster_sz, blob->back_bs_dev->blocklen,
			       NULL, SPDK_ENV_NUMA_ID_ANY, SPDK_MALLOC_DMA);
	if (!ctx->buf) {
		SPDK_ERRLOG("DMA allocation for cluster of size = %" PRIu32 " failed.\n",
			    blob->bs->cluster_sz);
		free(ctx);
		bs_user_op_abort(op, -ENOMEM);
		return;
	}
}

spdk_spin_lock(&blob->bs->used_lock);
rc = bs_allocate_cluster(blob, cluster_number, &ctx->new_cluster, &ctx->new_extent_page,
			 false);
spdk_spin_unlock(&blob->bs->used_lock);

The spinlock here is intentionally narrow: it protects allocation bookkeeping, not the whole IO. After a cluster is reserved, the metadata-thread path publishes the new mapping. If another operation wins the race and inserts a mapping first, the loser clears and frees its temporary cluster instead of exposing stale data.

The IO path has to be careful at cluster boundaries. A single user IO may cover multiple blob clusters and may need to split. Relevant source anchors:

	lib/blob/blobstore.c:blob_request_submit_op
	lib/blob/blobstore.c:blob_request_submit_op_single
	lib/blob/blobstore.c:blob_request_submit_op_split
	lib/blob/blobstore.c:blob_request_submit_op_split_next
	lib/blob/blobstore.c:blob_request_submit_rw_iov


Prose diagram for a write to an unallocated cluster:

spdk_blob_io_write()
  -> blob_request_submit_op()
     -> determine cluster coverage
     -> if one cluster: blob_request_submit_op_single()
     -> if crosses boundary: blob_request_submit_op_split()
     -> if target cluster missing and write needs storage:
          allocate cluster on metadata thread
          update cluster map / extent page
          submit write to bs_dev
     -> completion callback returns bserrno

IO API Surface

Public IO API:

	include/spdk/blob.h:spdk_blob_io_read
	include/spdk/blob.h:spdk_blob_io_write
	include/spdk/blob.h:spdk_blob_io_readv
	include/spdk/blob.h:spdk_blob_io_writev
	include/spdk/blob.h:spdk_blob_io_readv_ext
	include/spdk/blob.h:spdk_blob_io_writev_ext
	include/spdk/blob.h:spdk_blob_io_unmap
	include/spdk/blob.h:spdk_blob_io_write_zeroes


Implementation:

	lib/blob/blobstore.c:spdk_blob_io_read
	lib/blob/blobstore.c:spdk_blob_io_write
	lib/blob/blobstore.c:spdk_blob_io_unmap
	lib/blob/blobstore.c:spdk_blob_io_write_zeroes
	lib/blob/blobstore.c:spdk_blob_io_readv_ext
	lib/blob/blobstore.c:spdk_blob_io_writev_ext


Request helpers:

	lib/blob/request.c:bs_sequence_start_bs
	lib/blob/request.c:bs_sequence_start_blob
	lib/blob/request.c:bs_batch_open
	lib/blob/request.c:bs_user_op_alloc
	lib/blob/request.c:bs_user_op_execute


Beginner rule: callback completion is the only point at which the caller knows the operation has completed. Returning from spdk_blob_io_write() only means the operation was accepted into the async path or failed immediately by invoking/completing through the callback path depending on the specific helper.

At IO dispatch time, blobstore first asks whether the target range is allocated in the blob itself. Allocated reads and writes go to the blobstore device. Unallocated reads go to the backing device. Unallocated writes allocate/copy a cluster before the user write is submitted. That is the central runtime rule for thin provisioning, internal snapshots, and external snapshots.

/* lib/blob/blobstore.c */
if (is_allocated) {
	/* Read from the blob */
	bs_batch_read_dev(batch, payload, lba, lba_count);
} else {
	/* Read from the backing block device */
	bs_batch_read_bs_dev(batch, blob->back_bs_dev, payload, lba, lba_count);
}

if (is_allocated) {
	/* Write to the blob */
	if (op_type == SPDK_BLOB_WRITE) {
		bs_batch_write_dev(batch, payload, lba, lba_count);
	} else {
		bs_batch_write_zeroes_dev(batch, lba, lba_count);
	}
} else {
	/* Queue this operation and allocate the cluster */
	spdk_bs_user_op_t *op;

	op = bs_user_op_alloc(_ch, &cpl, op_type, blob, payload, 0, offset, length);
	if (!op) {
		cb_fn(cb_arg, -ENOMEM);
		return;
	}

	bs_allocate_and_copy_cluster(blob, _ch, offset, op);
}

The source uses batches for groups of operations that can be issued together and sequences for ordered chains such as "read backing cluster, write new cluster, persist metadata, then complete." This is why blobstore can preserve ordering only where it explicitly builds a sequence; callers should not infer broader IO ordering from asynchronous submission.

Snapshots And Clones

Public API:

	include/spdk/blob.h:spdk_bs_create_snapshot
	include/spdk/blob.h:spdk_bs_create_clone
	include/spdk/blob.h:spdk_blob_is_snapshot
	include/spdk/blob.h:spdk_blob_is_clone
	include/spdk/blob.h:spdk_blob_get_parent_snapshot
	include/spdk/blob.h:spdk_blob_get_clones


Implementation anchors:

	lib/blob/blobstore.c:spdk_bs_create_snapshot
	lib/blob/blobstore.c:spdk_bs_create_clone
	lib/blob/blobstore.c:bs_snapshot_swap_cluster_maps
	lib/blob/blobstore.c:bs_snapshot_newblob_sync_cpl
	lib/blob/blobstore.c:bs_snapshot_origblob_sync_cpl
	lib/blob/blobstore.c:blob_freeze_io
	lib/blob/blobstore.c:blob_unfreeze_io
	lib/blob/blobstore.c:bs_blob_list_add
	lib/blob/blobstore.c:spdk_blob_is_snapshot
	lib/blob/blobstore.c:spdk_blob_is_clone
	lib/blob/blobstore.c:spdk_blob_get_parent_snapshot
	lib/blob/blobstore.c:spdk_blob_get_clones


A snapshot operation converts a mutable blob into a clone of a new read-only snapshot. That sentence is easy to miss. After snapshot creation:

	The new snapshot blob is read-only.
	The original blob remains writable but becomes thin-provisioned.
	The original blob points at the snapshot as backing storage for clusters it has not overwritten since the snapshot.
	Metadata xattrs record the relationship.
	IO is frozen while the relationship and cluster maps are changed.


Prose diagram:

Before snapshot:

volume blob V
  cluster map: [A, B, C, D]
  parent: none or previous parent

After snapshot named S:

snapshot blob S, read-only
  cluster map: [A, B, C, D]

volume blob V, writable thin clone
  cluster map: [0, 0, 0, 0]
  parent/backing: S

New write to V cluster 2:
  V allocates E
  V cluster map: [0, 0, E, 0]
  reads cluster 2 from V
  reads clusters 0,1,3 from S

A clone operation creates a new writable thin blob backed by a read-only snapshot. Source readers should compare spdk_bs_create_snapshot and spdk_bs_create_clone. Snapshot creation modifies the original blob; clone creation leaves the snapshot as parent and creates a new child.

The source makes snapshot creation feel less magical: the new snapshot starts as an empty thin blob with the same logical size, IO on the original is frozen, the active cluster maps are swapped, and then metadata is synchronized in stages. The swap is what transfers current data ownership to the new read-only snapshot without copying all data clusters.

/* lib/blob/blobstore.c */
static void
bs_snapshot_swap_cluster_maps(struct spdk_blob *blob1, struct spdk_blob *blob2)
{
	uint64_t *cluster_temp;
	uint64_t num_allocated_clusters_temp;
	uint32_t *extent_page_temp;

	cluster_temp = blob1->active.clusters;
	blob1->active.clusters = blob2->active.clusters;
	blob2->active.clusters = cluster_temp;

	num_allocated_clusters_temp = blob1->active.num_allocated_clusters;
	blob1->active.num_allocated_clusters = blob2->active.num_allocated_clusters;
	blob2->active.num_allocated_clusters = num_allocated_clusters_temp;

	extent_page_temp = blob1->active.extent_pages;
	blob1->active.extent_pages = blob2->active.extent_pages;
	blob2->active.extent_pages = extent_page_temp;
}

The callback sequence around that swap is also the reason snapshot creation is serialized. The original blob sets locked_operation_in_progress, creates a new thin blob, freezes IO, swaps maps, records parent xattrs, creates a blob-backed back_bs_dev, syncs the original as a clone, then marks the new blob read-only and syncs it. Any error in the middle has to put the maps and xattrs back into a recoverable shape.

/* lib/blob/blobstore.c */
ctx->new.blob = newblob;
assert(spdk_blob_is_thin_provisioned(newblob));
assert(spdk_mem_all_zero(newblob->active.clusters,
			 newblob->active.num_clusters * sizeof(*newblob->active.clusters)));
assert(spdk_mem_all_zero(newblob->active.extent_pages,
			 newblob->active.num_extent_pages * sizeof(*newblob->active.extent_pages)));

blob_freeze_io(origblob, bs_snapshot_freeze_cpl, ctx);

External Snapshots

External snapshots allow a blob to use a non-blobstore device as its parent. lvol exposes this through bdev_lvol_clone_bdev and parent-setting RPCs, but the blobstore core owns the metadata relationship.

Public blob anchors:

	include/spdk/blob.h:spdk_bs_blob_set_external_parent
	include/spdk/blob.h:spdk_blob_get_esnap_id
	include/spdk/blob.h:spdk_blob_is_esnap_clone
	include/spdk/blob.h:spdk_blob_set_esnap_bs_dev
	include/spdk/blob.h:spdk_blob_get_esnap_bs_dev
	include/spdk/blob.h:spdk_blob_is_degraded


Implementation anchors:

	lib/blob/blobstore.c:spdk_bs_blob_set_external_parent
	lib/blob/blobstore.c:spdk_blob_set_esnap_bs_dev
	lib/blob/blobstore.c:spdk_blob_get_esnap_bs_dev
	lib/blob/blobstore.c:spdk_blob_is_degraded
	lib/blob/blobstore.c:blob_esnap_destroy_bs_dev_channels
	lib/blob/blobstore.c:blob_esnap_destroy_bs_channel
	lib/blob/blobstore.c:blob_esnap_get_io_channel


The public callback type spdk_bs_esnap_dev_create in include/spdk/blob.h is central. When blobstore loads an esnap clone, it calls the consumer-provided callback to open the external snapshot as a struct spdk_bs_dev. If the external snapshot is unavailable, the consumer can arrange degraded behavior.

Beginner misconception to kill: an external snapshot is not copied into the lvolstore by default. The clone depends on the external parent until it is inflated, decoupled, shallow-copied elsewhere, or reparented.

On load, blobstore does not know how to open an arbitrary external bdev by itself. It asks its consumer through esnap_bs_dev_create; lvol supplies that callback when loading the lvolstore. The callback can return a real struct spdk_bs_dev, or return success with NULL if the consumer intentionally leaves the external snapshot unopened for now.

/* lib/blob/blobstore.c */
if (bs->esnap_bs_dev_create == NULL) {
	SPDK_NOTICELOG("blob 0x%" PRIx64 " is an esnap clone but the blobstore was opened "
		       "without support for esnap clones\n", blob->id);
	return -ENOTSUP;
}
assert(blob->back_bs_dev == NULL);

rc = blob_get_xattr_value(blob, BLOB_EXTERNAL_SNAPSHOT_ID, &esnap_id, &id_len, true);
if (rc != 0) {
	SPDK_ERRLOG("blob 0x%" PRIx64 " is an esnap clone but has no esnap ID\n", blob->id);
	return -EINVAL;
}

rc = bs->esnap_bs_dev_create(bs->esnap_ctx, blob_ctx, blob, esnap_id, (uint32_t)id_len,
			     &bs_dev);
if (rc != 0) {
	SPDK_DEBUGLOG(blob_esnap, "blob 0x%" PRIx64 ": failed to load back_bs_dev "
		      "with error %d\n", blob->id, rc);
	return rc;
}

blob->back_bs_dev = bs_dev;
blob->parent_id = SPDK_BLOBID_EXTERNAL_SNAPSHOT;

That design keeps blobstore generic. Blobstore stores the relationship and drives IO through spdk_bs_dev; lvol knows how to find and claim the external bdev that relationship names.

Resize And Grow

Blob resize:

	include/spdk/blob.h:spdk_blob_resize
	lib/blob/blobstore.c:spdk_blob_resize
	lib/blob/blobstore.c:blob_resize
	lib/blob/blobstore.c:bs_resize_freeze_cpl
	lib/blob/blobstore.c:bs_resize_unfreeze_cpl


Blobstore grow:

	include/spdk/blob.h:spdk_bs_grow
	include/spdk/blob.h:spdk_bs_grow_live
	lib/blob/blobstore.c:spdk_bs_grow
	lib/blob/blobstore.c:spdk_bs_grow_live
	lib/blob/blobstore.c:bs_load_try_to_grow
	lib/blob/blobstore.c:bs_grow_live_load_super_cpl
	lib/blob/blobstore.c:bs_grow_live_super_write_cpl


Resize is serialized with locked_operation_in_progress. If the blob is metadata-read-only (md_ro), resize fails with -EPERM. If the requested cluster count is unchanged, resize completes successfully without work. If another locked operation is active, resize fails with -EBUSY.

Important edge cases:

	Growing logical size may not allocate clusters immediately for a thin blob.
	Shrinking must update metadata so clusters beyond the new end are not considered part of the blob.
	A clone can grow beyond its parent; backing reads are valid only where the parent has a range. See lib/blob/blob_bs_dev.c:blob_bs_is_range_valid, which explicitly accounts for a backing blob having fewer clusters than the child after expansion.
	Blobstore grow is about the underlying device becoming larger, not an individual blob becoming larger.


Delete Semantics

Public API:

	include/spdk/blob.h:spdk_bs_delete_blob


Implementation anchors:

	lib/blob/blobstore.c:spdk_bs_delete_blob
	lib/blob/blobstore.c:bs_is_blob_deletable
	lib/blob/blobstore.c:update_clone_on_snapshot_deletion
	lib/blob/blobstore.c:delete_snapshot_open_clone_cb
	lib/blob/blobstore.c:delete_snapshot_freeze_io_cb
	lib/blob/blobstore.c:delete_snapshot_sync_snapshot_xattr_cpl
	lib/blob/blobstore.c:delete_snapshot_update_extent_pages
	lib/blob/blobstore.c:delete_snapshot_sync_clone_cpl
	lib/blob/blobstore.c:delete_snapshot_sync_snapshot_cpl
	lib/blob/blobstore.c:bs_delete_blob_finish


Blob deletion has special rules for snapshots:

	A normal blob with no clones can be removed.
	A snapshot with more than one clone cannot be removed directly.
	A snapshot with one clone may be removed by updating the clone to inherit the snapshot's parent/data relationship.
	An open snapshot cannot be removed except for the internal reference patterns allowed by the deletion logic.
	Deleting a snapshot may require freezing the clone, copying cluster mappings, changing parent xattrs, handling external snapshot references, and persisting metadata in a power-failure-aware order.


Prose diagram for deleting a snapshot with one clone:

Before:

Parent P -> Snapshot S -> Clone C

Delete S:
  freeze C
  mark S pending removal
  copy needed S cluster mappings into C
  change C parent from S to P, zeroes, or external snapshot depending on S
  sync C metadata
  sync S metadata / remove S from snapshot lists
  unfreeze C

After:

Parent P -> Clone C

Edge Cases And Failure Modes

ENOSPC On Thin Writes

Thin provisioning means creation does not reserve all clusters. First write to a previously unallocated cluster may call bs_claim_cluster and fail if the free cluster pool is exhausted. The visible failure may happen at lvol bdev write time even though lvol creation succeeded earlier.

EBUSY On Concurrent Metadata Operations

Snapshot, resize, parent changes, and some delete paths use locked operations. lib/blob/blobstore.c:spdk_blob_resize checks blob->locked_operation_in_progress and returns -EBUSY if another locked operation is active.

Read-Only Metadata

Snapshots are read-only. lib/blob/blobstore.c:spdk_blob_resize fails with -EPERM when blob->md_ro is true. Snapshot deletion temporarily overrides metadata read-only flags in controlled cleanup paths; that does not mean callers may mutate snapshot metadata freely.

Dirty Load And Recovery

Crash or power loss during metadata updates can leave dirty metadata. The load path has recovery-specific logic:

	lib/blob/blobstore.c:bs_recover
	lib/blob/blobstore.c:bs_load_replay_md
	lib/blob/blobstore.c:bs_load_write_used_md
	lib/blob/blobstore.c:bs_load_cur_md_page_valid


Blobstore metadata update ordering is designed so load can reason about partially completed operations. For example, snapshot delete uses SNAPSHOT_PENDING_REMOVAL to make recovery possible.

The recovery iterator looks for internal xattrs left behind by interrupted snapshot creation or deletion. It then opens the referenced clone to decide whether to keep the snapshot or remove the corrupted intermediate blob. This is a metadata repair workflow, not user data reconstruction from parity or journaling.

/* lib/blob/blobstore.c */
if (bserrno == 0) {
	/* Examine blob if it is corrupted after power failure. Fix
	 * the ones that can be fixed and remove any other corrupted
	 * ones. If it is not corrupted just process it */
	rc = blob_get_xattr_value(blob, SNAPSHOT_PENDING_REMOVAL, &value, &len, true);
	if (rc != 0) {
		rc = blob_get_xattr_value(blob, SNAPSHOT_IN_PROGRESS, &value, &len, true);
		if (rc != 0) {
			/* Not corrupted - process it and continue with iterating through blobs */
			if (ctx->iter_cb_fn) {
				ctx->iter_cb_fn(ctx->iter_cb_arg, blob, 0);
			}
			bs_blob_list_add(blob);
			spdk_bs_iter_next(ctx->bs, blob, bs_load_iter, ctx);
			return;
		}
	}

	assert(len == sizeof(spdk_blob_id));

	ctx->blob = blob;

	/* Open clone to check if we are able to fix this blob or should we remove it */
	spdk_bs_open_blob(ctx->bs, *(spdk_blob_id *)value, bs_examine_clone, ctx);
	return;
} else if (bserrno == -ENOENT) {
	bserrno = 0;
} else {
	SPDK_ERRLOG("Error in iterating blobs\n");
}

The earlier superblock check chooses this slower path when the clean flag or persisted masks cannot be trusted:

/* lib/blob/blobstore.c */
if (ctx->super->used_blobid_mask_len == 0 || ctx->super->clean == 0 || ctx->force_recover) {
	bs_recover(ctx);
} else {
	bs_load_used_blobids(ctx);
}

External Snapshot Missing

If an esnap clone is loaded but its external parent cannot be opened, the blob/lvol may be degraded. The blobstore public predicate is include/spdk/blob.h:spdk_blob_is_degraded, implemented by lib/blob/blobstore.c:spdk_blob_is_degraded.

IO Channel Lifetime

Blobstore IO APIs require a channel. External snapshot channels may need to be destroyed on all relevant threads. See:

	lib/blob/blobstore.c:blob_esnap_destroy_bs_dev_channels
	lib/blob/blobstore.c:blob_esnap_destroy_bs_channel
	lib/blob/blobstore.c:blob_esnap_get_io_channel


Misconceptions To Kill

	"Blobstore is a filesystem." It is not. It is an async object allocator over a block device.
	"Snapshot copies all data." It does not. It changes metadata relationships and shares clusters until overwritten.
	"Thin provisioning means writes always succeed later." No. Allocation can fail at write time.
	"Resize allocates data." Logical resize and physical allocation are separate for thin blobs.
	"A clone owns all bytes it can read." A clone may read from its own clusters, a snapshot, an external snapshot, or zeroes.
	"Delete only removes a record." Snapshot delete can rewrite clone metadata and parent relationships.
	"Load is simple." Load may replay metadata, recover dirty state, validate CRC-like metadata, and rebuild allocation masks.


Source Reading Exercise

Read these in order and write down every callback transition:

	lib/blob/blobstore.c:spdk_bs_create_snapshot
	lib/blob/blobstore.c:bs_snapshot_newblob_sync_cpl
	lib/blob/blobstore.c:bs_snapshot_origblob_sync_cpl
	lib/blob/blobstore.c:blob_freeze_io
	lib/blob/blobstore.c:blob_unfreeze_io


Questions:

	At what point is the new snapshot marked read-only?
	Why does snapshot creation swap cluster maps?
	What must be undone if syncing the new snapshot metadata fails?
	What prevents concurrent writes while the cluster maps are being rearranged?


Operational Lab

Use test/lvol/snapshot_clone.sh as the high-level lab and test/unit/lib/blob/blob.c/blob_ut.c as the source-level lab.

Suggested lab flow:

	Create a malloc bdev.
	Create an lvolstore on it.
	Create an lvol.
	Write recognizable data to different offsets.
	Create a snapshot.
	Write new data to the original lvol.
	Create a clone from the snapshot.
	Compare reads from original, snapshot, and clone.
	Delete a snapshot with zero, one, and more than one clone, and record expected errors.


If running a full SPDK target is unavailable, trace the expected RPC-to-source path instead:

bdev_lvol_snapshot RPC
  -> module/bdev/lvol/vbdev_lvol_rpc.c:rpc_bdev_lvol_snapshot
  -> module/bdev/lvol/vbdev_lvol.c:vbdev_lvol_create_snapshot
  -> lib/lvol/lvol.c:spdk_lvol_create_snapshot
  -> lib/blob/blobstore.c:spdk_bs_create_snapshot

Self-Check

	Why can a thin blob have a large logical size but few allocated clusters?
	What is the difference between spdk_bs_grow_live() and spdk_blob_resize()?
	Why does snapshot creation freeze IO?
	Why can deleting a snapshot require updating a clone?
	What does spdk_blob_is_degraded() mean for an esnap clone?
	Why is struct spdk_bs_dev separate from struct spdk_bdev?
	Which functions would you inspect first for an -EBUSY returned by lvol resize?
	Which source file adapts a blob into a backing device for clone reads?


References

	Local API: include/spdk/blob.h
	Local implementation: lib/blob/blobstore.c
	Local private structures: lib/blob/blobstore.h
	Local bdev adapter: module/blob/bdev/blob_bdev.c
	Local blob-backed bs_dev: lib/blob/blob_bs_dev.c
	Local official docs source: doc/blob.md, doc/lvol.md, doc/bdev.md
	Local tests: test/blobstore/blobstore.sh, test/blobstore/blobstore_grow/blobstore_grow.sh, test/lvol/snapshot_clone.sh, test/lvol/thin_provisioning.sh
	Official SPDK Blobstore Programmer's Guide: <https://spdk.io/doc/blob.html>
	Official SPDK Logical Volumes documentation: <https://spdk.io/doc/logical_volumes.html>
	Official SPDK Block Device User Guide: <https://spdk.io/doc/bdev.html>
	Official SPDK blob.h API reference: <https://spdk.io/doc/blob_8h.html>






  Chapter 20: lvol And lvol bdev
  

  



  Part 5: Concrete SPDK Storage Layers · 20

  Chapter 20: lvol And lvol bdev

  lvol is SPDK's logical-volume layer on top of blobstore. A logical volume store, or lvolstore, is a blobstore plus lvol-specific metadata. An lvol is a blob plus lvol-specific identity, name, UUID, lifecycle state,...

  Beginner Mental Model

lvol is SPDK's logical-volume layer on top of blobstore. A logical volume store, or lvolstore, is a blobstore plus lvol-specific metadata. An lvol is a blob plus lvol-specific identity, name, UUID, lifecycle state, and helper operations. The lvol bdev module, vbdev_lvol, turns lvols into normal SPDK bdevs so the rest of SPDK can read, write, export, snapshot, clone, resize, and delete them through the bdev abstraction.

Three layers are easy to confuse:

base bdev
  |
  | module/blob/bdev/blob_bdev.c wraps it as struct spdk_bs_dev
  v
blobstore
  |
  | lib/lvol/lvol.c stores lvolstore metadata and lvol blobs
  v
lvol / lvolstore
  |
  | module/bdev/lvol/vbdev_lvol.c registers bdevs for lvols
  v
lvol bdevs visible to bdev users

Blobstore is the allocator and metadata engine. lvol is the volume manager API. vbdev_lvol is the bdev adapter and RPC-facing module.

The official SPDK docs describe the same split from the user side: logical volumes provide variable-size virtual block devices, the logical volume library is built on blobstore, and an lvol bdev translates generic bdev IO into blob operations. Blobstore itself is lower level: it gives applications persistent blobs, xattrs, pages, clusters, asynchronous metadata operations, and IO channels. The bdev layer is higher level: it gives applications one common block-device abstraction, open descriptors, IO channels, aliases, queueing, hot-remove handling, and virtual bdev layering.

That division is why this chapter keeps asking two questions for each operation:

	What did lvol do to blobstore metadata?
	What did vbdev_lvol do to make the result visible and usable as a bdev?


Why This Matters For diskengine/excloud

In a cloud disk service, a user-visible volume tends to behave like a bdev: it can be exported over NVMe-oF, attached to a VM through vhost/vfio-user, rate-limited, snapshotted, resized, or deleted. Internally, the fast volume operations are often blobstore operations. lvol is the translation layer between "cloud volume object" and "blobstore blob."

The most important operational consequences:

	lvol create may produce a bdev only after asynchronous blob creation and bdev registration complete.
	lvolstore load may auto-discover existing lvols through bdev_examine.
	lvol delete must unregister the bdev before destroying the underlying blob.
	lvol resize must update the blob and then notify the bdev layer of the new block count.
	external-snapshot clones can become degraded if their parent bdev is unavailable.
	names and UUIDs matter because RPCs often accept either lvolstore name/UUID and bdev name.


Public lvol API

Primary API anchors:

	include/spdk/lvol.h:spdk_lvs_init
	include/spdk/lvol.h:spdk_lvs_load
	include/spdk/lvol.h:spdk_lvs_load_ext
	include/spdk/lvol.h:spdk_lvs_unload
	include/spdk/lvol.h:spdk_lvs_destroy
	include/spdk/lvol.h:spdk_lvol_create
	include/spdk/lvol.h:spdk_lvol_open
	include/spdk/lvol.h:spdk_lvol_close
	include/spdk/lvol.h:spdk_lvol_destroy
	include/spdk/lvol.h:spdk_lvol_create_snapshot
	include/spdk/lvol.h:spdk_lvol_create_clone
	include/spdk/lvol.h:spdk_lvol_create_esnap_clone
	include/spdk_internal/lvolstore.h:spdk_lvol_resize
	include/spdk/lvol.h:spdk_lvol_inflate
	include/spdk/lvol.h:spdk_lvol_decouple_parent
	include/spdk/lvol.h:spdk_lvol_set_parent
	include/spdk/lvol.h:spdk_lvol_set_external_parent
	include/spdk/lvol.h:spdk_lvol_is_degraded


Implementation anchors:

	lib/lvol/lvol.c:spdk_lvs_init
	lib/lvol/lvol.c:spdk_lvs_load
	lib/lvol/lvol.c:spdk_lvs_load_ext
	lib/lvol/lvol.c:load_next_lvol
	lib/lvol/lvol.c:lvs_read_uuid
	lib/lvol/lvol.c:spdk_lvol_create
	lib/lvol/lvol.c:lvol_create_cb
	lib/lvol/lvol.c:spdk_lvol_destroy
	lib/lvol/lvol.c:lvol_delete_blob_cb
	lib/lvol/lvol.c:spdk_lvol_resize
	lib/lvol/lvol.c:spdk_lvol_create_snapshot
	lib/lvol/lvol.c:spdk_lvol_create_clone
	lib/lvol/lvol.c:spdk_lvol_create_esnap_clone


lvolstore Lifecycle

An lvolstore is initialized on a blobstore device. The public initializer takes a struct spdk_bs_dev *, not a bdev name. The bdev adapter creates that spdk_bs_dev from the base bdev.

Creation path:

bdev_lvol_create_lvstore RPC
  -> module/bdev/lvol/vbdev_lvol_rpc.c:rpc_bdev_lvol_create_lvstore
  -> module/bdev/lvol/vbdev_lvol.c:vbdev_lvs_create
  -> module/blob/bdev/blob_bdev.c:spdk_bdev_create_bs_dev_ext
  -> lib/lvol/lvol.c:spdk_lvs_init
  -> lib/blob/blobstore.c:spdk_bs_init

Load/discovery path:

new base bdev appears
  -> lib/bdev/bdev.c:bdev_examine
  -> module/bdev/lvol/vbdev_lvol.c:vbdev_lvs_examine_disk
  -> module/bdev/lvol/vbdev_lvol.c:_vbdev_lvs_examine
  -> module/blob/bdev/blob_bdev.c:spdk_bdev_create_bs_dev_ext
  -> lib/lvol/lvol.c:spdk_lvs_load_ext
  -> lib/blob/blobstore.c:spdk_bs_load
  -> lib/lvol/lvol.c:load_next_lvol
  -> module/bdev/lvol/vbdev_lvol.c:_create_lvol_disk

Source anchors:

	module/bdev/lvol/vbdev_lvol.c:vbdev_lvs_examine_disk
	module/bdev/lvol/vbdev_lvol.c:_vbdev_lvs_examine
	module/bdev/lvol/vbdev_lvol.c:_vbdev_lvs_examine_cb
	module/bdev/lvol/vbdev_lvol.c:_vbdev_lvs_examine_finish
	module/bdev/lvol/vbdev_lvol.c:_create_lvol_disk
	lib/lvol/lvol.c:spdk_lvs_load_ext
	lib/lvol/lvol.c:load_next_lvol


Creation starts from a base bdev name, but the lvol library does not open bdevs by name. vbdev_lvol first asks the bdev/blob adapter to wrap the base bdev as a struct spdk_bs_dev; only then can spdk_lvs_init() initialize blobstore and write lvolstore metadata.

From lib/lvol/lvol.c:spdk_lvs_init:

if (bs_dev == NULL) {
	SPDK_ERRLOG("Blobstore device does not exist\n");
	return -ENODEV;
}

if (lvs_opts.cluster_sz < bs_dev->blocklen ||
    (lvs_opts.cluster_sz % bs_dev->blocklen) != 0) {
	SPDK_ERRLOG("Cluster size %" PRIu32 " is smaller than blocklen %" PRIu32
		    "Or not an integral multiple\n", lvs_opts.cluster_sz, bs_dev->blocklen);
	return -EINVAL;
}
total_clusters = bs_dev->blockcnt / (lvs_opts.cluster_sz / bs_dev->blocklen);

lvs = lvs_alloc();
...
spdk_uuid_generate(&lvs->uuid);
snprintf(lvs->name, sizeof(lvs->name), "%s", lvs_opts.name);
...
lvs->bs_dev = bs_dev;

SPDK_INFOLOG(lvol, "Initializing lvol store\n");
spdk_bs_init(bs_dev, &opts, lvs_init_cb, lvs_req);

The checks are not cosmetic. lvol sizes are rounded and tracked in blobstore clusters, but blobstore ultimately submits IO in base-device blocks. The cluster size must therefore line up with the backing bdev block size. The lvolstore owns the bs_dev pointer after this point, and the callback chain writes the super blob xattrs for the lvolstore name and UUID.

Discovery inverts the same ownership chain. The bdev module is called for each candidate bdev, creates a bs_dev, asks lvol to load blobstore metadata, then claims the base bdev only after the lvolstore load succeeds.

From module/bdev/lvol/vbdev_lvol.c:_vbdev_lvs_examine:

rc = spdk_bdev_create_bs_dev_ext(bdev->name, vbdev_lvs_base_bdev_event_cb,
				 NULL, &bs_dev);
if (rc < 0) {
	SPDK_INFOLOG(vbdev_lvol, "Cannot create bs dev on %s\n", bdev->name);
	_vbdev_lvs_examine_done(ori_req, rc);
	free(req);
	return;
}

req->base_bdev = bdev;
req->cb_arg = ori_req;

action(bs_dev, _vbdev_lvs_examine_cb, req);

From module/bdev/lvol/vbdev_lvol.c:_vbdev_lvs_examine_cb:

lvserrno = spdk_bs_bdev_claim(lvol_store->bs_dev, &g_lvol_if);
if (lvserrno != 0) {
	SPDK_INFOLOG(vbdev_lvol, "Lvol store base bdev already claimed by another bdev\n");
	ori_req->lvserrno = lvserrno;
	spdk_lvs_unload(lvol_store, _vbdev_lvs_examine_failed, ori_req);
	goto end;
}

lvs_bdev->lvs = lvol_store;
lvs_bdev->bdev = req->base_bdev;

TAILQ_INSERT_TAIL(&g_spdk_lvol_pairs, lvs_bdev, lvol_stores);
...
TAILQ_FOREACH_SAFE(lvol, &lvol_store->lvols, link, tmp) {
	spdk_lvol_open(lvol, _vbdev_lvs_examine_finish, ori_req);
}

The claim matters because the base bdev now backs blobstore metadata and lvol data. The official bdev documentation calls out this virtual-bdev rule: modules that route IO to lower bdevs claim those lower bdevs so outside writers cannot modify them unexpectedly. spdk_bs_bdev_claim() takes a write-one/read-many claim for a read-write blobstore wrapper.

Beginner misconception to kill: lvolstore discovery is not a global scan done by lvol itself. The bdev subsystem calls each module's examine callbacks. vbdev_lvol receives a candidate bdev, tries to load a blobstore/lvolstore from it, claims the base bdev if successful, then creates child bdevs for the lvols.

lvol Metadata And Identity

An lvol has:

	An lvolstore pointer.
	A blob ID.
	A name.
	A UUID and string form.
	A unique ID used for bdev naming.
	A reference count.
	A struct spdk_blob * when opened.
	Flags for pending actions or degraded external snapshots.


Source anchors:

	include/spdk_internal/lvolstore.h:struct spdk_lvol_store
	include/spdk_internal/lvolstore.h:struct spdk_lvol
	lib/lvol/lvol.c:lvol_alloc
	lib/lvol/lvol.c:lvol_get_xattr_value
	lib/lvol/lvol.c:lvs_verify_lvol_name
	lib/lvol/lvol.c:lvs_get_lvol_by_blob_id


The lvol name and UUID are persisted as blob xattrs. During load, lib/lvol/lvol.c:load_next_lvol opens each blob, reads xattrs, reconstructs lvol objects, and appends them to the lvolstore's lvol list.

The in-memory objects are deliberately small. The lvolstore points at the blobstore and owns lists of loaded lvol objects. Each lvol points back to its store, remembers the blob ID, and optionally holds an open struct spdk_blob 
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  Chapter 21: RAID And Virtual bdev Stacking

  RAID in SPDK is a virtual bdev module. It takes several base bdevs and exposes one logical bdev. The bdev user sees one device; the RAID module sees base-device descriptors, per-thread base-device channels,...

  Beginner Mental Model

RAID in SPDK is a virtual bdev module. It takes several base bdevs and exposes one logical bdev. The bdev user sees one device; the RAID module sees base-device descriptors, per-thread base-device channels, RAID-level mapping rules, metadata, state, and sometimes a background process such as rebuild.

The key idea is layering. The bdev layer does not require every block device to be a hardware namespace. A bdev may be a software object that routes IO to other bdevs. SPDK's bdev programmer guide describes that pattern directly:

From doc/bdev_pg.md:

Bdevs can be layered, such that some bdevs service I/O by routing requests to
other bdevs. This can be used to implement caching, RAID, logical volume
management, and more. Bdevs that route I/O to other bdevs are often referred
to as virtual bdevs, or *vbdevs* for short.

For RAID, that layered graph looks like this:

base bdev 0   base bdev 1   base bdev 2
     \             |             /
      \            |            /
       +------ RAID bdev -------+
                    |
              bdev consumers

The RAID bdev is not just a naming wrapper. It is both a data mapping layer and a lifecycle layer. It has to answer these questions on behalf of upper layers:

	Which base bdevs belong to this RAID bdev?
	Is the array online, configuring, or offline?
	Can IO proceed if one base is missing?
	Does on-disk metadata identify this array?
	Is a rebuild or other process active?
	What happens if a base bdev is removed, fails, or resizes?
	Which thread owns each state transition and callback?


The official SPDK bdev user guide summarizes the user-visible RAID feature set:

From doc/bdev.md:

RAID virtual bdev module provides functionality to combine any SPDK bdevs into one
RAID bdev. Currently SPDK supports RAID0, Concat, RAID1 and RAID5F levels. To enable
RAID5F, configure SPDK using the `--with-raid5f` option. For RAID levels with redundancy
(1 and 5F) degraded operation and rebuild are supported. RAID metadata may be stored
on member disks if enabled when creating the RAID bdev, so user does not have to
recreate the RAID volume when restarting application.

That short paragraph explains most of the implementation pressure in this chapter. RAID0 and concat need mapping. RAID1 and RAID5f also need degraded operation and rebuild. Superblock-enabled arrays need metadata reads and writes. Every RAID level still has to fit into the same bdev module model.

Source Map

Core RAID files:

	module/bdev/raid/bdev_raid.h
	module/bdev/raid/bdev_raid.c
	module/bdev/raid/bdev_raid_sb.c
	module/bdev/raid/bdev_raid_rpc.c


RAID level modules:

	module/bdev/raid/raid0.c
	module/bdev/raid/raid1.c
	module/bdev/raid/concat.c
	module/bdev/raid/raid5f.c


Useful bdev docs and common-layer code:

	doc/bdev_pg.md
	doc/bdev.md
	doc/jsonrpc.md.jinja2
	lib/bdev/bdev.c
	include/spdk/bdev.h


Tests:

	test/bdev/bdev_raid.sh
	test/unit/lib/bdev/raid/bdev_raid.c/bdev_raid_ut.c
	test/unit/lib/bdev/raid/bdev_raid_sb.c/bdev_raid_sb_ut.c
	test/unit/lib/bdev/raid/raid0.c/raid0_ut.c
	test/unit/lib/bdev/raid/raid1.c/raid1_ut.c
	test/unit/lib/bdev/raid/concat.c/concat_ut.c
	test/unit/lib/bdev/raid/raid5f.c/raid5f_ut.c


Core Objects

RAID keeps one object for the exported RAID bdev and one object per base slot. A slot is important: it may name a missing disk, a currently configured disk, a failed disk, or a replacement target. The slot survives longer than a single base bdev descriptor.

The state enum is intentionally small:

/* module/bdev/raid/bdev_raid.h */
enum raid_bdev_state {
	RAID_BDEV_STATE_ONLINE,

	/*
	 * raid bdev is configuring, not all underlying bdevs are present.
	 * And can't be seen by upper layers.
	 */
	RAID_BDEV_STATE_CONFIGURING,

	/*
	 * In offline state, raid bdev layer will complete all incoming commands without
	 * submitting to underlying base nvme bdevs
	 */
	RAID_BDEV_STATE_OFFLINE,

	/* raid bdev state max, new states should be added before this */
	RAID_BDEV_STATE_MAX
};

The difference between "configured in memory" and "online bdev" matters. An array can be known to RAID while still waiting for base bdevs or metadata. It becomes visible to normal bdev consumers only after the RAID module registers the embedded struct spdk_bdev.

The base slot structure is the first place to look when debugging ownership:

/* module/bdev/raid/bdev_raid.h */
struct raid_base_bdev_info {
	/* The raid bdev that this base bdev belongs to */
	struct raid_bdev	*raid_bdev;

	/* name of the bdev */
	char			*name;

	/* uuid of the bdev */
	struct spdk_uuid	uuid;

	/*
	 * Pointer to base bdev descriptor opened by raid bdev. This is NULL when the bdev for
	 * this slot is missing.
	 */
	struct spdk_bdev_desc	*desc;

	/* offset in blocks from the start of the base bdev to the start of the data region */
	uint64_t		data_offset;

	/* size in blocks of the base bdev's data region */
	uint64_t		data_size;
};

The fields that follow in the real structure add lifecycle state: remove_scheduled, app_thread_ch, is_configured, is_process_target, and is_failed. Those flags explain why base removal and rebuild cannot be implemented by simply clearing desc. A slot may be missing but still be part of the array's identity.

The RAID bdev object embeds the public bdev and points at its level module:

/* module/bdev/raid/bdev_raid.h */
struct raid_bdev {
	/* raid bdev device, this will get registered in bdev layer */
	struct spdk_bdev		bdev;

	/* the raid bdev descriptor, opened for internal use */
	struct spdk_bdev_desc		*self_desc;

	/* link of raid bdev to link it to global raid bdev list */
	TAILQ_ENTRY(raid_bdev)		global_link;

	/* array of base bdev info */
	struct raid_base_bdev_info	*base_bdev_info;

	/* strip size of raid bdev in blocks */
	uint32_t			strip_size;

	/* state of raid bdev */
	enum raid_bdev_state		state;

	/* number of base bdevs comprising raid bdev  */
	uint8_t				num_base_bdevs;
};

Later fields track discovered and operational base counts, the minimum number required to operate, the RAID level, superblock state, and the active background process. That split is useful when reading failures: discovered means "present/configured now"; operational means "the array expects this many working members"; minimum operational means "below this, the exported bdev cannot keep its promises."

The per-IO context is separate from the exported spdk_bdev_io. RAID stores it in driver_ctx, then uses it to collect child IO completions:

/* module/bdev/raid/bdev_raid.h */
struct raid_bdev_io {
	/* The raid bdev associated with this IO */
	struct raid_bdev *raid_bdev;

	uint64_t offset_blocks;
	uint64_t num_blocks;
	struct iovec *iovs;
	int iovcnt;
	enum spdk_bdev_io_type type;
	struct spdk_memory_domain *memory_domain;
	void *memory_domain_ctx;
	void *md_buf;

	/* Context of the original channel for this IO */
	struct raid_bdev_io_channel	*raid_ch;

	/* Used for tracking progress on io requests sent to member disks. */
	uint64_t			base_bdev_io_remaining;
	uint8_t				base_bdev_io_submitted;
	enum spdk_bdev_io_status	base_bdev_io_status;
};

The level modules plug into common RAID through struct raid_bdev_module:

/* module/bdev/raid/bdev_raid.h */
struct raid_bdev_module {
	/* RAID level implemented by this module */
	enum raid_level level;

	/* Minimum required number of base bdevs. Must be > 0. */
	uint8_t base_bdevs_min;

	/* Handler for R/W requests */
	void (*submit_rw_request)(struct raid_bdev_io *raid_io);

	/* Handler for requests without payload (flush, unmap). Optional. */
	void (*submit_null_payload_request)(struct raid_bdev_io *raid_io);

	/*
	 * Called when a base_bdev is resized to resize the raid if the condition
	 * is satisfied. Optional.
	 */
	bool (*resize)(struct raid_bdev *raid_bdev);

	/* Handler for raid process requests. Required for raid modules with redundancy. */
	int (*submit_process_request)(struct raid_bdev_process_request *process_req,
				      struct raid_bdev_io_channel *raid_ch);
};

This is the main separation of responsibilities. Common RAID owns bdev registration, base discovery, events, superblocks, process scheduling, and callbacks. The level module owns the mapping from a RAID logical IO to one or more base-device IOs.

RAID States

State anchors:

	module/bdev/raid/bdev_raid.h:enum raid_bdev_state
	module/bdev/raid/bdev_raid.c:g_raid_state_names
	module/bdev/raid/bdev_raid_rpc.c:rpc_bdev_raid_get_bdevs
	doc/jsonrpc.md.jinja2:bdev_raid_get_bdevs


The JSON-RPC documentation exposes the same state model that the source uses:

From doc/jsonrpc.md.jinja2:

Category should be one of 'all', 'online', 'configuring' or 'offline'.
'online' is the raid bdev which is registered with bdev layer. 'configuring'
is the raid bdev which does not have full configuration discovered yet.
'offline' is the raid bdev which is not registered with bdev as of now and
it has encountered any error or user has requested to offline the raid bdev.

Beginner misconception to kill: "configured in JSON" and "online bdev exists" are not the same state. A RAID bdev can exist as an in-memory configuration object before it is registered as a bdev. That is how SPDK can remember a planned array while waiting for later base bdev registration or superblock discovery.

RAID Creation

RPC and implementation anchors:

	module/bdev/raid/bdev_raid_rpc.c:rpc_bdev_raid_create
	module/bdev/raid/bdev_raid.c:raid_bdev_create
	module/bdev/raid/bdev_raid.c:_raid_bdev_create
	module/bdev/raid/bdev_raid.c:raid_bdev_add_base_bdev
	module/bdev/raid/bdev_raid.c:raid_bdev_configure_base_bdev
	module/bdev/raid/bdev_raid.c:raid_bdev_configure
	module/bdev/raid/bdev_raid.c:raid_bdev_configure_cont


Creation flow:

raid_bdev_create RPC
  -> allocate raid_bdev object
  -> store level, strip size, expected base count, UUID/superblock flags
  -> add configured base names
  -> when enough base bdevs are open and configured:
       initialize exported bdev fields
       optionally write superblocks
       register RAID bdev

The first low-level act of stacking is opening and claiming a base bdev. The bdev programmer guide explains the reason for claiming:

From doc/bdev_pg.md:

Opening a bdev with write permission may fail if a virtual bdev module
has *claimed* the bdev. Virtual bdev modules implement logic like RAID or
logical volume management and forward their I/O to lower level bdevs, so they
mark these lower level bdevs as claimed to prevent outside users from issuing
writes.

The RAID implementation follows that model. It opens the base with write access, verifies identity, claims it for the RAID module, and gets an app-thread IO channel:

/* module/bdev/raid/bdev_raid.c */
rc = spdk_bdev_open_ext(base_info->name, true, raid_bdev_event_base_bdev, NULL, &desc);
if (rc != 0) {
	if (rc != -ENODEV) {
		SPDK_ERRLOG("Unable to create desc on bdev '%s'\n", base_info->name);
	}
	return rc;
}

bdev = spdk_bdev_desc_get_bdev(desc);
bdev_uuid = spdk_bdev_get_uuid(bdev);

rc = spdk_bdev_module_claim_bdev(bdev, NULL, &g_raid_if);
if (rc != 0) {
	SPDK_ERRLOG("Unable to claim this bdev as it is already claimed\n");
	spdk_bdev_close(desc);
	return rc;
}

base_info->app_thread_ch = spdk_bdev_get_io_channel(desc);
base_info->desc = desc;
base_info->blockcnt = bdev->blockcnt;

This excerpt is the source-level answer to "how does RAID sit on top of base bdevs?" It has a descriptor for each base, and it has a channel used for app-thread operations such as reset, metadata writes, and event handling. Per-IO channels for normal IO are handled separately through the RAID bdev's IO device channel.

RAID also requires base devices to agree on block and metadata layout. It either copies the first base's format into the RAID bdev or rejects later bases that do not match:

/* module/bdev/raid/bdev_raid.c */
if (raid_bdev->bdev.blocklen == 0) {
	raid_bdev->bdev.blocklen = bdev->blocklen;
	raid_bdev->bdev.md_len = spdk_bdev_get_md_size(bdev);
	raid_bdev->bdev.md_interleave = spdk_bdev_is_md_interleaved(bdev);
	raid_bdev->bdev.dif_type = spdk_bdev_get_dif_type(bdev);
	raid_bdev->bdev.dif_check_flags = bdev->dif_check_flags;
	raid_bdev->bdev.dif_is_head_of_md = spdk_bdev_is_dif_head_of_md(bdev);
	raid_bdev->bdev.dif_pi_format = bdev->dif_pi_format;
} else {
	if (raid_bdev->bdev.blocklen != bdev->blocklen) {
		SPDK_ERRLOG("Raid bdev '%s' blocklen %u differs from base bdev '%s' blocklen %u\n",
			    raid_bdev->bdev.name, raid_bdev->bdev.blocklen, bdev->name, bdev->blocklen);
		rc = -EINVAL;
		goto out;
	}

	if (raid_bdev->bdev.md_len != spdk_bdev_get_md_size(bdev) ||
	    raid_bdev->bdev.md_interleave != spdk_bdev_is_md_interleaved(bdev) ||
	    raid_bdev->bdev.dif_type != spdk_bdev_get_dif_type(bdev) ||
	    raid_bdev->bdev.dif_check_flags != bdev->dif_check_flags ||
	    raid_bdev->bdev.dif_is_head_of_md != spdk_bdev_is_dif_head_of_md(bdev) ||
	    raid_bdev->bdev.dif_pi_format != bdev->dif_pi_format) {
		SPDK_ERRLOG("Raid bdev '%s' has different metadata format than base bdev '%s'\n",
			    raid_bdev->bdev.name, bdev->name);
		rc = -EINVAL;
		goto out;
	}
}

That check exists because upper layers submit IO to one logical bdev. They cannot safely handle a RAID bdev whose members disagree about data block size, metadata size, DIF type, or metadata placement. RAID needs one logical contract.

RAID bdev IO Path

Common entry:

	module/bdev/raid/bdev_raid.c:raid_bdev_submit_request
	module/bdev/raid/bdev_raid.c:raid_bdev_io_init
	module/bdev/raid/bdev_raid.c:raid_bdev_submit_rw_request
	module/bdev/raid/bdev_raid.c:raid_bdev_submit_null_payload_request
	module/bdev/raid/bdev_raid.c:raid_bdev_io_complete
	module/bdev/raid/bdev_raid.c:raid_bdev_queue_io_wait
	module/bdev/raid/bdev_raid.c:raid_bdev_io_split
	module/bdev/raid/bdev_raid.c:g_raid_bdev_fn_table


Level-specific entries:

	module/bdev/raid/raid0.c:raid0_submit_rw_request
	module/bdev/raid/raid1.c:raid1_submit_rw_request
	module/bdev/raid/concat.c:concat_submit_rw_request
	module/bdev/raid/raid5f.c:raid5f_submit_rw_request


Common IO flow:

bdev user IO to RAID bdev
  -> lib/bdev/bdev.c:bdev_submit_request
  -> module/bdev/raid/bdev_raid.c:raid_bdev_submit_request
  -> initialize raid_bdev_io from parent bdev_io
  -> for reads, obtain/read buffer if needed
  -> dispatch to common reset/null-payload path or level-specific read/write path
  -> submit one or more child IOs to base bdevs
  -> collect child completions
  -> complete original bdev_io

The common submit function is short because it delegates the level-specific mapping:

/* module/bdev/raid/bdev_raid.c */
static void
raid_bdev_submit_request(struct spdk_io_channel *ch, struct spdk_bdev_io *bdev_io)
{
	struct raid_bdev_io *raid_io = (struct raid_bdev_io *)bdev_io->driver_ctx;

	raid_bdev_io_init(raid_io, spdk_io_channel_get_ctx(ch), bdev_io->type,
			  bdev_io->u.bdev.offset_blocks, bdev_io->u.bdev.num_blocks,
			  bdev_io->u.bdev.iovs, bdev_io->u.bdev.iovcnt, bdev_io->u.bdev.md_buf,
			  bdev_io->u.bdev.memory_domain, bdev_io->u.bdev.memory_domain_ctx);

	switch (bdev_io->type) {
	case SPDK_BDEV_IO_TYPE_READ:
		spdk_bdev_io_get_buf(bdev_io, raid_bdev_get_buf_cb,
				     bdev_io->u.bdev.num_blocks * bdev_io->bdev->blocklen);
		break;
	case SPDK_BDEV_IO_TYPE_WRITE:
		raid_bdev_submit_rw_request(raid_io);
		break;

	case SPDK_BDEV_IO_TYPE_RESET:
		raid_bdev_submit_reset_request(raid_io);
		break;

	case SPDK_BDEV_IO_TYPE_FLUSH:
	case SPDK_BDEV_IO_TYPE_UNMAP:
		raid_bdev_submit_null_payload_request(raid_io);
		break;
	}
}

Reads go through spdk_bdev_io_get_buf() because the bdev layer may need to allocate or normalize buffers before the lower module can fill them. Writes already have payload buffers. Flush, unmap, and reset are not normal read/write mapping operations, but level modules may still need to forward them to multiple base bdevs.

RAID0 Mapping

Source anchors:

	module/bdev/raid/raid0.c:raid0_submit_rw_request
	module/bdev/raid/raid0.c:raid0_submit_null_payload_request
	module/bdev/raid/raid0.c:g_raid0_module


RAID0 stripes logical blocks across base devices. Reads and writes go to the base that owns the strip segment. Large IO may split before it reaches raid0_submit_rw_request(), so the level function assumes the request fits in one strip.

For strip size S, bases 0 and 1:

logical blocks:
0..S-1       -> base0 offset 0
S..2S-1      -> base1 offset 0
2S..3S-1     -> base0 offset S
3S..4S-1     -> base1 offset S

The mapping math is the heart of RAID0:

/* module/bdev/raid/raid0.c */
start_strip = raid_io->offset_blocks >> raid_bdev->strip_size_shift;
end_strip = (raid_io->offset_blocks + raid_io->num_blocks - 1) >>
	    raid_bdev->strip_size_shift;
if (start_strip != end_strip && raid_bdev->num_base_bdevs > 1) {
	assert(false);
	SPDK_ERRLOG("I/O spans strip boundary!\n");
	raid_bdev_io_complete(raid_io, SPDK_BDEV_IO_STATUS_FAILED);
	return;
}

pd_strip = start_strip / raid_bdev->num_base_bdevs;
pd_idx = start_strip % raid_bdev->num_base_bdevs;
offset_in_strip = raid_io->offset_blocks & (raid_bdev->strip_size - 1);
pd_lba = (pd_strip << raid_bdev->strip_size_shift) + offset_in_strip;
pd_blocks = raid_io->num_blocks;
base_info = &raid_bdev->base_bdev_info[pd_idx];

pd_idx is the member disk. pd_lba is the offset inside that member's data region. The bit shifts work because RAID validates strip size so it can use strip_size_shift rather than a divide in the hot path.

RAID0 has no redundancy. Losing a base means the logical address space has holes, so the array cannot serve complete data.

RAID1 Mapping

Source anchors:

	module/bdev/raid/raid1.c:raid1_submit_rw_request
	module/bdev/raid/raid1.c:raid1_submit_read_request
	module/bdev/raid/raid1.c:raid1_submit_write_request
	module/bdev/raid/raid1.c:raid1_submit_process_request
	module/bdev/raid/raid1.c:g_raid1_module


RAID1 mirrors data. A write is submitted to operational bases. A read chooses one operational base, and if that read fails the code can try another mirror. This is why RAID1 can be online while degraded: a missing mirror reduces redundancy, not necessarily readability.

Read selection is simple load balancing by outstanding blocks on the current RAID IO channel:

/* module/bdev/raid/raid1.c */
idx = raid1_channel_next_read_base_bdev(raid_bdev, raid_ch);
if (spdk_unlikely(idx == UINT8_MAX)) {
	raid_bdev_io_complete(raid_io, SPDK_BDEV_IO_STATUS_FAILED);
	return 0;
}

base_info = &raid_bdev->base_bdev_info[idx];
base_ch = raid_bdev_channel_get_base_channel(raid_ch, idx);

raid1_init_ext_io_opts(&io_opts, raid_io);
ret = raid_bdev_readv_blocks_ext(base_info, base_ch, raid_io->iovs, raid_io->iovcnt,
				 raid_io->offset_blocks, raid_io->num_blocks,
				 raid1_read_bdev_io_completion, raid_io, &io_opts);

if (spdk_likely(ret == 0)) {
	raid1_channel_inc_read_counters(raid_ch, idx, raid_io->num_blocks);
	raid_io->base_bdev_io_submitted = idx;
}

Writes walk every base slot. Missing slots complete that child part as failed, but the aggregate RAID IO completion logic decides whether the parent IO should succeed according to remaining completions and default status:

/* module/bdev/raid/raid1.c */
raid1_init_ext_io_opts(&io_opts, raid_io);
for (idx = raid_io->base_bdev_io_submitted; idx < raid_bdev->num_base_bdevs; idx++) {
	base_info = &raid_bdev->base_bdev_info[idx];
	base_ch = raid_bdev_channel_get_base_channel(raid_io->raid_ch, idx);

	if (base_ch == NULL) {
		/* skip a missing base bdev's slot */
		raid_io->base_bdev_io_submitted++;
		raid_bdev_io_complete_part(raid_io, 1, SPDK_BDEV_IO_STATUS_FAILED);
		continue;
	}

	ret = raid_bdev_writev_blocks_ext(base_info, base_ch, raid_io->iovs, raid_io->iovcnt,
					  raid_io->offset_blocks, raid_io->num_blocks,
					  raid1_write_bdev_io_completion, raid_io, &io_opts);
	if (spdk_unlikely(ret != 0)) {
		if (spdk_unlikely(ret == -ENOMEM)) {
			raid_bdev_queue_io_wait(raid_io, spdk_bdev_desc_get_bdev(base_info->desc),
						base_ch, _raid1_submit_rw_request);
			return 0;
		}
	}

	raid_io->base_bdev_io_submitted++;
}

The -ENOMEM path is not a generic failure. It means the child IO could not be submitted due to temporary resource pressure, so RAID queues an IO wait and retries the same logical operation later. That retry behavior appears in several level modules.

Concat Mapping

Source anchors:

	module/bdev/raid/concat.c:concat_submit_rw_request
	module/bdev/raid/concat.c:concat_submit_null_payload_request
	module/bdev/raid/concat.c:g_concat_module


Concat appends base devices end-to-end. It has no striping and no redundancy:

logical 0..end(base0)-1       -> base0
logical end(base0)..next-1    -> base1
logical next..next+base2-1    -> base2

The implementation searches a precomputed base range table and subtracts the selected base's start offset:

/* module/bdev/raid/concat.c */
pd_idx = -1;
for (i = 0; i < raid_bdev->num_base_bdevs; i++) {
	if (block_range[i].start > raid_io->offset_blocks) {
		break;
	}
	pd_idx = i;
}
assert(pd_idx >= 0);
assert(raid_io->offset_blocks >= block_range[pd_idx].start);
pd_lba = raid_io->offset_blocks - block_range[pd_idx].start;
pd_blocks = raid_io->num_blocks;
base_info = &raid_bdev->base_bdev_info[pd_idx];

Concat is useful when learning virtual bdevs because it shows the simplest possible many-to-one mapping: choose one child and adjust the offset.

RAID5f Mapping

Source anchors:

	module/bdev/raid/raid5f.c:raid5f_submit_rw_request
	module/bdev/raid/raid5f.c:raid5f_submit_read_request
	module/bdev/raid/raid5f.c:raid5f_submit_write_request
	module/bdev/raid/raid5f.c:raid5f_submit_reconstruct_read
	module/bdev/raid/raid5f.c:raid5f_submit_process_request
	module/bdev/raid/raid5f.c:g_raid5f_module


RAID5f stores parity and can reconstruct reads when one chunk is unavailable. The implementation works in stripe units. A logical offset is converted into a stripe index, an offset inside the stripe, and a data chunk index. The parity chunk rotates by stripe.

The read path shows the degraded case directly:

/* module/bdev/raid/raid5f.c */
raid5f_init_ext_io_opts(&io_opts, raid_io);
if (base_ch == NULL) {
	return raid5f_submit_reconstruct_read(raid_io, stripe_index, chunk_idx, chunk_offset,
					      raid5f_stripe_request_reconstruct_xor_done);
}

ret = raid_bdev_readv_blocks_ext(base_info, base_ch, raid_io->iovs, raid_io->iovcnt,
				 base_offset_blocks, raid_io->num_blocks,
				 raid5f_chunk_read_complete, raid_io, &io_opts);
if (spdk_unlikely(ret == -ENOMEM)) {
	raid_bdev_queue_io_wait(raid_io, spdk_bdev_desc_get_bdev(base_info->desc),
				base_ch, _raid5f_submit_rw_request);
	return 0;
}

If the target base channel is missing, RAID5f does not immediately fail the read. It creates a reconstruct read over the rest of the stripe and XORs the surviving data/parity into the requested buffer. That is the operational difference between RAID5f and RAID0: missing member data can be rebuilt from parity as long as the redundancy limit is not exceeded.

The top-level read/write dispatcher also encodes RAID5f's write-shape assumptions:

/* module/bdev/raid/raid5f.c */
switch (raid_io->type) {
case SPDK_BDEV_IO_TYPE_READ:
	assert(raid_io->num_blocks <= raid_bdev->strip_size);
	ret = raid5f_submit_read_request(raid_io, stripe_index, stripe_offset);
	break;
case SPDK_BDEV_IO_TYPE_WRITE:
	assert(stripe_offset == 0);
	assert(raid_io->num_blocks == r5f_info->stripe_blocks);
	ret = raid5f_submit_write_request(raid_io, stripe_index);
	break;
default:
	ret = -EINVAL;
	break;
}

Beginner path: understand RAID0 offset mapping first, then RAID1 fan-out and degraded reads, then RAID5f's stripe request helpers.

Superblocks

Source anchors:

	module/bdev/raid/bdev_raid_sb.c:raid_bdev_alloc_superblock
	module/bdev/raid/bdev_raid_sb.c:raid_bdev_init_superblock
	module/bdev/raid/bdev_raid_sb.c:raid_bdev_write_superblock
	module/bdev/raid/bdev_raid_sb.c:_raid_bdev_write_superblock
	module/bdev/raid/bdev_raid_sb.c:raid_bdev_load_base_bdev_superblock
	module/bdev/raid/bdev_raid.c:raid_bdev_examine_load_sb
	module/bdev/raid/bdev_raid.c:raid_bdev_examine_sb
	module/bdev/raid/bdev_raid.c:raid_bdev_create_from_sb


Superblocks let RAID discover arrays from base bdev metadata. Without superblocks, a config-driven RAID must be recreated by config/RPC. With superblocks, examine can read member metadata and reconstruct the RAID object.

The parser treats the superblock as a small on-disk contract. It checks signature, size, CRC, version, and base slots before trusting it:

/* module/bdev/raid/bdev_raid_sb.c */
if (memcmp(sb->signature, RAID_BDEV_SB_SIG, sizeof(sb->signature))) {
	SPDK_DEBUGLOG(bdev_raid_sb, "invalid signature\n");
	return -EINVAL;
}

if (spdk_divide_round_up(sb->length, spdk_bdev_get_data_block_size(bdev)) >
    spdk_divide_round_up(ctx->buf_size, bdev->blocklen)) {
	if (sb->length > RAID_BDEV_SB_MAX_LENGTH) {
		SPDK_WARNLOG("Incorrect superblock length on bdev %s\n",
			     spdk_bdev_get_name(bdev));
		return -EINVAL;
	}

	return -EAGAIN;
}

if (!raid_bdev_sb_check_crc(sb)) {
	SPDK_WARNLOG("Incorrect superblock crc on bdev %s\n", spdk_bdev_get_name(bdev));
	return -EINVAL;
}

Superblock writes are fan-out writes to all configured, non-removing base devices. The write path also handles temporary bdev resource pressure with spdk_bdev_queue_io_wait():

/* module/bdev/raid/bdev_raid_sb.c */
for (i = ctx->submitted; i < raid_bdev->num_base_bdevs; i++) {
	base_info = &raid_bdev->base_bdev_info[i];

	if (!base_info->is_configured || base_info->remove_scheduled) {
		assert(ctx->remaining > 1);
		raid_bdev_write_sb_base_bdev_done(0, ctx);
		ctx->submitted++;
		continue;
	}

	rc = spdk_bdev_write(base_info->desc, base_info->app_thread_ch,
			     raid_bdev->sb_io_buf, 0, raid_bdev->sb_io_buf_size,
			     raid_bdev_write_superblock_cb, ctx);
	if (rc != 0) {
		struct spdk_bdev *bdev = spdk_bdev_desc_get_bdev(base_info->desc);

		if (rc == -ENOMEM) {
			ctx->wait_entry.bdev = bdev;
			ctx->wait_entry.cb_fn = _raid_bdev_write_superblock;
			ctx->wait_entry.cb_arg = ctx;
			spdk_bdev_queue_io_wait(bdev, base_info->app_thread_ch, &ctx->wait_entry);
			return;
		}
	}
}

This is why metadata changes are asynchronous. Removing a base, finishing a rebuild, or resizing the array may need to update member superblocks, and those writes can complete later through callbacks.

Edge cases:

	Superblock version may be newer than the running code expects.
	A base may have stale RAID metadata from a different array.
	Some arrays may be config-only without superblock discovery.
	Metadata writes can fail and leave future examine/recovery paths to reconcile the state.
	Interleaved metadata needs special IO buffers because data and metadata share the physical block format.


Degraded Mode And Base Removal

Source anchors:

	module/bdev/raid/bdev_raid.c:raid_bdev_remove_base_bdev
	module/bdev/raid/bdev_raid.c:_raid_bdev_remove_base_bdev
	module/bdev/raid/bdev_raid.c:raid_bdev_remove_base_bdev_quiesce
	module/bdev/raid/bdev_raid.c:raid_bdev_remove_base_bdev_on_quiesced
	module/bdev/raid/bdev_raid.c:raid_bdev_deconfigure
	module/bdev/raid/bdev_raid.c:raid_bdev_deconfigure_base_bdev


Degraded mode is a lifecycle state, not a different IO API. Upper layers still submit normal IO to the RAID bdev. The RAID module decides whether the array has enough operational members to continue and whether a level module can reconstruct or mirror the requested data.

Base removal can happen because the user removes a member, because the lower bdev reports an event, or because a child IO failure causes RAID to mark a base failed. Event dispatch is intentionally small:

/* module/bdev/raid/bdev_raid.c */
switch (type) {
case SPDK_BDEV_EVENT_REMOVE:
	rc = raid_bdev_remove_base_bdev(bdev, NULL, NULL);
	if (rc != 0) {
		SPDK_ERRLOG("Failed to remove base bdev %s: %s\n",
			    spdk_bdev_get_name(bdev), spdk_strerror(-rc));
	}
	break;
case SPDK_BDEV_EVENT_RESIZE:
	raid_bdev_resize_base_bdev(bdev);
	break;
default:
	SPDK_NOTICELOG("Unsupported bdev event: type %d\n", type);
	break;
}

The removal path distinguishes arrays that can tolerate a missing base from arrays that cannot:

/* module/bdev/raid/bdev_raid.c */
assert(base_info->desc);
base_info->remove_scheduled = true;

if (raid_bdev->state != RAID_BDEV_STATE_ONLINE) {
	raid_bdev_free_base_bdev_resource(base_info);
	base_info->remove_scheduled = false;
	if (raid_bdev->num_base_bdevs_discovered == 0 &&
	    raid_bdev->state == RAID_BDEV_STATE_OFFLINE) {
		raid_bdev_cleanup_and_free(raid_bdev);
	}
	if (cb_fn != NULL) {
		cb_fn(cb_ctx, 0);
	}
} else if (raid_bdev->min_base_bdevs_operational == raid_bdev->num_base_bdevs) {
	/* This raid bdev does not tolerate removing a base bdev. */
	raid_bdev->num_base_bdevs_operational--;
	raid_bdev_deconfigure(raid_bdev, cb_fn, cb_ctx);
} else {
	base_info->remove_cb = cb_fn;
	base_info->remove_cb_ctx = cb_ctx;

	if (raid_bdev->process != NULL) {
		ret = raid_bdev_process_base_bdev_remove(raid_bdev->process, base_info);
	} else {
		ret = raid_bdev_remove_base_bdev_quiesce(base_info);
	}
}

The quiesce step exists to stop normal foreground IO at a point where RAID can safely change channel state, mark metadata, reset the base, and close descriptors. Beginner misconception to kill: base removal is not just clearing a pointer. There may be in-flight IOs, per-thread channels, child IOs waiting on resources, superblock updates, and rebuild state.

Rebuild And Background Processes

Source anchors:

	module/bdev/raid/bdev_raid.h:enum raid_process_type
	module/bdev/raid/bdev_raid.c:raid_bdev_start_rebuild
	module/bdev/raid/bdev_raid.c:raid_bdev_process_alloc
	module/bdev/raid/bdev_raid.c:raid_bdev_process_start
	module/bdev/raid/bdev_raid.c:raid_bdev_process_thread_init
	module/bdev/raid/bdev_raid.c:raid_bdev_process_thread_run
	module/bdev/raid/bdev_raid.c:raid_bdev_process_lock_window_range
	module/bdev/raid/bdev_raid.c:raid_bdev_submit_process_request
	module/bdev/raid/bdev_raid.c:raid_bdev_process_request_complete
	module/bdev/raid/bdev_raid.c:raid_bdev_process_finish
	module/bdev/raid/raid1.c:raid1_submit_process_request
	module/bdev/raid/raid5f.c:raid5f_submit_process_request


Rebuild is implemented as a background process. It has a target base bdev, a process thread, a RAID IO channel, reusable process request objects, a window offset, a maximum window size, optional bandwidth limiting, and finish actions.

The JSON-RPC option docs explain the user-facing meaning of the process window:

From doc/jsonrpc.md.jinja2:

The `process_window_size_kb` parameter defines the size of the "window" (LBA range of the raid bdev)
in which a background process like rebuild performs its work. Any positive value is valid, but the value
actually used by a raid bdev can be adjusted to the size of the raid bdev or the write unit size.

The process loop locks a range of the RAID bdev before submitting process IO. That lock prevents foreground IO from racing with the rebuild update for the same logical range:

/* module/bdev/raid/bdev_raid.c */
rc = spdk_bdev_quiesce_range(&raid_bdev->bdev, &g_raid_if,
			     process->window_offset, process->max_window_size,
			     raid_bdev_process_window_range_locked, process);
if (rc != 0) {
	raid_bdev_process_window_range_locked(process, rc);
}
return true;

A process run advances one window at a time:

/* module/bdev/raid/bdev_raid.c */
static void
raid_bdev_process_thread_run(struct raid_bdev_process *process)
{
	struct raid_bdev *raid_bdev = process->raid_bdev;

	assert(spdk_get_thread() == process->thread);
	assert(process->window_remaining == 0);
	assert(process->window_range_locked == false);

	if (process->state == RAID_PROCESS_STATE_STOPPING) {
		raid_bdev_process_do_finish(process);
		return;
	}

	if (process->window_offset == raid_bdev->bdev.blockcnt) {
		SPDK_DEBUGLOG(bdev_raid, "process completed on %s\n", raid_bdev->bdev.name);
		raid_bdev_process_finish(process, 0);
		return;
	}

	process->max_window_size = spdk_min(raid_bdev->bdev.blockcnt - process->window_offset,
					    process->max_window_size);
	raid_bdev_process_lock_window_range(process);
}

When all process requests in the current window complete, RAID updates every channel's process offset and unlocks the window:

/* module/bdev/raid/bdev_raid.c */
if (status != 0) {
	process->window_status = status;
}

process->window_remaining -= process_req->num_blocks;
if (process->window_remaining == 0) {
	if (process->window_status != 0) {
		raid_bdev_process_finish(process, process->window_status);
		return;
	}

	spdk_for_each_channel(process->raid_bdev, raid_bdev_process_channel_update, process,
			      raid_bdev_process_channels_update_done);
}

RAID1's process request shows the level-specific side. Rebuild reads from an existing mirror through normal RAID1 read logic, then writes the result to the replacement target:

/* module/bdev/raid/raid1.c */
raid_bdev_io_init(raid_io, raid_ch, SPDK_BDEV_IO_TYPE_READ,
		  process_req->offset_blocks, process_req->num_blocks,
		  &process_req->iov, 1, process_req->md_buf, NULL, NULL);
raid_io->completion_cb = raid1_process_read_completed;

ret = raid1_submit_read_request(raid_io);
if (spdk_likely(ret == 0)) {
	return process_req->num_blocks;
} else if (ret < 0) {
	return ret;
} else {
	return -EINVAL;
}

Key subtlety: normal foreground IO may overlap the rebuild boundary. The per-channel process offset tells the submit path which ranges are already rebuilt and which ranges still need old degraded behavior.

Resize

Source anchors:

	module/bdev/raid/bdev_raid.c:raid_bdev_resize_base_bdev
	module/bdev/raid/bdev_raid.c:raid_bdev_resize_write_sb_cb
	module/bdev/raid/bdev_raid.c:raid_bdev_event_base_bdev
	module/bdev/raid/raid1.c:raid1_resize


Base resize can affect RAID capacity, but only according to the RAID level's rules. For mirror-like layouts, the smallest member usually controls exposed capacity. For concat, each base contributes a range. For RAID0 and RAID5f, striping/parity constraints matter.

Common resize handling updates the base's block count, asks the level module whether the exported RAID bdev changed size, and writes updated superblocks if needed:

/* module/bdev/raid/bdev_raid.c */
SPDK_NOTICELOG("base_bdev '%s' was resized: old size %" PRIu64 ", new size %" PRIu64 "\n",
	       base_bdev->name, base_info->blockcnt, base_bdev->blockcnt);

base_info->blockcnt = base_bdev->blockcnt;

if (!raid_bdev->module->resize) {
	return;
}

blockcnt_old = raid_bdev->bdev.blockcnt;
if (raid_bdev->module->resize(raid_bdev) == false) {
	return;
}

SPDK_NOTICELOG("raid bdev '%s': block count was changed from %" PRIu64 " to %" PRIu64 "\n",
	       raid_bdev->bdev.name, blockcnt_old, raid_bdev->bdev.blockcnt);

if (raid_bdev->superblock_enabled) {
	struct raid_bdev_superblock *sb = raid_bdev->sb;
	uint8_t i;

	for (i = 0; i < sb->base_bdevs_size; i++) {
		struct raid_bdev_sb_base_bdev *sb_base_bdev = &sb->base_bdevs[i];

		if (sb_base_bdev->slot < raid_bdev->num_base_bdevs) {
			base_info = &raid_bdev->base_bdev_info[sb_base_bdev->slot];
			sb_base_bdev->data_size = base_info->data_size;
		}
	}
	sb->raid_size = raid_bdev->bdev.blockcnt;
	raid_bdev_write_superblock(raid_bdev, raid_bdev_resize_write_sb_cb, NULL);
}

RAID1's resize implementation demonstrates the "smallest usable member" rule:

/* module/bdev/raid/raid1.c */
RAID_FOR_EACH_BASE_BDEV(raid_bdev, base_info) {
	struct spdk_bdev *base_bdev;

	if (base_info->desc == NULL) {
		continue;
	}
	base_bdev = spdk_bdev_desc_get_bdev(base_info->desc);
	min_blockcnt = spdk_min(min_blockcnt, base_bdev->blockcnt - base_info->data_offset);
}

if (min_blockcnt == raid_bdev->bdev.blockcnt) {
	return false;
}

rc = spdk_bdev_notify_blockcnt_change(&raid_bdev->bdev, min_blockcnt);

Resize is not the same as lvolstore grow. RAID may notify that its exported bdev has a new block count, but upper layers that keep their own metadata, such as blobstore/lvolstore, need their own grow path and metadata updates.

Edge cases:

	One base grows but others do not; the RAID logical size may not change.
	A base shrinks below current mapping requirements; the level resize function may refuse to expose a new size.
	Resize during rebuild or removal has to interact with process/channel state.
	Upper layers may need explicit grow operations after RAID grows.


JSON-RPC Surface

RPC anchors:

	module/bdev/raid/bdev_raid_rpc.c:rpc_bdev_raid_create
	module/bdev/raid/bdev_raid_rpc.c:rpc_bdev_raid_delete
	module/bdev/raid/bdev_raid_rpc.c:rpc_bdev_raid_get_bdevs
	module/bdev/raid/bdev_raid_rpc.c:rpc_bdev_raid_add_base_bdev
	module/bdev/raid/bdev_raid_rpc.c:rpc_bdev_raid_remove_base_bdev
	module/bdev/raid/bdev_raid_rpc.c:rpc_bdev_raid_set_options


The RPC surface is mostly lifecycle control:

	bdev_raid_create constructs the RAID object and records the intended base bdevs.
	bdev_raid_get_bdevs reports state, member slots, data offsets, data sizes, and process state.
	bdev_raid_add_base_bdev fills an empty slot and may start rebuild for redundant levels.
	bdev_raid_remove_base_bdev removes a member and may deconfigure or degrade the array.
	bdev_raid_set_options controls future background process window and bandwidth settings.


The add-base docs call out compatibility requirements:

From doc/jsonrpc.md.jinja2:

Add base bdev to existing raid bdev. The raid bdev must have an empty base bdev slot.
The bdev must be large enough and have the same block size and metadata format as the other base bdevs.

This maps directly to the base configuration checks shown earlier.

Stacking With lvol

Two common stacks:

RAID under lvol:
  base0 + base1 -> RAID bdev -> lvolstore -> lvol bdevs

lvol under RAID:
  lvol bdev A + lvol bdev B -> RAID bdev

RAID under lvol is usually easier to reason about for shared durability: one lvolstore sees one reliability layer beneath it. That is an operational inference from the ownership graph, not a hard rule in SPDK. lvol under RAID is possible as a bdev graph, but it couples independent lvolstores to RAID lifecycle and metadata decisions.

The source-level responsibilities remain the same either way:

	Each layer claims its immediate base.
	Each layer handles remove and resize events from its base.
	Each layer exposes a new bdev that may be examined by other modules.
	Each layer translates IO offsets, metadata, and completions.


When debugging stacked systems, walk one edge at a time. Ask which module claimed the base, which module owns the event callback, and whether the upper layer has its own metadata that must be grown, repaired, or reloaded.

Misconceptions To Kill

	"RAID is special outside bdev." No. It is a bdev module that exports a virtual bdev.
	"Online means all bases are present." Not necessarily for redundant RAID levels; degraded online operation may be allowed.
	"Configuring means broken." It may mean the module is waiting for more bases or metadata.
	"Superblocks are required for all RAID." Config-driven RAID can exist, but superblocks enable disk discovery.
	"Rebuild is a single IO." It is a windowed background process with quiesce/unquiesce and per-channel updates.
	"Resize of one base automatically grows every upper layer." RAID may resize its bdev, but lvolstore/blobstore grow is a separate operation.
	"Metadata only means RAID superblocks." It can also mean bdev data-integrity metadata, and RAID checks that member metadata formats match.


Source Reading Exercise

Read the RAID1 write path:

	module/bdev/raid/bdev_raid.c:raid_bdev_submit_request
	module/bdev/raid/bdev_raid.c:raid_bdev_submit_rw_request
	module/bdev/raid/raid1.c:raid1_submit_rw_request
	module/bdev/raid/raid1.c:raid1_submit_write_request
	module/bdev/raid/bdev_raid.c:raid_bdev_io_complete_part
	module/bdev/raid/bdev_raid.c:raid_bdev_io_complete


Questions:

	How many child IOs can one write produce?
	Where does the level module decide which base bdevs receive IO?
	How are completions collected?
	Where would -ENOMEM or IO-wait retry enter the path?
	What happens if one base channel is missing?


Then read the degraded/rebuild path:

	module/bdev/raid/bdev_raid.c:raid_bdev_event_base_bdev
	module/bdev/raid/bdev_raid.c:_raid_bdev_remove_base_bdev
	module/bdev/raid/bdev_raid.c:raid_bdev_configure_base_bdev_cont
	module/bdev/raid/bdev_raid.c:raid_bdev_start_rebuild
	module/bdev/raid/bdev_raid.c:raid_bdev_process_thread_run
	module/bdev/raid/raid1.c:raid1_submit_process_request or module/bdev/raid/raid5f.c:raid5f_submit_process_request


Operational Lab

Use test/bdev/bdev_raid.sh as the main lab script.

Suggested manual lab:

1. Create three malloc bdevs.
2. Create RAID1 or RAID0 using two of them.
3. Run bdev_get_bdevs and bdev_raid_get_bdevs with category=all.
4. Create an lvolstore on the RAID bdev.
5. Create an lvol and write data.
6. Remove one RAID base bdev.
7. Observe RAID state and lvol IO behavior.
8. Add a replacement base.
9. Observe rebuild/process state.
10. Grow base bdevs and determine which layers see the new size.

Debug checklist:

	Is the RAID bdev online, configuring, or offline?
	Are all expected base names present?
	Did superblock load succeed?
	Is a background process active?
	Is a base marked is_process_target?
	Did upper layers wait for examine after base creation?
	Is the lvolstore on top of RAID using spdk_bs_grow_live() or an equivalent grow path after RAID size changes?
	Are base bdev metadata formats identical?
	Did a child IO return -ENOMEM, causing an IO-wait retry rather than immediate failure?


Self-Check

	What does RAID add beyond a simple bdev wrapper?
	Why can a RAID bdev exist but not be registered as an online bdev?
	Which functions read and write RAID superblocks?
	Why does rebuild quiesce ranges?
	How does RAID0 map logical offsets to base offsets?
	How does RAID1 differ for read and write?
	What happens if a base is removed during a background process?
	Why is RAID resize not the same as lvolstore grow?
	Why must base bdev block size and metadata format match?
	Why does RAID claim base bdevs?


References
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	Local RAID core: module/bdev/raid/bdev_raid.c
	Local RAID structures: module/bdev/raid/bdev_raid.h
	Local RAID superblocks: module/bdev/raid/bdev_raid_sb.c
	Local RAID RPC: module/bdev/raid/bdev_raid_rpc.c
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  After this chapter, the reader should be able to explain how SPDK exposes a local bdev as a remote NVMe namespace. They should know the difference between a target, transport, subsystem, listener, namespace,...

  Chapter Goal

After this chapter, the reader should be able to explain how SPDK exposes a local bdev as a remote NVMe namespace. They should know the difference between a target, transport, subsystem, listener, namespace, controller, qpair, poll group, and request. They should also be able to trace a remote write from an RDMA/TCP/vfio-user transport callback into spdk_nvmf_request_exec() and then into bdev I/O.

The official SPDK NVMe-oF target guide describes nvmf_tgt as a user-space target application that presents block devices over fabrics such as Ethernet, InfiniBand, or Fibre Channel. It also uses the NVMe specification's terms: the software exporting subsystems is a target, and the connecting peer is a host. The NVM Express specification set is broader than one document: the base specification defines host-to-subsystem protocol, command-set documents define commands and status values, and transport specifications define how that protocol is bound to PCIe, RDMA, TCP, and other transports.

For this chapter, the practical interpretation is simple: SPDK is not inventing a storage protocol above NVMe. It is implementing an NVMe subsystem in software and letting a host reach that subsystem through a fabric transport.

Beginner Mental Model

NVMe-oF is NVMe queue semantics carried over a fabric. A remote host still believes it is submitting NVMe commands to a controller. The controller is not a physical PCIe device on that host; it is represented by SPDK inside nvmf_tgt.

Think of the target as a building:

	The target is the whole building.
	A transport is a road type into the building: RDMA, TCP, FC, or vfio-user.
	A listener is a doorway on a road: an address and port/socket.
	A subsystem is a named storage tenant, identified by NQN.
	A namespace is one block device inside that subsystem.
	A controller is one host's live association with a subsystem.
	A qpair is one active queue connection from a host.
	A request is one NVMe command flowing through that qpair.
	A poll group is the CPU-local worker that polls transport events and bdev completions.


NVMe-oF is not a network filesystem. It does not understand files, directories, extents, or VM images. It exports block namespaces. The guest or host above it owns the filesystem or partition table.

The word "namespace" is easy to underweight. In NVMe, the namespace is the block-addressable object. SPDK backs that namespace with a bdev descriptor and bdev I/O channel. That backing bdev might be a physical NVMe namespace, an lvol, a RAID bdev, a malloc bdev, or another virtual bdev. The host sees an NVMe namespace either way.

Why This Matters For diskengine/excloud

In diskengine storage-node mode, each lvol becomes reachable from compute/baremetal nodes by being added to an NVMe-oF subsystem as a namespace. The storage node loop creates or verifies:

	an RDMA transport,
	a subsystem NQN,
	one or more listeners using storage-node RDMA IPs and port,
	a namespace pointing at the lvol bdev.


The local diskengine reconciler makes that mapping explicit. This is not SPDK source, but it is the application-level control plane that Chapter 22 is meant to explain:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/nvmeofexport.go
// nvmeofExportLoop is a non-destructive reconciler that ensures NQN, RDMA transport,
// listener, and namespace exports exist for all UP/RESIZING lvols. It does not delete anything.
func nvmeofExportLoop(ctx context.Context) {
	logger.Info.Println("nvmeofExportReconcileLoop: starting")
	spdkClient, err := spdkclient.CreateClientWithJsonCodec("unix", config.Value.SPDK_RPC_SOCK)
	if err != nil {
		logger.Error.Printf("nvmeofExportReconcileLoop: failed to create spdk client: %v", err)
		return
	}
	defer spdkClient.Close()

Later in the same reconciler, diskengine checks for the RDMA transport, creates a subsystem if the NQN is missing, adds listeners for the desired RDMA addresses, and then attaches the lvol UUID as the namespace bdev. The important design point is that diskengine is not pushing data during this step. It is programming SPDK control-plane state so later host I/O has a route to the bdev.

In diskengine baremetal mode, the other side of the same relationship appears as bdev_nvme_attach_controller. The baremetal node connects to the storage node's NQN and sees a local SPDK bdev, usually named from the controller name plus namespace suffix.

Object Lifecycle

The event subsystem initializes the target before user workloads can use it. The source tour starts at:

	module/event/subsystems/nvmf/nvmf_tgt.c: nvmf_subsystem_init
	module/event/subsystems/nvmf/nvmf_tgt.c: nvmf_tgt_advance_state
	module/event/subsystems/nvmf/nvmf_tgt.c: nvmf_tgt_create_target
	module/event/subsystems/nvmf/nvmf_tgt.c: nvmf_tgt_create_poll_groups
	module/event/subsystems/nvmf/nvmf_tgt.c: nvmf_subsystem_write_config_json


The target object itself is created by the library:

	lib/nvmf/nvmf.c: spdk_nvmf_tgt_create
	lib/nvmf/nvmf.c: spdk_nvmf_tgt_destroy
	lib/nvmf/nvmf.c: spdk_nvmf_poll_group_create
	lib/nvmf/nvmf.c: spdk_nvmf_tgt_new_qpair


Target creation is deliberately small at the event layer. nvmf_tgt asks the library to create the target object, then creates the discovery subsystem. Discovery is special because hosts use it to find subsystems before connecting to a normal NVM subsystem.

/* module/event/subsystems/nvmf/nvmf_tgt.c */
static int
nvmf_tgt_create_target(void)
{
	g_spdk_nvmf_tgt = spdk_nvmf_tgt_create(&g_spdk_nvmf_tgt_conf.opts);
	if (!g_spdk_nvmf_tgt) {
		SPDK_ERRLOG("spdk_nvmf_tgt_create() failed\n");
		return -1;
	}

	if (nvmf_add_discovery_subsystem() != 0) {
		SPDK_ERRLOG("nvmf_add_discovery_subsystem failed\n");
		return -1;
	}

	return 0;
}

The library target object owns global target state: the target name, transport list, subsystem tree, poll-group list, discovery generation counter, and locks around shared target state. The excerpt below is worth reading for what it initializes, not for every option field.

/* lib/nvmf/nvmf.c */
tgt = calloc(1, sizeof(*tgt));
if (!tgt) {
	return NULL;
}

snprintf(tgt->name, NVMF_TGT_NAME_MAX_LENGTH, "%s", opts.name);

if (!opts.max_subsystems) {
	tgt->max_subsystems = SPDK_NVMF_DEFAULT_MAX_SUBSYSTEMS;
} else {
	tgt->max_subsystems = opts.max_subsystems;
}

TAILQ_INIT(&tgt->transports);
TAILQ_INIT(&tgt->poll_groups);
TAILQ_INIT(&tgt->referrals);
tgt->num_poll_groups = 0;

tgt->subsystem_ids = spdk_bit_array_create(tgt->max_subsystems);
if (tgt->subsystem_ids == NULL) {
	free(tgt);
	return NULL;
}

RB_INIT(&tgt->subsystems);
pthread_mutex_init(&tgt->mutex, NULL);

The event subsystem then creates poll-group threads. This is where the target becomes an SPDK threaded service rather than one blocking network loop. Each created SPDK thread receives a message to create its poll group.

/* module/event/subsystems/nvmf/nvmf_tgt.c */
static void
nvmf_tgt_create_poll_groups(void)
{
	uint32_t cpu, count = 0;
	char thread_name[32];
	struct spdk_thread *thread;

	g_tgt_init_thread = spdk_get_thread();
	assert(g_tgt_init_thread != NULL);

	SPDK_ENV_FOREACH_CORE(cpu) {
		if (g_poll_groups_mask && !spdk_cpuset_get_cpu(g_poll_groups_mask, cpu)) {
			continue;
		}
		snprintf(thread_name, sizeof(thread_name), "nvmf_tgt_poll_group_%03u", count++);

		thread = spdk_thread_create(thread_name, g_poll_groups_mask);
		assert(thread != NULL);

		spdk_thread_send_msg(thread, nvmf_tgt_create_poll_group, NULL);
	}
}

A poll group is the unit that ties an SPDK thread to transport pollers, qpairs, and subsystem namespace channels. When a new qpair arrives from a transport, SPDK chooses an optimal poll group if the transport can provide one; otherwise it round-robins through target poll groups. The qpair is added by message to the poll-group thread, preserving SPDK's thread-affinity rule.

/* lib/nvmf/nvmf.c */
void
spdk_nvmf_tgt_new_qpair(struct spdk_nvmf_tgt *tgt, struct spdk_nvmf_qpair *qpair)
{
	struct spdk_nvmf_poll_group *group;
	struct nvmf_new_qpair_ctx *ctx;

	group = spdk_nvmf_get_optimal_poll_group(qpair);
	if (group == NULL) {
		if (tgt->next_poll_group == NULL) {
			tgt->next_poll_group = TAILQ_FIRST(&tgt->poll_groups);
			if (tgt->next_poll_group == NULL) {
				SPDK_ERRLOG("No poll groups exist.\n");
				spdk_nvmf_qpair_disconnect(qpair);
				return;
			}
		}
		group = tgt->next_poll_group;
		tgt->next_poll_group = TAILQ_NEXT(group, link);
	}

	ctx = calloc(1, sizeof(*ctx));
	if (!ctx) {
		SPDK_ERRLOG("Unable to send message to poll group.\n");
		spdk_nvmf_qpair_disconnect(qpair);
		return;
	}

	ctx->qpair = qpair;
	ctx->group = group;
	spdk_thread_send_msg(group->thread, _nvmf_poll_group_add, ctx);
}

Transports And Listeners

Transport implementations register themselves behind a common interface:

	lib/nvmf/transport.c: spdk_nvmf_transport_register
	lib/nvmf/transport.c: spdk_nvmf_transport_create_async
	lib/nvmf/transport.c: spdk_nvmf_transport_listen
	lib/nvmf/transport.c: nvmf_transport_poll_group_create
	include/spdk/nvmf_transport.h: struct spdk_nvmf_transport_ops


A transport is not a subsystem and it is not a namespace. It is the implementation of a fabric binding: TCP sockets, RDMA verbs, Fibre Channel, or vfio-user. The common target does not need to know the verbs or socket details once the transport has converted a received command into an spdk_nvmf_request.

/* include/spdk/nvmf_transport.h */
struct spdk_nvmf_transport_ops {
	char name[SPDK_NVMF_TRSTRING_MAX_LEN];
	enum spdk_nvme_transport_type type;

	void (*opts_init)(struct spdk_nvmf_transport_opts *opts);
	struct spdk_nvmf_transport *(*create)(struct spdk_nvmf_transport_opts *opts);
	int (*create_async)(struct spdk_nvmf_transport_opts *opts,
			    spdk_nvmf_transport_create_done_cb cb_fn,
			    void *cb_arg);

	int (*listen)(struct spdk_nvmf_transport *transport,
		      const struct spdk_nvme_transport_id *trid,
		      struct spdk_nvmf_listen_opts *opts);
	void (*listen_dump_opts)(struct spdk_nvmf_transport *transport,
				 const struct spdk_nvme_transport_id *trid,
				 struct spdk_json_write_ctx *w);

nvmf_create_transport creates the transport object. It does not make every subsystem reachable. Listener creation is separate because one transport can listen at several addresses, and each subsystem decides which of those addresses it allows. The common spdk_nvmf_transport_listen() path keeps a reference-counted listener record and calls the transport-specific listen operation only for a new address.

/* lib/nvmf/transport.c */
listener = nvmf_transport_find_listener(transport, trid);
if (!listener) {
	listener = calloc(1, sizeof(*listener));
	if (!listener) {
		return -ENOMEM;
	}

	listener->ref = 1;
	listener->trid = *trid;
	listener->sock_impl = opts->sock_impl;
	TAILQ_INSERT_TAIL(&transport->listeners, listener, link);
	pthread_mutex_lock(&transport->mutex);
	rc = transport->ops->listen(transport, &listener->trid, opts);
	pthread_mutex_unlock(&transport->mutex);
	if (rc != 0) {
		TAILQ_REMOVE(&transport->listeners, listener, link);
		free(listener);
	}
	return rc;
}

++listener->ref;
return 0;

The transport also creates a transport poll group under each NVMf poll group. This explains why a poll group has both common state and transport-specific state. The common NVMf layer owns the qpair list and subsystem namespace channels; each transport owns its polling mechanism and buffer handling.

/* lib/nvmf/transport.c */
static struct spdk_nvmf_transport_poll_group *
nvmf_transport_poll_group_create(struct spdk_nvmf_transport *transport,
				 struct spdk_nvmf_poll_group *group)
{
	struct spdk_nvmf_transport_poll_group *tgroup;
	struct spdk_iobuf_opts opts_iobuf = {};

	pthread_mutex_lock(&transport->mutex);
	tgroup = transport->ops->poll_group_create(transport, group);
	pthread_mutex_unlock(&transport->mutex);
	if (!tgroup) {
		return NULL;
	}
	tgroup->transport = transport;
	nvmf_transport_poll_group_create_poller(tgroup);

	STAILQ_INIT(&tgroup->pending_buf_queue);

Subsystems, Listeners, Namespaces, Controllers

Subsystems and namespaces are managed here:

	lib/nvmf/subsystem.c: spdk_nvmf_subsystem_create
	lib/nvmf/subsystem.c: spdk_nvmf_subsystem_start
	lib/nvmf/subsystem.c: spdk_nvmf_subsystem_stop
	lib/nvmf/subsystem.c: spdk_nvmf_subsystem_add_listener_ext
	lib/nvmf/subsystem.c: spdk_nvmf_subsystem_add_ns_ext
	include/spdk/nvmf.h: spdk_nvmf_subsystem_add_ns_ext
	include/spdk/nvmf.h: spdk_nvmf_subsystem_add_listener_ext


A subsystem owns the NQN. A listener owns addressability. A namespace owns the mapping from an NSID to a bdev. A controller represents a connected host's live association with a subsystem. The relationship is easier to see in the internal structs:

/* lib/nvmf/nvmf_internal.h */
struct spdk_nvmf_ns {
	uint32_t nsid;
	uint32_t anagrpid;
	struct spdk_nvmf_subsystem *subsystem;
	struct spdk_bdev *bdev;
	struct spdk_bdev_desc *desc;
	struct spdk_nvmf_ns_opts opts;
	bool zcopy;
	enum spdk_nvme_csi csi;
	TAILQ_HEAD(, spdk_nvmf_host) hosts;
	bool always_visible;
	uint32_t passthru_nsid;
};

struct spdk_nvmf_ctrlr {
	uint16_t cntlid;
	char hostnqn[SPDK_NVMF_NQN_MAX_LEN + 1];
	struct spdk_nvmf_subsystem *subsys;
	struct spdk_bit_array *visible_ns;
	struct spdk_nvmf_qpair *admin_qpair;
	struct spdk_thread *thread;
	const struct spdk_nvmf_subsystem_listener *listener;
};

The same file shows that the subsystem contains the namespace array and controller list:

/* lib/nvmf/nvmf_internal.h */
struct spdk_nvmf_subsystem {
	struct spdk_thread *thread;
	uint32_t id;
	enum spdk_nvmf_subsystem_state state;
	enum spdk_nvmf_subtype subtype;
	bool allow_any_host;
	struct spdk_nvmf_tgt *tgt;

	/* Array of pointers to namespaces of size max_nsid indexed by nsid - 1 */
	struct spdk_nvmf_ns **ns;
	uint32_t max_nsid;

	TAILQ_HEAD(, spdk_nvmf_ctrlr) ctrlrs;
	TAILQ_HEAD(, spdk_nvmf_subsystem_listener) listeners;
};

Adding a listener to a subsystem is intentionally not just appending an address string. The RPC path first ensures the target transport is listening, then attaches the listener to the subsystem. This is why "transport exists" and "subsystem listens on RDMA IP:port" are different debug questions.

/* lib/nvmf/nvmf_rpc.c */
if (nvmf_subsystem_find_listener(subsystem, &ctx->trid)) {
	SPDK_ERRLOG("Listener already exists\n");
	spdk_jsonrpc_send_error_response(ctx->request, SPDK_JSONRPC_ERROR_INVALID_PARAMS,
					 "Invalid parameters");
	ctx->response_sent = true;
	break;
}

rc = spdk_nvmf_tgt_listen_ext(ctx->tgt, &ctx->trid, &ctx->opts);
if (rc) {
	spdk_jsonrpc_send_error_response(ctx->request, SPDK_JSONRPC_ERROR_INVALID_PARAMS,
					 "Invalid parameters");
	ctx->response_sent = true;
	break;
}

spdk_nvmf_subsystem_add_listener_ext(ctx->subsystem, &ctx->trid,
				     nvmf_rpc_subsystem_listen, ctx,
				     &ctx->listener_opts);

Adding a namespace is where the NQN-to-bdev bridge is built. The code only allows the operation while the subsystem is inactive or paused. That state rule prevents a simple array mutation from racing live I/O. The function selects an NSID if the caller did not provide one, opens the named bdev, stores its descriptor and bdev pointer, and claims the bdev for the NVMf namespace module.

/* lib/nvmf/subsystem.c */
if (!(subsystem->state == SPDK_NVMF_SUBSYSTEM_INACTIVE ||
      subsystem->state == SPDK_NVMF_SUBSYSTEM_PAUSED)) {
	return 0;
}

spdk_nvmf_ns_opts_get_defaults(&opts, sizeof(opts));
if (user_opts) {
	nvmf_ns_opts_copy(&opts, user_opts, opts_size);
}

if (opts.nsid == 0) {
	for (opts.nsid = 1; opts.nsid <= subsystem->max_nsid; opts.nsid++) {
		if (_nvmf_subsystem_get_ns(subsystem, opts.nsid) == NULL) {
			break;
		}
	}
	if (opts.nsid > subsystem->max_nsid) {
		SPDK_ERRLOG("No free namespace slot available in the subsystem\n");
		return 0;
	}
}

/* lib/nvmf/subsystem.c */
rc = spdk_bdev_open_ext_v2(bdev_name, true, nvmf_ns_event, ns,
			   &open_opts, &ns->desc);
if (rc != 0) {
	SPDK_ERRLOG("Subsystem %s: bdev %s cannot be opened, error=%d\n",
		    subsystem->subnqn, bdev_name, rc);
	free(ns);
	return 0;
}

ns->bdev = spdk_bdev_desc_get_bdev(ns->desc);

rc = spdk_bdev_module_claim_bdev(ns->bdev, ns->desc, &ns_bdev_module);
if (rc != 0) {
	spdk_bdev_close(ns->desc);
	free(ns);
	return 0;
}

Control-plane RPCs for this chapter are registered in:

	lib/nvmf/nvmf_rpc.c: rpc_nvmf_create_transport
	lib/nvmf/nvmf_rpc.c: rpc_nvmf_create_subsystem
	lib/nvmf/nvmf_rpc.c: rpc_nvmf_subsystem_add_listener
	lib/nvmf/nvmf_rpc.c: rpc_nvmf_subsystem_add_ns
	lib/nvmf/nvmf_rpc.c: rpc_nvmf_get_subsystems


The official SPDK target guide shows the same conceptual RPC sequence: create a transport, create a bdev, create a subsystem, add the bdev as a namespace, and add a listener. diskengine follows that pattern with lvol bdevs and RDMA listeners.

Qpairs And Requests

The transport-facing qpair and request structs live in include/spdk/nvmf_transport.h. A qpair is not just a socket or RDMA QP handle; it is the common NVMf representation of a queue connection after the transport has accepted it. It points to its transport, controller, poll group, and outstanding request list.

/* include/spdk/nvmf_transport.h */
struct spdk_nvmf_qpair {
	uint8_t state;
	uint16_t qid;
	uint16_t sq_head;
	uint16_t sq_head_max;

	struct spdk_nvmf_transport *transport;
	struct spdk_nvmf_ctrlr *ctrlr;
	struct spdk_nvmf_poll_group *group;

	TAILQ_HEAD(, spdk_nvmf_request) outstanding;
	TAILQ_ENTRY(spdk_nvmf_qpair) link;

	bool connect_received;
	bool disconnect_started;
	uint16_t queue_depth;
};

A request is the common object for one command. The transport fills in command/response pointers, data direction, payload length, iovecs, memory-domain information, and any transport buffer state. The bdev command path later uses the same object as callback context.

/* include/spdk/nvmf_transport.h */
struct spdk_nvmf_request {
	struct spdk_nvmf_qpair *qpair;
	uint32_t length;
	uint8_t xfer;
	uint8_t iovcnt;
	union nvmf_h2c_msg *cmd;
	union nvmf_c2h_msg *rsp;
	TAILQ_ENTRY(spdk_nvmf_request) link;

	struct spdk_memory_domain *memory_domain;
	void *memory_domain_ctx;
	struct spdk_accel_sequence *accel_sequence;

	struct iovec iov[NVMF_REQ_MAX_BUFFERS];
	struct spdk_bdev_io_wait_entry bdev_io_wait;
	spdk_nvmf_nvme_passthru_cmd_cb cmd_cb_fn;
	struct spdk_nvmf_request *first_fused_req;
};

This object model is why the common NVMf layer can be transport-neutral. RDMA, TCP, and vfio-user differ in how they receive a command, move data, and send a completion. Once an spdk_nvmf_request is ready to execute, the common controller path classifies it the same way.

The I/O Path

A host sends a command over RDMA, TCP, FC, or vfio-user. The transport decodes enough of the wire/device protocol to create an spdk_nvmf_request. It then calls the common execution path:

	lib/nvmf/ctrlr.c: spdk_nvmf_request_exec


That function classifies the command. Fabrics commands go to:

	lib/nvmf/ctrlr.c: nvmf_ctrlr_process_fabrics_cmd


Admin commands go to:

	lib/nvmf/ctrlr.c: nvmf_ctrlr_process_admin_cmd


I/O commands go to:

	lib/nvmf/ctrlr.c: nvmf_ctrlr_process_io_cmd


The execution entry point first checks subsystem and qpair state. If both are usable, it places the request on the qpair's outstanding list and dispatches by command type. Only commands that return SPDK_NVMF_REQUEST_EXEC_STATUS_COMPLETE finish immediately. Bdev-backed reads and writes normally return asynchronous status.

/* lib/nvmf/ctrlr.c */
void
spdk_nvmf_request_exec(struct spdk_nvmf_request *req)
{
	struct spdk_nvmf_qpair *qpair = req->qpair;
	enum spdk_nvmf_request_exec_status status;

	if (spdk_unlikely(!nvmf_check_subsystem_active(req))) {
		return;
	}
	if (spdk_unlikely(!nvmf_check_qpair_active(req))) {
		return;
	}

	TAILQ_INSERT_TAIL(&qpair->outstanding, req, link);

	if (spdk_unlikely(req->cmd->nvmf_cmd.opcode == SPDK_NVME_OPC_FABRIC)) {
		status = nvmf_ctrlr_process_fabrics_cmd(req);
	} else if (spdk_unlikely(nvmf_qpair_is_admin_queue(qpair))) {
		status = nvmf_ctrlr_process_admin_cmd(req);
	} else {
		status = nvmf_ctrlr_process_io_cmd(req);
	}

	if (status == SPDK_NVMF_REQUEST_EXEC_STATUS_COMPLETE) {
		_nvmf_request_complete(req);
	}
}

For namespace I/O, the controller code resolves nsid to an NVMf namespace, validates controller state, and checks ANA path state before submitting bdev I/O. This is one place where "listener exists but namespace missing" becomes a real NVMe status rather than a generic network error.

/* lib/nvmf/ctrlr.c */
static int
nvmf_ctrlr_process_io_cmd(struct spdk_nvmf_request *req)
{
	uint32_t nsid;
	struct spdk_nvmf_ns *ns;
	struct spdk_nvmf_qpair *qpair = req->qpair;
	struct spdk_nvmf_ctrlr *ctrlr = qpair->ctrlr;
	struct spdk_nvme_cmd *cmd = &req->cmd->nvme_cmd;
	struct spdk_nvme_cpl *response = &req->rsp->nvme_cpl;

	response->status.sc = SPDK_NVME_SC_SUCCESS;
	nsid = cmd->nsid;

	assert(ctrlr != NULL);
	if (spdk_unlikely(ctrlr->vcprop.cc.bits.en != 1)) {
		response->status.sct = SPDK_NVME_SCT_GENERIC;
		response->status.sc = SPDK_NVME_SC_COMMAND_SEQUENCE_ERROR;
		return SPDK_NVMF_REQUEST_EXEC_STATUS_COMPLETE;
	}

	ns = nvmf_ctrlr_get_ns(ctrlr, nsid);
	if (spdk_unlikely(ns == NULL || ns->bdev == NULL)) {
		response->status.sc = SPDK_NVME_SC_INVALID_NAMESPACE_OR_FORMAT;
		response->status.dnr = 1;
		return SPDK_NVMF_REQUEST_EXEC_STATUS_COMPLETE;
	}

The bdev descriptor and I/O channel are fetched from the namespace and the poll group's per-subsystem namespace state. That is the thread-affine handoff: the namespace owns the bdev descriptor, but the poll group owns the channel used on this SPDK thread.

/* lib/nvmf/ctrlr.c */
int
spdk_nvmf_request_get_bdev(uint32_t nsid, struct spdk_nvmf_request *req,
			   struct spdk_bdev **bdev, struct spdk_bdev_desc **desc,
			   struct spdk_io_channel **ch)
{
	struct spdk_nvmf_ctrlr *ctrlr = req->qpair->ctrlr;
	struct spdk_nvmf_ns *ns;
	struct spdk_nvmf_poll_group *group = req->qpair->group;
	struct spdk_nvmf_subsystem_pg_ns_info *ns_info;

	*bdev = NULL;
	*desc = NULL;
	*ch = NULL;

	ns = nvmf_ctrlr_get_ns(ctrlr, nsid);
	if (ns == NULL || ns->bdev == NULL) {
		return -EINVAL;
	}

	assert(group != NULL && group->sgroups != NULL);
	ns_info = &group->sgroups[ctrlr->subsys->id].ns_info[nsid - 1];
	*bdev = ns->bdev;
	*desc = ns->desc;
	*ch = ns_info->channel;

	return 0;
}

The bdev-backed command helpers live in:

	lib/nvmf/ctrlr_bdev.c: nvmf_ctrlr_process_io_cmd_resubmit
	lib/nvmf/ctrlr_bdev.c: nvmf_bdev_ctrl_queue_io
	lib/nvmf/ctrlr_bdev.c: nvmf_bdev_ctrlr_read_cmd
	lib/nvmf/ctrlr_bdev.c: nvmf_bdev_ctrlr_write_cmd
	lib/nvmf/ctrlr_bdev.c: nvmf_bdev_ctrlr_flush_cmd
	lib/nvmf/ctrlr_bdev.c: nvmf_bdev_ctrlr_unmap


The read and write helpers translate the NVMe command fields into LBA and block counts, validate request size, and submit asynchronous bdev I/O. A successful submission returns SPDK_NVMF_REQUEST_EXEC_STATUS_ASYNCHRONOUS, so spdk_nvmf_request_exec() does not complete the request inline.

/* lib/nvmf/ctrlr_bdev.c */
rc = spdk_bdev_readv_blocks_ext(desc, ch, req->iov, req->iovcnt,
				start_lba, num_blocks,
				nvmf_bdev_ctrlr_complete_cmd, req, &opts);
if (spdk_unlikely(rc)) {
	if (rc == -ENOMEM) {
		nvmf_bdev_ctrl_queue_io(req, bdev, ch,
					nvmf_ctrlr_process_io_cmd_resubmit, req);
		return SPDK_NVMF_REQUEST_EXEC_STATUS_ASYNCHRONOUS;
	}
	rsp->status.sct = SPDK_NVME_SCT_GENERIC;
	rsp->status.sc = SPDK_NVME_SC_INTERNAL_DEVICE_ERROR;
	return SPDK_NVMF_REQUEST_EXEC_STATUS_COMPLETE;
}

return SPDK_NVMF_REQUEST_EXEC_STATUS_ASYNCHRONOUS;

/* lib/nvmf/ctrlr_bdev.c */
rc = spdk_bdev_writev_blocks_ext(desc, ch, req->iov, req->iovcnt,
				 start_lba, num_blocks,
				 nvmf_bdev_ctrlr_complete_cmd, req, &opts);
if (spdk_unlikely(rc)) {
	if (rc == -ENOMEM) {
		nvmf_bdev_ctrl_queue_io(req, bdev, ch,
					nvmf_ctrlr_process_io_cmd_resubmit, req);
		return SPDK_NVMF_REQUEST_EXEC_STATUS_ASYNCHRONOUS;
	}
	rsp->status.sct = SPDK_NVME_SCT_GENERIC;
	rsp->status.sc = SPDK_NVME_SC_INTERNAL_DEVICE_ERROR;
	return SPDK_NVMF_REQUEST_EXEC_STATUS_COMPLETE;
}

Completion happens when the bdev module calls back. The callback copies NVMe status out of the bdev I/O, completes the NVMf request, and frees the bdev I/O object.

/* lib/nvmf/ctrlr_bdev.c */
static void
nvmf_bdev_ctrlr_complete_cmd(struct spdk_bdev_io *bdev_io, bool success,
			     void *cb_arg)
{
	struct spdk_nvmf_request *req = cb_arg;
	struct spdk_nvme_cpl *response = &req->rsp->nvme_cpl;
	int sc = 0, sct = 0;
	uint32_t cdw0 = 0;

	spdk_bdev_io_get_nvme_status(bdev_io, &cdw0, &sct, &sc);

	response->cdw0 = cdw0;
	response->status.sc = sc;
	response->status.sct = sct;

	spdk_nvmf_request_complete(req);
	spdk_bdev_free_io(bdev_io);
}

spdk_nvmf_request_complete() moves completion onto the qpair's poll-group thread before the internal completion path returns the request to the transport. That final transport callback is where RDMA, TCP, vfio-user, or FC sends the right completion format back to the host.

/* lib/nvmf/ctrlr.c */
int
spdk_nvmf_request_complete(struct spdk_nvmf_request *req)
{
	struct spdk_nvmf_qpair *qpair = req->qpair;

	spdk_thread_exec_msg(qpair->group->thread, _nvmf_request_complete, req);

	return 0;
}

Prose Diagram: Target Request Flow

Picture a left-to-right diagram with five vertical lanes:

	Remote host NVMe driver.
	SPDK transport.
	SPDK NVMf controller.
	SPDK bdev layer.
	Physical or virtual backing bdev.


The arrows are:

Host submits SQE -> transport receives capsule/request -> spdk_nvmf_request_exec -> nvmf_ctrlr_process_io_cmd -> spdk_nvmf_request_get_bdev -> spdk_bdev_writev_blocks_ext or spdk_bdev_readv_blocks_ext -> backing bdev finishes -> bdev callback -> spdk_nvmf_request_complete -> transport sends CQE -> host observes completion.

The important visual detail is that completion is a separate arrow coming back later. Nothing should be drawn as a blocking function call waiting for the SSD.
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RDMA, TCP, And vfio-user Distinctions

The common NVMf layer does not care whether a write arrived from RDMA or TCP once it has an spdk_nvmf_request. The transport matters before and after that point.

RDMA:

	Uses RDMA queue pairs and memory registration.
	Sensitive to RNIC, RDMA CM, MTU, PFC/ECN, and hostaddr binding.
	Common in diskengine's storage-node to baremetal path.
	Source anchors: lib/nvmf/rdma.c: spdk_nvmf_request_exec call sites, lib/nvmf/rdma.c: spdk_nvmf_request_complete call sites.


TCP:

	Uses sockets instead of RDMA verbs.
	Easier to bring up, often lower operational barrier, usually higher CPU cost.
	Source anchors: lib/nvmf/tcp.c: spdk_nvmf_request_exec call sites.


vfio-user:

	Looks like a local PCIe device to a VM or client process over a Unix socket.
	Uses guest memory mapping and doorbell handling rather than network packets.
	Source anchors: lib/nvmf/vfio_user.c: nvmf_vfio_user_poll_group, lib/nvmf/vfio_user.c: vfio_user_ctrlr_switch_doorbells, lib/nvmf/vfio_user.c: spdk_nvmf_request_exec call sites.


The official SPDK guide calls out operational differences that matter during debugging: RDMA needs RDMA-capable NICs and verbs support, TCP is built into nvmf_tgt by default, and interrupt mode is supported for vfio-user, TCP, and RDMA. It also calls out RDMA memory-region pressure as a real failure mode when too many small hugepage regions must be registered.

Edge Cases And Failure Modes

Listener exists but subsystem has no namespace:

The host may discover or connect to a subsystem but see no usable capacity. Check nvmf_get_subsystems and verify namespace entries. In diskengine, this usually points at /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/provisionlvol.go: provisionLvol, /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/nvmeofexport.go: reconcileExports, or a missing lvol bdev.

Namespace bdev disappeared:

If the bdev backing a namespace is removed, outstanding I/O may fail and reconnect behavior depends on the initiator. Read lib/nvmf/subsystem.c namespace removal paths and lib/nvmf/ctrlr.c: spdk_nvmf_request_get_bdev. The namespace stores a bdev pointer and descriptor, so bdev lifetime events have to be handled deliberately.

Host NQN mismatch:

If allow_any_host is false and the host was not added, connect fails even though the network path is fine. Source anchors: include/spdk/nvmf.h: spdk_nvmf_subsystem_add_host_ext, include/spdk/nvmf.h: spdk_nvmf_subsystem_set_allow_any_host. The SPDK target guide's NQN section is worth reading because SPDK compares NQNs byte-for-byte, including UUID letter case.

Transport exists but does not listen:

nvmf_create_transport creates the transport object. It does not by itself create every subsystem listener. Listener creation is separate through nvmf_subsystem_add_listener, whose RPC path first calls spdk_nvmf_tgt_listen_ext() and then associates the address with the subsystem.

Buffer pressure:

Transports may need iobufs for request data. Source anchors: lib/nvmf/transport.c: spdk_nvmf_request_get_buffers, lib/nvmf/transport.c: nvmf_request_iobuf_get_cb, and lib/nvmf/transport.c: nvmf_transport_poll_group_create. RDMA also has NIC memory-registration limits; the official SPDK guide recommends 1 GB hugepages or pre-reserving memory for some cases where too many 2 MB hugepages produce too many memory regions.

Subsystem state transitions:

Some changes require pause/stop/resume semantics. A beginner mistake is to think a namespace list is just an array that can be mutated freely while I/O is running. spdk_nvmf_subsystem_add_ns_ext() checks for inactive or paused state before changing the namespace table; if it is active, the call returns failure.

Bdev resource exhaustion:

Read and write helpers queue I/O on -ENOMEM by using spdk_bdev_queue_io_wait(). That means a transient bdev resource shortage does not necessarily fail the host command immediately. Other submission errors become NVMe internal device errors.

ANA/path state:

The I/O path checks ANA state before bdev submission. In multipath or multi-listener setups, a namespace can exist and the controller can be enabled, but a path state can still reject I/O with a path-related status.

Misconceptions To Kill

"NVMe-oF exports disks."

More precisely, it exports namespaces backed by SPDK bdevs. The bdev may be an NVMe namespace, an lvol, a RAID bdev, a malloc bdev, or another virtual bdev.

"An NQN is an IP address."

An NQN is a name. A listener provides addressability. diskengine stores both because compute nodes need the NQN and the RDMA endpoint.

"Creating a subsystem moves data."

Creating a subsystem changes the target's namespace/control-plane state. Data moves only when a host sends I/O.

"The target thread blocks on remote writes."

The target submits asynchronous bdev I/O and returns later through completion callbacks. Blocking a reactor would harm every qpair on that thread.

"A qpair owns the namespace."

The qpair owns queue state and outstanding requests. The subsystem owns namespaces. The controller links a connected host to one subsystem, and request execution uses that controller plus the request NSID to find the namespace.

Lab: Build A Minimal Mental Config

Without running SPDK, write the minimal JSON-RPC sequence for a storage node exporting one lvol named abcd-uuid through RDMA:

	nvmf_create_transport with trtype=RDMA.
	nvmf_create_subsystem with an NQN such as nqn.2024-01.io.excloud:storage.node.disk.lvol.
	nvmf_subsystem_add_listener with traddr, trsvcid, adrfam, and trtype.
	nvmf_subsystem_add_ns with namespace bdev abcd-uuid.


Then inspect lib/nvmf/nvmf_rpc.c and identify which C RPC handler decodes each step. Compare your sequence with the official SPDK guide's malloc-bdev example, then replace the malloc bdev name with the lvol UUID that diskengine stores.

Source Reading Exercise

Start at lib/nvmf/ctrlr.c: spdk_nvmf_request_exec. Follow only the I/O command path. Write down:

	Where the opcode is classified.
	Where nsid becomes an spdk_nvmf_ns.
	Where the namespace becomes a bdev descriptor and I/O channel.
	Where the bdev call is submitted.
	Where spdk_nvmf_request_complete is called after bdev completion.


Do not read the whole file linearly. Use symbol search and call references.

Suggested reading path:

	include/spdk/nvmf_transport.h for spdk_nvmf_qpair, spdk_nvmf_request, and spdk_nvmf_transport_ops.
	lib/nvmf/nvmf_internal.h for spdk_nvmf_subsystem, spdk_nvmf_ns, and spdk_nvmf_ctrlr.
	module/event/subsystems/nvmf/nvmf_tgt.c for app initialization and poll-group thread creation.
	lib/nvmf/transport.c for transport creation, listen, poll-group creation, and completion handoff.
	lib/nvmf/subsystem.c for subsystem state, listener association, and namespace add/remove.
	lib/nvmf/ctrlr.c for request execution, controller checks, namespace lookup, and completion.
	lib/nvmf/ctrlr_bdev.c for NVMe read/write/flush/unmap translation into bdev I/O.
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/nvmeofexport.go and provisionlvol.go for diskengine's control-plane use of the SPDK RPCs.


Operational Debug Exercise

Symptom: baremetal node cannot attach a volume over RDMA.

Classify it:

	Does storage node show the RDMA transport in nvmf_get_transports?
	Does nvmf_get_subsystems show the target NQN?
	Does that subsystem have a listener with the expected RDMA IP and port?
	Does it have a namespace whose bdev_name is the lvol UUID?
	On the baremetal node, does bdev_nvme_attach_controller fail during connect or succeed but no bdev appears?


Only after answering these should you suspect the bdev layer or lvol metadata. If connect fails before a controller appears, focus on network/RDMA, listener, host NQN, authentication, and transport options. If connect succeeds but no usable namespace appears, focus on namespace visibility, bdev presence, NSID, ANA/path state, and bdev I/O errors.

Self-Check

	What object owns the NQN?
	What object owns the RDMA IP and port?
	Why can a subsystem exist without being useful to a host?
	Why is spdk_nvmf_request_complete not called immediately after spdk_bdev_writev_blocks_ext?
	Which diskengine storage-node functions create or verify NVMe-oF exports?
	Why does spdk_nvmf_request_get_bdev() need both the namespace and the poll group?
	What is different about the work a transport does before spdk_nvmf_request_exec() and after spdk_nvmf_request_complete()?


References

	Local SPDK: include/spdk/nvmf.h
	Local SPDK: include/spdk/nvmf_transport.h
	Local SPDK: lib/nvmf/nvmf_internal.h
	Local SPDK: module/event/subsystems/nvmf/nvmf_tgt.c
	Local SPDK: lib/nvmf/nvmf.c
	Local SPDK: lib/nvmf/transport.c
	Local SPDK: lib/nvmf/nvmf_rpc.c
	Local SPDK: lib/nvmf/subsystem.c
	Local SPDK: lib/nvmf/ctrlr.c
	Local SPDK: lib/nvmf/ctrlr_bdev.c
	Local SPDK: lib/nvmf/rdma.c
	Local SPDK: lib/nvmf/tcp.c
	Local SPDK: lib/nvmf/vfio_user.c
	Local diskengine: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/nvmeofexport.go
	Local diskengine: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/provisionlvol.go
	Local diskengine: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/utils.go
	SPDK NVMe-oF target documentation: https://spdk.io/doc/nvmf.html
	NVM Express specifications: https://nvmexpress.org/specifications/
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  Chapter 23: NVMe-oF Initiator Through bdev_nvme

  This chapter explains how SPDK acts as an NVMe initiator and then exposes connected namespaces as SPDK bdevs. For diskengine, this is the core of baremetal mode: compute-side SPDK connects to storage-node NVMe-oF...

  Chapter Goal

This chapter explains how SPDK acts as an NVMe initiator and then exposes connected namespaces as SPDK bdevs. For diskengine, this is the core of baremetal mode: compute-side SPDK connects to storage-node NVMe-oF subsystems and turns each remote lvol namespace into a local bdev that can be assembled into RAID and exported to QEMU.

Beginner Mental Model

The NVMe-oF target chapter described a remote subsystem that exports a namespace. The initiator side is the mirror image. It asks:

Given an NQN and a transport address, can I create a controller connection and produce one or more local bdev names?


SPDK's bdev_nvme module wraps the lower-level NVMe library. The NVMe library knows how to connect, create admin and I/O qpairs, submit commands, poll completions, reconnect, and reset. The bdev module translates generic bdev I/O into NVMe namespace commands.

To a user of the bdev layer, the result is just another bdev. It can be a base for RAID, lvol, vhost, NBD, or another virtual bdev. The fact that it is remote over RDMA is hidden behind the bdev module.

The useful beginner distinction is:

	A transport address says where to dial: RDMA IP plus service ID, TCP IP plus service ID, or PCIe BDF.
	A subsystem NQN says which NVMe subsystem at that address the host wants.
	A controller is the live association SPDK creates after the fabrics connect.
	A namespace is the logical block device exposed by that controller.
	A bdev is SPDK's generic block-device wrapper around that namespace.


For direct known-subsystem attach, diskengine already knows the storage node RDMA address and the lvol subsystem NQN. It therefore asks SPDK to connect directly. SPDK also supports discovery-service attach, where the host first connects to the discovery NQN and receives discovery log entries that point at NVM subsystems. The NVMe-oF specification defines discovery so a host can learn which subsystems it may access; a discovery controller is not the data controller for guest I/O.

NQN naming is not decorative. The NVM Express specifications use an NVMe Qualified Name to identify hosts and NVM subsystems for identification and authentication, and SPDK compares target NQNs byte-for-byte. If diskengine changes an NQN string, or changes how it derives controller names from it, the local bdev graph changes even if the same storage is behind it.

Why This Matters For diskengine/excloud

diskengine baremetal mode does not write to storage-node lvols by calling storage-node APIs per I/O. It connects once through SPDK, assembles local bdev graph objects, and then data I/O stays in SPDK. The Go process reconciles attachment state; it is not in the write fast path.

The key diskengine source anchors are:

	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go: startNvmeAttachLoop
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go: reconcileNVMeConnections
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go: attachNvmeSoft
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go: attachNvme
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go: controllerNameForNQN
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/utils.go: baseBdevNameFromNQN
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go: BdevNvmeAttachController
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go: BdevNvmeGetControllers
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go: BdevNvmeGetIoPaths
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go: BdevNvmeSetMultipathPolicy


The baremetal attach loop is deliberately reconciler-shaped. It wakes periodically, asks the database what NVMe-oF paths this host should have, checks SPDK's current controllers, and attaches missing paths. This is control-plane work. Once the bdev exists, reads and writes do not call this loop.

From /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go:

multipath := "multipath"
reconnectDelaySec := 1
ctrlrLossTimeoutSec := 10
fastIoFailTimeoutSec := 0
name := controllerNameForNQN(conn.NQN)

params := spdkclient.BdevNvmeAttachControllerParams{
	Name:                 name,
	Subnqn:               &conn.NQN,
	Trtype:               "rdma",
	Traddr:               conn.RDMAIP.String(),
	Trsvcid:              &svc,
	Adrfam:               &adrfam,
	Multipath:            &multipath,
	ReconnectDelaySec:    &reconnectDelaySec,
	CtrlrLossTimeoutSec:  &ctrlrLossTimeoutSec,
	FastIoFailTimeoutSec: &fastIoFailTimeoutSec,
}
if hostaddr != nil {
	params.Hostaddr = hostaddr
}

This tells you most of the diskengine policy in one place. The target is RDMA, the subsystem is selected by Subnqn, the local bdev controller name is deterministic, and SPDK is asked to keep multipath semantics active. The timeout values are short because the host should retry transient loss but should not keep a dead controller forever.

RPC To bdev Creation

The RPC entry point is:

	module/bdev/nvme/bdev_nvme_rpc.c: rpc_bdev_nvme_attach_controller
	module/bdev/nvme/bdev_nvme_rpc.c: rpc_bdev_nvme_attach_controller_decoders
	module/bdev/nvme/bdev_nvme_rpc.c: rpc_bdev_nvme_attach_controller_done
	module/bdev/nvme/bdev_nvme_rpc.c: rpc_bdev_nvme_attach_controller_examined


That handler decodes fields such as name, trtype, traddr, trsvcid, adrfam, subnqn, hostnqn, hostaddr, multipath, ctrlr_loss_timeout_sec, reconnect_delay_sec, and fast_io_fail_timeout_sec. It then calls:

	module/bdev/nvme/bdev_nvme.c: spdk_bdev_nvme_create


The decoder table is the contract between JSON-RPC and the local struct rpc_bdev_nvme_attach_controller. Required fields are omitted from the table's optional flag; optional fields have the final true. Diskengine's params line up directly with this table.

From module/bdev/nvme/bdev_nvme_rpc.c:

static const struct spdk_json_object_decoder rpc_bdev_nvme_attach_controller_decoders[] = {
	{"name", offsetof(struct rpc_bdev_nvme_attach_controller, name), spdk_json_decode_string},
	{"trtype", offsetof(struct rpc_bdev_nvme_attach_controller, trtype), spdk_json_decode_string},
	{"traddr", offsetof(struct rpc_bdev_nvme_attach_controller, traddr), spdk_json_decode_string},

	{"adrfam", offsetof(struct rpc_bdev_nvme_attach_controller, adrfam), spdk_json_decode_string, true},
	{"trsvcid", offsetof(struct rpc_bdev_nvme_attach_controller, trsvcid), spdk_json_decode_string, true},
	{"priority", offsetof(struct rpc_bdev_nvme_attach_controller, priority), spdk_json_decode_string, true},
	{"subnqn", offsetof(struct rpc_bdev_nvme_attach_controller, subnqn), spdk_json_decode_string, true},
	{"hostnqn", offsetof(struct rpc_bdev_nvme_attach_controller, hostnqn), spdk_json_decode_string, true},
	{"hostaddr", offsetof(struct rpc_bdev_nvme_attach_controller, hostaddr), spdk_json_decode_string, true},
	{"hostsvcid", offsetof(struct rpc_bdev_nvme_attach_controller, hostsvcid), spdk_json_decode_string, true},

	{"multipath", offsetof(struct rpc_bdev_nvme_attach_controller, multipath), bdev_nvme_decode_multipath, true},
	{"ctrlr_loss_timeout_sec", offsetof(struct rpc_bdev_nvme_attach_controller, bdev_opts.ctrlr_loss_timeout_sec), spdk_json_decode_int32, true},
	{"reconnect_delay_sec", offsetof(struct rpc_bdev_nvme_attach_controller, bdev_opts.reconnect_delay_sec), spdk_json_decode_uint32, true},
	{"fast_io_fail_timeout_sec", offsetof(struct rpc_bdev_nvme_attach_controller, bdev_opts.fast_io_fail_timeout_sec), spdk_json_decode_uint32, true},
};

After decoding, the handler copies JSON strings into the NVMe transport ID and controller options. traddr, trsvcid, and adrfam describe the network endpoint. subnqn selects the remote subsystem. hostnqn, hostaddr, and hostsvcid are host-side identity and source-address controls. This is also where SPDK protects multipath identity: adding another path to an existing controller name is allowed only when the new path still names the same subnqn and hostnqn.

From module/bdev/nvme/bdev_nvme_rpc.c:

if (ctrlr) {
	if (ctx->req.multipath == BDEV_NVME_MP_MODE_DISABLE) {
		spdk_jsonrpc_send_error_response_fmt(request, -EALREADY,
				"A controller named %s already exists and multipath is disabled",
				ctx->req.name);
		goto cleanup;
	}

	if (strncmp(trid.subnqn,
		    ctrlr_trid->subnqn,
		    SPDK_NVMF_NQN_MAX_LEN) != 0) {
		spdk_jsonrpc_send_error_response_fmt(request, -EINVAL,
				"A controller named %s already exists, but uses a different subnqn (%s)",
				ctx->req.name, ctrlr_trid->subnqn);
		goto cleanup;
	}

	if (strncmp(ctx->req.drv_opts.hostnqn, drv_opts->hostnqn, SPDK_NVMF_NQN_MAX_LEN) != 0) {
		spdk_jsonrpc_send_error_response_fmt(request, -EINVAL,
				"A controller named %s already exists, but uses a different hostnqn (%s)",
				ctx->req.name, drv_opts->hostnqn);
		goto cleanup;
	}
}

The call into the bdev module is asynchronous. The RPC allocates a names array, passes its callback, and does not send the JSON-RPC result until spdk_bdev_wait_for_examine() says bdev examine work has caught up. That wait matters because the user expects the returned names to be visible in the bdev layer, not merely scheduled for later creation.

From module/bdev/nvme/bdev_nvme_rpc.c:

static void
rpc_bdev_nvme_attach_controller_done(void *cb_ctx, size_t bdev_count, int rc)
{
	struct rpc_bdev_nvme_attach_controller_ctx *ctx = cb_ctx;
	struct spdk_jsonrpc_request *request = ctx->request;

	if (rc < 0) {
		spdk_jsonrpc_send_error_response(request, rc, spdk_strerror(-rc));
		free_rpc_bdev_nvme_attach_controller_ctx(ctx);
		return;
	}

	ctx->bdev_count = bdev_count;
	spdk_bdev_wait_for_examine(rpc_bdev_nvme_attach_controller_examined, ctx);
}

rc = spdk_bdev_nvme_create(&trid, ctx->req.name, ctx->names, ctx->req.max_bdevs,
			   rpc_bdev_nvme_attach_controller_done, ctx, &ctx->req.drv_opts,
			   &ctx->req.bdev_opts);

The public header for the module is:

	include/spdk/module/bdev/nvme.h: spdk_bdev_nvme_create
	include/spdk/module/bdev/nvme.h: spdk_bdev_nvme_delete
	include/spdk/module/bdev/nvme.h: spdk_bdev_nvme_set_multipath_policy
	include/spdk/module/bdev/nvme.h: struct spdk_bdev_nvme_ctrlr_opts


Controller and bdev object creation flows through:

	module/bdev/nvme/bdev_nvme.c: nvme_bdev_ctrlr_create
	module/bdev/nvme/bdev_nvme.c: nvme_bdev_create
	module/bdev/nvme/bdev_nvme.c: bdev_nvme_create_ctrlr_channel_cb
	module/bdev/nvme/bdev_nvme.c: bdev_nvme_create_bdev_channel_cb
	module/bdev/nvme/bdev_nvme.c: bdev_nvme_get_io_channel


The module registers a bdev function table with:

	module/bdev/nvme/bdev_nvme.c: nvmelib_fn_table


The function table is where the bdev layer learns how to submit I/O to this module.

spdk_bdev_nvme_create() is the first bdev-module-owned function after the RPC bridge. It rejects duplicate controller transport identities, checks the base name length, validates reconnect/loss/fast-fail relationships, and stores the callback context that will be completed after probe and namespace population.

From module/bdev/nvme/bdev_nvme.c:

int
spdk_bdev_nvme_create(struct spdk_nvme_transport_id *trid,
		      const char *base_name,
		      const char **names,
		      uint32_t count,
		      spdk_bdev_nvme_create_cb cb_fn,
		      void *cb_ctx,
		      struct spdk_nvme_ctrlr_opts *drv_opts,
		      struct spdk_bdev_nvme_ctrlr_opts *bdev_opts)
{
	struct nvme_async_probe_ctx *ctx;
	int len;

	if (nvme_ctrlr_get(trid, drv_opts->hostnqn) != NULL) {
		SPDK_ERRLOG("A controller with the provided trid (traddr: %s, hostnqn: %s) "
			    "already exists.\n", trid->traddr, drv_opts->hostnqn);
		return -EEXIST;
	}

	len = strnlen(base_name, SPDK_CONTROLLER_NAME_MAX);
	if (len == 0 || len == SPDK_CONTROLLER_NAME_MAX) {
		return -EINVAL;
	}

	if (bdev_opts != NULL &&
	    !bdev_nvme_check_io_error_resiliency_params(bdev_opts->ctrlr_loss_timeout_sec,
			    bdev_opts->reconnect_delay_sec,
			    bdev_opts->fast_io_fail_timeout_sec)) {
		return -EINVAL;
	}

	ctx = calloc(1, sizeof(*ctx));
	if (!ctx) {
		return -ENOMEM;
	}
	ctx->base_name = strdup(base_name);
	ctx->names = names;
	ctx->max_bdevs = count;
	ctx->cb_fn = cb_fn;
	ctx->cb_ctx = cb_ctx;
	ctx->trid = *trid;

The excerpt is intentionally cut before the lower-level probe mechanics. The important ownership point is that the RPC-owned request has been converted into an nvme_async_probe_ctx. From here on, the attach is driven by the NVMe library and bdev module callbacks, not by diskengine.

Discovery Versus Direct Connect

The SPDK NVMe documentation says the transport ID may name either a discovery service or a single NVM subsystem. If it names a discovery service, SPDK reads discovery log entries and probes each discovered subsystem. If it names a subsystem directly, SPDK probes only that subsystem.

The lower-level NVMe fabrics code makes that branch explicit. The discovery NQN is special. Anything else is treated as a direct subsystem connection.

From lib/nvme/nvme_fabric.c:

if (strcmp(probe_ctx->trid.subnqn, SPDK_NVMF_DISCOVERY_NQN) != 0) {
	/* It is not a discovery_ctrlr info and try to directly connect it */
	rc = nvme_ctrlr_probe(&probe_ctx->trid, probe_ctx, NULL);
	return rc;
}

spdk_nvme_ctrlr_get_default_ctrlr_opts(&discovery_opts, sizeof(discovery_opts));
if (direct_connect && probe_ctx->probe_cb) {
	probe_ctx->probe_cb(probe_ctx->cb_ctx, &probe_ctx->trid, &discovery_opts);
}

discovery_ctrlr = nvme_transport_ctrlr_construct(&probe_ctx->trid, &discovery_opts, NULL);

SPDK's bdev module also has a discovery-service mode through bdev_nvme_start_discovery. That path reads the discovery log, builds transport IDs from log entries, and eventually calls the same spdk_bdev_nvme_create() used by direct attach. The following excerpt is abridged around duplicate-detection and error handling so the main path is visible.

From module/bdev/nvme/bdev_nvme.c:

for (i = 0; i < numrec; i++) {
	found = false;
	new_entry = &log_page->entries[i];
	if (new_entry->subtype == SPDK_NVMF_SUBTYPE_DISCOVERY_CURRENT ||
	    new_entry->subtype == SPDK_NVMF_SUBTYPE_DISCOVERY) {
		struct spdk_nvme_transport_id trid = {};

		build_trid_from_log_page_entry(&trid, new_entry);
		new_ctx = create_discovery_entry_ctx(ctx, &trid);
		TAILQ_INSERT_TAIL(&ctx->discovery_entry_ctxs, new_ctx, tailq);
		continue;
	}

	if (!found) {
		struct discovery_entry_ctx *subnqn_ctx = NULL, *new_ctx;

		new_ctx = calloc(1, sizeof(*new_ctx));
		memcpy(&new_ctx->entry, new_entry, sizeof(*new_entry));
		build_trid_from_log_page_entry(&new_ctx->trid, new_entry);
		if (subnqn_ctx) {
			snprintf(new_ctx->name, sizeof(new_ctx->name), "%s", subnqn_ctx->name);
		} else {
			snprintf(new_ctx->name, sizeof(new_ctx->name), "%s%d", ctx->name, ctx->index++);
		}
		rc = spdk_bdev_nvme_create(&new_ctx->trid, new_ctx->name, NULL, 0,
					   discovery_attach_controller_done, new_ctx,
					   &new_ctx->drv_opts, &ctx->bdev_opts);
	}
}

diskengine's baremetal path is direct connect, not discovery-service connect. That is a system design choice: diskengine's database already maps a volume replica to an NQN, RDMA IP, and port, so discovery would add another moving part without adding information to the attach loop.

Namespace To bdev Registration

After the NVMe library has a controller and namespace objects, bdev_nvme decides whether the namespace becomes a new bdev or an additional path for an existing bdev. A new namespace ID under a controller name normally produces a bdev name like <base_name>n<nsid>, so diskengine's baseBdevNameFromNQN() assumes namespace 1 and appends n1.

The bdev registration code runs on the app thread. It allocates an nvme_bdev, initializes the SPDK bdev fields through nbdev_create(), registers an I/O device so each thread can have a channel, links the namespace to the bdev, and finally calls spdk_bdev_register().

From module/bdev/nvme/bdev_nvme.c:

static int
nvme_bdev_create(struct nvme_ctrlr *nvme_ctrlr, struct nvme_ns *nvme_ns)
{
	struct nvme_bdev *nbdev;
	struct nvme_bdev_ctrlr *nbdev_ctrlr = nvme_ctrlr->nbdev_ctrlr;
	int rc;

	assert(spdk_thread_is_app_thread(NULL));

	nbdev = nvme_bdev_alloc();
	rc = nbdev_create(&nbdev->disk, nbdev_ctrlr->name, nvme_ctrlr->ctrlr,
			  nvme_ns->ns, &nvme_ctrlr->opts, nbdev);

	spdk_io_device_register(nbdev,
				bdev_nvme_create_bdev_channel_cb,
				bdev_nvme_destroy_bdev_channel_cb,
				sizeof(struct nvme_bdev_channel),
				nbdev->disk.name);

	nvme_ns->bdev = nbdev;
	nbdev->nsid = nvme_ns->id;
	TAILQ_INSERT_TAIL(&nbdev->nvme_ns_list, nvme_ns, tailq);

	rc = spdk_bdev_register(&nbdev->disk);

This is the point where a remote namespace becomes a generic SPDK bdev. The app that later opens the bdev does not need to know whether nbdev->disk represents a PCIe controller or an NVMe-oF controller.

bdev I/O To NVMe Command

Once the controller and namespace bdev exist, normal bdev I/O enters:

	module/bdev/nvme/bdev_nvme.c: bdev_nvme_submit_request_initial
	module/bdev/nvme/bdev_nvme.c: bdev_nvme_submit_request
	module/bdev/nvme/bdev_nvme.c: _bdev_nvme_submit_request


Reads and writes reach:

	module/bdev/nvme/bdev_nvme.c: bdev_nvme_readv
	module/bdev/nvme/bdev_nvme.c: bdev_nvme_writev
	module/bdev/nvme/bdev_nvme.c: bdev_nvme_readv_done
	module/bdev/nvme/bdev_nvme.c: bdev_nvme_writev_done


The actual NVMe namespace commands are lower-level library calls:

	lib/nvme/nvme_ns_cmd.c: spdk_nvme_ns_cmd_readv
	lib/nvme/nvme_ns_cmd.c: spdk_nvme_ns_cmd_writev
	lib/nvme/nvme_ns_cmd.c: spdk_nvme_ns_cmd_read_ext
	lib/nvme/nvme_ns_cmd.c: spdk_nvme_ns_cmd_write_ext


For RDMA transport mechanics, start at:

	lib/nvme/nvme_rdma.c
	lib/nvme/nvme_fabric.c
	lib/nvme/nvme_qpair.c
	lib/nvme/nvme_poll_group.c


The bdev layer calls the function table installed by bdev_nvme. The NVMe bdev submit function gets the per-thread bdev channel, chooses an I/O path, and then routes the generic bdev operation into an NVMe operation. This is where multipath becomes part of the fast path: bdev_nvme_find_io_path() chooses the path according to current path state and policy before the read or write helper submits to the NVMe library.

From module/bdev/nvme/bdev_nvme.c:

static void
bdev_nvme_submit_request(struct spdk_io_channel *ch, struct spdk_bdev_io *bdev_io)
{
	struct nvme_bdev_channel *nbdev_ch = spdk_io_channel_get_ctx(ch);
	struct nvme_bdev_io *nbdev_io = (struct nvme_bdev_io *)bdev_io->driver_ctx;

	spdk_trace_record(TRACE_BDEV_NVME_IO_START, 0, 0, (uintptr_t)nbdev_io, (uintptr_t)bdev_io);
	nbdev_io->io_path = bdev_nvme_find_io_path(nbdev_ch);
	if (spdk_unlikely(!nbdev_io->io_path)) {
		if (!bdev_nvme_io_type_is_admin(bdev_io->type)) {
			bdev_nvme_io_complete(nbdev_io, -ENXIO);
			return;
		}
	}

	_bdev_nvme_submit_request(nbdev_ch, bdev_io);
}

The inner dispatcher is intentionally boring: a bdev read calls a read helper, a bdev write calls a write helper, flush calls flush, and so on. That is the point of bdev_nvme: it hides controller, qpair, and transport details behind the bdev function table.

From module/bdev/nvme/bdev_nvme.c:

switch (bdev_io->type) {
case SPDK_BDEV_IO_TYPE_READ:
	rc = bdev_nvme_readv(nbdev_io,
			     bdev_io->u.bdev.iovs,
			     bdev_io->u.bdev.iovcnt,
			     bdev_io->u.bdev.md_buf,
			     bdev_io->u.bdev.num_blocks,
			     bdev_io->u.bdev.offset_blocks,
			     bdev_io->u.bdev.dif_check_flags,
			     bdev_io->u.bdev.memory_domain,
			     bdev_io->u.bdev.memory_domain_ctx,
			     bdev_io->u.bdev.accel_sequence);
	break;
case SPDK_BDEV_IO_TYPE_WRITE:
	rc = bdev_nvme_writev(nbdev_io,
			      bdev_io->u.bdev.iovs,
			      bdev_io->u.bdev.iovcnt,
			      bdev_io->u.bdev.md_buf,
			      bdev_io->u.bdev.num_blocks,
			      bdev_io->u.bdev.offset_blocks,
			      bdev_io->u.bdev.dif_check_flags,
			      bdev_io->u.bdev.memory_domain,
			      bdev_io->u.bdev.memory_domain_ctx,
			      bdev_io->u.bdev.accel_sequence,
			      bdev_io->u.bdev.nvme_cdw12,
			      bdev_io->u.bdev.nvme_cdw13);
	break;
}

On an RDMA attach, the selected io_path ultimately contains an NVMe qpair whose transport implementation is RDMA. The qpair is polled by SPDK threads; guest I/O completion returns through NVMe completion polling into bdev_nvme_io_complete(), then back to the generic bdev completion path.

Prose Diagram: Initiator Object Stack

Draw a top-down stack:

	diskengine baremetal loop.
	SPDK JSON-RPC bdev_nvme_attach_controller.
	bdev_nvme controller object.
	NVMe controller connection and admin qpair.
	Per-thread bdev channel.
	NVMe I/O qpair.
	Remote NVMe-oF subsystem namespace.
	Storage-node lvol bdev.


Next to the stack, draw a separate horizontal data path:

bdev write to NvmeRemoteNqn1 -> bdev_nvme_submit_request -> spdk_nvme_ns_cmd_write* -> RDMA/TCP qpair -> storage-node NVMf target -> storage-node bdev.

The diagram should show diskengine only above the stack, not in the data path.
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The left side is setup and object ownership. The right side is data I/O. diskengine appears above the attach path and does not sit between the guest write and the storage-node lvol.

Multipath In The Beginner Model

Multipath means one logical NVMe bdev may have more than one path to storage. A path may be another controller connection or route to the same namespace. The policy chooses which path receives I/O, and failover behavior controls what happens when a path degrades or disappears.

SPDK's multipath documentation distinguishes failover mode from multipath mode. Failover keeps one active connection and connects alternates during switch-over. Multipath maintains active connections for every path and chooses among them with active-passive or active-active policy. For diskengine, that means two storage paths can appear as one logical base bdev, and RAID can consume that bdev without knowing every controller path behind it.

SPDK source anchors:

	module/bdev/nvme/bdev_nvme_rpc.c: rpc_bdev_nvme_get_io_paths
	module/bdev/nvme/bdev_nvme_rpc.c: _rpc_bdev_nvme_get_io_paths
	module/bdev/nvme/bdev_nvme_rpc.c: rpc_bdev_nvme_set_multipath_policy
	module/bdev/nvme/bdev_nvme.c: nvme_bdev_channel
	module/bdev/nvme/bdev_nvme.h: enum spdk_bdev_nvme_multipath_policy


diskengine baremetal attaches with deterministic controller names derived from NQN, refreshes I/O path information, and calls bdev_nvme_set_multipath_policy for managed bdevs. This matters because storage nodes and networks fail independently. A single logical volume may have primary and secondary lvol placements.

The policy values are small, but they are a useful map for reading the code and RPCs:

From include/spdk/module/bdev/nvme.h:

enum spdk_bdev_nvme_multipath_policy {
	BDEV_NVME_MP_POLICY_ACTIVE_PASSIVE,
	BDEV_NVME_MP_POLICY_ACTIVE_ACTIVE,
};

enum spdk_bdev_nvme_multipath_selector {
	BDEV_NVME_MP_SELECTOR_ROUND_ROBIN = 1,
	BDEV_NVME_MP_SELECTOR_QUEUE_DEPTH,
};

bdev_nvme_get_io_paths walks SPDK I/O channels, not just controller objects. This is why diskengine uses it as a better signal for multipath policy refresh: it reports the paths attached to poll groups and bdevs, which is closer to data path reality than just seeing that a controller exists.

From module/bdev/nvme/bdev_nvme_rpc.c:

static void
_rpc_bdev_nvme_get_io_paths(struct spdk_io_channel_iter *i)
{
	struct spdk_io_channel *_ch = spdk_io_channel_iter_get_channel(i);
	struct nvme_poll_group *group = spdk_io_channel_get_ctx(_ch);
	struct rpc_get_io_paths_ctx *ctx = spdk_io_channel_iter_get_ctx(i);
	struct nvme_qpair *qpair;
	struct nvme_io_path *io_path;
	struct nvme_bdev *nbdev;

	spdk_json_write_named_string(ctx->w, "thread", spdk_thread_get_name(spdk_get_thread()));
	spdk_json_write_named_array_begin(ctx->w, "io_paths");

	TAILQ_FOREACH(qpair, &group->qpair_list, tailq) {
		TAILQ_FOREACH(io_path, &qpair->io_path_list, tailq) {
			nbdev = io_path->nvme_ns->bdev;
			nvme_io_path_info_json(ctx->w, io_path);
		}
	}
}

diskengine's policy refresh is intentionally scoped. It asks for I/O paths, collects bdev names whose prefixes match controller names derived from expected NQNs, and sets only those bdevs to active-active round-robin. That avoids changing unrelated NVMe bdevs the same SPDK process may own.

From /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go:

expectedPrefixes := make([]string, 0, len(expectedNQNs))
for nqn := range expectedNQNs {
	expectedPrefixes = append(expectedPrefixes, controllerNameForNQN(nqn))
}

seen := make(map[string]struct{})
var names []string
for _, pg := range res.PollGroups {
	for _, p := range pg.IoPaths {
		if p.BdevName == "" {
			continue
		}
		if _, ok := seen[p.BdevName]; ok {
			continue
		}
		seen[p.BdevName] = struct{}{}
		if !hasMatchingPrefix(p.BdevName, expectedPrefixes) {
			continue
		}
		names = append(names, p.BdevName)
	}
}

Reconnect, Loss Timeout, And Fast Fail

Three knobs are easy to confuse:

	reconnect_delay_sec: how long to wait between reconnect attempts.
	ctrlr_loss_timeout_sec: how long a controller may be lost before SPDK gives up.
	fast_io_fail_timeout_sec: how soon queued I/O may fail while the controller is unavailable.


diskengine uses short reconnect-oriented values in baremetal attach references from /home/lolwierd/Projects/excloud/diskengine/diskengine/docs/baremetal.md, and the code constructs those params in internal/baremetal/nvme_attach.go: attachNvmeSoft and internal/baremetal/nvme_attach.go: attachNvme.

The operational tradeoff is simple: a long loss timeout hides transient network loss but can make guest I/O appear hung. A short fast-fail timeout reveals problems quickly but may surface transient blips to the VM.

SPDK validates that these knobs form a coherent state machine. If ctrlr_loss_timeout_sec is zero, reconnect and fast fail must also be zero. If controller loss timeout is nonzero or infinite, reconnect delay must be nonzero. Fast fail, when set, must not be shorter than the reconnect delay, and for finite controller loss it must not exceed the controller loss timeout.

From module/bdev/nvme/bdev_nvme.c:

if (ctrlr_loss_timeout_sec == -1) {
	if (reconnect_delay_sec == 0) {
		SPDK_ERRLOG("reconnect_delay_sec can't be 0 if ctrlr_loss_timeout_sec is not 0.\n");
		return false;
	} else if (fast_io_fail_timeout_sec != 0 &&
		   fast_io_fail_timeout_sec < reconnect_delay_sec) {
		SPDK_ERRLOG("reconnect_delay_sec can't be more than fast_io-fail_timeout_sec.\n");
		return false;
	}
} else if (ctrlr_loss_timeout_sec != 0) {
	if (reconnect_delay_sec == 0) {
		SPDK_ERRLOG("reconnect_delay_sec can't be 0 if ctrlr_loss_timeout_sec is not 0.\n");
		return false;
	} else if (reconnect_delay_sec > (uint32_t)ctrlr_loss_timeout_sec) {
		SPDK_ERRLOG("reconnect_delay_sec can't be more than ctrlr_loss_timeout_sec.\n");
		return false;
	}
}

The reset path later uses those values to decide whether to delay reconnect or destruct the controller. In diskengine's current attach policy, reconnect_delay_sec=1, ctrlr_loss_timeout_sec=10, and fast_io_fail_timeout_sec=0 means SPDK can retry quickly for up to about ten seconds before giving up on the lost controller, while I/O fast-fail remains disabled.

From module/bdev/nvme/bdev_nvme.c:

static bool
bdev_nvme_check_ctrlr_loss_timeout(struct nvme_ctrlr *nvme_ctrlr)
{
	uint32_t elapsed;

	if (nvme_ctrlr->opts.ctrlr_loss_timeout_sec == 0 ||
	    nvme_ctrlr->opts.ctrlr_loss_timeout_sec == -1) {
		return false;
	}

	elapsed = (spdk_get_ticks() - nvme_ctrlr->reset_start_tsc) / spdk_get_ticks_hz();
	return elapsed >= (uint32_t)nvme_ctrlr->opts.ctrlr_loss_timeout_sec;
}

static void
bdev_nvme_start_reconnect_delay_timer(struct nvme_ctrlr *nvme_ctrlr)
{
	spdk_poller_pause(nvme_ctrlr->adminq_timer_poller);
	nvme_ctrlr->reconnect_is_delayed = true;
	nvme_ctrlr->reconnect_delay_timer = SPDK_POLLER_REGISTER(bdev_nvme_reconnect_delay_timer_expired,
					    nvme_ctrlr,
					    nvme_ctrlr->opts.reconnect_delay_sec * SPDK_SEC_TO_USEC);
}

If a guest sees a stall during storage-node or network failure, these settings are part of the answer. They decide how long SPDK keeps trying to preserve the controller before the bdev path visibly fails.

NQN Naming And diskengine bdev Names

SPDK's NVMe-oF docs show the formal shape of NQNs and note that comparisons are byte-for-byte. That is why the chapter keeps saying subnqn rather than "name string." It is a protocol identifier. In diskengine, the NQN also becomes the seed for local SPDK object names.

From /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go:

func controllerNameForNQN(nqn string) string {
	if nqn == "" {
		return "nvme_subsys_unknown"
	}
	replacer := strings.NewReplacer(":", "_", ".", "_", "/", "_", " ", "_")
	name := "nvme_subsys_" + replacer.Replace(nqn)
	if len(name) > 100 {
		name = name[:100]
	}
	return name
}

From /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/utils.go:

// baseBdevNameFromNQN derives the NVMe bdev name for a given subsystem NQN.
// We assume a single namespace (n1) per subsystem.
func baseBdevNameFromNQN(nqn string) (string, error) {
	nqn = strings.TrimSpace(nqn)
	if nqn == "" {
		return "", fmt.Errorf("empty NQN")
	}
	return controllerNameForNQN(nqn) + "n1", nil
}

The assumption is practical but narrow: one exported namespace per subsystem. If storage-node code starts exporting multiple namespaces under one subsystem, baseBdevNameFromNQN() will keep pointing at n1, and RAID assembly may miss the intended namespace. If controller names are truncated into collisions, two distinct NQNs could also map to one local prefix. The current naming works because diskengine controls NQN construction and expects one lvol namespace per subsystem.

Edge Cases And Failure Modes

Attach succeeds but no bdev appears:

The controller may connect while namespace discovery or bdev examine lags. Check the RPC return from bdev_nvme_attach_controller, bdev_get_bdevs, and bdev_nvme_get_controllers.

Controller name collision:

SPDK controller names are not just labels. diskengine derives names from NQN using controllerNameForNQN; if naming changes, cleanup and base-bdev derivation can break.

NQN maps to expected bdev name incorrectly:

diskengine assumes one namespace per subsystem in baseBdevNameFromNQN, producing a controller-derived name plus n1. If a subsystem exports multiple namespaces, that assumption fails.

Local RDMA source address missing:

Baremetal attach may fail before SPDK connect if diskengine cannot find a usable local RDMA interface. See internal/baremetal/nvme_attach.go: localRDMAHostAddr.

Concurrent attach/detach:

The diskengine client notes in internal/spdkclient/coord.go: LockController explain why overlapping controller operations are risky. Even when SPDK is asynchronous, object state transitions can be externally visible through RPCs.

Reset or reconnect during bdev graph inspection:

diskengine avoids some bdev_get_bdevs paths during reset because production crashes were observed. See internal/baremetal/utils.go: areBaseBdevsReady and internal/baremetal/utils.go: areBaseBdevsPresentViaIoPaths.

Misconceptions To Kill

"The remote lvol is copied to baremetal when attached."

No. Attach creates a controller connection and local bdev representation. Data is read and written remotely as I/O occurs.

"A controller is the same thing as a bdev."

No. A controller can expose one or more namespaces. Each namespace can become a bdev. diskengine mostly assumes one namespace, but the concepts remain separate.

"Multipath means RAID."

No. Multipath is multiple transport paths to the same logical namespace. RAID combines multiple bdevs into another bdev.

"If bdev_nvme_get_controllers shows enabled, all data paths are healthy."

Not always. Use bdev_nvme_get_io_paths, bdev I/O stats, and RAID state to understand actual path use.

Lab: Attach Sequence Walkthrough

Given:

	NQN: nqn.2024-01.io.excloud:storage.nodeA.disk123.lvol456
	Target RDMA IP: 10.10.1.20
	Target RDMA port: 4420
	Local host RDMA IP: 10.10.2.30


Write the intended bdev_nvme_attach_controller params:

	name: deterministic name from NQN.
	trtype: RDMA.
	adrfam: IPv4 or IPv6.
	traddr: target IP.
	trsvcid: target port.
	subnqn: NQN.
	hostaddr: local RDMA IP if required.
	reconnect/loss/fast-fail values.
	multipath: enabled where diskengine expects it.


Then inspect module/bdev/nvme/bdev_nvme_rpc.c: rpc_bdev_nvme_attach_controller_decoders and verify every field exists.

Source Reading Exercise

Start at module/bdev/nvme/bdev_nvme_rpc.c: rpc_bdev_nvme_attach_controller. Follow the path until bdev registration:

	Where is JSON decoded?
	Where is spdk_bdev_nvme_create called?
	Where does a namespace become an SPDK bdev?
	Where is the bdev function table installed?


Then start at module/bdev/nvme/bdev_nvme.c: bdev_nvme_writev and identify where the completion callback returns to the bdev layer.

Operational Debug Exercise

Symptom: RAID stays configuring on baremetal.

Check in this order:

	Does bdev_nvme_get_controllers show enabled controllers for all required NQNs?
	Does bdev_nvme_get_io_paths show bdev names matching diskengine's baseBdevNameFromNQN output?
	Does bdev_raid_get_bdevs category=all show the RAID with missing bases?
	Did diskengine skip bdev_get_bdevs and rely on controller/path checks during reset?
	Are storage-node exports still present in nvmf_get_subsystems?


Self-Check

	What is the difference between subnqn and traddr?
	Why does diskengine need deterministic controller names?
	Which SPDK function is the RPC bridge into NVMe bdev creation?
	Why is bdev_nvme still a bdev module even when the target is remote?
	What is the risk of assuming every subsystem has exactly one namespace?
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  Chapter 24: vhost-blk And QEMU Exposure

  This chapter explains how SPDK exposes a bdev to a VM through vhost-blk. By the end, the reader should know what the vhost-user socket represents, how QEMU virtio-blk requests are translated into SPDK bdev I/O, why...

  Chapter Goal

This chapter explains how SPDK exposes a bdev to a VM through vhost-blk. By the end, the reader should know what the vhost-user socket represents, how QEMU virtio-blk requests are translated into SPDK bdev I/O, why controller and session teardown ordering matters, and how diskengine uses vhost controllers in baremetal mode.

The key idea is simple but easy to blur: vhost-blk is not a disk format and it is not an NVMe device. It is a virtio-blk back-end. QEMU presents the guest-visible virtio PCI device, while SPDK services the virtqueues and submits ordinary SPDK bdev I/O to whatever bdev graph sits underneath.

Beginner Mental Model

Virtio is the guest-visible device model. The guest kernel has a virtio-blk driver, so it sees a block disk such as /dev/vda. vhost is the acceleration model that lets the virtqueue back-end live outside the guest-facing device model. vhost-user moves that back-end into a separate userspace process and connects QEMU to it over a Unix domain socket.

In this setup:

	The guest sees a virtio-blk disk.
	QEMU owns guest emulation and the virtio PCI front-end.
	QEMU passes guest memory mappings, vring addresses, and event file descriptors to SPDK through vhost-user messages.
	SPDK owns the vhost-blk back-end.
	SPDK polls the virtqueues, translates descriptors into struct iovec arrays backed by guest memory, submits bdev I/O, and writes used-ring completions.


The vhost-user socket is therefore a control and setup endpoint, not the data pipe for every sector. The official QEMU vhost-user protocol describes the front-end as the application sharing virtqueues, normally QEMU, and the back-end as the process consuming them. It also states that the protocol uses Unix domain sockets and ancillary file descriptor passing. That is why QEMU must launch the VM with shareable memory: the actual read and write payload lives in guest memory that SPDK can map.

The guest does not know about SPDK bdev names, RAID bdevs, NVMe-oF, lvols, or storage nodes. It sees a block disk. That is the entire point.

Why This Matters For diskengine/excloud

In baremetal mode, diskengine builds a local bdev graph first:

remote lvol namespaces -> bdev_nvme bdevs -> RAID bdev -> optional QoS -> vhost-blk controller.

The VM attachment edge is:

	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/attach.go: startAttachLoop
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/attach.go: attach
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/attach.go: ensureVhost
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go: VhostCreateBlkController
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go: VhostGetControllers
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go: VhostDeleteController


The teardown edge is:

	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/vhost_detach.go: startVhostDetachLoop
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/vhost_detach.go: detachVhost
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/raid_detach.go: finalizeVolumeDetach


The vhost controller name is part of the contract between diskengine and VM launch orchestration. diskengine names the controller from the VM mapping ID, for example vhost123. The SPDK vhost app turns that controller name into a socket path under its socket directory, while QEMU must point its -chardev socket,...,path=... at the same path. If QEMU points at the wrong socket or a stale socket, the guest disk will not appear even if RAID is healthy.

This is the attachment gate in diskengine. It refuses to create vhost exposure until the RAID bdev exists and is online:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/attach.go
func ensureVhost(client *spdkclient.Client, snap *spdkSnapshot, volumeID int64, volumeVMMappingID int64) error {
	vhostCtrlrName := fmt.Sprintf("vhost%d", volumeVMMappingID)
	raidName := fmt.Sprintf("raid_%d", volumeID)

	if !snap.raidOnline(raidName) {
		info := snap.raidInfo(raidName)
		if info == nil {
			logger.Warn.Printf("ensure vhost: raid %s not ready yet; deferring vhost create", raidName)
		} else {
			logger.Warn.Printf("ensure vhost: raid %s not ready yet (state=%s discovered=%d); deferring vhost create", raidName, info.State, info.NumBaseBdevsDiscovered)
		}
		return nil
	}

	_, found := snap.vhostController(vhostCtrlrName)
	if found {
		return nil
	}

	if !found {
		blkParams := spdkclient.VhostCreateBlkControllerParams{Ctrlr: vhostCtrlrName, BdevName: raidName}
		if config.Value.VHOST_CPUMASK != "" {
			mask := config.Value.VHOST_CPUMASK
			blkParams.Cpumask = &mask
		}
		if err := client.VhostCreateBlkController(blkParams); err != nil {

The important part is not the logging. It is the ordering. Creating a vhost-blk controller before the RAID bdev exists would expose an endpoint whose backing device cannot be opened. Waiting for RAID online status also makes retries cheap: the loop can defer without turning transient storage discovery into a permanent VM attach failure.

RPC And Controller Creation

The JSON-RPC method for the block controller is vhost_create_blk_controller. The request names two things: ctrlr, the vhost controller/socket identity, and dev_name, the backing SPDK bdev. Optional fields such as cpumask and transport tune placement and transport selection.

// lib/vhost/vhost_rpc.c
static const struct spdk_json_object_decoder rpc_vhost_create_blk_controller_decoders[] = {
	{"ctrlr", offsetof(struct rpc_vhost_blk_ctrlr, ctrlr), spdk_json_decode_string },
	{"dev_name", offsetof(struct rpc_vhost_blk_ctrlr, dev_name), spdk_json_decode_string },
	{"cpumask", offsetof(struct rpc_vhost_blk_ctrlr, cpumask), spdk_json_decode_string, true},
	{"transport", offsetof(struct rpc_vhost_blk_ctrlr, transport), spdk_json_decode_string, true},
};

static void
rpc_vhost_create_blk_controller(struct spdk_jsonrpc_request *request,
				const struct spdk_json_val *params)
{
	struct rpc_vhost_blk_ctrlr req = {0};
	int rc;

	if (spdk_json_decode_object_relaxed(params, rpc_vhost_create_blk_controller_decoders,
					    SPDK_COUNTOF(rpc_vhost_create_blk_controller_decoders),
					    &req)) {
		SPDK_DEBUGLOG(vhost_rpc, "spdk_json_decode_object failed\n");
		rc = -EINVAL;
		goto invalid;
	}

	rc = spdk_vhost_blk_construct(req.ctrlr, req.cpumask, req.dev_name, req.transport, params);
	if (rc < 0) {
		goto invalid;
	}

This is deliberately thin. The RPC layer validates and decodes the user request, then hands ownership decisions to the block controller constructor.

The constructor opens the backing bdev first. That matters because an SPDK vhost-blk controller is not useful unless it can hold an open descriptor to the bdev it will submit I/O to. After the bdev is open, SPDK derives virtio features from bdev capabilities: discard depends on UNMAP support, write-zeroes depends on WRITE_ZEROES support, and flush depends on FLUSH support.

// lib/vhost/vhost_blk.c
int
spdk_vhost_blk_construct(const char *name, const char *cpumask, const char *dev_name,
			 const char *transport, const struct spdk_json_val *params)
{
	struct spdk_vhost_blk_dev *bvdev = NULL;
	struct spdk_vhost_dev *vdev;
	struct spdk_bdev *bdev;
	const char *transport_name = VIRTIO_BLK_DEFAULT_TRANSPORT;
	int ret = 0;

	bvdev = calloc(1, sizeof(*bvdev));
	if (bvdev == NULL) {
		ret = -ENOMEM;
		goto out;
	}

	if (transport != NULL) {
		transport_name = transport;
	}

	bvdev->ops = virtio_blk_get_transport_ops(transport_name);
	if (!bvdev->ops) {
		ret = -EINVAL;
		SPDK_ERRLOG("Transport type '%s' unavailable.\n", transport_name);
		goto out;
	}

	ret = spdk_bdev_open_ext(dev_name, true, bdev_event_cb, bvdev, &bvdev->bdev_desc);
	if (ret != 0) {
		SPDK_ERRLOG("%s: could not open bdev '%s', error=%d\n",
			    name, dev_name, ret);
		goto out;
	}
	bdev = spdk_bdev_desc_get_bdev(bvdev->bdev_desc);

Later in the same constructor, the vhost device records the derived virtio features and registers the controller:

// lib/vhost/vhost_blk.c
	vdev = &bvdev->vdev;
	vdev->virtio_features = SPDK_VHOST_BLK_FEATURES_BASE;
	vdev->disabled_features = SPDK_VHOST_BLK_DISABLED_FEATURES;
	vdev->protocol_features = SPDK_VHOST_BLK_PROTOCOL_FEATURES;

	if (spdk_bdev_io_type_supported(bdev, SPDK_BDEV_IO_TYPE_UNMAP)) {
		vdev->virtio_features |= (1ULL << VIRTIO_BLK_F_DISCARD);
	}
	if (spdk_bdev_io_type_supported(bdev, SPDK_BDEV_IO_TYPE_WRITE_ZEROES)) {
		vdev->virtio_features |= (1ULL << VIRTIO_BLK_F_WRITE_ZEROES);
	}

	if (spdk_bdev_io_type_supported(bdev, SPDK_BDEV_IO_TYPE_FLUSH)) {
		vdev->virtio_features |= (1ULL << VIRTIO_BLK_F_FLUSH);
	}

	bvdev->bdev = bdev;
	bvdev->readonly = false;
	ret = vhost_dev_register(vdev, name, cpumask, params, &vhost_blk_device_backend,
				 &vhost_blk_user_device_backend, false);

That is the main ownership transition. spdk_vhost_blk_dev owns the bdev descriptor and embeds the generic spdk_vhost_dev. The generic vhost layer owns socket registration, session tracking, and queue dispatch, while the block-specific layer owns virtio-blk request semantics.

The vhost-user transport creates and starts the Unix socket endpoint:

// lib/vhost/rte_vhost_user.c
int
vhost_user_dev_start(struct spdk_vhost_dev *vdev)
{
	return vhost_register_unix_socket(vdev->path, vdev->name, vdev->virtio_features,
					  vdev->disabled_features,
					  vdev->protocol_features);
}

int
vhost_user_dev_create(struct spdk_vhost_dev *vdev, const char *name, struct spdk_cpuset *cpumask,
		      const struct spdk_vhost_user_dev_backend *user_backend, bool delay)
{
	int rc;
	struct spdk_vhost_user_dev *user_dev;

	rc = vhost_user_dev_init(vdev, name, cpumask, user_backend);
	if (rc != 0) {
		return rc;
	}

	if (delay == false) {
		rc = vhost_user_dev_start(vdev);
		if (rc != 0) {

The SPDK vhost documentation shows the corresponding QEMU side:

-m 1G -object memory-backend-file,id=mem0,size=1G,mem-path=/dev/hugepages,share=on -numa node,memdev=mem0
-chardev socket,id=spdk_vhost_blk0,path=/var/tmp/vhost.1
-device vhost-user-blk-pci,chardev=spdk_vhost_blk0,num-queues=2

share=on is not cosmetic. QEMU must be able to share VM memory with the back-end. The socket path must match the SPDK controller's socket path. The vhost-user-blk-pci device is the guest-visible virtio-blk device that drives the queue traffic.

Controller, Device, Session, And Queue Objects

The code uses three related object levels:

	spdk_vhost_dev is the controller-level object. It has a name, socket path, SPDK thread, feature bits, and backend callbacks.
	spdk_vhost_user_dev is the vhost-user transport wrapper. It tracks current sessions and protects them with a lock.
	spdk_vhost_session is a live QEMU connection. It owns negotiated features, the memory table, and the virtqueues for that connection.


// lib/vhost/vhost_internal.h
struct spdk_vhost_session {
	struct spdk_vhost_dev *vdev;

	/* rte_vhost connection ID. */
	int vid;

	/* Unique session ID. */
	uint64_t id;
	/* Unique session name. */
	char *name;

	bool started;
	bool starting;
	bool needs_restart;

	struct rte_vhost_memory *mem;

	int task_cnt;

	uint16_t max_queues;
	/* Maximum number of queues before restart, used with 'needs_restart' flag */
	uint16_t original_max_queues;

	uint64_t negotiated_features;

A controller can exist with no live session. That means vhost_get_controllers proving that a controller exists is not the same as proving a VM is actively using it. Conversely, a session means QEMU has connected and the negotiated memory and queue state may be active. That distinction is why teardown code should inspect sessions, not just socket files.

The QEMU vhost-user documentation also matters for multiqueue reasoning. It says multiple queue support is negotiated through VHOST_USER_PROTOCOL_F_MQ, queried with VHOST_USER_GET_QUEUE_NUM, and enabled with VHOST_USER_SET_VRING_ENABLE. On the SPDK side, the visible result is one session with multiple virtqueues to poll. The queue count chosen in QEMU must be something the back-end can support, and operationally it should be sized for the VM and host cores rather than blindly maximized.

Request Path

Once QEMU and SPDK have negotiated memory and virtqueue state, the fast path is mostly poller work. The guest virtio-blk driver places a request descriptor chain in a virtqueue. SPDK polls the virtqueue, converts the descriptor chain into iovs, validates the virtio-blk header and status byte, submits bdev I/O, then marks the descriptor used.

For split rings, process_vq gets available request indices and calls process_blk_task:

// lib/vhost/vhost_blk.c
static int
process_vq(struct spdk_vhost_blk_session *bvsession, struct spdk_vhost_virtqueue *vq)
{
	struct spdk_vhost_session *vsession = &bvsession->vsession;
	uint16_t reqs[SPDK_VHOST_VQ_MAX_SUBMISSIONS];
	uint16_t reqs_cnt, i;
	int resubmit_cnt = 0;

	resubmit_cnt = submit_inflight_desc(bvsession, vq);

	reqs_cnt = vhost_vq_avail_ring_get(vq, reqs, SPDK_COUNTOF(reqs));
	if (!reqs_cnt) {
		return resubmit_cnt;
	}

	for (i = 0; i < reqs_cnt; i++) {
		SPDK_DEBUGLOG(vhost_blk, "====== Starting processing request idx %"PRIu16"======\n",
			      reqs[i]);

		if (spdk_unlikely(reqs[i] >= vq->vring.size)) {
			SPDK_ERRLOG("%s: request idx '%"PRIu16"' exceeds virtqueue size (%"PRIu16").\n",
				    vsession->name, reqs[i], vq->vring.size);
			vhost_vq_used_ring_enqueue(vsession, vq, reqs[i], 0);
			continue;
		}

		rte_vhost_set_inflight_desc_split(vsession->vid, vq->vring_idx, reqs[i]);

		process_blk_task(vq, reqs[i]);
	}

The queue handler protects against bad indices before it ever tries to parse a request. It also records inflight state before processing. That is part of making reconnect and recovery less ambiguous: a descriptor that was visible to SPDK but not completed is not silently forgotten.

process_blk_task is the split-ring version of "turn one available descriptor chain into one block task":

// lib/vhost/vhost_blk.c
static void
process_blk_task(struct spdk_vhost_virtqueue *vq, uint16_t req_idx)
{
	struct spdk_vhost_user_blk_task *task;
	struct spdk_vhost_blk_task *blk_task;
	int rc;

	assert(vq->packed.packed_ring == false);

	task = &((struct spdk_vhost_user_blk_task *)vq->tasks)[req_idx];
	blk_task = &task->blk_task;
	if (spdk_unlikely(task->used)) {
		SPDK_ERRLOG("%s: request with idx '%"PRIu16"' is already pending.\n",
			    task->bvsession->vsession.name, req_idx);
		blk_task->used_len = 0;
		blk_task_enqueue(task);
		return;
	}

	blk_task_inc_task_cnt(task);

	blk_task_init(task);

	rc = blk_iovs_split_queue_setup(task->bvsession, vq, task->req_idx,
					blk_task->iovs, &blk_task->iovcnt, &blk_task->payload_size);

	if (rc) {
		SPDK_DEBUGLOG(vhost_blk, "Invalid request (req_idx = %"PRIu16").\n", task->req_idx);
		/* Only READ and WRITE are supported for now. */
		vhost_user_blk_request_finish(VIRTIO_BLK_S_UNSUPP, blk_task, NULL);
		return;
	}

Descriptor translation is where the socket mental model usually breaks down. SPDK is not receiving a byte stream containing the write payload. It is walking a descriptor chain that points into mapped guest memory. The split-ring setup helper asks the vhost layer for the descriptor, converts each descriptor to an iov, accumulates the total length, and detects malformed chains.

// lib/vhost/vhost_blk.c
static int
blk_iovs_split_queue_setup(struct spdk_vhost_blk_session *bvsession,
			   struct spdk_vhost_virtqueue *vq,
			   uint16_t req_idx, struct iovec *iovs, uint16_t *iovs_cnt, uint32_t *length)
{
	struct spdk_vhost_session *vsession = &bvsession->vsession;
	struct spdk_vhost_dev *vdev = vsession->vdev;
	struct vring_desc *desc, *desc_table;
	uint16_t out_cnt = 0, cnt = 0;
	uint32_t desc_table_size, len = 0;
	uint32_t desc_handled_cnt;
	int rc;

	rc = vhost_vq_get_desc(vsession, vq, req_idx, &desc, &desc_table, &desc_table_size);
	if (rc != 0) {
		SPDK_ERRLOG("%s: invalid descriptor at index %"PRIu16".\n", vdev->name, req_idx);
		return -1;
	}

	desc_handled_cnt = 0;
	while (1) {
		if (spdk_unlikely(cnt == *iovs_cnt)) {
			SPDK_DEBUGLOG(vhost_blk, "%s: max IOVs in request reached (req_idx = %"PRIu16").\n",
				      vsession->name, req_idx);
			return -1;
		}

		if (spdk_unlikely(vhost_vring_desc_to_iov(vsession, iovs, &cnt, desc))) {
			SPDK_DEBUGLOG(vhost_blk, "%s: invalid descriptor %" PRIu16" (req_idx = %"PRIu16").\n",
				      vsession->name, req_idx, cnt);
			return -1;
		}

Packed queues use a different ring layout and cannot use the split-ring request index as the stable task index. SPDK uses the packed descriptor's buffer ID to select the task object:

// lib/vhost/vhost_blk.c
static void
process_packed_blk_task(struct spdk_vhost_virtqueue *vq, uint16_t req_idx)
{
	struct spdk_vhost_user_blk_task *task;
	struct spdk_vhost_blk_task *blk_task;
	uint16_t task_idx = req_idx, num_descs;
	int rc;

	assert(vq->packed.packed_ring);

	/* Packed ring used the buffer_id as the task_idx to get task struct. */
	task_idx = vhost_vring_packed_desc_get_buffer_id(vq, req_idx, &num_descs);

	task = &((struct spdk_vhost_user_blk_task *)vq->tasks)[task_idx];
	blk_task = &task->blk_task;
	if (spdk_unlikely(task->used)) {
		SPDK_ERRLOG("%s: request with idx '%"PRIu16"' is already pending.\n",
			    task->bvsession->vsession.name, task_idx);
		blk_task->used_len = 0;
		blk_task_enqueue(task);
		return;
	}

	task->req_idx = req_idx;
	task->num_descs = num_descs;
	task->buffer_id = task_idx;

This is why debugging only split-ring code can be misleading on modern guests. The request semantics are still virtio-blk, but the ring bookkeeping is different.

After descriptor setup, virtio_blk_process_request decodes the request. The first descriptor must contain struct virtio_blk_outhdr; the last descriptor must be a one-byte status buffer. The middle descriptors are payload. Reads write data into guest memory and therefore return payload_len + status as used length. Writes consume guest memory and only write the status byte.

// lib/vhost/vhost_blk.c
virtio_blk_process_request(struct spdk_vhost_dev *vdev, struct spdk_io_channel *ch,
			   struct spdk_vhost_blk_task *task, virtio_blk_request_cb cb, void *cb_arg)
{
	struct spdk_vhost_blk_dev *bvdev = to_blk_dev(vdev);
	struct virtio_blk_outhdr req;
	struct virtio_blk_discard_write_zeroes *desc;
	struct iovec *iov;
	uint32_t type;
	uint64_t flush_bytes;
	uint32_t payload_len;
	uint16_t iovcnt;
	int rc;

	assert(bvdev != NULL);

	task->cb = cb;
	task->cb_arg = cb_arg;

	iov = &task->iovs[0];
	if (spdk_unlikely(iov->iov_len != sizeof(req))) {
		SPDK_DEBUGLOG(vhost_blk,
			      "First descriptor size is %zu but expected %zu (task = %p).\n",
			      iov->iov_len, sizeof(req), task);
		blk_request_finish(VIRTIO_BLK_S_UNSUPP, task);
		return -1;
	}

The read/write branch is the core translation point from virtio-blk into SPDK bdev I/O:

// lib/vhost/vhost_blk.c
	case VIRTIO_BLK_T_IN:
	case VIRTIO_BLK_T_OUT:
		if (spdk_unlikely(payload_len == 0 || (payload_len & (512 - 1)) != 0)) {
			SPDK_ERRLOG("%s - passed IO buffer is not multiple of 512b (task = %p).\n",
				    type ? "WRITE" : "READ", task);
			blk_request_finish(VIRTIO_BLK_S_UNSUPP, task);
			return -1;
		}

		if (type == VIRTIO_BLK_T_IN) {
			task->used_len = payload_len + sizeof(*task->status);
			rc = spdk_bdev_readv(bvdev->bdev_desc, ch,
					     &task->iovs[1], iovcnt, req.sector * 512,
					     payload_len, blk_request_complete_cb, task);
		} else if (!bvdev->readonly) {
			task->used_len = sizeof(*task->status);
			rc = spdk_bdev_writev(bvdev->bdev_desc, ch,
					      &task->iovs[1], iovcnt, req.sector * 512,
					      payload_len, blk_request_complete_cb, task);
		} else {
			SPDK_DEBUGLOG(vhost_blk, "Device is in read-only mode!\n");
			rc = -1;
		}

The same function also handles DISCARD, WRITE_ZEROES, FLUSH, and GET_ID. Those become bdev unmap, write-zeroes, flush, and metadata-style responses when supported. Unsupported or malformed requests complete with an error or unsupported virtio status rather than becoming undefined bdev operations.

If bdev submission returns -ENOMEM, SPDK does not immediately fail the guest request. It queues an I/O wait and resubmits when the bdev layer reports resources are available:

// lib/vhost/vhost_blk.c
static void
blk_request_resubmit(void *arg)
{
	struct spdk_vhost_blk_task *task = arg;
	int rc = 0;

	rc = virtio_blk_process_request(task->bdev_io_wait_vdev, task->bdev_io_wait_ch, task,
					task->cb, task->cb_arg);
	if (rc == 0) {
		SPDK_DEBUGLOG(vhost_blk, "====== Task %p resubmitted ======\n", task);
	} else {
		SPDK_DEBUGLOG(vhost_blk, "====== Task %p failed ======\n", task);
	}
}

static inline void
blk_request_queue_io(struct spdk_vhost_dev *vdev, struct spdk_io_channel *ch,
		     struct spdk_vhost_blk_task *task)
{
	int rc;
	struct spdk_bdev *bdev = vhost_blk_get_bdev(vdev);

	task->bdev_io_wait.bdev = bdev;
	task->bdev_io_wait.cb_fn = blk_request_resubmit;
	task->bdev_io_wait.cb_arg = task;

That behavior is important during memory pressure. From the guest's point of view, the request is outstanding for longer. From SPDK's point of view, the task remains owned by the vhost queue path until it can submit or fail decisively.

Completion returns from the bdev layer to the vhost-blk task. The completion callback frees the bdev I/O object and writes a virtio status:

// lib/vhost/vhost_blk.c
static void
blk_request_complete_cb(struct spdk_bdev_io *bdev_io, bool success, void *cb_arg)
{
	struct spdk_vhost_blk_task *task = cb_arg;

	spdk_bdev_free_io(bdev_io);
	blk_request_finish(success ? VIRTIO_BLK_S_OK : VIRTIO_BLK_S_IOERR, task);
}

static void
blk_request_finish(uint8_t status, struct spdk_vhost_blk_task *task)
{

	if (task->status) {
		*task->status = status;
	}

	task->cb(status, task, task->cb_arg);
}

For the vhost-user transport, the task callback enqueues the task back to the queue completion path:

// lib/vhost/vhost_blk.c
static void
vhost_user_blk_request_finish(uint8_t status, struct spdk_vhost_blk_task *task, void *cb_arg)
{
	struct spdk_vhost_user_blk_task *user_task;

	user_task = SPDK_CONTAINEROF(task, struct spdk_vhost_user_blk_task, blk_task);

	blk_task_enqueue(user_task);

	SPDK_DEBUGLOG(vhost_blk, "Finished task (%p) req_idx=%d\n status: %" PRIu8"\n",
		      user_task, user_task->req_idx, status);
	blk_task_finish(user_task);
}

The used-ring update is the guest-visible completion. For split rings, SPDK writes the used element, orders memory with a barrier, updates used->idx, clears inflight tracking, and signals if interrupt mode requires it:

// lib/vhost/rte_vhost_user.c
void
vhost_vq_used_ring_enqueue(struct spdk_vhost_session *vsession,
			   struct spdk_vhost_virtqueue *virtqueue,
			   uint16_t id, uint32_t len)
{
	struct rte_vhost_vring *vring = &virtqueue->vring;
	struct vring_used *used = vring->used;
	uint16_t last_idx = virtqueue->last_used_idx & (vring->size - 1);
	uint16_t vq_idx = virtqueue->vring_idx;

	vhost_log_req_desc(vsession, virtqueue, id);

	virtqueue->last_used_idx++;
	used->ring[last_idx].id = id;
	used->ring[last_idx].len = len;

	/* Ensure the used ring is updated before we log it or increment used->idx. */
	spdk_smp_wmb();

	rte_vhost_set_last_inflight_io_split(vsession->vid, vq_idx, id);

	vhost_log_used_vring_elem(vsession, virtqueue, last_idx);
	* (volatile uint16_t *) &used->idx = virtqueue->last_used_idx;
	vhost_log_used_vring_idx(vsession, virtqueue);

A completed guest write is therefore not "done" when QEMU sends a message. It is done after the bdev graph completes, the status byte is written to guest memory, and the used ring makes that completion visible to the guest driver.

Prose Diagram: Guest Write Through vhost-blk
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Think of guest memory as a shared region beside QEMU and SPDK. QEMU sets up access to that region through vhost-user. SPDK then uses the vring metadata and memory table to find the buffers directly.

Teardown Ordering

vhost teardown is a common source of data-plane bugs. A controller with an active VM session is not just a config object. The guest may still have outstanding writes, SPDK may still have inflight descriptors, and a bdev I/O may still be waiting for resources. Deleting the RAID or detaching NVMe controllers under an active vhost can turn a clean detach into guest-visible I/O errors or retry loops.

The SPDK RPC delete path first finds the controller, then asks the vhost layer to remove it. If removal returns -EBUSY, the RPC schedules itself to retry on the SPDK thread instead of pretending the controller is gone:

// lib/vhost/vhost_rpc.c
	rc = spdk_vhost_dev_remove(vdev);
	if (rc < 0) {
		if (rc == -EBUSY) {
			struct vhost_delete_ctrlr_context *ctx;

			ctx = calloc(1, sizeof(*ctx));
			if (ctx == NULL) {
				SPDK_ERRLOG("Failed to allocate memory for vhost_delete_ctrlr context\n");
				rc = -ENOMEM;
				goto invalid;
			}
			ctx->request = request;
			ctx->params = params;
			spdk_thread_send_msg(spdk_get_thread(), _rpc_vhost_delete_controller, ctx);
			free_rpc_delete_vhost_ctrlr(&req);
			return;
		}
		goto invalid;
	}

A QEMU disconnect destroys the vhost session and unregisters the memory table:

// lib/vhost/rte_vhost_user.c
static void
destroy_connection(int vid)
{
	struct spdk_vhost_session *vsession;
	struct spdk_vhost_user_dev *user_dev;

	vsession = vhost_session_find_by_vid(vid);
	if (vsession == NULL) {
		SPDK_ERRLOG("Couldn't find session with vid %d.\n", vid);
		return;
	}
	user_dev = to_user_dev(vsession->vdev);

	pthread_mutex_lock(&user_dev->lock);
	if (vsession->started || vsession->starting) {
		if (_stop_session(vsession) != 0) {
			pthread_mutex_unlock(&user_dev->lock);
			return;
		}
	}

	if (vsession->mem) {
		vhost_session_mem_unregister(vsession->mem);
		free(vsession->mem);
	}

diskengine adds its own gates above SPDK. Its vhost detach loop checks active sessions and defers when QEMU is still connected:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/vhost_detach.go
func detachVhost(ctx context.Context, client *spdkclient.Client, ctrlSet map[string]spdkclient.VhostController, volumeVMMappingID, volumeID int64) error {
	vhostName := fmt.Sprintf("vhost%d", volumeVMMappingID)

	ctrl, present := ctrlSet[vhostName]
	if !present {
		return nil // already gone, idempotent
	}

	if len(ctrl.Sessions) > 0 {
		logger.Warn.Printf("vhost detach: %s has %d active session(s); deferring", vhostName, len(ctrl.Sessions))
		return nil
	}

	hasOther, err := repository.HasOtherNonDetachedVMMappingsOnBaremetal(ctx, volumeID, config.Value.BAREMETAL_ID, volumeVMMappingID)
	if err != nil {
		return fmt.Errorf("check other non-detached mappings for vol %d: %w", volumeID, err)
	}

The RAID finalization loop also refuses to delete lower storage while any mapping's vhost controller is still present:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/raid_detach.go
	ctrlSet := map[string]struct{}{}
	for _, c := range allControllers {
		ctrlSet[c.Ctrlr] = struct{}{}
	}
	for _, id := range mappingIDs {
		name := fmt.Sprintf("vhost%d", id)
		if _, ok := ctrlSet[name]; ok {
			logger.Warn.Printf("raid detach: vol %d spdk gate failed (vhost %s still present); deferring", volumeID, name)
			return nil
		}
	}

	// Delete RAID bdev
	raidName := fmt.Sprintf("raid_%d", volumeID)
	if er := client.BdevRaidDelete(spdkclient.BdevRaidDeleteParams{Name: raidName}); er != nil {
		if !isSPDKNotFoundErr(er) {
			// Real error: do NOT transition to DETACHED. Retry next tick.
			return fmt.Errorf("delete raid %s: %w", raidName, er)
		}
	}

There is an operational nuance in the current diskengine code: detachVhost checks that there are no active sessions, then deletes the RAID and NVMe controllers before calling VhostDeleteController. finalizeVolumeDetach gates on the controller being gone before deleting RAID. Those two paths are not identical. The safe invariant to keep in mind is stricter than either individual function name: lower bdev teardown should not race a live vhost session, and cleanup loops should be idempotent because SPDK state and database state may lag each other.

Edge Cases And Failure Modes

Socket exists but controller is stale:

A Unix socket path can remain from an older run or a controller can exist without the VM currently being attached. Use vhost_get_controllers, not filesystem checks alone. Also inspect sessions; a controller with zero sessions is exposure state, not proof of guest use.

Guest still connected:

Deleting the controller may fail or be unsafe if a vhost session is active. SPDK tracks sessions inside spdk_vhost_user_dev, and diskengine explicitly defers vhost detach when len(ctrl.Sessions) > 0.

Descriptor is invalid:

Bad or unexpected virtqueue descriptors fail during descriptor-to-iov setup. Common failures include invalid descriptor index, too many iovs, cyclic descriptor chains, missing status byte, or payload lengths that are not sector-aligned.

Read-only device:

virtio_blk_process_request rejects writes when the vhost-blk controller is read-only. This is a virtio status failure, not a QEMU socket failure.

NOMEM:

vhost-blk can queue an I/O wait when bdev submission returns no memory. The request remains owned by the vhost task and is retried through blk_request_resubmit.

Packed versus split queues:

Modern virtio can use packed queues. Debugging only split-ring code can miss the active path. Read both process_blk_task and process_packed_blk_task, and remember that packed queues use buffer_id to find the task.

Feature mismatch:

Discard, write-zeroes, and flush are exposed only when the backing bdev supports the corresponding bdev I/O type. If the guest expects a feature that was not negotiated, SPDK should not receive that command as supported traffic.

Wrong QEMU memory setup:

If QEMU memory is not shareable, the back-end cannot safely map guest memory. In SPDK's documented QEMU launch, this is why memory-backend-file uses share=on.

Too many queues:

The official SPDK docs warn that adding too many queues can degrade vhost performance when many vhost devices are used, because each device requires additional queues to be polled. Queue count should match the VM and host placement plan.

Misconceptions To Kill

"vhost-blk is an NVMe device."

No. The guest sees virtio-blk. The backing bdev may eventually hit NVMe, RAID, or lvol, but that is hidden.

"The vhost socket contains the data."

No. The socket carries control messages and file descriptors. Bulk data is in shared guest memory referenced by descriptors.

"Deleting a vhost controller deletes the volume."

No. It removes a VM exposure endpoint. The underlying RAID, NVMe bdevs, and storage-node lvols are separate objects unless higher-level orchestration deletes them too.

"QEMU can use any bdev name directly."

QEMU uses a vhost-user socket. diskengine and SPDK map that socket/controller to a bdev.

"A controller means a VM is connected."

No. A controller can exist with zero sessions. Use controller presence, session presence, and the diskengine mapping state together.

Lab: Trace One Write Request

Open lib/vhost/vhost_blk.c and follow one request:

	process_vq or process_packed_vq
	process_blk_task or process_packed_blk_task
	blk_iovs_split_queue_setup or blk_iovs_packed_queue_setup
	vhost_user_process_blk_request
	virtio_blk_process_request
	the VIRTIO_BLK_T_OUT case
	spdk_bdev_writev
	blk_request_complete_cb
	vhost_user_blk_request_finish
	vhost_vq_used_ring_enqueue or vhost_vq_packed_ring_enqueue


For each step, write whether it is parsing guest descriptors, submitting SPDK I/O, handling backpressure, or completing guest-visible status.

Operational Debug Exercise

Symptom: VM boots but disk is missing.

Check:

	Does diskengine think the VM mapping is ATTACHING or ATTACHED?
	Does vhost_get_controllers show the expected vhost<volume_vm_mapping_id>?
	Does that controller point at the expected RAID bdev?
	Does vhost_get_controllers show an active session after QEMU starts?
	Does QEMU reference the same socket path/name?
	Did QEMU launch with shared memory, for example memory-backend-file and share=on?
	Does bdev_raid_get_bdevs show the RAID online?
	Are remote NVMe bdevs enabled underneath the RAID?


Do not start by debugging the SSD. A missing guest disk is often a vhost or QEMU socket wiring problem. A controller with no session points toward QEMU/socket launch. No controller points toward diskengine attach gating or SPDK RPC failure. A controller with a session but failing I/O points toward descriptor, feature, bdev, or lower storage behavior.

Source Reading Path

Read in this order:

	doc/vhost.md for the operational setup and QEMU command-line shape.
	lib/vhost/vhost_rpc.c: rpc_vhost_create_blk_controller, rpc_vhost_get_controllers, and rpc_vhost_delete_controller.
	lib/vhost/vhost_blk.c: spdk_vhost_blk_construct.
	lib/vhost/rte_vhost_user.c: vhost_user_dev_create, vhost_user_dev_start, new_connection, and destroy_connection.
	lib/vhost/vhost_internal.h: struct spdk_vhost_dev, struct spdk_vhost_user_dev, and struct spdk_vhost_session.
	lib/vhost/vhost_blk.c: process_vq, process_packed_vq, process_blk_task, and process_packed_blk_task.
	lib/vhost/vhost_blk.c: blk_iovs_split_queue_setup, blk_iovs_packed_queue_setup, and virtio_blk_process_request.
	lib/vhost/vhost_blk.c: blk_request_complete_cb, blk_request_queue_io, and vhost_user_blk_request_finish.
	lib/vhost/rte_vhost_user.c: vhost_vq_used_ring_enqueue and vhost_vq_packed_ring_enqueue.
	diskengine attach.go, vhost_detach.go, and raid_detach.go for orchestration around SPDK state.


Self-Check

	What object does QEMU connect to?
	What object does SPDK submit bdev I/O to?
	Why can a vhost controller exist without proving a guest is currently using it?
	Where does SPDK translate guest descriptors into iovs?
	Why does share=on matter in the QEMU command line?
	How does the split-ring request path differ from the packed-ring path?
	Why should RAID deletion wait until vhost exposure and active sessions are gone?
	What happens when bdev submission returns -ENOMEM?


References

	Local SPDK: doc/vhost.md
	Local SPDK: doc/virtio.md
	Local SPDK: lib/vhost/vhost_rpc.c
	Local SPDK: lib/vhost/vhost_blk.c
	Local SPDK: lib/vhost/rte_vhost_user.c
	Local SPDK: lib/vhost/vhost_internal.h
	Local SPDK: include/spdk/vhost.h
	Local diskengine: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/attach.go
	Local diskengine: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/vhost_detach.go
	Local diskengine: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/raid_detach.go
	Local diskengine: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/types.go
	Local diskengine: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go
	SPDK vhost documentation: https://spdk.io/doc/vhost.html
	QEMU vhost-user documentation: https://www.qemu.org/docs/master/interop/vhost-user.html






  Chapter 25: vfio-user NVMe Exposure
  

  



  Part 6: Network And VM Transports · 25

  Chapter 25: vfio-user NVMe Exposure

  This chapter explains vfio-user as a way to expose an emulated NVMe controller through a Unix socket, with guest-visible PCI/NVMe semantics and SPDK bdev-backed storage. The reader should understand how this differs...

  Chapter Goal

This chapter explains vfio-user as a way to expose an emulated NVMe controller through a Unix socket, with guest-visible PCI/NVMe semantics and SPDK bdev-backed storage. The reader should understand how this differs from vhost-blk, how queue memory and doorbells enter the design, and where to look when a vfio-user endpoint wedges.

The important shift is that vfio-user is not a storage command set by itself. It is a userspace way to model a VFIO-like device. QEMU's vfio-user documentation describes the client as a way to implement PCI devices in userspace outside QEMU, and notes that unlike vhost-user it can emulate arbitrary PCI devices, not only virtio devices. In SPDK's NVMe-oF target, that arbitrary PCI device is shaped as an NVMe controller.

SPDK's implementation therefore has two layers at once:

	At the guest-facing side, it looks like PCI config space, BARs, NVMe registers, doorbells, SQs, CQs, MSI-X, DMA mappings, and reset/quiesce callbacks.
	At the storage-facing side, it becomes ordinary SPDK NVMf controller, qpair, request, and bdev execution.


That combination is what makes this chapter easy to misread. The transport is local and socket-backed, but the protocol surface is not a block socket protocol. It is closer to a userspace PCIe NVMe controller whose control plane is negotiated over a Unix socket and whose data path uses mapped guest memory.

Beginner Mental Model

vhost-blk gives a VM a virtio-blk device. vfio-user can give a VM something that behaves like a PCI device. In SPDK's NVMe-oF vfio-user transport, the exported PCI device presents NVMe controller semantics. The guest or client sees NVMe queues, doorbells, admin commands, I/O commands, completions, and interrupts.

The useful beginner comparison is:

	vhost-blk: virtio request -> SPDK vhost target -> SPDK bdev I/O.
	vfio-user NVMe: NVMe SQE/CQE and doorbells -> SPDK NVMf request -> SPDK bdev I/O.


The socket is still central, but not because every I/O payload is copied through it. The socket is used for vfio-user protocol messages such as version negotiation, device/region discovery, DMA map/unmap, region reads/writes when a region is not directly mappable, IRQ setup, reset, and migration-related control. When the client shares memory through mappable file descriptors, the server can map that memory and access queues and data buffers directly.

QEMU's vfio-user protocol documentation makes this distinction explicit: DMA map/unmap messages tell the server which client memory ranges are valid, and direct memory access is possible when the client provides file descriptors the server can mmap(). SPDK's target-side vfio-user transport is built around that mapped-memory model.

Where This Lives In SPDK

The target-side NVMe-over-vfio-user implementation is concentrated in lib/nvmf/vfio_user.c. It registers as an NVMf transport named muser, but its public transport name is VFIOUSER.

const struct spdk_nvmf_transport_ops spdk_nvmf_transport_vfio_user = {
	.name = "VFIOUSER",
	.type = SPDK_NVME_TRANSPORT_VFIOUSER,
	.opts_init = nvmf_vfio_user_opts_init,
	.create = nvmf_vfio_user_create,
	.destroy = nvmf_vfio_user_destroy,

	.listen = nvmf_vfio_user_listen,
	.stop_listen = nvmf_vfio_user_stop_listen,
	.cdata_init = nvmf_vfio_user_cdata_init,
	.listen_associate = nvmf_vfio_user_listen_associate,

	.listener_discover = nvmf_vfio_user_discover,

	.poll_group_create = nvmf_vfio_user_poll_group_create,
	.get_optimal_poll_group = nvmf_vfio_user_get_optimal_poll_group,
	.poll_group_destroy = nvmf_vfio_user_poll_group_destroy,
	.poll_group_add = nvmf_vfio_user_poll_group_add,
	.poll_group_remove = nvmf_vfio_user_poll_group_remove,
	.poll_group_poll = nvmf_vfio_user_poll_group_poll,

	.req_free = nvmf_vfio_user_req_free,
	.req_complete = nvmf_vfio_user_req_complete,
};

SPDK_NVMF_TRANSPORT_REGISTER(muser, &spdk_nvmf_transport_vfio_user);

This is the bridge between "PCI device on a socket" and "SPDK NVMf target." The NVMf core calls transport operations such as listen, poll_group_add, poll_group_poll, and req_complete. The vfio-user implementation fills those hooks by accepting a libvfio-user connection, mapping NVMe queues, polling SQ doorbells, and posting NVMe CQEs.

The common NVMf request execution still ends up in the same layer used by other transports:

	lib/nvmf/ctrlr.c: spdk_nvmf_request_exec
	lib/nvmf/ctrlr.c: nvmf_ctrlr_process_admin_cmd
	lib/nvmf/ctrlr.c: nvmf_ctrlr_process_io_cmd
	lib/nvmf/ctrlr_bdev.c: nvmf_bdev_ctrlr_write_cmd
	lib/nvmf/ctrlr.c: spdk_nvmf_request_complete


That reuse is the reason this implementation is a transport instead of a one-off NVMe emulator. The guest-visible mechanism is special; the storage command execution path is not.

Endpoint Setup: Socket, PCI Identity, BARs, DMA, Interrupts

An NVMf listener for VFIOUSER creates a vfio-user endpoint. In SPDK terms, the endpoint is the socket-backed PCI endpoint. In libvfio-user terms, it is the vfu_ctx_t plus callbacks and regions.

nvmf_vfio_user_listen() constructs the endpoint, creates a small file-backed BAR0 area for doorbells, maps it into SPDK, then creates the libvfio-user context at a socket path under the transport address.

endpoint = calloc(1, sizeof(*endpoint));
if (!endpoint) {
	return -ENOMEM;
}

pthread_mutex_init(&endpoint->lock, NULL);
endpoint->devmem_fd = -1;
memcpy(&endpoint->trid, trid, sizeof(endpoint->trid));
endpoint->transport = vu_transport;

ret = snprintf(path, PATH_MAX, "%s/bar0", endpoint_id(endpoint));
if (ret < 0 || ret >= PATH_MAX) {
	SPDK_ERRLOG("%s: error to get socket path: %s.\n", endpoint_id(endpoint), spdk_strerror(errno));
	ret = -1;
	goto out;
}

ret = open(path, O_RDWR | O_CREAT, S_IRUSR | S_IWUSR);
if (ret == -1) {
	SPDK_ERRLOG("%s: failed to open device memory at %s: %s.\n",
		    endpoint_id(endpoint), path, spdk_strerror(errno));
	goto out;
}
unlink(path);
endpoint->devmem_fd = ret;
ret = ftruncate(endpoint->devmem_fd,
		NVME_DOORBELLS_OFFSET + NVMF_VFIO_USER_DOORBELLS_SIZE);
if (ret != 0) {
	SPDK_ERRLOG("%s: error to ftruncate file %s: %s.\n", endpoint_id(endpoint), path,
		    spdk_strerror(errno));
	goto out;
}
endpoint->bar0 = mmap(NULL, NVME_REG_BAR0_SIZE, PROT_READ | PROT_WRITE,
		      MAP_SHARED, endpoint->devmem_fd, 0);
if (endpoint->bar0 == MAP_FAILED) {
	SPDK_ERRLOG("%s: error to mmap file %s: %s.\n", endpoint_id(endpoint), path, spdk_strerror(errno));
	endpoint->bar0 = NULL;
	ret = -1;
	goto out;
}
endpoint->bar0_doorbells = (uint32_t *)(((unsigned long)endpoint->bar0) + NVME_DOORBELLS_OFFSET);

ret = snprintf(uuid, PATH_MAX, "%s/cntrl", endpoint_id(endpoint));
if (ret < 0 || ret >= PATH_MAX) {
	SPDK_ERRLOG("%s: error to get ctrlr file path: %s\n", endpoint_id(endpoint), spdk_strerror(errno));
	ret = -1;
	goto out;
}
endpoint->vfu_ctx = vfu_create_ctx(VFU_TRANS_SOCK, uuid, LIBVFIO_USER_FLAG_ATTACH_NB,
				   endpoint, VFU_DEV_TYPE_PCI);

The fixed NVME_DOORBELLS_OFFSET matters because NVMe BAR0 has controller registers first and doorbells starting at offset 0x1000. SPDK maps enough local memory to expose the doorbell area, then tells libvfio-user how BAR0 can be accessed.

After the context exists, vfio_user_dev_info_fill() describes the device to libvfio-user: PCI type, vendor/device IDs, NVMe class code, capabilities, BAR regions, DMA callbacks, reset/quiesce callbacks, and interrupt counts.

ret = vfu_pci_init(vfu_ctx, VFU_PCI_TYPE_EXPRESS, PCI_HEADER_TYPE_NORMAL, 0);
if (ret < 0) {
	SPDK_ERRLOG("vfu_ctx %p failed to initialize PCI\n", vfu_ctx);
	return ret;
}
vfu_pci_set_id(vfu_ctx, SPDK_PCI_VID_EXCLOUD, 0x0001, SPDK_PCI_VID_EXCLOUD, 0);
/*
 * 0x02, controller uses the NVM Express programming interface
 * 0x08, non-volatile memory controller
 * 0x01, mass storage controller
 */
vfu_pci_set_class(vfu_ctx, 0x01, 0x08, 0x02);

ret = vfu_setup_region(vfu_ctx, VFU_PCI_DEV_CFG_REGION_IDX, NVME_REG_CFG_SIZE,
		       access_pci_config, VFU_REGION_FLAG_RW, NULL, 0, -1, 0);
if (ret < 0) {
	SPDK_ERRLOG("vfu_ctx %p failed to setup cfg\n", vfu_ctx);
	return ret;
}

ret = vfu_setup_region(vfu_ctx, VFU_PCI_DEV_BAR0_REGION_IDX, NVME_REG_BAR0_SIZE,
		       access_bar0_fn, VFU_REGION_FLAG_RW | VFU_REGION_FLAG_MEM,
		       sparse_mmap, 1, endpoint->devmem_fd, 0);
if (ret < 0) {
	SPDK_ERRLOG("vfu_ctx %p failed to setup bar 0\n", vfu_ctx);
	return ret;
}

ret = vfu_setup_device_dma(vfu_ctx, memory_region_add_cb, memory_region_remove_cb);
if (ret < 0) {
	SPDK_ERRLOG("vfu_ctx %p failed to setup dma callback\n", vfu_ctx);
	return ret;
}

ret = vfu_setup_device_nr_irqs(vfu_ctx, VFU_DEV_MSIX_IRQ, NVMF_VFIO_USER_MSIX_NUM);
if (ret < 0) {
	SPDK_ERRLOG("vfu_ctx %p failed to setup MSIX\n", vfu_ctx);
	return ret;
}

vfu_setup_device_quiesce_cb(vfu_ctx, vfio_user_dev_quiesce_cb);

This excerpt shows why debugging vfio-user exposure is not only "is the NVMf subsystem configured?" A device can fail before any bdev I/O exists: PCI setup, BAR setup, sparse mmap setup, DMA callback setup, IRQ setup, or vfu_realize_ctx() can all fail. A guest that sees no PCI device, a guest that sees a PCI device but cannot enable it, and a guest that enables the device but hangs on I/O are different failure classes.

The Object Model: Request, SQ, CQ, Controller, Endpoint

The core vfio-user NVMe objects mirror the NVMe queue machine:

	nvmf_vfio_user_endpoint: one socket-backed PCI endpoint.
	nvmf_vfio_user_ctrlr: one active controller connection for that endpoint.
	nvmf_vfio_user_sq: one NVMe submission queue and its NVMf qpair.
	nvmf_vfio_user_cq: one NVMe completion queue.
	nvmf_vfio_user_req: one SPDK NVMf request plus vfio-user/NVMe state.
	nvmf_vfio_user_poll_group: SPDK poll group state plus vfio-user wake statistics.


The request object is deliberately a wrapper around struct spdk_nvmf_request. The embedded NVMf request is what lets the common NVMf controller path process a command after vfio-user has translated guest queue state into SPDK request state.

struct nvmf_vfio_user_req  {
	struct spdk_nvmf_request		req;
	struct spdk_nvme_cpl			rsp;
	struct spdk_nvme_cmd			cmd;

	enum nvmf_vfio_user_req_state		state;
	nvmf_vfio_user_req_cb_fn		cb_fn;
	void					*cb_arg;

	TAILQ_ENTRY(nvmf_vfio_user_req)		link;

	struct iovec				iov[NVMF_VFIO_USER_MAX_IOVECS];
	uint8_t					iovcnt;

	/* NVMF_VFIO_USER_MAX_IOVECS worth of dma_sg_t. */
	uint8_t					sg[];
};

The SQ and CQ store the queue mapping plus the queue indices that the backend owns. For an SQ, SPDK owns the head pointer and reads the guest-updated tail doorbell. For a CQ, SPDK owns the tail pointer and reads the guest-updated head doorbell. That is the same ownership split taught in the NVMe queue chapter, but here the queue memory is guest/client memory mapped into the SPDK process.

	uint32_t				qid;
	/* Number of entries in queue. */
	uint32_t				size;
	struct nvme_q_mapping			mapping;
	enum nvmf_vfio_user_sq_state		sq_state;

	uint32_t				head;
	volatile uint32_t			*dbl_tailp;

	/* Whether a shadow doorbell eventidx needs setting. */
	bool					need_rearm;

	/* multiple SQs can be mapped to the same CQ */
	uint16_t				cqid;

	uint32_t				qid;
	/* Number of entries in queue. */
	uint32_t				size;
	struct nvme_q_mapping			mapping;
	enum nvmf_vfio_user_cq_state		cq_state;

	uint32_t				tail;
	volatile uint32_t			*dbl_headp;

	bool					phase;

	uint16_t				iv;
	bool					ien;

The controller object ties all queues to one endpoint connection and records both possible doorbell locations: BAR0 doorbells and optional shadow doorbells.

struct nvmf_vfio_user_ctrlr {
	struct nvmf_vfio_user_endpoint		*endpoint;
	struct nvmf_vfio_user_transport		*transport;

	TAILQ_HEAD(, nvmf_vfio_user_sq)		connected_sqs;
	enum nvmf_vfio_user_ctrlr_state		state;

	struct spdk_thread			*thread;
	struct spdk_poller			*vfu_ctx_poller;
	struct spdk_interrupt			*intr;
	int					intr_fd;

	uint16_t				cntlid;
	struct spdk_nvmf_ctrlr			*ctrlr;

	struct nvmf_vfio_user_sq		*sqs[NVMF_VFIO_USER_MAX_QPAIRS_PER_CTRLR];
	struct nvmf_vfio_user_cq		*cqs[NVMF_VFIO_USER_MAX_QPAIRS_PER_CTRLR];

	volatile uint32_t			*bar0_doorbells;
	struct nvmf_vfio_user_shadow_doorbells	*sdbl;
	uint64_t				shadow_doorbell_buffer;
	uint64_t				eventidx_buffer;
};

When you debug this transport, keep the ownership map in your head:

	Guest writes SQEs and SQ tail doorbells.
	SPDK reads SQ tail doorbells, consumes SQEs, and advances SQ head.
	SPDK writes CQEs and advances CQ tail.
	Guest reads CQEs and writes CQ head doorbells.
	Optional shadow doorbell buffers can replace the BAR0 doorbell pointers for I/O queues.


Guest Memory Mapping

vfio-user only works if the server can translate the addresses that the guest/client put into NVMe queue setup commands and data PRPs/SGLs. QEMU's protocol docs describe VFIO_USER_DMA_MAP as the client informing the server of memory regions it can access before DMA. In libvfio-user, SPDK receives those regions through callbacks registered by vfu_setup_device_dma().

SPDK's local helper for a single mapping is small but central:

map_one(vfu_ctx_t *ctx, uint64_t addr, uint64_t len, dma_sg_t *sg,
	struct iovec *iov, int32_t flags)
{
	int prot = PROT_READ;
	int ret;

	if (flags & MAP_RW) {
		prot |= PROT_WRITE;
	}

	ret = vfu_addr_to_sgl(ctx, (void *)(uintptr_t)addr, len, sg, 1, prot);
	if (ret < 0) {
		SPDK_ERRLOG("failed to translate IOVA [%#lx, %#lx) (prot=%d) to local VA: %m\n",
			    addr, addr + len, prot);
		return NULL;
	}

	ret = vfu_sgl_get(ctx, sg, iov, 1, 0);
	if (ret != 0) {
		SPDK_ERRLOG("failed to get iovec for IOVA [%#lx, %#lx): %m\n",
			    addr, addr + len);
		return NULL;
	}

	return iov->iov_base;
}

The address here is an IOVA/GPA-style address from the client side. vfu_addr_to_sgl() asks libvfio-user to translate it into a scatter-gather entry, and vfu_sgl_get() pins or retrieves a local iovec for SPDK to touch. That is why a queue can be represented as an iovec in struct nvme_q_mapping.

map_q(struct nvmf_vfio_user_ctrlr *vu_ctrlr, struct nvme_q_mapping *mapping,
      uint32_t flags)
{
	void *ret;

	assert(mapping->len != 0);
	assert(q_addr(mapping) == NULL);

	ret = map_one(vu_ctrlr->endpoint->vfu_ctx, mapping->prp1, mapping->len,
		      mapping->sg, &mapping->iov, flags);
	if (ret == NULL) {
		return -EFAULT;
	}

	if (flags & MAP_INITIALIZE) {
		memset(q_addr(mapping), 0, mapping->len);
	}

	return 0;
}

The memory-region callback adds one more operational detail: SPDK ignores non-mappable memory. This checkout's vfio-user NVMe target expects clients that share mappable memory. If a client only supports message-based DMA, this target-side code path is not enough.

memory_region_add_cb(vfu_ctx_t *vfu_ctx, vfu_dma_info_t *info)
{
	struct nvmf_vfio_user_endpoint *endpoint = vfu_get_private(vfu_ctx);
	struct nvmf_vfio_user_ctrlr *ctrlr;
	struct nvmf_vfio_user_sq *sq;
	struct nvmf_vfio_user_cq *cq;
	void *map_start, *map_end;
	int ret;

	/*
	 * We're not interested in any DMA regions that aren't mappable (we don't
	 * support clients that don't share their memory).
	 */
	if (!info->vaddr) {
		return;
	}

	map_start = info->mapping.iov_base;
	map_end = info->mapping.iov_base + info->mapping.iov_len;

	if (((uintptr_t)info->mapping.iov_base & MASK_2MB) ||
	    (info->mapping.iov_len & MASK_2MB)) {
		SPDK_DEBUGLOG(nvmf_vfio, "Invalid memory region vaddr %p, IOVA %p-%p\n",
			      info->vaddr, map_start, map_end);
		return;
	}

That explains a common hang: the endpoint can exist and the controller can be visible, but queue PRPs or data PRPs may not translate. In that case commands fail before they become meaningful bdev I/O.

Doorbells, SQs, CQs, And Shadow Doorbells

The SPDK NVMe learning doc summarizes normal NVMe submission as: build a 64-byte command, place it at the submission queue tail, then write the new tail to the SQ tail doorbell. vfio-user preserves that model. The difference is that the "device" reading the queue is an SPDK thread in a userspace process.

The queue helper functions make index ownership explicit:

static inline uint32_t *
sq_headp(struct nvmf_vfio_user_sq *sq)
{
	assert(sq != NULL);
	return &sq->head;
}

static inline volatile uint32_t *
sq_dbl_tailp(struct nvmf_vfio_user_sq *sq)
{
	assert(sq != NULL);
	return sq->dbl_tailp;
}

static inline volatile uint32_t *
cq_dbl_headp(struct nvmf_vfio_user_cq *cq)
{
	assert(cq != NULL);
	return cq->dbl_headp;
}

static inline volatile uint32_t *
cq_tailp(struct nvmf_vfio_user_cq *cq)
{
	assert(cq != NULL);
	return &cq->tail;
}

The advance helpers are intentionally boring. Ring queues are supposed to wrap. If they do not, an ordinary high-load workload becomes an out-of-bounds access.

static inline void
sq_head_advance(struct nvmf_vfio_user_sq *sq)
{
	assert(*sq_headp(sq) < sq->size);
	(*sq_headp(sq))++;

	if (spdk_unlikely(*sq_headp(sq) == sq->size)) {
		*sq_headp(sq) = 0;
	}
}

static inline void
cq_tail_advance(struct nvmf_vfio_user_cq *cq)
{
	assert(*cq_tailp(cq) < cq->size);
	(*cq_tailp(cq))++;

	if (spdk_unlikely(*cq_tailp(cq) == cq->size)) {
		*cq_tailp(cq) = 0;
		cq->phase = !cq->phase;
	}
}

Shadow doorbells add a second possible doorbell storage location. They exist so the host and controller can avoid trapping every doorbell write and support migration/stop-and-copy flows. SPDK switches I/O queue doorbell pointers between BAR0 and the mapped shadow doorbell buffer. Admin queue doorbells stay on BAR0.

vfio_user_ctrlr_switch_doorbells(struct nvmf_vfio_user_ctrlr *ctrlr, bool shadow)
{
	volatile uint32_t *doorbells = shadow ? ctrlr->sdbl->shadow_doorbells :
				       ctrlr->bar0_doorbells;

	assert(doorbells != NULL);

	for (size_t i = 1; i < NVMF_VFIO_USER_DEFAULT_MAX_QPAIRS_PER_CTRLR; i++) {
		struct nvmf_vfio_user_sq *sq = ctrlr->sqs[i];
		struct nvmf_vfio_user_cq *cq = ctrlr->cqs[i];

		if (sq != NULL) {
			sq->dbl_tailp = doorbells + queue_index(sq->qid, false);
			ctrlr->sqs[i]->need_rearm = shadow;
		}

		if (cq != NULL) {
			cq->dbl_headp = doorbells + queue_index(cq->qid, true);
		}
	}
}

For debugging, always ask: which doorbell is live now? BAR0 and shadow doorbells can hold different stale-looking values during migration, reset, or after older guest drivers skip reinitialization. The pointer in sq->dbl_tailp or cq->dbl_headp tells you what SPDK will actually read.

Doorbell To Request Execution

The I/O path begins when SPDK notices that the SQ tail doorbell differs from SPDK's SQ head. That can happen because a BAR0 region write path calls into doorbell handling, because a mappable doorbell is polled, or because interrupt mode wakes the relevant poller and it checks queue state.

nvmf_vfio_user_sq_poll() is the compact read-side version of the path. It refuses to process commands while the controller is not running, invalidates/refreshes the doorbell cache for platforms that need it, reads the tail, validates it, then drains commands up to the new tail.

nvmf_vfio_user_sq_poll(struct nvmf_vfio_user_sq *sq)
{
	struct nvmf_vfio_user_ctrlr *ctrlr;
	uint32_t new_tail;
	int count = 0;

	ctrlr = sq->ctrlr;

	/*
	 * A quiesced, or migrating, controller should never process new
	 * commands.
	 */
	if (ctrlr->state != VFIO_USER_CTRLR_RUNNING) {
		return SPDK_POLLER_IDLE;
	}

	if (ctrlr->adaptive_irqs_enabled) {
		handle_suppressed_irq(ctrlr, sq);
	}

	spdk_ivdt_dcache(sq_dbl_tailp(sq));

	/* Load-Acquire. */
	new_tail = *sq_dbl_tailp(sq);

	new_tail = new_tail & 0xffffu;
	if (spdk_unlikely(new_tail >= sq->size)) {
		spdk_nvmf_ctrlr_async_event_error_event(ctrlr->ctrlr, SPDK_NVME_ASYNC_EVENT_INVALID_DB_WRITE);
		return -1;
	}

	if (*sq_headp(sq) == new_tail) {
		return 0;
	}

	spdk_rmb();

	count = handle_sq_tdbl_write(ctrlr, new_tail, sq);
	if (spdk_unlikely(count < 0)) {
		fail_ctrlr(ctrlr);
	}

	return count;
}

The barrier matters. The guest is expected to write queue entries first, then publish the new tail. SPDK reads the published tail, then uses a read barrier before consuming SQEs. If a command appears as garbage, suspect memory ordering or memory mapping before suspecting the bdev.

handle_sq_tdbl_write() is the drain loop. It enforces CQ flow control before taking an SQE, advances the SQ head before command execution so completions report the correct SQHD, and calls consume_cmd().

static int
handle_sq_tdbl_write(struct nvmf_vfio_user_ctrlr *ctrlr, const uint32_t new_tail,
		     struct nvmf_vfio_user_sq *sq)
{
	struct spdk_nvme_cmd *queue;
	struct nvmf_vfio_user_cq *cq = ctrlr->cqs[sq->cqid];
	int count = 0;
	uint32_t free_cq_slots;

	free_cq_slots = cq_free_slots(cq);
	queue = q_addr(&sq->mapping);
	while (*sq_headp(sq) != new_tail) {
		int err;
		struct spdk_nvme_cmd *cmd;

		if ((free_cq_slots-- <= cq->nr_outstanding)) {
			cq->last_head = *cq_dbl_headp(cq);
			free_cq_slots = cq_free_slots(cq);
			if (free_cq_slots > cq->nr_outstanding) {
				continue;
			}
			if (in_interrupt_mode(ctrlr->transport)) {
				sq_to_poll_group(sq)->need_kick = true;
			}
			break;
		}

		cmd = &queue[*sq_headp(sq)];
		count++;
		cq->nr_outstanding++;
		sq_head_advance(sq);

		err = consume_cmd(ctrlr, sq, cmd);
		if (spdk_unlikely(err != 0)) {
			return err;
		}
	}

	return count;
}

CQ flow control is handled on submission rather than by discovering at completion time that the CQ is full. That design choice avoids creating a completed internal request that has nowhere safe to publish its CQE. The cost is that the SQ may stop draining even though there are still SQEs available.

consume_cmd() routes admin commands to local admin handling and I/O commands to handle_cmd_req(). That function wraps the SQE as an SPDK NVMf request, maps data buffers, and hands off to common NVMf execution:

static int
handle_cmd_req(struct nvmf_vfio_user_ctrlr *ctrlr, struct spdk_nvme_cmd *cmd,
	       struct nvmf_vfio_user_sq *sq)
{
	int err;
	struct nvmf_vfio_user_req *vu_req;
	struct spdk_nvmf_request *req;

	vu_req = get_nvmf_vfio_user_req(sq);
	if (spdk_unlikely(vu_req == NULL)) {
		return post_completion(ctrlr, ctrlr->cqs[sq->cqid], 0, 0, cmd->cid,
				       SPDK_NVME_SC_INTERNAL_DEVICE_ERROR, SPDK_NVME_SCT_GENERIC);
	}
	req = &vu_req->req;

	vu_req->cb_fn = handle_cmd_rsp;
	vu_req->cb_arg = SPDK_CONTAINEROF(req->qpair, struct nvmf_vfio_user_sq, qpair);
	req->cmd->nvme_cmd = *cmd;

	if (nvmf_qpair_is_admin_queue(req->qpair)) {
		err = map_admin_cmd_req(ctrlr, req);
	} else {
		err = map_io_cmd_req(ctrlr, req);
	}

	if (spdk_unlikely(err < 0)) {
		req->rsp->nvme_cpl.status.sct = SPDK_NVME_SCT_GENERIC;
		req->rsp->nvme_cpl.status.sc = err == -ENOTSUP ?
					       SPDK_NVME_SC_INVALID_OPCODE :
					       SPDK_NVME_SC_INTERNAL_DEVICE_ERROR;
		err = handle_cmd_rsp(vu_req, vu_req->cb_arg);
		_nvmf_vfio_user_req_free(sq, vu_req);
		return err;
	}

	vu_req->state = VFIO_USER_REQUEST_STATE_EXECUTING;
	spdk_nvmf_request_exec(req);

	return 0;
}

This is the handoff point. Before this line, you are debugging vfio-user, PCI/NVMe queue state, mappings, and doorbells. After spdk_nvmf_request_exec(req), you are mostly debugging the common NVMf and bdev path.

Data Buffer Mapping For Commands

Queue memory and data buffer memory are related but separate. The SQ itself was mapped from the queue creation command's PRP. A read or write command can also point to data buffers. SPDK maps those buffers into req->iov before executing the request.

static int
map_io_cmd_req(struct nvmf_vfio_user_ctrlr *ctrlr, struct spdk_nvmf_request *req)
{
	int len, iovcnt;
	struct spdk_nvme_cmd *cmd;

	cmd = &req->cmd->nvme_cmd;
	req->xfer = spdk_nvme_opc_get_data_transfer(cmd->opc);

	if (spdk_unlikely(req->xfer == SPDK_NVME_DATA_NONE)) {
		return 0;
	}

	len = get_nvmf_io_req_length(req);
	if (len < 0) {
		return -EINVAL;
	}
	req->length = len;

	iovcnt = vfio_user_map_cmd(ctrlr, req, req->iov, req->length);
	if (iovcnt < 0) {
		SPDK_ERRLOG("%s: failed to map IO OPC %u\n", ctrlr_id(ctrlr), cmd->opc);
		return -EFAULT;
	}
	req->iovcnt = iovcnt;

	return 0;
}

This explains a second common split in failures:

	If SQ polling never reaches handle_cmd_req(), debug doorbells and queue mapping.
	If handle_cmd_req() fails during map_io_cmd_req(), debug PRP/SGL translation and client DMA maps.
	If spdk_nvmf_request_exec() runs and the request stalls, debug NVMf command execution and the bdev graph.


Completion Queue Flow And Interrupts

A bdev completion is not the same thing as a guest-visible NVMe completion. The vfio-user transport still has to write an NVMe CQE into the guest's CQ memory, update the controller-owned CQ tail, and notify the guest if interrupts are enabled and not suppressed.

The request callback first unmaps any mapped data buffers and then calls post_completion():

handle_cmd_rsp(struct nvmf_vfio_user_req *vu_req, void *cb_arg)
{
	struct nvmf_vfio_user_sq *sq = cb_arg;
	struct nvmf_vfio_user_ctrlr *vu_ctrlr = sq->ctrlr;
	uint16_t sqid, cqid;

	if (spdk_likely(vu_req->iovcnt)) {
		vfu_sgl_put(vu_ctrlr->endpoint->vfu_ctx,
			    index_to_sg_t(vu_req->sg, 0),
			    vu_req->iov, vu_req->iovcnt);
	}
	sqid = sq->qid;
	cqid = sq->cqid;

	return post_completion(vu_ctrlr, vu_ctrlr->cqs[cqid],
			       vu_req->req.rsp->nvme_cpl.cdw0,
			       sqid,
			       vu_req->req.cmd->nvme_cmd.cid,
			       vu_req->req.rsp->nvme_cpl.status.sc,
			       vu_req->req.rsp->nvme_cpl.status.sct);
}

post_completion() applies CQ flow control, writes the CQE fields, sets the phase bit, uses a write barrier to make the CQE visible before moving the tail, and triggers an interrupt when the queue and controller state allow it.

static int
post_completion(struct nvmf_vfio_user_ctrlr *ctrlr, struct nvmf_vfio_user_cq *cq,
		uint32_t cdw0, uint16_t sqid, uint16_t cid, uint16_t sc, uint16_t sct)
{
	struct spdk_nvme_status cpl_status = { 0 };
	struct spdk_nvme_cpl *cpl;
	int err;

	if (spdk_unlikely(cq == NULL || q_addr(&cq->mapping) == NULL)) {
		return 0;
	}

	if (cq_is_full(cq)) {
		SPDK_ERRLOG("%s: cqid:%d full (tail=%d, head=%d)\n",
			    ctrlr_id(ctrlr), cq->qid, *cq_tailp(cq),
			    *cq_dbl_headp(cq));
		return -1;
	}

	cpl = ((struct spdk_nvme_cpl *)q_addr(&cq->mapping)) + *cq_tailp(cq);
	cpl->sqhd = *sq_headp(ctrlr->sqs[sqid]);
	cpl->sqid = sqid;
	cpl->cid = cid;
	cpl->cdw0 = cdw0;

	cpl_status.sct = sct;
	cpl_status.sc = sc;
	cpl_status.p = cq->phase;
	cpl->status = cpl_status;

	cq->nr_outstanding--;
	spdk_wmb();
	cq_tail_advance(cq);

	if ((cq->qid == 0 || !ctrlr->adaptive_irqs_enabled) &&
	    cq->ien && ctrlr_interrupt_enabled(ctrlr)) {
		err = vfu_irq_trigger(ctrlr->endpoint->vfu_ctx, cq->iv);
		if (err != 0) {
			SPDK_ERRLOG("%s: failed to trigger interrupt: %m\n",
				    ctrlr_id(ctrlr));
			return err;
		}
	}

	return 0;
}

If the guest is waiting, ask whether the CQE was written, whether the phase bit changed as expected, whether the guest has advanced the CQ head, and whether an interrupt should have been delivered. A request callback firing only proves that SPDK finished internal work. It does not prove that the guest has observed the CQE.

SPDK's interrupt mode documentation adds one more relevant operational rule: in interrupt mode, an fd callback must either drain all pending work or reassert readiness so epoll wakes it again. The vfio-user transport handles this by rearming and kicking poll groups.

static void
ctrlr_kick(struct nvmf_vfio_user_ctrlr *vu_ctrlr)
{
	struct nvmf_vfio_user_poll_group *vu_ctrlr_group;

	SPDK_DEBUGLOG(vfio_user_db, "%s: kicked\n", ctrlr_id(vu_ctrlr));

	vu_ctrlr_group = ctrlr_to_poll_group(vu_ctrlr);
	vu_ctrlr_group->stats.ctrlr_kicks++;

	spdk_thread_send_msg(poll_group_to_thread(vu_ctrlr_group),
			     vfio_user_ctrlr_intr_msg, vu_ctrlr);
}

static void
poll_group_kick(struct nvmf_vfio_user_poll_group *vu_group)
{
	if (spdk_likely(!in_interrupt_mode(vu_group->group.transport))) {
		return;
	}

	vu_group->stats.pg_kicks++;
	eventfd_write(vu_group->intr_fd, 1);
}

The distinction is useful in debugging. ctrlr_kick() moves work to the controller's poll group thread. poll_group_kick() wakes a poll group through its eventfd when interrupt mode would otherwise sleep. A missing kick can look exactly like a lost doorbell.

The vfio-user Protocol Side

SPDK also contains a vfio-user host/client path used by code that connects to vfio-user PCI devices. It is not the target-side NVMf transport, but it is useful for understanding the protocol messages that the target must respond to.

The protocol header and command list are intentionally VFIO-like:

enum vfio_user_command {
	VFIO_USER_VERSION			= 1,
	VFIO_USER_DMA_MAP			= 2,
	VFIO_USER_DMA_UNMAP			= 3,
	VFIO_USER_DEVICE_GET_INFO		= 4,
	VFIO_USER_DEVICE_GET_REGION_INFO	= 5,
	VFIO_USER_DEVICE_GET_REGION_IO_FDS	= 6,
	VFIO_USER_DEVICE_GET_IRQ_INFO		= 7,
	VFIO_USER_DEVICE_SET_IRQS		= 8,
	VFIO_USER_REGION_READ			= 9,
	VFIO_USER_REGION_WRITE			= 10,
	VFIO_USER_DMA_READ			= 11,
	VFIO_USER_DMA_WRITE			= 12,
	VFIO_USER_DEVICE_RESET			= 13,
	VFIO_USER_DIRTY_PAGES			= 14,
	VFIO_USER_MAX,
};

struct vfio_user_header {
	uint16_t	msg_id;
	uint16_t	cmd;
	uint32_t	msg_size;
	struct {
		uint32_t	type     : 4;
#define VFIO_USER_F_TYPE_COMMAND	0
#define VFIO_USER_F_TYPE_REPLY		1
		uint32_t	no_reply : 1;
		uint32_t	error    : 1;
		uint32_t	resvd    : 26;
	} flags;
	uint32_t	error_no;
} __attribute__((packed));

DMA map messages carry the address, size, offset, flags, and often a file descriptor. Region access messages are how non-mappable BAR/config accesses are represented.

struct vfio_user_dma_map {
	uint32_t	argsz;
#define VFIO_USER_F_DMA_REGION_READ	(1 << 0)
#define VFIO_USER_F_DMA_REGION_WRITE	(1 << 1)
	uint32_t	flags;
	uint64_t	offset;
	uint64_t	addr;
	uint64_t	size;
} __attribute__((packed));

struct vfio_user_region_access {
	uint64_t	offset;
	uint32_t	region;
	uint32_t	count;
	uint8_t		data[];
} __attribute__((packed));

The client helper shows that DMA map/unmap can pass fds, while region reads/writes are payload messages on the socket:

int
vfio_user_dev_dma_map_unmap(struct vfio_device *dev, struct vfio_memory_region *mr, bool map)
{
	struct vfio_user_dma_map dma_map = { 0 };
	struct vfio_user_dma_unmap dma_unmap = { 0 };

	if (map) {
		dma_map.argsz = sizeof(struct vfio_user_dma_map);
		dma_map.addr = mr->iova;
		dma_map.size = mr->size;
		dma_map.offset = mr->offset;
		dma_map.flags = VFIO_USER_F_DMA_REGION_READ | VFIO_USER_F_DMA_REGION_WRITE;

		return vfio_user_dev_send_request(dev, VFIO_USER_DMA_MAP,
						  &dma_map, sizeof(dma_map), sizeof(dma_map), &mr->fd, 1);
	} else {
		dma_unmap.argsz = sizeof(struct vfio_user_dma_unmap);
		dma_unmap.addr = mr->iova;
		dma_unmap.size = mr->size;
		return vfio_user_dev_send_request(dev, VFIO_USER_DMA_UNMAP,
						  &dma_unmap, sizeof(dma_unmap), sizeof(dma_unmap), &mr->fd, 1);
	}
}

int
vfio_user_dev_mmio_access(struct vfio_device *dev, uint32_t index, uint64_t offset,
			  size_t len, void *buf, bool is_write)
{
	struct vfio_user_region_access *access;
	size_t arg_len;
	int ret;

	arg_len = sizeof(*access) + len;
	access = calloc(1, arg_len);
	if (!access) {
		return -ENOMEM;
	}

	access->offset = offset;
	access->region = index;
	access->count = len;
	if (is_write) {
		memcpy(access->data, buf, len);
		ret = vfio_user_dev_send_request(dev, VFIO_USER_REGION_WRITE,
						 access, arg_len, arg_len, NULL, 0);
	} else {
		ret = vfio_user_dev_send_request(dev, VFIO_USER_REGION_READ,
						 access, sizeof(*access), arg_len, NULL, 0);
	}

	if (ret) {
		free(access);
		return ret;
	}
}

This protocol split is why "it uses a Unix socket" is not enough to predict performance or behavior. BAR/config accesses may be socket messages, direct BAR subranges may be mmaped, and guest memory may be shared by fd-backed mappings. The exact path depends on region capabilities and the client's memory-sharing mode.

SPDK's vfio-user NVMe Client Path

The local SPDK NVMe driver also has a vfio-user custom transport. This is the initiator/client side for connecting to a vfio-user NVMe target. It helps confirm the same mental model from the other direction: connect to a cntrl socket, set up BAR0, then use the normal PCIe NVMe controller fields for doorbells.

static struct spdk_nvme_ctrlr *
nvme_vfio_ctrlr_construct(const struct spdk_nvme_transport_id *trid,
			  const struct spdk_nvme_ctrlr_opts *opts,
			  void *devhandle)
{
	struct nvme_vfio_ctrlr *vctrlr;
	struct nvme_pcie_ctrlr *pctrlr;
	char ctrlr_path[PATH_MAX];

	snprintf(ctrlr_path, sizeof(ctrlr_path), "%s/cntrl", trid->traddr);
	...
	vctrlr->dev = spdk_vfio_user_setup(ctrlr_path);
	if (!vctrlr->dev) {
		SPDK_ERRLOG("Error to setup vfio device\n");
		free(vctrlr);
		return NULL;
	}

	ret = nvme_vfio_setup_bar0(vctrlr);
	...
	pctrlr = &vctrlr->pctrlr;
	pctrlr->doorbell_base = vctrlr->doorbell_base;
	pctrlr->ctrlr.is_removed = false;
	...
}

From the initiator's perspective, once setup succeeds, the vfio-user controller is wired into the same nvme_pcie_ctrlr structure shape used by PCIe-style NVMe paths. That is another hint that vfio-user NVMe should be debugged as an NVMe queue machine, not as a custom block RPC protocol.

Request Flow Diagram
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The diagram separates control setup from data movement. vfio-user messages establish what memory and regions exist. NVMe I/O then runs through shared memory queues, doorbells, and SPDK's common NVMf request path.

Control Plane

The vfio-user target base path is controlled by the vfu target RPC:

	lib/vfu_tgt/tgt_rpc.c: rpc_vfu_tgt_set_base_path
	lib/vfu_tgt/tgt_rpc.c: SPDK_RPC_REGISTER("vfu_tgt_set_base_path", ...)


For the NVMe-oF vfio-user transport, endpoint creation is normally connected to NVMf transport/listener setup. The conceptual target objects are still subsystem, listener, namespace, qpair, and request. The transport type determines that the listener creates a socket-backed PCI endpoint rather than a TCP or RDMA network listener.

The SPDK NVMe-oF target docs are still useful for this chapter because they explain subsystem/listener/namespace configuration and note that interrupt mode applies to the vfio-user, TCP, and RDMA transports. The unique part of vfio-user is not the NVMf subsystem model; it is how a local PCI/NVMe device surface delivers requests into that model.

Edge Cases And Failure Modes

Doorbell lost or not observed:

The guest can write valid SQEs and still see no progress if SPDK does not observe the SQ tail update. Check whether BAR0 is mappable, whether shadow doorbells are active, whether sq->dbl_tailp points where you think it does, and whether nvmf_vfio_user_sq_poll() is running on the right poll group. In interrupt mode, also check ctrlr_kick(), poll_group_kick(), and poll-group eventfd readiness.

CQ full:

The implementation applies CQ flow control while draining SQEs. If the guest does not advance the CQ head, handle_sq_tdbl_write() can stop taking new commands even though the SQ tail moved. This looks like "submissions stuck" but the root cause is "no completion space." Inspect cq->tail, cq->last_head, *cq_dbl_headp(cq), and cq->nr_outstanding.

Wrong memory mapping:

If guest memory is not mappable or a PRP points outside a mapped DMA range, vfu_addr_to_sgl()/vfu_sgl_get() cannot build a local iovec. Queue mapping failures prevent SQ/CQ access. Data buffer mapping failures show up later in map_io_cmd_req(). The target-side callback explicitly ignores non-mappable DMA regions, so a client that only offers message-based DMA is not enough for this path.

Interrupt versus poll mode:

A CQE can be written while the guest still waits because notification did not happen or because the guest expects to poll and is not polling. Check cq->ien, MSI-X enable state, ctrlr_interrupt_enabled(), adaptive_irqs_enabled, last_irq_failed, and whether vfu_irq_trigger() ran. SPDK interrupt mode adds eventfd rearm/kick responsibilities that do not exist in pure poll mode.

Queue deletion while I/O is outstanding:

SQ and CQ lifetime is separate from individual request lifetime. A queue teardown path must account for outstanding requests, mapped iovecs, and references from CQs shared by multiple SQs. If the VM resets or disconnects while requests are executing, look at delete and close paths before blaming the bdev.

Migration and shadow doorbells:

Shadow doorbells move doorbell state into guest-provided memory. During migration, reset, or doorbell buffer reconfiguration, SPDK may copy doorbells between BAR0 and shadow buffers and switch queue pointers. Debugging only BAR0 is incomplete once ctrlr->sdbl is non-NULL.

Invalid doorbell writes:

nvmf_vfio_user_sq_poll() masks the read tail to 16 bits and reports an NVMe async event when the new tail is outside the queue size. This is a guest-visible controller error, not a normal transient.

Misconceptions To Kill

"vfio-user is just faster vhost."

No. vhost-blk exposes virtio-blk. vfio-user NVMe exposes NVMe controller semantics through a userspace PCI device model.

"Because it uses a Unix socket, I/O data is copied through the socket."

Not usually in the target path described here. The socket carries protocol/control messages and can pass file descriptors. Queue and data access use mapped client memory when the client supports it.

"NVMe-oF means network."

In SPDK, the NVMf target layer has a vfio-user transport. The common NVMf controller/request model is reused, but the transport is local and PCI-like rather than TCP/RDMA network-like.

"A completion callback means the guest has seen the completion."

No. It means SPDK completed internal work. The transport still must publish a CQE, advance CQ state, and notify or rely on guest polling.

"Doorbell value equals queue entry count."

No. Doorbells are ring indices. Wraparound and phase bits matter. Compare head, tail, size, and phase together.

Lab: Queue State Reading

Open lib/nvmf/vfio_user.c and find:

	struct nvmf_vfio_user_sq
	struct nvmf_vfio_user_cq
	sq_head_advance
	cq_tail_advance
	vfio_user_ctrlr_switch_doorbells
	nvmf_vfio_user_sq_poll
	post_completion


Write a short note answering:

	Where does the backend-owned SQ head live?
	Where does the guest-owned SQ tail live?
	Where does the backend-owned CQ tail live?
	Where does the guest-owned CQ head live?
	How does that answer change when shadow doorbells are active?


Then compare this to the NVMe queue model from the hardware chapters.

Operational Debug Exercise

Symptom: VM sees vfio-user NVMe device but I/O hangs.

Check in this order:

	Did the endpoint socket accept a connection?
	Did vfu_realize_ctx() and vfu_attach_ctx() succeed?
	Did the guest create admin and I/O queues?
	Are the SQ and CQ mappings non-NULL?
	Are SQ doorbells changing in the active doorbell location?
	Is nvmf_vfio_user_sq_poll() running?
	Are commands reaching handle_cmd_req()?
	Are data buffers mapping in map_io_cmd_req()?
	Are requests reaching spdk_nvmf_request_exec()?
	Are bdev completions returning into handle_cmd_rsp()?
	Are CQEs written by post_completion()?
	Is the guest notified through MSI-X/eventfd, or is it expected to poll?


If requests never reach spdk_nvmf_request_exec(), debug vfio-user setup, queue mapping, and doorbells. If requests reach bdev and do not complete, debug the bdev graph. If bdev completes and the guest still hangs, debug CQ visibility and interrupt delivery.

Source Reading Path

Read in this order:

	include/spdk/vfio_user_spec.h: protocol command IDs, message header, DMA map, region access.
	lib/nvmf/vfio_user.c: object structs near the top of the file.
	lib/nvmf/vfio_user.c: nvmf_vfio_user_listen() and vfio_user_dev_info_fill().
	lib/nvmf/vfio_user.c: map_one(), map_q(), memory_region_add_cb(), memory_region_remove_cb().
	lib/nvmf/vfio_user.c: queue helpers, vfio_user_ctrlr_switch_doorbells(), handle_doorbell_buffer_config().
	lib/nvmf/vfio_user.c: nvmf_vfio_user_sq_poll(), handle_sq_tdbl_write(), handle_cmd_req().
	lib/nvmf/vfio_user.c: handle_cmd_rsp(), post_completion(), ctrlr_kick(), poll_group_kick().
	lib/nvmf/ctrlr.c and lib/nvmf/ctrlr_bdev.c: common NVMf command execution and bdev handoff.
	lib/vfio_user/host/vfio_user.c and lib/vfio_user/host/vfio_user_pci.c: SPDK's vfio-user client-side protocol helpers.
	lib/nvme/nvme_vfio_user.c: SPDK NVMe initiator custom transport for vfio-user.


Self-Check

	What does an SQ tail doorbell indicate?
	Why is guest memory mapping central to vfio-user?
	How does vfio-user NVMe differ from vhost-blk?
	Which function hands a built vfio-user NVMf request to common NVMf execution?
	Why can bdev completion still leave the guest waiting?
	What state tells SPDK whether to read BAR0 doorbells or shadow doorbells?
	Why does this transport apply CQ flow control before consuming more SQEs?
	What can go wrong if interrupt mode sleeps without rearming or kicking the poll group?


References

	Local SPDK: lib/nvmf/vfio_user.c
	Local SPDK: include/spdk/vfio_user_spec.h
	Local SPDK: lib/vfio_user/host/vfio_user.c
	Local SPDK: lib/vfio_user/host/vfio_user_pci.c
	Local SPDK: lib/nvme/nvme_vfio_user.c
	Local SPDK: lib/vfu_tgt/tgt_rpc.c
	SPDK NVMe-oF target docs: https://spdk.io/doc/nvmf.html
	SPDK NVMe queue/doorbell doc: https://spdk.io/doc/nvme_spec.html
	SPDK interrupt mode docs: https://spdk.io/doc/interrupt_mode.html
	QEMU vfio-user protocol documentation: https://www.qemu.org/docs/master/interop/vfio-user.html
	QEMU vfio-user system device documentation: https://www.qemu.org/docs/master/system/devices/vfio-user.html
	libvfio-user README: https://qemu.googlesource.com/libvfio-user/+/a8242d117118d5191dad69a96e28a21d66fe8b50/README.md
	libvfio-user memory mapping notes: https://github.com/nutanix/libvfio-user/blob/master/docs/memory-mapping.md
	NVM Express specifications: https://nvmexpress.org/specifications/
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  Chapter 26: JSON-RPC And Configuration

  This chapter teaches the SPDK control plane from the point of view of a new operator.

  Chapter Goal

This chapter teaches the SPDK control plane from the point of view of a new operator. By the end, you should know what an RPC request is, where it enters SPDK, how methods are registered, why some calls are startup-only, and how JSON configuration is saved and replayed. The chapter is source-grounded, so every important concept points to a local SPDK file or function.

Beginner Mental Model

SPDK applications are long-running storage engines. The data path moves I/O. The control plane changes the engine while it is running. JSON-RPC is the control-plane language. An RPC request says: call this named method, with these parameters, and return either a result or an error. The common client is scripts/rpc.py. The common server endpoint is a Unix domain socket such as /var/tmp/spdk.sock. The common target application is app/spdk_tgt/spdk_tgt.c. The core idea is simple:

operator or orchestrator
        |
        | JSON object over a socket
        v
SPDK JSON-RPC server
        |
        | method lookup
        v
registered C handler
        |
        | validates params and mutates state
        v
subsystem, bdev, transport, or app framework

Do not confuse JSON-RPC with the I/O path. Creating a malloc bdev by RPC is control-plane work. Submitting a read to that bdev is data-path work. Both may interact, but they have different timing and safety rules.

Source Anchors

	include/spdk/rpc.h: public registration macros and RPC state constants.
	include/spdk/rpc.h: SPDK_RPC_REGISTER: macro used by many modules to register methods.
	lib/rpc/rpc.c: spdk_rpc_register_method: adds a method to the internal method list.
	lib/rpc/rpc.c: jsonrpc_handler: dispatches a parsed JSON-RPC method to a registered handler.
	lib/rpc/rpc.c: rpc_rpc_get_methods: implements rpc_get_methods.
	lib/init/rpc.c: spdk_rpc_initialize: initializes the framework RPC server.
	lib/jsonrpc/jsonrpc_server.c: jsonrpc_parse_request: parses raw JSON-RPC input.
	lib/jsonrpc/jsonrpc_server_tcp.c: spdk_jsonrpc_server_listen: listens on Unix or TCP sockets.
	lib/event/app.c: spdk_app_start: starts a normal SPDK application.
	lib/event/app.c: rpc_framework_start_init: starts delayed initialization when --wait-for-rpc is used.
	lib/event/app.c: rpc_framework_wait_init: lets a client wait for initialization completion.
	lib/init/subsystem.c: spdk_subsystem_init: initializes registered subsystems in dependency order.
	lib/init/json_config.c: spdk_subsystem_load_config: replays JSON config through RPC handlers.
	lib/init/subsystem_rpc.c: rpc_framework_get_config: implements framework_get_config.
	module/bdev/malloc/bdev_malloc_rpc.c: rpc_bdev_malloc_create: a small concrete bdev RPC.
	lib/bdev/bdev_rpc.c: rpc_bdev_get_bdevs: a common runtime query RPC.
	doc/jsonrpc.md.jinja2: generated official JSON-RPC reference source.
	doc/applications.md: official application command-line and configuration guide.


What A JSON-RPC Request Looks Like

SPDK follows the JSON-RPC 2.0 shape. The payload is usually one JSON object. It can be sent by scripts/rpc.py, by a service manager, or by a custom client.

{
  "jsonrpc": "2.0",
  "method": "bdev_malloc_create",
  "params": {
    "name": "Malloc0",
    "num_blocks": 1024,
    "block_size": 4096
  },
  "id": 1
}

The method name is just a string until SPDK looks it up. The params are method-specific. The id lets the client match a response to a request. A notification has no id, but most operational tools use ids.

The server does not know what num_blocks means. Only the target method handler knows. That is why each RPC handler has a decoder table. For example, bdev RPC handlers use spdk_json_decode_object with arrays of spdk_json_object_decoder. When decoding fails, the handler sends a JSON-RPC error rather than half-applying the requested change.

The usual command line hides this JSON shape, but it does not change the protocol. When you run:

scripts/rpc.py bdev_malloc_create -b Malloc0 4 4096

the Python client creates the same request object, connects to the configured socket, sends UTF-8 JSON, waits for one response, and raises an exception if the response contains an error member. The default socket path comes from scripts/rpc.py, not from the C server:

# scripts/rpc.py
def create_parser():
    parser = argparse.ArgumentParser(
        description='SPDK RPC command line interface', usage='%(prog)s [options]')
    parser.add_argument('-s', dest='server_addr',
                        help='RPC domain socket path or IP address', default='/var/tmp/spdk.sock')
    parser.add_argument('-p', dest='port',
                        help='RPC port number (if server_addr is IP address)',
                        default=5260, type=int)
    parser.add_argument('-t', dest='timeout',
                        help='Timeout as a floating point number expressed in seconds waiting for response. Default: 60.0',
                        default=None, type=float)

The lower-level client path is intentionally generic. It does not need a Python method for every RPC name because unknown attributes become calls by name. That is why a Python helper can lag behind C registration and client.call("method_name", params) can still be useful for testing.

# python/spdk/rpc/client.py
def add_request(self, method, params):
    self._request_id += 1
    req = {
        'jsonrpc': '2.0',
        'method': method,
        'id': self._request_id,
    }

    if params:
        req['params'] = copy.deepcopy(params)

    self._logger.debug("append request:\n%s\n", json.dumps(req))
    self._reqs.append(req)
    return self._request_id

def call(self, method, params=None):
    self._logger.debug("call('%s')" % method)
    params = {} if params is None else params
    if self.timeout <= 0:
        raise JSONRPCException("Timeout value is invalid: %s\n" % self.timeout)
    req_id = self.send(method, params)

The practical result is that there are three names in play: the CLI command name, the JSON-RPC method string, and the C registration string. For in-tree helpers they normally match, but the server only cares about the method string sent in the JSON object.

Registration: How Methods Appear

Many SPDK RPC methods are not listed in one central table. They are registered by C files as the program is loaded. The macro SPDK_RPC_REGISTER in include/spdk/rpc.h creates a constructor-like registration hook. When the binary starts, the hook calls spdk_rpc_register_method. That function records the method name, handler function, and state mask.

The pattern looks like this:

SPDK_RPC_REGISTER("bdev_malloc_create", rpc_bdev_malloc_create, SPDK_RPC_RUNTIME)

Read it as:

	name: bdev_malloc_create
	handler: rpc_bdev_malloc_create
	valid phase: runtime


This is why adding a new RPC normally means editing a module-specific *_rpc.c file. The bdev malloc example lives in module/bdev/malloc/bdev_malloc_rpc.c. NVMe bdev RPCs live in module/bdev/nvme/bdev_nvme_rpc.c. NVMe-oF target RPCs live in lib/nvmf/nvmf_rpc.c and module/event/subsystems/nvmf/nvmf_rpc.c.

The public macro is small, but it explains the whole registration model:

/* include/spdk/rpc.h */
#define SPDK_RPC_STARTUP	0x1
#define SPDK_RPC_RUNTIME	0x2

/* Give SPDK_RPC_REGISTER a higher execution priority than
 * SPDK_RPC_REGISTER_ALIAS_DEPRECATED to ensure all of the RPCs are registered
 * before we try registering any aliases.
 */
#define SPDK_RPC_REGISTER(method, func, state_mask) \
static void __attribute__((constructor(1000))) rpc_register_##func(void) \
{ \
	spdk_rpc_register_method(method, func, state_mask); \
}

This is a constructor, so the registration function runs before normal application startup reaches subsystem initialization. The method exists only if the object file containing this constructor is linked into the process. That is the source-level reason an RPC can appear in the documentation but be absent from a particular binary.

spdk_rpc_register_method() stores methods in a global list and rejects duplicates. There is no extra ownership transfer for the handler function; the handler is a function pointer compiled into the process. The method name is duplicated because the registration layer owns the stored name.

/* lib/rpc/rpc.c */
void
spdk_rpc_register_method(const char *method, spdk_rpc_method_handler func, uint32_t state_mask)
{
	struct spdk_rpc_method *m;

	m = _get_rpc_method_raw(method);
	if (m != NULL) {
		SPDK_ERRLOG("duplicate RPC %s registered...\n", method);
		g_rpcs_correct = false;
		return;
	}

	m = calloc(1, sizeof(struct spdk_rpc_method));
	assert(m != NULL);

	m->name = strdup(method);
	assert(m->name != NULL);

	m->func = func;
	m->state_mask = state_mask;

	SLIST_INSERT_HEAD(&g_rpc_methods, m, slist);
}

Dispatch: From Socket To Handler

The JSON-RPC server accepts bytes from a socket. jsonrpc_parse_request turns the bytes into JSON values. Then the generic RPC layer calls jsonrpc_handler. jsonrpc_handler checks whether the method exists and whether it is allowed in the current framework state. If the method is allowed, the handler receives:

	the request object, used to send the response.
	the params JSON value, or null if no params were supplied.


The handler then owns three jobs:

	validate params.
	call the subsystem API.
	send exactly one response or error.


The handler should not trust the client. Bad JSON, wrong types, missing fields, invalid names, duplicate objects, and impossible sizes are normal inputs. Source anchor: test/unit/lib/jsonrpc/jsonrpc_server.c/jsonrpc_server_ut.c tests valid, invalid, and partial parse cases.

At the socket layer, SPDK first checks whether a complete JSON value has arrived. If parsing reports SPDK_JSON_PARSE_INCOMPLETE, the connection keeps buffering instead of calling a handler with partial input. Only after a complete value is found does the server allocate a request object, copy the request bytes, allocate response storage, and continue parsing into JSON values.

/* lib/jsonrpc/jsonrpc_server.c */
ssize_t
jsonrpc_parse_request(struct spdk_jsonrpc_server_conn *conn, const void *json, size_t size)
{
	struct spdk_jsonrpc_request *request;
	ssize_t rc;
	size_t len;
	void *end = NULL;

	rc = spdk_json_parse((void *)json, size, NULL, 0, &end, 0);
	if (rc == SPDK_JSON_PARSE_INCOMPLETE) {
		return 0;
	}

	request = calloc(1, sizeof(*request));
	if (request == NULL) {
		SPDK_DEBUGLOG(rpc, "Out of memory allocating request\n");
		return -1;
	}

	pthread_spin_lock(&conn->queue_lock);
	conn->outstanding_requests++;
	STAILQ_INSERT_TAIL(&conn->outstanding_queue, request, link);
	pthread_spin_unlock(&conn->queue_lock);

	request->conn = conn;

The generic RPC layer then does the method lookup and state check before the module handler runs. The handler receives the original request object because that object owns response delivery. If the handler starts asynchronous work, it must keep the request pointer until the completion path sends the response.

/* lib/rpc/rpc.c */
static void
jsonrpc_handler(struct spdk_jsonrpc_request *request,
		const struct spdk_json_val *method,
		const struct spdk_json_val *params)
{
	struct spdk_rpc_method *m;

	assert(method != NULL);

	m = _get_rpc_method(method);
	if (m == NULL) {
		spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_METHOD_NOT_FOUND, "Method not found");
		return;
	}

	if (m->is_alias_of != NULL) {
		if (m->is_deprecated && !m->deprecation_warning_printed) {
			SPDK_WARNLOG("RPC method %s is deprecated.  Use %s instead.\n", m->name, m->is_alias_of->name);
			m->deprecation_warning_printed = true;
		}
		m = m->is_alias_of;
	}

	if ((m->state_mask & g_rpc_state) == g_rpc_state) {
		m->func(request, params);
	} else {
		if (g_rpc_state == SPDK_RPC_STARTUP) {
			spdk_jsonrpc_send_error_response_fmt(request,
							     SPDK_JSONRPC_ERROR_INVALID_STATE,
							     "Method may only be called after "
							     "framework is initialized "
							     "using framework_start_init RPC.");
		} else {
			spdk_jsonrpc_send_error_response_fmt(request,
							     SPDK_JSONRPC_ERROR_INVALID_STATE,
							     "Method may only be called before "
							     "framework is initialized. "
							     "Use --wait-for-rpc command line "
							     "parameter and then issue this RPC "
							     "before the framework_start_init RPC.");
		}
	}
}

That last branch is where an otherwise valid method becomes an invalid-state error. It is deliberately outside each individual handler, so most handlers can focus on parameter decoding and domain work instead of duplicating phase checks.

Startup RPCs And Runtime RPCs

SPDK has phases. Some choices are only safe before the subsystem starts. Some changes are safe after the system is running. This is encoded in state masks such as SPDK_RPC_STARTUP and SPDK_RPC_RUNTIME.

Startup RPC examples:

	bdev_set_options in lib/bdev/bdev_rpc.c.
	iobuf_set_options in module/event/subsystems/iobuf/iobuf_rpc.c.
	nvmf_set_config in module/event/subsystems/nvmf/nvmf_rpc.c.
	sock_impl_set_options in lib/sock/sock_rpc.c.


Runtime RPC examples:

	bdev_get_bdevs in lib/bdev/bdev_rpc.c.
	bdev_malloc_create in module/bdev/malloc/bdev_malloc_rpc.c.
	thread_get_stats in lib/event/app_rpc.c.
	nvmf_get_subsystems in lib/nvmf/nvmf_rpc.c.


The distinction matters because startup options often size pools, choose implementations, or set global behavior. Changing them after the relevant subsystem starts would be ambiguous or unsafe. If an RPC fails with a state error, the method name may be correct and the JSON may be valid. The failure can still be correct because the timing is wrong.

The state mask is a bitmask because a method can be valid in more than one phase. rpc_get_methods uses the same state relationship as the dispatcher when the caller asks for current methods only. This is why rpc_get_methods is a better diagnostic than reading documentation alone: it answers for this process, in this state, with this linked set of modules.

/* lib/rpc/rpc.c */
static void
rpc_rpc_get_methods(struct spdk_jsonrpc_request *request, const struct spdk_json_val *params)
{
	struct rpc_get_methods req = {};
	struct spdk_json_write_ctx *w;
	struct spdk_rpc_method *m;

	if (params != NULL) {
		if (spdk_json_decode_object(params, rpc_rpc_get_methods_decoders,
					    SPDK_COUNTOF(rpc_rpc_get_methods_decoders), &req)) {
			SPDK_ERRLOG("spdk_json_decode_object failed\n");
			spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS,
							 "Invalid parameters");
			return;
		}
	}

	w = spdk_jsonrpc_begin_result(request);
	spdk_json_write_array_begin(w);
	SLIST_FOREACH(m, &g_rpc_methods, slist) {
		if (!rpc_is_allowed(m->name)) {
			continue;
		}
		if (m->is_alias_of != NULL && !req.include_aliases) {
			continue;
		}
		if (req.current && ((m->state_mask & g_rpc_state) != g_rpc_state)) {
			continue;
		}

--wait-for-rpc

Normal startup parses config and initializes subsystems before the app enters steady state. --wait-for-rpc changes that. With --wait-for-rpc, the app starts the RPC server early and waits for an explicit framework_start_init RPC. This allows an external orchestrator to send startup RPCs before subsystem initialization.

without --wait-for-rpc:
  process starts
  load config if provided
  init subsystems
  runtime begins

with --wait-for-rpc:
  process starts
  RPC server opens
  orchestrator sends startup RPCs
  orchestrator sends framework_start_init
  init subsystems
  runtime begins

Source anchors:

	include/spdk/event.h: spdk_app_start documents delayed initialization behavior.
	lib/event/app.c: rpc_framework_start_init starts initialization from RPC.
	lib/event/app.c: rpc_framework_wait_init reports initialization completion.


The main misconception is that --wait-for-rpc means the application is fully ready. It does not. It means the RPC server is ready while the application is intentionally not fully initialized. Only startup-safe calls should be sent before framework_start_init.

The public event header states that delayed subsystem initialization starts only after the client sends rpc_framework_start_init. That matters because an embedding application calling spdk_app_start() sees the same behavior as the stock spdk_tgt binary.

/* include/spdk/event.h */
 * If opts->delay_subsystem_init is set
 * (e.g. through --wait-for-rpc flag in spdk_app_parse_args())
 * this function will only start a limited RPC server accepting
 * only a few RPC commands - mostly related to pre-initialization.
 * With this option, the framework won't be started and start_fn
 * won't be called until the user sends an `rpc_framework_start_init`
 * RPC command, which marks the pre-initialization complete and
 * allows start_fn to be finally called.

The implementation pauses the RPC server while subsystem initialization runs, then sends the boolean response from the completion path. framework_wait_init is different: it either returns immediately when SPDK is already runtime, or registers a poller that waits for the runtime state.

/* lib/event/app.c */
static void
rpc_framework_start_init(struct spdk_jsonrpc_request *request,
			 const struct spdk_json_val *params)
{
	if (params != NULL) {
		spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS,
						 "framework_start_init requires no parameters");
		return;
	}

	spdk_rpc_server_pause(g_spdk_app.rpc_addr);
	spdk_subsystem_init(rpc_framework_start_init_cpl, request);
}
SPDK_RPC_REGISTER("framework_start_init", rpc_framework_start_init, SPDK_RPC_STARTUP)

static void
rpc_framework_wait_init(struct spdk_jsonrpc_request *request,
			const struct spdk_json_val *params)
{
	struct subsystem_init_poller_ctx *ctx;

	if (spdk_rpc_get_state() == SPDK_RPC_RUNTIME) {
		spdk_jsonrpc_send_bool_response(request, true);
	} else {

Configuration Files Are RPC Sequences

SPDK JSON configuration is best understood as a sequence of RPC calls. A config file does not bypass the RPC layer. It is loaded by spdk_subsystem_load_config, which replays methods through the same handler model.

That means a config file has the same constraints as live RPC:

	method names must exist.
	params must decode.
	startup-only methods must run during startup.
	object creation order matters.
	references must point to objects that already exist or can be discovered later.


A simplified config shape looks like this:

{
  "subsystems": [
    {
      "subsystem": "bdev",
      "config": [
        {
          "method": "bdev_malloc_create",
          "params": {
            "name": "Malloc0",
            "num_blocks": 1024,
            "block_size": 4096
          }
        }
      ]
    }
  ]
}

The exact generated output varies by subsystem. Always inspect real output from framework_get_config rather than assuming a hand-written format is canonical.

The loader decodes each config entry as a method name plus optional params object. Before sending it, it asks the RPC registry for the method state mask. This explains three common replay behaviors: unknown methods can be skipped when the subsystem is not linked, methods from the wrong phase are skipped until the matching pass, and dual startup/runtime methods are not run twice.

/* lib/init/json_config.c */
struct config_entry {
	char *method;
	struct spdk_json_val *params;
};

static struct spdk_json_object_decoder jsonrpc_cmd_decoders[] = {
	{"method", offsetof(struct config_entry, method), spdk_json_decode_string},
	{"params", offsetof(struct config_entry, params), cap_object, true}
};

static void
app_json_config_load_subsystem_config_entry(void *_ctx)
{
	struct load_json_config_ctx *ctx = _ctx;
	struct spdk_jsonrpc_client_request *rpc_request;
	struct spdk_json_write_ctx *w;
	struct config_entry cfg = {};
	struct spdk_json_val *params_end;
	size_t params_len = 0;
	uint32_t state_mask = 0, cur_state_mask, startup_runtime = SPDK_RPC_STARTUP | SPDK_RPC_RUNTIME;
	int rc;

	if (ctx->config_it == NULL) {
		SPDK_DEBUG_APP_CFG("Subsystem '%.*s': configuration done.\n", ctx->subsystem_name->len,
				   (char *)ctx->subsystem_name->start);

When the entry is allowed for the current pass, SPDK constructs a JSON-RPC client request and copies the raw params JSON into it. The comment in the source is important: the config loader does not pre-validate the params against the target method. The handler still owns validation.

/* lib/init/json_config.c */
	rc = spdk_rpc_get_method_state_mask(cfg.method, &state_mask);
	if (rc == -ENOENT) {
		if (!ctx->stop_on_error) {
			ctx->config_it = spdk_json_next(ctx->config_it);
			spdk_thread_send_msg(spdk_thread_get_app_thread(), app_json_config_load_subsystem_config_entry,
					     ctx);
		} else if (!spdk_subsystem_exists(ctx->subsystem_name_str)) {
			SPDK_NOTICELOG("Skipping method '%s' because its subsystem '%s' "
				       "is not linked into this application.\n",
				       cfg.method, ctx->subsystem_name_str);
			ctx->config_it = spdk_json_next(ctx->config_it);
			spdk_thread_send_msg(spdk_thread_get_app_thread(), app_json_config_load_subsystem_config_entry,
					     ctx);
		} else {
			SPDK_ERRLOG("Method '%s' was not found\n", cfg.method);
			app_json_config_load_done(ctx, rc);
		}
		goto out;
	}
	cur_state_mask = spdk_rpc_get_state();
	if ((state_mask & cur_state_mask) != cur_state_mask) {
		SPDK_DEBUG_APP_CFG("Method '%s' not allowed -> skipping\n", cfg.method);
		ctx->config_it = spdk_json_next(ctx->config_it);

/* lib/init/json_config.c */
	w = spdk_jsonrpc_begin_request(rpc_request, ctx->rpc_request_id, NULL);
	if (!w) {
		spdk_jsonrpc_client_free_request(rpc_request);
		app_json_config_load_done(ctx, -ENOMEM);
		goto out;
	}

	spdk_json_write_named_string(w, "method", cfg.method);

	if (cfg.params) {
		/* No need to parse "params". Just dump the whole content of "params"
		 * directly into the request and let the remote side verify it. */
		spdk_json_write_name(w, "params");
		spdk_json_write_val_raw(w, cfg.params->start, params_len);
	}

	spdk_jsonrpc_end_request(rpc_request, w);

framework_get_config

framework_get_config asks each subsystem to write configuration JSON for the state it owns. The implementation starts in lib/init/subsystem_rpc.c: rpc_framework_get_config. Subsystems provide writer callbacks through structures declared around include/spdk_internal/init.h. Concrete writers appear across the tree.

Useful source anchors:

	lib/nvmf/nvmf.c: spdk_nvmf_tgt_write_config_json.
	module/event/subsystems/nvmf/nvmf_tgt.c: nvmf_subsystem_write_config_json.
	module/bdev/raid/bdev_raid.c: raid_bdev_write_config_json.
	module/bdev/crypto/vbdev_crypto.c: vbdev_crypto_config_json.
	module/bdev/nvme/bdev_mdns_client.c: bdev_nvme_mdns_discovery_config_json.


The output is not a database snapshot. It is a best-effort replay recipe. If an object cannot be represented as RPCs, it may not appear the way you expect. If runtime state is intentionally transient, it may not be included.

The framework-level RPC is thin. It decodes the subsystem name, finds the subsystem, and calls subsystem_config_json. The important ownership boundary is that the framework does not know how to serialize every subsystem. Each subsystem owns its writer.

/* lib/init/subsystem_rpc.c */
static void
rpc_framework_get_config(struct spdk_jsonrpc_request *request,
			 const struct spdk_json_val *params)
{
	struct rpc_framework_get_config_ctx req = {};
	struct spdk_json_write_ctx *w;
	struct spdk_subsystem *subsystem;

	if (spdk_json_decode_object(params, rpc_framework_get_config_decoders,
				    SPDK_COUNTOF(rpc_framework_get_config_decoders), &req)) {
		spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS, "Invalid arguments");
		return;
	}

	subsystem = subsystem_find(req.name);
	if (!subsystem) {
		spdk_jsonrpc_send_error_response_fmt(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS,
						     "Subsystem '%s' not found", req.name);
		free(req.name);
		return;
	}

	free(req.name);

	w = spdk_jsonrpc_begin_result(request);
	subsystem_config_json(w, subsystem);
	spdk_jsonrpc_end_result(request, w);
}

The subsystem structure makes that contract explicit:

/* include/spdk_internal/init.h */
struct spdk_subsystem {
	const char *name;
	void (*init)(void);
	void (*fini)(void);

	/**
	 * Write JSON configuration handler.
	 *
	 * \param w JSON write context
	 */
	void (*write_config_json)(struct spdk_json_write_ctx *w);
	TAILQ_ENTRY(spdk_subsystem) tailq;
};

The final call is intentionally small:

/* lib/init/subsystem.c */
void
subsystem_config_json(struct spdk_json_write_ctx *w, struct spdk_subsystem *subsystem)
{
	if (subsystem && subsystem->write_config_json) {
		subsystem->write_config_json(w);
	} else {
		spdk_json_write_null(w);
	}
}

This design lets bdev, NVMf, vhost, and other subsystem owners decide what a replayable configuration means for their objects. For example, a bdev module can emit create RPCs for devices it owns, while a stats module should not emit counters as configuration.

Adding A Small RPC

A new RPC needs two sides if you want it to be pleasant to operate: a C handler registered with SPDK_RPC_REGISTER, and usually a Python CLI wrapper under python/spdk/rpc and scripts/rpc.py's imported CLI modules. The server side is authoritative. The Python wrapper is convenience and validation for humans.

The malloc bdev create RPC is a compact model. Its decoder table says which JSON params exist, which ones are required, and which C fields receive decoded values. The true flag at the end of a decoder entry means optional.

/* module/bdev/malloc/bdev_malloc_rpc.c */
static const struct spdk_json_object_decoder rpc_bdev_malloc_create_decoders[] = {
	{"name", offsetof(struct malloc_bdev_opts, name), spdk_json_decode_string, true},
	{"uuid", offsetof(struct malloc_bdev_opts, uuid), spdk_json_decode_uuid, true},
	{"num_blocks", offsetof(struct malloc_bdev_opts, num_blocks), spdk_json_decode_uint64},
	{"block_size", offsetof(struct malloc_bdev_opts, block_size), spdk_json_decode_uint32},
	{"physical_block_size", offsetof(struct malloc_bdev_opts, physical_block_size), spdk_json_decode_uint32, true},
	{"optimal_io_boundary", offsetof(struct malloc_bdev_opts, optimal_io_boundary), spdk_json_decode_uint32, true},
	{"md_size", offsetof(struct malloc_bdev_opts, md_size), spdk_json_decode_uint32, true},
	{"md_interleave", offsetof(struct malloc_bdev_opts, md_interleave), spdk_json_decode_bool, true},
	{"dif_type", offsetof(struct malloc_bdev_opts, dif_type), spdk_json_decode_int32, true},
	{"dif_is_head_of_md", offsetof(struct malloc_bdev_opts, dif_is_head_of_md), spdk_json_decode_bool, true},
	{"dif_pi_format", offsetof(struct malloc_bdev_opts, dif_pi_format), spdk_json_decode_uint32, true},
	{"numa_id", offsetof(struct malloc_bdev_opts, numa_id), spdk_json_decode_int32, true},
};

The handler is ordinary C glue: initialize defaults, decode params, call the module API, translate the module result to a JSON-RPC response, and free decoded owned strings. Notice that decode failure is treated as a request failure before create_malloc_disk() is called. That keeps the method from applying a partial mutation.

/* module/bdev/malloc/bdev_malloc_rpc.c */
static void
rpc_bdev_malloc_create(struct spdk_jsonrpc_request *request,
		       const struct spdk_json_val *params)
{
	struct malloc_bdev_opts req = {NULL};
	struct spdk_json_write_ctx *w;
	struct spdk_bdev *bdev;
	int rc = 0;

	req.numa_id = SPDK_ENV_NUMA_ID_ANY;

	if (spdk_json_decode_object(params, rpc_bdev_malloc_create_decoders,
				    SPDK_COUNTOF(rpc_bdev_malloc_create_decoders),
				    &req)) {
		SPDK_DEBUGLOG(bdev_malloc, "spdk_json_decode_object failed\n");
		spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INTERNAL_ERROR,
						 "spdk_json_decode_object failed");
		goto cleanup;
	}

	rc = create_malloc_disk(&bdev, &req);
	if (rc) {
		spdk_jsonrpc_send_error_response(request, rc, spdk_strerror(-rc));
		goto cleanup;
	}

/* module/bdev/malloc/bdev_malloc_rpc.c */
	free_rpc_construct_malloc(&req);

	w = spdk_jsonrpc_begin_result(request);
	spdk_json_write_string(w, spdk_bdev_get_name(bdev));
	spdk_jsonrpc_end_result(request, w);
	return;

cleanup:
	free_rpc_construct_malloc(&req);
}
SPDK_RPC_REGISTER("bdev_malloc_create", rpc_bdev_malloc_create, SPDK_RPC_RUNTIME)

For a new RPC, keep the first version boring: put it in the module's existing *_rpc.c file, use a typed decoder table, reject unknown or invalid params early, call one narrow module API, return one clear result, and register it in the narrowest valid phase. If the operation is asynchronous, follow the delete-style pattern: pass the request pointer as callback context and send the response exactly once from the completion callback. If the operation changes global subsystem sizing, make it SPDK_RPC_STARTUP. If it creates or queries runtime objects, make it SPDK_RPC_RUNTIME. If it truly works in both phases, expect config replay to avoid running it twice.

Config Replay Timeline

1. binary starts
2. app framework parses app options
3. RPC methods have been registered by constructors
4. JSON config is loaded if provided
5. startup RPCs are replayed
6. subsystem initialization begins
7. subsystem init callbacks create base framework state
8. runtime RPCs become available
9. external clients mutate or inspect runtime state

The replay model explains many startup errors. If a config tries to create a RAID bdev before its base bdevs exist, replay can fail. If a config uses a startup-only option after runtime begins, replay is too late. If an RPC method was not compiled in because a feature was disabled, replay cannot find it.

Method Discovery

Use rpc_get_methods to ask the server what it currently supports. Source anchor: lib/rpc/rpc.c: rpc_rpc_get_methods. The method can optionally filter by current state. That is useful when debugging why a call is refused.

Recommended beginner workflow:

1. start app with the features you expect
2. call rpc_get_methods
3. check whether the method exists
4. check whether it is allowed in the current state
5. then debug params

This avoids a common mistake: spending time on JSON syntax when the method was never registered.

RPC Error Classes

An SPDK RPC failure usually belongs to one of these classes:

	transport error: could not connect to the socket.
	parse error: JSON is malformed or incomplete.
	method error: method name is unknown.
	state error: method exists but is not allowed now.
	params error: JSON is valid but does not match the decoder.
	semantic error: params decode, but requested state is invalid.
	asynchronous error: operation started but later completion reports failure.


Treat the error text as a clue, not a complete diagnosis. Many handlers include targeted messages through spdk_jsonrpc_send_error_response or formatted variants. Search the method handler for the string to find the exact branch.

Edge Cases

Socket Exists But The Server Is Gone

A stale Unix socket path can remain after an abnormal process exit. The client may report connection failure even though the path exists. Check the process, not just the file.

The Method Exists In Documentation But Not In Your Binary

SPDK features can depend on configure options and linked libraries. If a module is not built in, its registration macro never runs. rpc_get_methods is more reliable than memory.

Startup Method Sent Too Late

The JSON shape can be perfect and still fail. Look for SPDK_RPC_STARTUP registrations. If the app has already completed init, the call belongs in a config file or before framework_start_init.

Runtime Method Sent Too Early

With --wait-for-rpc, runtime state may not exist. Do not create runtime objects before subsystem init unless the method explicitly supports startup.

Save Config Does Not Preserve Everything

framework_get_config serializes configuration, not every runtime counter or transient queue. Stats, active I/O, poller run counts, and temporary reconnect state are not durable configuration.

Replay Order Is Real

Config is not declarative magic. It is closer to a script. If object B depends on object A, A must appear first or be discoverable by a later examine step.

Misconceptions To Kill

	"JSON-RPC is slow, so it must affect every I/O." The control plane is separate from the hot I/O path.
	"If the docs list a method, my binary has it." Build options and linked modules decide what is registered.
	"Startup RPC means run at process start only." It means valid before subsystem initialization completes.
	"Runtime RPC means safe at any instant." The handler still must validate object state and concurrency.
	"A config file is a dump of memory." It is a replayable RPC recipe.
	"Unknown method means typo." It can also mean the module was not compiled or not linked.
	"A successful create RPC means the whole stack is healthy." It means the handler accepted and completed that operation.
	"All RPCs are synchronous inside." Some handlers initiate work and respond from a completion callback.


Lab: Trace One RPC Handler

Pick bdev_malloc_create. Find its registration in module/bdev/malloc/bdev_malloc_rpc.c. Find the handler function. Find the decoder table. Write down each parameter accepted by the decoder. Find the call that creates the malloc bdev. Find where the handler sends success. Find where it sends an error. Now run the same reading exercise for bdev_get_bdevs in lib/bdev/bdev_rpc.c. Compare a mutating RPC with a query RPC.

Lab: Classify RPC Phase

Use rg to list registrations:

rg -n 'SPDK_RPC_REGISTER' lib module

For ten methods, classify them as startup, runtime, or both. For each startup method, write one sentence explaining why late mutation could be unsafe. For each runtime method, write one sentence explaining what state must already exist.

Lab: Build A Minimal Config Replay

Start with a malloc bdev config. Add one bdev_malloc_create. Load it into spdk_tgt. Call bdev_get_bdevs. Call framework_get_config. Compare your input config to SPDK's output. Note differences in ordering, omitted defaults, and generated fields.

Source Reading Path

Read these files in this order when debugging a real RPC problem:

	scripts/rpc.py and python/spdk/rpc/client.py to see the exact socket path, timeout, request id, params object, and error text the client produced.
	doc/jsonrpc.md.jinja2 or https://spdk.io/doc/jsonrpc.html to confirm the documented method name, params, errors, and whether the docs mention startup-only behavior.
	include/spdk/rpc.h to confirm the registration macro and state constants.
	The module's *_rpc.c file to find SPDK_RPC_REGISTER, the decoder table, the handler, and the response path.
	lib/rpc/rpc.c to confirm method lookup, alias handling, state gating, and rpc_get_methods filtering.
	lib/init/json_config.c when the same call works live but fails from a config file.
	lib/init/subsystem_rpc.c plus the subsystem's write_config_json callback when saved config is missing an object.


This order starts at the user's command and moves inward. It usually finds spelling, socket, build, and phase problems before you need to reason about the deeper subsystem.

Debug Checklist

	Can the client connect to the socket?
	Does rpc_get_methods list the method?
	Is the method allowed in the current state?
	Does the JSON parse?
	Does the params object match the decoder?
	Does the handler require a named object that already exists?
	Is the feature compiled into this binary?
	Is the failure synchronous or completed from a callback?
	Does framework_get_config produce a replay that includes the object?
	Does replay succeed from a clean process?


Self-Check

	What local file contains SPDK_RPC_REGISTER?
	What function dispatches parsed RPC methods to registered handlers?
	Why can a startup RPC fail after the app is running?
	What does --wait-for-rpc delay?
	Why is framework_get_config not the same as a memory dump?
	How would you prove that a method is missing because of build options?
	Why does replay order matter?
	What is the difference between a params error and a semantic error?


References

	doc/jsonrpc.md.jinja2 for the generated official RPC reference.
	doc/applications.md for SPDK application options and JSON configuration behavior.
	SPDK official JSON-RPC documentation: https://spdk.io/doc/jsonrpc.html.
	SPDK official application overview and deferred initialization documentation: https://spdk.io/doc/app_overview.html.
	doc/getting_started.md for first-run setup context.
	doc/bdev.md for block-device RPC examples.
	doc/nvmf.md for NVMe-oF target RPC examples.
	test/unit/lib/rpc/rpc.c/rpc_ut.c for RPC registration and method-list unit tests.
	test/unit/lib/jsonrpc/jsonrpc_server.c/jsonrpc_server_ut.c for JSON-RPC parsing tests.
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  Chapter 27: Config Save, Replay, And --wait-for-rpc

  How SPDK turns JSON-RPC state into reproducible configuration, why startup can pause for control-plane replay, and what goes wrong in diskengine restore loops.

  Reader Promise

By the end of this chapter you should understand why SPDK configuration is not just a static file. SPDK applications are built around subsystems, RPC methods, bdev examination, and asynchronous state changes. A saved config is a replay script: a list of control-plane operations that try to recreate runtime objects in the right order.

That distinction matters. A config replay can fail because a name already exists, because a base bdev has not appeared yet, because a subsystem is not initialized, because a method is runtime-only, because an operation is asynchronous, or because diskengine's database thinks a volume should exist while SPDK's current graph says it does not.

The Mental Model

desired state
  |
  | JSON-RPC methods
  v
SPDK runtime objects
  |
  | framework_get_config and subsystem writers
  v
saved JSON config
  |
  | replay at next startup
  v
runtime objects again, if dependencies exist

A saved config is not magic persistence for every bit of memory. It is a control-plane reconstruction recipe.

Why --wait-for-rpc Exists

SPDK applications can start in a mode where initialization pauses and waits for RPC commands. This lets an orchestrator connect, create or restore objects, then tell SPDK to continue startup. For a storage system, that is useful because the orchestrator may need to:

	Attach controllers.
	Create bdevs.
	Load lvstores.
	Expose subsystems.
	Set names and policies that are not known at compile time.
	Reconcile desired state from an external database.


The danger is that "SPDK process is running" does not mean "storage graph is ready". With --wait-for-rpc, readiness becomes a two-step concept: process alive, then control-plane initialization complete.

Config Save Is A Set Of Writers

SPDK subsystems and modules can contribute config output. The saved config usually describes objects through RPC-equivalent operations:

	Construct this bdev.
	Attach this NVMe controller.
	Create this transport.
	Create this NVMe-oF subsystem.
	Add this namespace.
	Create this lvol store or import one.


Source anchors:

	lib/event/subsystems.c: subsystem initialization and config hooks.
	lib/rpc/rpc.c: JSON-RPC server machinery.
	module/bdev/nvme/bdev_nvme_rpc.c: NVMe bdev RPCs.
	module/bdev/lvol/vbdev_lvol_rpc.c: lvol RPCs.
	lib/bdev/bdev.c: bdev registration and lookup semantics.
	scripts/rpc.py: the operator-facing Python wrapper for RPC calls.


Replay Is Order-Sensitive

The replay order matters because objects depend on other objects:

attach physical controller
  -> physical namespace bdev appears
    -> create/import lvstore
      -> lvol bdevs appear
        -> export lvol over NVMe-oF/vhost/vfio-user

If you try to export an lvol before the lvol exists, replay fails. If you try to import an lvstore before its base bdev is examined, replay may need to wait or fail depending on the operation. If you create an object with a duplicate name, replay may fail even though the desired end state already exists.

diskengine Restore Loops

diskengine adds another desired-state layer. Its database can say "volume X should exist and be exported", while SPDK says:

	Base NVMe controller is missing.
	lvstore import has not completed.
	lvol exists but is degraded.
	bdev is present but export subsystem is missing.
	export exists but listener is not reachable.
	previous replay partially succeeded.


The control plane should be idempotent where possible. That means repeated restore attempts should converge rather than create duplicate objects or oscillate between create/delete states.

Common Replay Failure Modes

	Duplicate names: replay tries to create Malloc0, Nvme0n1, or an lvol that already exists.
	Missing base bdev: virtual bdev creation depends on a base device that has not appeared.
	Late examine: bdev examine discovers metadata asynchronously, so a dependent operation may run too early.
	Runtime-only method during startup: some RPCs make sense only after subsystem init.
	Startup-only method during runtime: some operations are not safe after the application has started serving IO.
	Ignored partial failure: a script logs an error but continues, leaving a half-built graph.
	Non-idempotent delete/create: delete may be async or blocked by open descriptors, so immediate recreate can race.
	External system disagreement: diskengine DB, SPDK graph, and guest-visible exports disagree.


How To Read Replay Code

When reading a config or restore path, ask:

	What object is the source of truth?
	What RPC creates or mutates it?
	What dependencies must already exist?
	Is the operation synchronous or callback-driven?
	What happens if the object already exists?
	What happens if the object is missing but should eventually appear?
	What exact error gets returned to the orchestrator?


This is the same async reasoning pattern used everywhere else in SPDK.

Source Reading Exercise

Trace one operation: NVMe bdev attach.

	Find the RPC entry point in module/bdev/nvme/bdev_nvme_rpc.c.
	Follow the call into the attach path in module/bdev/nvme/bdev_nvme.c.
	Identify where controller discovery becomes namespace bdev registration.
	Find what would be saved by config output.
	Write down what a replay script must assume before it can use the new bdev.


Operational Exercise

Take a hypothetical failed restore:

diskengine wants volume vol-a
SPDK has lvstore lvs0
SPDK does not have lvol vol-a
NVMe-oF subsystem nqn.excloud:vol-a exists with no namespace
guest attach is retrying

Classify the failure:

	Is it bdev graph state?
	lvol metadata state?
	export state?
	diskengine desired-state mismatch?
	replay ordering?


Then write the safest next check. Do not start by deleting things. Start by observing names, open descriptors, and whether async operations are still in flight.

Misconceptions To Kill

	"Config is just a file." It is a replay of operations.
	"If replay failed, nothing changed." Many failures are partial.
	"If the SPDK process is up, storage is ready." Startup may be paused or still examining bdevs.
	"Retry always helps." Retrying non-idempotent operations can create duplicates or noisy error loops.
	"The DB is truth." The DB is desired state; SPDK runtime and device reality still have to converge.


References

	SPDK JSON-RPC guide: https://spdk.io/doc/jsonrpc.html
	SPDK applications overview: https://spdk.io/doc/app_overview.html
	SPDK block device guide: https://spdk.io/doc/bdev.html
	SPDK logical volumes: https://spdk.io/doc/logical_volumes.html


Self-Check

	Why is config replay order-sensitive?
	What does --wait-for-rpc change about readiness?
	Why can a replay failure be partial?
	What makes a restore operation idempotent?
	Why should diskengine reconcile instead of blindly recreate every missing object?


Source Walkthrough: What framework_get_config Really Does

The name framework_get_config sounds like SPDK is reading a file. It is not. It is asking a live subsystem to serialize the operations that would recreate its current configuration.

From lib/init/subsystem_rpc.c:

subsystem = subsystem_find(req.name);
if (!subsystem) {
	spdk_jsonrpc_send_error_response_fmt(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS,
					     "Subsystem '%s' not found", req.name);
	free(req.name);
	return;
}

w = spdk_jsonrpc_begin_result(request);
subsystem_config_json(w, subsystem);
spdk_jsonrpc_end_result(request, w);

Read this slowly.

subsystem_find(req.name) means the request is scoped to one subsystem name. If you ask for a subsystem that this app did not register, the error is not a storage error; it is a framework/config ownership error. The subsystem is the owner of the config writer.

spdk_jsonrpc_begin_result(request) starts the JSON-RPC response. SPDK is not building a shell script. It is writing structured JSON that clients can feed back as RPC calls.

subsystem_config_json(w, subsystem) is the important call. It delegates to the subsystem. That means bdev, nvmf, vhost, accel, sock, and other subsystems each decide what they can safely dump.

spdk_jsonrpc_end_result(request, w) sends the completed JSON response. If the subsystem emits stale, incomplete, or non-replayable state, the RPC machinery will still successfully send it. Replay correctness belongs to the subsystem writers and the object lifecycle, not to JSON-RPC transport itself.

The helper in lib/init/subsystem.c is tiny:

void
subsystem_config_json(struct spdk_json_write_ctx *w, struct spdk_subsystem *subsystem)
{
	if (subsystem && subsystem->write_config_json) {
		subsystem->write_config_json(w);
	} else {
		spdk_json_write_null(w);
	}
}

This is the whole mental model. A subsystem either has a write_config_json hook or it does not. If it has one, that hook emits the recreate recipe. If it does not, config output for that subsystem is null. There is no hidden global snapshot that knows how every object should be rebuilt.

The edge case is easy to miss: a subsystem can be alive and functional but still not dump every runtime fact. Config writers intentionally omit transient facts such as queue depth counters, current poller load, connection retry state, and in-flight I/O. A saved config is not a crash-consistent heap image. It is an explicit set of creation calls.

Source Walkthrough: Replay Enters Through spdk_subsystem_load_config

Replay is the reverse direction: take JSON, decode it into RPC calls, and run those calls during initialization.

From lib/init/json_config.c:

void
spdk_subsystem_load_config(void *json, ssize_t json_size, spdk_subsystem_init_fn cb_fn,
			   void *cb_arg, bool stop_on_error)
{
	assert(cb_fn);
	assert(spdk_thread_is_app_thread(NULL));

	json_config_prepare_ctx(cb_fn, cb_arg, stop_on_error, json, json_size, false);
}

The two assertions tell you where replay lives. cb_fn must exist because config loading is asynchronous: SPDK must call back when replay finishes or fails. spdk_thread_is_app_thread(NULL) means config replay starts on the app thread, not from an arbitrary worker thread. That matters because subsystem initialization and many RPC handlers assume framework-thread ownership.

json_config_prepare_ctx(...) prepares the replay context. The key parameter is stop_on_error. If it is true, the first failed method stops replay. If it is false, replay may continue after a failure. Continuing can be useful for diagnostics, but it can leave partial state. A partial replay is not a rollback. It is a process that now contains whatever earlier calls successfully created.

That is why the operational rule is: after replay failure, inspect state before retrying. Do not assume "failed replay" means "no resources were created".

Source Walkthrough: Bdev Config Dump Is Per Object

The bdev subsystem does not dump a mystical "bdev graph". It iterates registered bdevs and asks each bdev's function table how to emit its own config.

From lib/bdev/bdev.c:

TAILQ_FOREACH(bdev, &g_bdev_mgr.bdevs, internal.link) {
	if (bdev->fn_table->write_config_json) {
		bdev->fn_table->write_config_json(bdev, w);
	}

	bdev_qos_config_json(bdev, w);
}

The TAILQ_FOREACH is the live list. If an object is not registered at the moment of the dump, it will not appear. If an object is registered but its module has no config writer, it may not be replayable from the dump. The bdev->fn_table->write_config_json call means config behavior is module-specific: malloc bdevs, NVMe bdevs, lvol bdevs, RAID bdevs, and virtual bdevs each have their own writer logic.

bdev_qos_config_json(bdev, w) is separate. QoS is configuration layered on top of the bdev object. This is a common pattern in SPDK: the base object and its policies are often emitted by different helpers. If you add a feature and expect it to survive config replay, you must find the owner that dumps it.

Edge cases:

	If a bdev is being unregistered while config is dumped, the writer must obey bdev lifetime rules.
	If a virtual bdev depends on a base bdev, config order must preserve the base-before-child relationship.
	If a bdev represents hardware, replay assumes the hardware can be found again under compatible transport IDs.
	If a bdev name is generated rather than stable, replay may create a different graph than the one you expected.


--wait-for-rpc As A Deliberate Gap In Startup

--wait-for-rpc is best understood as a controlled pause between "framework can accept some RPCs" and "application is fully initialized".

Without the pause, startup tries to proceed using built-in config or supplied JSON. With the pause, an external orchestrator can connect and issue startup-phase methods. This is useful when the real desired state is not in a local JSON file but in a database, cluster manager, or diskengine controller.

The dangerous misunderstanding is to treat a listening RPC socket as readiness. During the pause, the process exists and the RPC endpoint may answer, but the storage graph may intentionally be incomplete. Some methods are valid in startup state; some are runtime only. rpc_get_methods is your friend because it tells you what the current process is willing to accept.

Practical startup states:

binary execs
  -> env/DPDK setup begins
  -> app framework starts
  -> RPC can be initialized
  -> wait-for-rpc pause may happen
  -> orchestrator creates startup objects
  -> orchestrator sends framework_start_init
  -> subsystems finish init
  -> runtime methods become available
  -> data path can serve real I/O

If diskengine starts creating exports before the underlying bdevs exist, it is not "almost ready"; it is violating dependency order. If diskengine waits forever for a runtime-only method while SPDK is still in startup state, it is not a network problem; it is a state-machine problem.

What A Replay Script Must Prove At Each Step

For every RPC in a replay file, ask four questions:

	Is the method available in the current framework state?
	Are all named dependencies already present?
	Is the operation idempotent if the object already exists?
	Does the operation finish synchronously or continue through a callback?


Example: an lvol export over NVMe-oF.

bdev_nvme_attach_controller or base local NVMe attach
  -> bdev appears
  -> bdev_lvol_create_lvstore or import existing lvstore
  -> lvol bdev appears
  -> nvmf_create_transport
  -> nvmf_create_subsystem
  -> nvmf_subsystem_add_ns
  -> nvmf_subsystem_add_listener

Each arrow is a dependency. If nvmf_subsystem_add_ns runs before the lvol bdev appears, the failure is not in NVMe-oF. The target cannot export a namespace backed by a bdev that does not exist. If nvmf_subsystem_add_listener runs twice with the same address, the desired final state may be correct but the create operation may still fail because the listener already exists.

That is the heart of idempotent orchestration: desired state and create command are not the same thing.

diskengine Reconciliation Rules

For diskengine, treat SPDK as an eventually reconciled runtime graph:

database desired state
  -> diskengine reconcile loop
  -> SPDK JSON-RPC operations
  -> SPDK runtime graph
  -> observed RPC state
  -> next reconcile decision

A safe reconcile loop reads before it writes. It should decide whether the object is missing, present and correct, present but different, present but deleting, or present but unusable. These states require different actions.

For example, if a volume export failed halfway, SPDK may contain:

	an lvol bdev,
	an NVMe-oF subsystem,
	no namespace,
	one listener,
	or a namespace attached to the wrong bdev.


Blindly rerunning the whole creation script can produce duplicate-name errors at the subsystem step and never reach the missing namespace step. The better approach is to converge each layer:

	Prove base bdev.
	Prove lvstore.
	Prove lvol.
	Prove subsystem.
	Prove namespace mapping.
	Prove listener.
	Prove host visibility.


Edge Case: framework_get_config Can Lie By Omission

It is not malicious, but it can omit what you care about.

framework_get_config can omit:

	external clients currently connected,
	in-flight I/O,
	reconnect backoff state,
	temperature/media-health changes,
	host kernel driver bindings,
	hugepage reservation,
	RDMA NIC state,
	diskengine database state,
	cluster membership,
	user permissions and socket ownership.


Those are outside the saved SPDK object recipe. A config that replays perfectly can still fail to serve a VM if the NIC is down, the controller was rebound to the kernel, or diskengine exposes a different NQN.

Edge Case: Replay After Crash

After a crash, three truths may disagree:

SPDK saved config        what the process last knew how to recreate
on-disk metadata         what blobstore/lvol/SSD metadata actually contains
diskengine database      what the control plane wants to exist

If the saved config says "create lvol X" but on-disk metadata already contains lvol X, the correct operation may be import/discover, not create. If diskengine says export X but SPDK has no base bdev because the NVMe controller failed to attach, the correct operation is to repair attachment, not to delete the database row.

The safest post-crash sequence is:

	Start SPDK with the least destructive config that discovers base devices.
	Query bdevs and lvstores.
	Compare discovered objects to diskengine desired state.
	Create only missing non-destructive wrapper/export objects.
	Delay destructive cleanup until references, guests, and metadata are understood.


Edge Case: Method Phase Mismatch

SPDK RPC methods are registered with a state such as startup or runtime. If a method is not available, do not immediately assume the code is missing. Ask whether you are in the wrong phase.

Symptoms:

	method exists in source via SPDK_RPC_REGISTER,
	method appears in docs,
	rpc_get_methods does not list it for the current phase,
	calling it returns an unknown-method style error.


Debugging path:

search SPDK_RPC_REGISTER("method")
  -> identify SPDK_RPC_STARTUP or SPDK_RPC_RUNTIME
  -> call rpc_get_methods
  -> check whether app is paused under wait-for-rpc
  -> send framework_start_init only when startup config is complete

This edge case matters when diskengine is both an orchestrator and a health monitor. Startup logic and runtime healing logic must not use exactly the same RPC sequence without checking phase.

Source Reading Checklist For Adding Replay Support

When you add a new SPDK feature and want it to survive save/replay, read in this order:

	The RPC that creates the object.
	The object struct that stores the durable configuration.
	The subsystem or bdev config writer.
	The generated JSON shape from framework_get_config.
	A clean-process replay of that JSON.
	The delete path and shutdown path.


Ask:

	Which parameters are required to recreate the object?
	Which parameters are derived and should not be dumped?
	Which parameters are secrets or host-specific and should be handled carefully?
	What order is required relative to base objects?
	What error appears if the object already exists?
	What happens if replay creates the object but a later RPC fails?


If you cannot answer those, the feature is not replay-ready yet.
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  Chapter 28: Observability And Debug Tools

  This chapter teaches how to look inside a running SPDK application without first attaching a debugger.

  Chapter Goal

This chapter teaches how to look inside a running SPDK application without first attaching a debugger. You will learn what logs are good for, what traces are good for, what stats are good for, and how to combine them without fooling yourself. The focus is beginner-first operational reasoning, grounded in SPDK source.

By the end, you should be able to do three things that matter when you start extending SPDK C code:

	Read a log, tracepoint, or RPC stat and map it back to the C function that produced it.
	Decide which observability layer can answer your current question with the least distortion.
	Explain why a missing log, stale-looking counter, or quiet trace does not automatically prove that nothing happened.


SPDK is not a traditional blocking server where one request owns one operating-system thread from start to finish. Most of the interesting work is split across reactors, SPDK threads, pollers, I/O channels, transport qpairs, and completion callbacks. That is why observability in SPDK is layered. You often need a log for the branch, a counter for the layer, a trace for ordering, and source for the invariant.

Beginner Mental Model

SPDK observability has three main layers:

	logs explain decisions and errors in human language.
	traces record high-frequency events in a compact buffer.
	stats expose counters, timings, and current object state through RPC.


Each layer answers a different question. Logs answer "what did the code decide or reject?" Traces answer "what happened in what order?" Stats answer "what is true now, and what changed since my last sample?"

symptom
  |
  +-- logs: error text, component, branch clue
  |
  +-- stats: queue depth, poller load, I/O counts, bdev state
  |
  +-- traces: event ordering, latency gaps, object ownership
  |
  +-- source: exact function, thread context, invariant

No single layer is the truth. Logs can be missing. Counters can be cumulative, reset by another caller, or collected by walking multiple threads. Traces can be disabled, overwritten, or absent from the path you care about. The best debugging comes from correlating all three with source anchors.

This is also how you should read SPDK source. When you find a symptom, do not jump directly to the deepest NVMe or RDMA code. First ask where the request is known to exist. For example, if bdev_get_iostat shows no bdev writes, an RDMA completion counter on the storage node may be irrelevant. If bdev writes increase on the baremetal node but storage-node NVMf request counters stay flat, the failure is between the initiator bdev and the target transport.

Observability Layers At A Glance

Use this table as a first-pass chooser:

	Question	First tool	Why
	Did an RPC reject my parameters?	logs plus RPC error	RPC handlers usually decode params and return structured errors.
	Is any I/O reaching this bdev?	bdev_get_iostat twice	Deltas show movement better than one snapshot.
	Which SPDK thread owns this work?	thread_get_stats, thread_get_pollers, framework_get_reactors	SPDK work is thread and poller oriented.
	Is a transport polling but not completing?	transport stats plus traces	Counters show layer health; traces show state ordering.
	Did the request pass through a hot path stage?	traces	Tracepoints are designed for high-frequency paths.
	Why did a specific branch fail?	logs plus source search	Log strings normally live near the branch that emitted them.


The important habit is to sample and compare. A single "high" counter is rarely meaningful. A counter that increased by 10000 while a lower-layer counter increased by zero is meaningful.

Source Anchors

Start with these files when reading this chapter:

	include/spdk/log.h: log macros, levels, flags, and component registration.
	lib/log/log.c: log level, print level, timestamps, and output.
	lib/log/log_flags.c: component flag storage, glob matching, and enable/clear behavior.
	lib/event/log_rpc.c: RPC handlers for runtime log level and flag changes.
	include/spdk/trace.h: trace recording macros and public trace API.
	lib/trace/trace.c: _spdk_trace_record, per-core trace histories, and circular buffer writes.
	lib/trace/trace_flags.c: tracepoint registration and owner id allocation.
	lib/trace/trace_rpc.c: trace RPC handlers.
	include/spdk_internal/sock_module.h: compact socket request tracepoint example.
	module/bdev/nvme/bdev_nvme.c: bdev NVMe I/O start/done tracepoints and NVMe pollers.
	lib/nvmf/tcp.c and lib/nvmf/rdma.c: NVMe-oF request tracepoints and transport counters.
	lib/event/app_rpc.c: thread_get_stats, thread_get_pollers, and framework_get_reactors.
	include/spdk_internal/thread.h: internal poller stat accessors.
	lib/bdev/bdev_rpc.c: bdev_get_iostat RPC implementation.
	lib/bdev/bdev.c: aggregation of bdev stats across channels.
	lib/nvmf/nvmf_rpc.c: nvmf_get_stats RPC implementation.
	module/bdev/nvme/bdev_nvme_rpc.c: bdev_nvme_get_transport_statistics.
	lib/nvme/nvme_rdma.c: initiator-side RDMA poll group statistics.
	app/spdk_top/spdk_top.c: interactive stats client built on RPCs.
	doc/tracing.md, doc/spdk_top.md, doc/usdt.md, doc/event.md, doc/concurrency.md, and doc/jsonrpc.md.jinja2.


Logs

Logs are the first thing most people inspect. They are useful because they usually include a message written near the failing branch. Search a log message in the source tree and you often find the exact condition.

SPDK uses macros such as:

	SPDK_ERRLOG for errors.
	SPDK_WARNLOG for warnings.
	SPDK_NOTICELOG for notable events.
	SPDK_INFOLOG for informational component logs.
	SPDK_DEBUGLOG for debug component logs.


Errors and warnings are often always compiled in. Debug and info logs are more selective. They depend on the current levels and on component flags. That split exists because SPDK hot paths cannot afford unlimited string formatting or printing.

Component Flags

A component flag is a named switch such as bdev, nvmf, rdma, bdev_nvme, or rpc. Source files register these flags with SPDK_LOG_REGISTER_COMPONENT.

From include/spdk/log.h:

struct spdk_log_flag {
	TAILQ_ENTRY(spdk_log_flag) tailq;
	const char *name;
	bool enabled;
};

void spdk_log_register_flag(const char *name, struct spdk_log_flag *flag);

#define SPDK_LOG_REGISTER_COMPONENT(flag) \
struct spdk_log_flag SPDK_LOG_##flag = { \
	.name = #flag, \
	.enabled = false, \
}; \
__attribute__((constructor)) static void register_flag_##flag(void) \
{ \
	spdk_log_register_flag(#flag, &SPDK_LOG_##flag); \
}

Read this slowly. The macro creates a global struct spdk_log_flag. The flag name is the macro argument turned into a string. The constructor runs during process startup and inserts the flag into SPDK's log flag list. That means a file can define its own logging namespace without calling an init function manually.

When you see this in a source file:

SPDK_LOG_REGISTER_COMPONENT(bdev_nvme)

the runtime flag name is bdev_nvme. If you want that component's debug logs, enable exactly that flag before reproducing the issue.

Level And Print Level

SPDK has a log level and a print level. The names sound similar, but they answer different questions:

	the log level controls which messages are considered enabled by SPDK logging.
	the print level controls which messages are printed by the default output path.


From lib/log/log.c:

void
spdk_log(enum spdk_log_level level, const char *file, const int line, const char *func,
	 const char *format, ...)
{
	va_list ap;

	va_start(ap, format);
	spdk_vlog(level, file, line, func, format, ap);
	va_end(ap);
}

void
spdk_vlog(enum spdk_log_level level, const char *file, const int line, const char *func,
	  const char *format, va_list ap)
{
	...
	if (g_log_opts.log) {
		g_log_opts.log(level, file, line, func, format, ap);
		return;
	}

	if (level > g_spdk_log_print_level && level > g_spdk_log_level) {

The public log call delegates to spdk_vlog. If an application installed a custom log backend, SPDK calls that backend and returns. Otherwise, the default path compares the message severity against both g_spdk_log_print_level and g_spdk_log_level. For a beginner, the practical rule is simple: if you expect debug text, set the global level, set the print level, and enable the component flag.

Runtime Log RPCs

SPDK can change logging at runtime. The handlers live in lib/event/log_rpc.c.

From lib/event/log_rpc.c:

static int
_parse_log_level(char *level)
{
	if (!strcasecmp(level, "ERROR")) {
		return SPDK_LOG_ERROR;
	} else if (!strcasecmp(level, "WARNING")) {
		return SPDK_LOG_WARN;
	} else if (!strcasecmp(level, "NOTICE")) {
		return SPDK_LOG_NOTICE;
	} else if (!strcasecmp(level, "INFO")) {
		return SPDK_LOG_INFO;
	} else if (!strcasecmp(level, "DEBUG")) {
		return SPDK_LOG_DEBUG;
	}
	return -1;
}

static void
rpc_log_set_level(struct spdk_jsonrpc_request *request,
		  const struct spdk_json_val *params)
{
	struct rpc_log_level req = {};
	int level;

	if (spdk_json_decode_object(params, rpc_log_set_print_level_decoders,
				    SPDK_COUNTOF(rpc_log_set_print_level_decoders), &req)) {
		SPDK_DEBUGLOG(log_rpc, "spdk_json_decode_object failed\n");
		spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INTERNAL_ERROR,
						 "spdk_json_decode_object failed");
		goto end;
	}

	level = _parse_log_level(req.level);
	if (level == -1) {
		SPDK_DEBUGLOG(log_rpc, "tried to set invalid log level\n");
		spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS,
						 "invalid log level");
		goto end;
	}

	spdk_log_set_level(level);
	spdk_jsonrpc_send_bool_response(request, true);
end:
	free_rpc_log_level(&req);
}
SPDK_RPC_REGISTER("log_set_level", rpc_log_set_level, SPDK_RPC_STARTUP | SPDK_RPC_RUNTIME)

This is a standard RPC-handler pattern. The decoder validates JSON params into a small C struct. The handler converts "DEBUG" or "INFO" into an enum. Invalid input returns a JSON-RPC error. Success calls the real subsystem function, then sends a boolean response.

Useful methods include:

	log_set_level
	log_get_level
	log_set_print_level
	log_get_print_level
	log_set_flag
	log_clear_flag
	log_get_flags
	log_enable_timestamps


For example:

scripts/rpc.py log_set_level DEBUG
scripts/rpc.py log_set_print_level DEBUG
scripts/rpc.py log_set_flag bdev_nvme

After the reproduction, turn the flag off:

scripts/rpc.py log_clear_flag bdev_nvme

Avoid enabling every flag on a busy target. It can distort timing and flood the useful signal.

Flag Matching

Log flags support all and glob-style matching.

From lib/log/log_flags.c:

static int
log_set_flag(const char *name, bool value)
{
	struct spdk_log_flag *flag;
	int rc = -EINVAL;

	if (strcasecmp(name, "all") == 0) {
		TAILQ_FOREACH(flag, &g_log_flags, tailq) {
			flag->enabled = value;
		}
		return 0;
	}

	TAILQ_FOREACH(flag, &g_log_flags, tailq) {
		if (fnmatch(name, flag->name, FNM_CASEFOLD) == 0) {
			flag->enabled = value;
			rc = 0;
		}
	}

	return rc;
}

If the name is all, every registered flag changes. Otherwise SPDK walks the registered flag list and applies fnmatch. That means a pattern can match more than one flag. This is useful, but it is also easy to over-enable logs accidentally.

Reading Log Messages

A log message is a clue to a branch. It is not a root cause by itself.

Example:

spdk_json_decode_object failed

This points to params shape, not necessarily object state. Search in the specific RPC handler. Find the decoder table. Compare the client's JSON keys and types.

Example:

Failed to open bdev

This tells you a named bdev could not be opened at that point in the code. It does not tell you whether the bdev never existed, was removed, was claimed exclusively, or was in a transient state. Search the string, inspect the nearby return code, then query bdev_get_bdevs and related module state.

Beginner workflow:

1. reproduce the symptom with default logs
2. capture exact log lines and RPC errors
3. search exact strings in source with rg
4. identify the component flag near that source file
5. enable the narrowest useful flag
6. reproduce again
7. turn the flag off
8. explain the branch using source, not only the text

Why Logs Can Be Silent

Logs can be silent for normal reasons:

	the failing branch returns an error without logging.
	the component flag is off.
	the log level or print level filters the message.
	the message is in a different process than the one you are watching.
	the application installed a custom log callback.
	the build or runtime path does not include the debug code you expected.
	the code path is hot and intentionally uses stats or traces instead of logs.


Do not conclude "no log means no failure." In SPDK, many failures are returned through callbacks or JSON-RPC responses.

Traces

Traces are structured event records. They are designed for high-frequency paths where normal logs would be too expensive or too noisy. SPDK trace entries are stored in shared memory and later decoded. The public API is in include/spdk/trace.h. The writer is lib/trace/trace.c: _spdk_trace_record. Tracepoint descriptions are registered through SPDK_TRACE_REGISTER_FN and spdk_trace_register_description.

The mental model:

code registers tpoint descriptions
        |
trace mask enables group or tpoint
        |
hot path calls spdk_trace_record(...)
        |
entry lands in per-lcore trace buffer
        |
trace parser decodes ids into names

Traces are strongest when you need ordering:

	Did the request get queued?
	Did it later get submitted?
	Did completion arrive?
	Which thread or lcore owned the event?
	Was there a long gap between two known stages?


Trace Macro

From include/spdk/trace.h:

#define _spdk_trace_record_tsc(tsc, tpoint_id, owner_id, size, object_id, num_args, ...)	\
do {											\
	assert(tpoint_id < SPDK_TRACE_MAX_TPOINT_ID);					\
	if (!spdk_trace_tpoint_enabled(tpoint_id)) {					\
		break;									\
	}										\
	_spdk_trace_record(tsc, tpoint_id, owner_id, size, object_id,		\
			   num_args, ## __VA_ARGS__);				\
} while (0)

#define spdk_trace_record(tpoint_id, owner_id, size, object_id, ...) \
	spdk_trace_record_tsc(0, tpoint_id, owner_id, size, object_id, ## __VA_ARGS__)

This macro is why disabled tracepoints are much cheaper than logs. The first runtime check asks whether the tracepoint is enabled. If not, it breaks out before writing a trace entry. If enabled, it calls _spdk_trace_record.

The fields have conventional meanings:

	tpoint_id: which event this is.
	owner_id: which owner this event belongs to, or zero for none.
	size: a numeric size, often bytes or a request length.
	object_id: the object to correlate across events, often a pointer cast to integer.
	extra args: tracepoint-specific values that must match the registered description.


Trace Buffer Write

From lib/trace/trace.c:

static inline struct spdk_trace_entry *
get_trace_entry(struct spdk_trace_history *history, uint64_t offset)
{
	return &history->entries[offset & (history->num_entries - 1)];
}

void
_spdk_trace_record(uint64_t tsc, uint16_t tpoint_id, uint16_t owner_id, uint32_t size,
		   uint64_t object_id, int num_args, ...)
{
	struct spdk_trace_history *lcore_history;
	struct spdk_trace_entry *next_entry;
	...

	lcore = spdk_env_get_current_core();
	if (spdk_likely(lcore != SPDK_ENV_LCORE_ID_ANY)) {
		lcore_history = spdk_get_per_lcore_history(g_trace_file, lcore);
	} else if (t_ut_lcore_history != NULL) {
		lcore_history = t_ut_lcore_history;
	} else {
		return;
	}

	if (tsc == 0) {
		tsc = spdk_get_ticks();
	}

	lcore_history->tpoint_count[tpoint_id]++;
	...
	next_entry = get_trace_entry(lcore_history, lcore_history->next_entry);
	next_entry->tsc = tsc;
	next_entry->tpoint_id = tpoint_id;
	next_entry->owner_id = owner_id;
	next_entry->size = size;
	next_entry->object_id = object_id;

get_trace_entry masks the offset with num_entries - 1. That is the circular-buffer behavior. When the writer advances far enough, old entries are overwritten. The writer chooses a per-lcore history using the current DPDK/SPDK core id. If code runs from a registered user thread instead, it can use a user-thread trace history. If neither exists, the trace call returns without writing.

The timestamp is spdk_get_ticks() if the caller did not pass an explicit timestamp. That is why trace output needs a tick rate to convert ticks into seconds, milliseconds, or microseconds.

Near the end of the writer:

	/* Ensure all elements of the trace entry are visible to outside trace tools */
	spdk_smp_wmb();
	lcore_history->next_entry += num_entries;
}

The write memory barrier matters because another process may read the shared memory trace file. SPDK wants the entry contents visible before it publishes the updated next_entry.

Trace Registration

Trace names are not stored in every event. Instead, SPDK registers tracepoint metadata once and trace records store compact ids.

From lib/trace/trace_flags.c:

int
trace_flags_init(void)
{
	struct spdk_trace_register_fn *reg_fn;
	uint16_t i;
	uint16_t owner_id_start;
	int rc;

	reg_fn = g_reg_fn_head;
	while (reg_fn) {
		reg_fn->reg_fn();
		reg_fn = reg_fn->next;
	}

	/* We will not use owner_id 0, it will be reserved to mean "no owner". */
	owner_id_start = 256;
	g_owner_ids.ring = calloc(g_trace_file->num_owners, sizeof(uint16_t));
	...
	for (i = 0; i < g_owner_ids.tail; i++) {
		g_owner_ids.ring[i] = i + owner_id_start;
	}

The registration functions run first. Then owner ids are allocated from a ring. Owner id zero means "no owner." This helps trace tools group related entries without storing long names in every event.

Socket Trace Example

include/spdk_internal/sock_module.h is a compact example because it shows a request moving through queues.

From include/spdk_internal/sock_module.h:

static inline void
spdk_sock_request_queue(struct spdk_sock *sock, struct spdk_sock_request *req)
{
	assert(req->internal.curr_list == NULL);
	if (spdk_trace_tpoint_enabled(TRACE_SOCK_REQ_QUEUE)) {
		uint64_t len = 0;
		int i;

		for (i = 0; i < req->iovcnt; i++) {
			len += SPDK_SOCK_REQUEST_IOV(req, i)->iov_len;
		}
		spdk_trace_record(TRACE_SOCK_REQ_QUEUE, 0, len, (uintptr_t)req, (uintptr_t)req->cb_arg);
	}
	TAILQ_INSERT_TAIL(&sock->queued_reqs, req, internal.link);
	...
	sock->queued_iovcnt += req->iovcnt;
}

The tracepoint is recorded before the request is inserted into queued_reqs. The size is the sum of all iovec lengths. The object id is req. The extra argument is req->cb_arg. If you later see the same request pointer in a pending or complete tracepoint, you can reconstruct the request's movement.

The same file records the next stages:

static inline void
spdk_sock_request_pend(struct spdk_sock *sock, struct spdk_sock_request *req)
{
	assert(req->internal.curr_list == &sock->queued_reqs);
	spdk_trace_record(TRACE_SOCK_REQ_PEND, 0, 0, (uintptr_t)req, (uintptr_t)req->cb_arg);
	TAILQ_REMOVE(&sock->queued_reqs, req, internal.link);
	...
	TAILQ_INSERT_TAIL(&sock->pending_reqs, req, internal.link);
}

static inline int
spdk_sock_request_complete(struct spdk_sock *sock, struct spdk_sock_request *req, int err)
{
	...
	spdk_trace_record(TRACE_SOCK_REQ_COMPLETE, 0, 0, (uintptr_t)req, (uintptr_t)req->cb_arg);
	req->internal.offset = 0;
	req->internal.zcopy_idx = 0;
	req->internal.pending_zcopy = false;

This is the kind of trace sequence you want in a hot path. It tells you ordering and object identity without printing strings on every I/O.

Bdev NVMe Trace Example

The NVMe bdev module records when a bdev I/O enters and leaves the NVMe-backed path.

From module/bdev/nvme/bdev_nvme.c:

static inline void
__bdev_nvme_io_complete(struct spdk_bdev_io *bdev_io, enum spdk_bdev_io_status status,
			const struct spdk_nvme_cpl *cpl)
{
	spdk_trace_record(TRACE_BDEV_NVME_IO_DONE, 0, 0, (uintptr_t)bdev_io->driver_ctx,
			  (uintptr_t)bdev_io);
	if (cpl) {
		spdk_bdev_io_complete_nvme_status(bdev_io, cpl->cdw0, cpl->status.sct, cpl->status.sc);
	} else {
		spdk_bdev_io_complete(bdev_io, status);
	}
}

The trace happens before completing the bdev I/O. The object id is bdev_io->driver_ctx, which is the NVMe-bdev private I/O context. The extra argument is the generic bdev_io. This gives you two identities: one for the module-private state and one for the bdev-layer request.

From the submission side:

static void
bdev_nvme_submit_request(struct spdk_io_channel *ch, struct spdk_bdev_io *bdev_io)
{
	struct nvme_bdev_channel *nbdev_ch = spdk_io_channel_get_ctx(ch);
	struct nvme_bdev_io *nbdev_io = (struct nvme_bdev_io *)bdev_io->driver_ctx;

	if (spdk_likely(nbdev_io->submit_tsc == 0)) {
		nbdev_io->submit_tsc = spdk_bdev_io_get_submit_tsc(bdev_io);
	} else {
		nbdev_io->submit_tsc = spdk_get_ticks();
	}

	spdk_trace_record(TRACE_BDEV_NVME_IO_START, 0, 0, (uintptr_t)nbdev_io, (uintptr_t)bdev_io);
	nbdev_io->io_path = bdev_nvme_find_io_path(nbdev_ch);

The trace happens after timestamp setup and before path selection. If TRACE_BDEV_NVME_IO_START appears but TRACE_BDEV_NVME_IO_DONE does not, the request entered this module and has not completed through this completion path within the captured trace window. That can mean a real stall. It can also mean the trace buffer wrapped or the completion happened on a different core whose history you did not inspect.

Trace Edge Cases

Trace buffers are finite. A very busy system can overwrite old entries. If the interesting event happened minutes ago, the buffer may no longer contain it. The official tracing guide recommends spdk_trace_record when the live circular buffer may not retain enough events.

Trace timestamps are tick based. Use the returned or documented tick rate to convert. Do not compare timestamps across machines as if they were wall-clock time.

Tracepoints only record what the code author instrumented. Absence of a trace event can mean the event did not happen. It can also mean the tpoint was disabled, the code path has no tpoint, the event was overwritten, or you are looking at the wrong process or lcore history.

Traces are lighter than logs, but not free. An enabled tracepoint writes shared-memory records and may copy arguments. Narrow masks reduce overhead and reduce buffer churn.

Useful commands:

build/bin/nvmf_tgt -e nvmf_rdma
build/bin/spdk_trace -s nvmf -p <pid>
build/bin/spdk_trace_record -q -s nvmf -p <pid> -f /tmp/spdk_nvmf_record.trace
build/bin/spdk_trace -f /tmp/spdk_nvmf_record.trace
scripts/rpc.py trace_get_tpoint_group_mask
scripts/rpc.py trace_clear

Stats

Stats are sampled through RPC or tools that use RPC. They are the safest first choice for "what is the system doing now?" They are also the easiest layer to misread.

Common sources:

	thread_get_stats
	thread_get_pollers
	thread_get_io_channels
	framework_get_reactors
	bdev_get_iostat
	bdev_get_bdevs
	nvmf_get_stats
	bdev_nvme_get_transport_statistics
	env_dpdk_get_mem_stats
	iobuf_get_stats


The implementation is distributed. Thread and reactor RPCs live in lib/event/app_rpc.c. Bdev stats live in lib/bdev/bdev_rpc.c and aggregate data from lib/bdev/bdev.c. NVMe-oF stats live in lib/nvmf/nvmf_rpc.c and transport files such as lib/nvmf/rdma.c. NVMe initiator transport statistics live in module/bdev/nvme/bdev_nvme_rpc.c and lower transport files such as lib/nvme/nvme_rdma.c.

The core rule:

stats are snapshots collected by code
snapshots are not universal truth
deltas are usually more useful than absolute values

Thread Stats RPC

SPDK apps are event-driven. Reactors run SPDK lightweight threads. Threads run pollers and messages. A high-level health check starts with:

framework_get_reactors
thread_get_stats
thread_get_pollers

From lib/event/app_rpc.c:

static void
rpc_thread_get_stats_for_each(struct spdk_jsonrpc_request *request, spdk_msg_fn fn)
{
	struct rpc_get_stats_ctx *ctx;

	ctx = calloc(1, sizeof(*ctx));
	if (!ctx) {
		spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INTERNAL_ERROR,
						 "Memory allocation error");
		return;
	}
	ctx->request = request;

	ctx->w = spdk_jsonrpc_begin_result(ctx->request);
	spdk_json_write_object_begin(ctx->w);
	spdk_json_write_named_uint64(ctx->w, "tick_rate", spdk_get_ticks_hz());
	spdk_json_write_named_array_begin(ctx->w, "threads");

	spdk_for_each_thread(fn, ctx, rpc_thread_get_stats_done);
}

This helper allocates one RPC context, starts a JSON result, writes tick_rate, and then calls spdk_for_each_thread. That is a crucial detail. The RPC does not freeze the whole process at one instant. It asks each SPDK thread to run a callback and append its local data. The result is a good operational snapshot, but not a transactional global read.

The per-thread callback:

static void
_rpc_thread_get_stats(void *arg)
{
	struct rpc_get_stats_ctx *ctx = arg;
	struct spdk_thread *thread = spdk_get_thread();
	struct spdk_poller *poller;
	struct spdk_thread_stats stats;
	uint64_t active_pollers_count = 0;
	uint64_t timed_pollers_count = 0;
	uint64_t paused_pollers_count = 0;

	for (poller = spdk_thread_get_first_active_poller(thread); poller != NULL;
	     poller = spdk_thread_get_next_active_poller(poller)) {
		active_pollers_count++;
	}
	...
	if (0 == spdk_thread_get_stats(&stats)) {
		spdk_json_write_object_begin(ctx->w);
		spdk_json_write_named_string(ctx->w, "name", spdk_thread_get_name(thread));
		spdk_json_write_named_uint64(ctx->w, "id", spdk_thread_get_id(thread));
		...
		spdk_json_write_named_uint64(ctx->w, "busy", stats.busy_tsc);
		spdk_json_write_named_uint64(ctx->w, "idle", stats.idle_tsc);

The callback runs on the thread being inspected. It counts active, timed, and paused pollers by walking the thread's poller lists. It writes cumulative busy and idle ticks. To interpret busy percent, sample twice:

busy_delta = busy_B - busy_A
idle_delta = idle_B - idle_A
busy_percent = busy_delta / (busy_delta + idle_delta)

Do not use process CPU alone. The official spdk_top guide explains why Linux top is not enough for polled-mode applications: a reactor can look like it is using a full CPU even when it is mostly polling and finding no useful work.

Poller Stats RPC

Pollers are repeated functions registered on an SPDK thread. They usually replace blocking waits or interrupt-driven logic. The official event framework docs state that pollers execute repeatedly until unregistered and run on the thread where they were registered.

From include/spdk_internal/thread.h:

struct spdk_poller_stats {
	uint64_t	run_count;
	uint64_t	busy_count;
};

const char *spdk_poller_get_name(struct spdk_poller *poller);
uint64_t spdk_poller_get_id(struct spdk_poller *poller);
const char *spdk_poller_get_state_str(struct spdk_poller *poller);
uint64_t spdk_poller_get_period_ticks(struct spdk_poller *poller);
void spdk_poller_get_stats(struct spdk_poller *poller, struct spdk_poller_stats *stats);

These are internal helpers used by the RPC layer. run_count tells you how many times the poller ran. busy_count tells you how many runs reported work. A poller can run a lot and still be mostly idle.

From lib/event/app_rpc.c:

static void
rpc_get_poller(struct spdk_poller *poller, struct spdk_json_write_ctx *w)
{
	struct spdk_poller_stats stats;
	uint64_t period_ticks;

	period_ticks = spdk_poller_get_period_ticks(poller);
	spdk_poller_get_stats(poller, &stats);

	spdk_json_write_object_begin(w);
	spdk_json_write_named_string(w, "name", spdk_poller_get_name(poller));
	spdk_json_write_named_uint64(w, "id", spdk_poller_get_id(poller));
	spdk_json_write_named_string(w, "state", spdk_poller_get_state_str(poller));
	spdk_json_write_named_uint64(w, "run_count", stats.run_count);
	spdk_json_write_named_uint64(w, "busy_count", stats.busy_count);
	if (period_ticks) {
		spdk_json_write_named_uint64(w, "period_ticks", period_ticks);
	}
	spdk_json_write_object_end(w);
}

period_ticks is ticks, not microseconds. Use tick_rate from related RPCs or spdk_top conversion logic when you need time. A period of zero usually means an active poller that can run on every reactor loop iteration. A nonzero period means a timed poller.

Look for:

	a thread pinned where you expect.
	a poller running far more often than expected.
	a timed poller not running.
	increasing busy time with flat I/O.
	idle time near zero on a core that should have capacity.
	a poller stuck in a paused state.


Reactor Stats RPC

Reactors are the per-core event loops in SPDK applications. framework_get_reactors shows lcore placement, process/thread ids, busy/idle ticks, interrupt mode, and lightweight threads on each reactor.

From lib/event/app_rpc.c:

static void
_rpc_framework_get_reactors(void *arg1, void *arg2)
{
	struct rpc_get_stats_ctx *ctx = arg1;
	uint32_t current_core;
	struct spdk_reactor *reactor;
	struct spdk_lw_thread *lw_thread;
	struct spdk_thread *thread;

	current_core = spdk_env_get_current_core();
	reactor = spdk_reactor_get(current_core);

	spdk_json_write_object_begin(ctx->w);
	spdk_json_write_named_uint32(ctx->w, "lcore", current_core);
	spdk_json_write_named_uint64(ctx->w, "tid", spdk_get_tid());
	spdk_json_write_named_uint64(ctx->w, "busy", reactor->busy_tsc);
	spdk_json_write_named_uint64(ctx->w, "idle", reactor->idle_tsc);
	spdk_json_write_named_bool(ctx->w, "in_interrupt", reactor->in_interrupt);
	...
	spdk_json_write_named_array_begin(ctx->w, "lw_threads");
	TAILQ_FOREACH(lw_thread, &reactor->threads, link) {
		thread = spdk_thread_get_from_ctx(lw_thread);
		...
		spdk_json_write_named_string(ctx->w, "name", spdk_thread_get_name(thread));

This runs on each reactor and reports the SPDK threads currently placed there. Use it when a thread or poller is "missing" from where you expected it. It is also the place to notice interrupt mode.

Reactor starvation is different from ordinary busyness. A reactor can be busy because it is doing useful work, or because a poller spins without completions, or because a long callback starves other messages. Correlate:

	reactor busy/idle deltas.
	thread busy/idle deltas.
	poller run_count and busy_count deltas.
	bdev or transport I/O deltas.
	traces for the stage that should be progressing.


If reactor busy increases but all useful I/O counters stay flat, look for a hot poller, repeated error/retry loop, or callback that does too much per run.

Bdev Stats

bdev_get_iostat is one of the most useful RPCs for storage symptoms. It reports tick rate, current ticks, bdev I/O counters, bytes, latency-related values, queue-depth values when enabled, and driver-specific statistics when a bdev module provides them.

Beginner pattern:

sample A
wait 5 seconds under workload
sample B
compute deltas
compare submitted work with completed work
compare bdev layer with transport layer

From lib/bdev/bdev_rpc.c:

static void
rpc_get_iostat_started(struct rpc_get_iostat_ctx *rpc_ctx)
{
	rpc_ctx->w = spdk_jsonrpc_begin_result(rpc_ctx->request);

	spdk_json_write_object_begin(rpc_ctx->w);
	spdk_json_write_named_uint64(rpc_ctx->w, "tick_rate", spdk_get_ticks_hz());
	spdk_json_write_named_uint64(rpc_ctx->w, "ticks", spdk_get_ticks());
}

static void
bdev_get_iostat_done(struct spdk_bdev *bdev, struct spdk_bdev_io_stat *stat,
		     void *cb_arg, int rc)
{
	struct bdev_get_iostat_ctx *bdev_ctx = cb_arg;
	struct rpc_get_iostat_ctx *rpc_ctx = bdev_ctx->rpc_ctx;
	struct spdk_json_write_ctx *w = rpc_ctx->w;

	...
	spdk_json_write_object_begin(w);
	spdk_json_write_named_string(w, "name", spdk_bdev_get_name(bdev));

	spdk_bdev_dump_io_stat_json(stat, w);

	if (spdk_bdev_get_qd_sampling_period(bdev)) {
		spdk_json_write_named_uint64(w, "queue_depth_polling_period",
					     spdk_bdev_get_qd_sampling_period(bdev));

The response includes tick_rate and current ticks. Use them to convert tick deltas. The bdev-specific object is written only after stats collection completes for that bdev.

The RPC also supports per-channel mode for one bdev:

static void
bdev_get_per_channel_stat(struct spdk_bdev_channel_iter *i, struct spdk_bdev *bdev,
			  struct spdk_io_channel *ch, void *ctx)
{
	struct bdev_get_iostat_ctx *bdev_ctx = ctx;
	struct spdk_json_write_ctx *w = bdev_ctx->rpc_ctx->w;

	spdk_bdev_get_io_stat(bdev, ch, bdev_ctx->stat, bdev_ctx->rpc_ctx->reset_mode);

	spdk_json_write_object_begin(w);
	spdk_json_write_named_uint64(w, "thread_id", spdk_thread_get_id(spdk_get_thread()));
	spdk_bdev_dump_io_stat_json(bdev_ctx->stat, w);
	spdk_json_write_object_end(w);

	spdk_bdev_for_each_channel_continue(i, 0);
}

Per-channel output is often the answer when a global bdev counter is confusing. SPDK bdev I/O is issued through channels tied to threads. One thread may be busy while another is idle. One channel may see retries or latency while another does not.

The aggregation path in lib/bdev/bdev.c shows why:

void
spdk_bdev_get_device_stat(struct spdk_bdev *bdev, struct spdk_bdev_io_stat *stat,
			  enum spdk_bdev_reset_stat_mode reset_mode,
			  spdk_bdev_get_device_stat_cb cb, void *cb_arg)
{
	struct spdk_bdev_iostat_ctx *bdev_iostat_ctx;
	...
	/* Start with the statistics from previously deleted channels. */
	spdk_spin_lock(&bdev->internal.spinlock);
	bdev_get_io_stat(bdev_iostat_ctx->stat, bdev->internal.stat);
	spdk_bdev_reset_io_stat(bdev->internal.stat, reset_mode);
	spdk_spin_unlock(&bdev->internal.spinlock);

	/* Then iterate and add the statistics from each existing channel. */
	spdk_bdev_for_each_channel(bdev, bdev_get_each_channel_stat, bdev_iostat_ctx,
				   bdev_get_device_stat_done);
}

Global bdev stats are built from deleted-channel history plus existing channels. That is good because channels can disappear. It also means you should understand reset behavior. If one observer asks for reset behavior, it can change what another observer sees later. Record the exact RPC parameters used in every capture.

bdev_get_bdevs complements stats by showing static and semi-static properties:

	block size.
	number of blocks.
	aliases.
	product name.
	claim state.
	supported I/O types.
	driver-specific information.
	RAID state if driver-specific output is implemented.


Do not treat bdev_get_bdevs as performance telemetry. It is mostly shape and state. Use it with bdev_get_iostat.

NVMe Initiator Transport Stats

If SPDK is acting as an NVMe initiator through the bdev NVMe module, use:

scripts/rpc.py bdev_nvme_get_transport_statistics

From module/bdev/nvme/bdev_nvme_rpc.c:

static void
rpc_bdev_nvme_rdma_stats(struct spdk_json_write_ctx *w,
			 struct spdk_nvme_transport_poll_group_stat *stat)
{
	struct spdk_nvme_rdma_device_stat *device_stats;
	uint32_t i;

	spdk_json_write_named_array_begin(w, "devices");

	for (i = 0; i < stat->rdma.num_devices; i++) {
		device_stats = &stat->rdma.device_stats[i];
		spdk_json_write_object_begin(w);
		spdk_json_write_named_string(w, "dev_name", device_stats->name);
		spdk_json_write_named_uint64(w, "polls", device_stats->polls);
		spdk_json_write_named_uint64(w, "idle_polls", device_stats->idle_polls);
		spdk_json_write_named_uint64(w, "completions", device_stats->completions);
		spdk_json_write_named_uint64(w, "queued_requests", device_stats->queued_requests);

For RDMA initiators, this reports per-device poller stats. polls and idle_polls describe polling behavior. completions tells you completions reaped from the transport. queued_requests tells you requests queued at this transport layer. Doorbell counters show how many work requests reached verbs/provider submission paths.

The RPC is per channel:

static void
rpc_bdev_nvme_stats_per_channel(struct spdk_io_channel_iter *i)
{
	struct rpc_bdev_nvme_transport_stat_ctx *ctx;
	struct spdk_io_channel *ch;
	struct nvme_poll_group *group;
	struct spdk_nvme_poll_group_stat *stat;
	...
	ch = spdk_io_channel_iter_get_channel(i);
	group = spdk_io_channel_get_ctx(ch);

	rc = spdk_nvme_poll_group_get_stats(group->group, &stat);
	...
	spdk_json_write_named_string(ctx->w, "thread", spdk_thread_get_name(spdk_get_thread()));
	spdk_json_write_named_array_begin(ctx->w, "transports");

Again, this is not a single global atomic instant. It walks channels and asks each poll group for stats.

The lower RDMA transport fills the values in lib/nvme/nvme_rdma.c:

STAILQ_FOREACH(poller, &group->pollers, link) {
	device_stat = &stats->rdma.device_stats[i];
	device_stat->name = poller->device->device->name;
	device_stat->polls = poller->stats.polls;
	device_stat->idle_polls = poller->stats.idle_polls;
	device_stat->completions = poller->stats.completions;
	device_stat->queued_requests = poller->stats.queued_requests;
	device_stat->total_send_wrs = poller->stats.rdma_stats.send.num_submitted_wrs;
	device_stat->send_doorbell_updates = poller->stats.rdma_stats.send.doorbell_updates;
	device_stat->total_recv_wrs = poller->stats.rdma_stats.recv.num_submitted_wrs;
	device_stat->recv_doorbell_updates = poller->stats.rdma_stats.recv.doorbell_updates;
	i++;
}

If bdev write counters increase but NVMe transport queued/completion counters do not, the I/O may not be reaching the NVMe transport path you think it is. If queued requests increase but completions do not, inspect transport health, qpair state, network/RDMA errors, target-side NVMf stats, and tracepoints.

NVMe-oF Target Stats

If SPDK is serving storage through NVMe-oF, use:

scripts/rpc.py nvmf_get_stats

From lib/nvmf/nvmf_rpc.c:

static void
_rpc_nvmf_get_stats(struct spdk_io_channel_iter *i)
{
	struct rpc_nvmf_get_stats_ctx *ctx = spdk_io_channel_iter_get_ctx(i);
	struct spdk_io_channel *ch;
	struct spdk_nvmf_poll_group *group;

	ch = spdk_get_io_channel(ctx->tgt);
	group = spdk_io_channel_get_ctx(ch);

	spdk_nvmf_poll_group_dump_stat(group, ctx->w);

	spdk_put_io_channel(ch);
	spdk_for_each_channel_continue(i, 0);
}

The target stats RPC walks I/O channels for the target. For each channel, it gets the poll group and asks the transport to dump stats. This is a direct source explanation for why target stats are poll-group oriented.

The RDMA transport maintains poller counters:

From lib/nvmf/rdma.c:

struct spdk_nvmf_rdma_poller_stat {
	uint64_t				completions;
	uint64_t				polls;
	uint64_t				idle_polls;
	uint64_t				requests;
	uint64_t				request_latency;
	uint64_t				pending_free_request;
	uint64_t				pending_rdma_read;
	uint64_t				pending_rdma_write;
	uint64_t				pending_rdma_send;
	struct spdk_rdma_provider_qp_stats	qp_stats;
};

This tells you what the target can expose:

	completions reaped from the RDMA completion queue.
	total polls and idle polls.
	requests observed.
	accumulated request latency ticks.
	pending counters for data transfer and send stages.
	provider-level send/recv work request counters.


The poller increments some of these counters here:

/* Poll for completing operations. */
reaped = ibv_poll_cq(rpoller->cq, 32, wc);
if (spdk_unlikely(reaped < 0)) {
	SPDK_ERRLOG("Error polling CQ! (%d): %s\n",
		    errno, spdk_strerror(errno));
	return -1;
} else if (reaped == 0) {
	rpoller->stat.idle_polls++;
}

rpoller->stat.polls++;
rpoller->stat.completions += reaped;

If polls rises and idle_polls rises with no completions, the poller is running but not finding RDMA completions. That might be normal during idle time. Under load, it points you toward network, qpair, host, or target queue state.

The JSON output is produced here:

TAILQ_FOREACH(rpoller, &rgroup->pollers, link) {
	spdk_json_write_object_begin(w);
	spdk_json_write_named_string(w, "name",
				     ibv_get_device_name(rpoller->device->context->device));
	spdk_json_write_named_uint64(w, "polls", rpoller->stat.polls);
	spdk_json_write_named_uint64(w, "idle_polls", rpoller->stat.idle_polls);
	spdk_json_write_named_uint64(w, "completions", rpoller->stat.completions);
	spdk_json_write_named_uint64(w, "requests", rpoller->stat.requests);
	spdk_json_write_named_uint64(w, "request_latency", rpoller->stat.request_latency);
	spdk_json_write_named_uint64(w, "pending_rdma_read", rpoller->stat.pending_rdma_read);
	spdk_json_write_named_uint64(w, "pending_rdma_write", rpoller->stat.pending_rdma_write);
	spdk_json_write_named_uint64(w, "pending_rdma_send", rpoller->stat.pending_rdma_send);

Interpret these as deltas. For example, increasing pending_rdma_read is not automatically bad. It may mean work is flowing through that pending state. It becomes suspicious if pending counters rise while completions and bdev progress do not.

RPC Observability

SPDK JSON-RPC is itself observable. The official JSON-RPC docs describe methods, parameters, errors, and rpc.py. The source pattern is consistent:

	A SPDK_RPC_REGISTER macro binds a method name to a C handler.
	The handler decodes params into a C struct.
	The handler calls subsystem code.
	The handler sends a result or error.


RPC stats races are normal because many stats methods collect data asynchronously across threads or channels. That does not make them useless. It means you should:

	capture wall-clock time next to every RPC result.
	sample twice or more.
	compare deltas from the same method and same params.
	avoid mixing reset and non-reset samples.
	keep raw JSON when debugging production issues.
	record which process and socket you queried.


Example capture habit:

date -Is
scripts/rpc.py thread_get_stats > /tmp/thread-A.json
sleep 5
date -Is
scripts/rpc.py thread_get_stats > /tmp/thread-B.json

Do the same for bdev_get_iostat and transport stats in the same reproduction window.

spdk_top

spdk_top is an interactive client for SPDK stats. It connects to the RPC socket and periodically calls stats methods. The official guide says it relies on thread_get_stats, thread_get_pollers, and framework_get_reactors.

Source reading anchors:

	app/spdk_top/spdk_top.c: rpc_send_req sends JSON-RPC requests.
	app/spdk_top/spdk_top.c calls thread_get_stats.
	app/spdk_top/spdk_top.c calls thread_get_pollers.
	app/spdk_top/spdk_top.c calls framework_get_reactors.
	app/spdk_top/spdk_top.c: show_stats drives display refresh.


spdk_top is good for interactive exploration. For repeatable debugging, save raw RPC output and timestamps. Screens are hard to diff.

spdk_top also teaches the right mental model. It separates threads, pollers, and cores because those are different SPDK concepts. A core can be busy while a thread is not doing useful storage work. A poller can run frequently and remain idle. A timed poller can be healthy even if its run count grows slowly.

USDT

USDT probes are another observability path. The official guide is doc/usdt.md. Use USDT when the platform and build support it and when external tracing tools are preferred. It is especially useful when correlating SPDK events with system-level tools. For a beginner, learn logs, RPC stats, and SPDK traces first. Then add USDT for cross-process or kernel/user timelines.

diskengine Visibility

diskengine is treated in this book as an external control-plane process around SPDK. The local diskengine draft index says diskengine calls SPDK JSON-RPC through Go wrappers, reconciles database state, and lets SPDK own the data path once controllers, bdevs, lvols, RAID devices, and exports are created.

That creates a visibility split:

diskengine logs and database state
        |
        v
SPDK JSON-RPC object state
        |
        v
SPDK data path stats and traces
        |
        v
device, fabric, guest, or kernel-side evidence

For a diskengine storage-node issue, you usually need both:

	diskengine loop logs: did it attempt disk init, lvol provision, export, resize, snapshot, or deletion?
	SPDK state: do bdevs, lvstores, lvols, NVMf subsystems, listeners, namespaces, threads, and pollers exist?


For a diskengine baremetal issue, you usually need:

	diskengine attach/RAID/vhost loop logs.
	bdev_nvme_get_controllers and bdev_nvme_get_io_paths for remote storage-node paths.
	bdev_get_bdevs and RAID state for the local graph.
	bdev_get_iostat for local movement.
	bdev_nvme_get_transport_statistics for initiator transport movement.
	storage-node nvmf_get_stats and bdev_get_iostat for target-side movement.
	vhost/QEMU evidence if the guest sees a hang or missing disk.


Inference from local diskengine drafts: diskengine's data path visibility is intentionally indirect. The Go process creates and repairs SPDK objects; it is not the per-I/O proxy. Therefore, a diskengine log line can explain why an object was created, skipped, or retried, but SPDK counters and traces explain whether an actual guest write moved.

Distributed visibility gaps are expected:

	baremetal and storage-node clocks may differ.
	each SPDK process has its own RPC socket, logs, trace shared memory, and counters.
	diskengine database state can lag SPDK state during reconciliation.
	a storage-node export can exist while the baremetal initiator path is down.
	a baremetal NVMe controller can exist while its bdev namespace or I/O path is not usable.
	a vhost controller can exist with no QEMU session.


The practical answer is to build a timeline:

time T0: diskengine decided/attempted action
time T1: SPDK RPC created or rejected object
time T2: stats showed data path movement or no movement
time T3: trace showed last known stage for representative request
time T4: guest/client observed symptom

Correlation Recipes

Slow I/O Workload

1. collect logs around the symptom
2. sample bdev_get_iostat twice on the top bdev
3. sample thread_get_stats twice
4. check framework_get_reactors for core placement
5. sample transport stats twice
6. query lower-layer bdev or target stats
7. enable narrow trace groups if counters show a stuck layer
8. inspect source around the first layer that stops progressing

Do not skip step 2. If top-level bdev counters are flat, lower-layer transport analysis may be premature.

Create RPC Fails

1. capture exact RPC error
2. search the error string
3. inspect the decoder and semantic checks
4. enable the component log flag if needed
5. query object state with get RPCs
6. retry from a clean process if replay order is suspected

Many RPC failures are parameter or phase problems. Do not treat every RPC error as a device failure.

Target Accepts Connections But I/O Stalls

1. check nvmf_get_stats
2. check bdev_get_iostat for backend movement
3. check thread_get_pollers for target pollers
4. inspect transport logs
5. enable transport and bdev traces narrowly
6. compare initiator and target counters

If initiator queued requests increase but target request counters do not, suspect fabric/path/connection. If target requests increase but backend bdev counters do not, inspect namespace mapping, bdev state, and target request execution.

diskengine Baremetal Guest Write Hangs

1. confirm QEMU/vhost session exists
2. check RAID bdev state and top-level bdev iostat
3. check base NVMe bdev iostat and bdev_nvme transport stats
4. check storage-node nvmf_get_stats for the exported lvol
5. check storage-node bdev/lvol iostat
6. line up diskengine logs with SPDK RPC results
7. add traces at the first layer where counters stop

The important distinction is between control-plane readiness and data-plane progress. diskengine can believe an object should exist while SPDK is still reconnecting, examining, resetting, or tearing it down.

Edge Cases

Missing Logs Due To Flags Or Build Type

Debug logs usually require the right log level, print level, and component flag. Some debug-only state checks depend on debug builds or #ifdef DEBUG. If you cannot find a log, search the source for the return path and inspect RPC errors or stats.

Reactor Starvation

A reactor can be busy without useful progress. Look for high reactor busy deltas, high poller run deltas, low useful I/O deltas, and repeated retry/error logs. If a callback does too much work in one poller run, other messages can wait behind it.

Poller Timing Confusion

Poller period values are in ticks in the RPC source. Some tools display converted microseconds. A period of zero does not mean "never runs"; it usually means active poller. Timed pollers may run slowly by design.

Trace Buffer Overhead And Wrap

Enabled tracepoints write shared memory and can copy arguments. The buffer is circular. Use narrow groups, trace_clear, and spdk_trace_record when you need a longer capture.

JSON-RPC Stats Races

Stats RPCs often walk threads, reactors, bdevs, or I/O channels. Objects can change while collection is in progress. Treat a response as an operational snapshot, not a serialized transaction.

Per-Thread Versus Global Counters

Global counters can hide a hot channel or a stuck thread. Use per-channel bdev stats, thread stats, and poller stats when one core or path behaves differently.

Counter Reset Changes The Story

Some RPCs support reset behavior. One observer resetting counters affects later observers. Always record reset parameters.

Zero I/O At One Layer Can Be Correct

If a request is cached, rejected early, blocked above the layer, or sent down another path, lower counters stay flat. Start from the top layer where the request is known to exist.

Distributed diskengine Visibility Gaps

In diskengine deployments, baremetal SPDK, storage-node SPDK, QEMU, guest kernel, and diskengine are different observation points. No single RPC covers the whole path. Collect from both sides of the fabric and line up times.

Misconceptions To Kill

	"A log line is the root cause." It is usually the first visible branch.
	"No errors in logs means no error." Many failures return through callbacks or RPC responses.
	"A high counter is bad." Deltas and context matter.
	"A quiet trace means nothing happened." The tracepoint may be disabled, absent, or overwritten.
	"Stats are real time." RPC stats are sampled snapshots.
	"spdk_top fixes observability." It is a client, not a data store.
	"Enabling all debug output is best." It can drown the useful signal.
	"One layer's success proves the whole path is healthy." Storage paths are stacked.
	"diskengine handles every write." In the inspected design, diskengine creates and repairs SPDK objects; SPDK moves the I/O.


Source Reading Path

Read in this order if you want to extend SPDK observability code:

	include/spdk/log.h and lib/event/log_rpc.c to understand log flags and runtime control.
	One component that uses logs, such as module/bdev/nvme/bdev_nvme.c.
	include/spdk/trace.h and lib/trace/trace.c to understand trace record cost and fields.
	include/spdk_internal/sock_module.h for a small tracepoint flow.
	module/bdev/nvme/bdev_nvme.c for bdev NVMe start/done tracepoints.
	lib/event/app_rpc.c for thread, poller, and reactor snapshots.
	lib/bdev/bdev_rpc.c and lib/bdev/bdev.c for bdev stat aggregation.
	lib/nvmf/nvmf_rpc.c and lib/nvmf/rdma.c for target transport stats.
	module/bdev/nvme/bdev_nvme_rpc.c and lib/nvme/nvme_rdma.c for initiator transport stats.
	app/spdk_top/spdk_top.c to see how a real tool consumes these RPCs.


When adding new observability, choose the layer by cost:

	use logs for rare decisions and error branches.
	use stats for cumulative counters and current state.
	use traces for hot-path ordering.
	use RPC output for human and automation access.


Labs

Lab: Map A Log Flag

Pick a source file with SPDK_LOG_REGISTER_COMPONENT. Find the component name. Find a SPDK_DEBUGLOG or SPDK_INFOLOG in that component. Find the RPC that enables log flags. Write the exact scripts/rpc.py command you would use to enable only that flag. Explain what you expect to see before reproducing the issue.

Lab: Sample Bdev Deltas

Run a simple workload against a test bdev. Capture bdev_get_iostat. Wait five seconds. Capture it again. Compute deltas for read/write operations and bytes. Convert tick-based values using the returned tick rate. Write one paragraph describing the workload from counters alone.

Lab: Thread Stats First Pass

Capture thread_get_stats and thread_get_pollers. List every thread name. List each poller name. Mark which pollers are active, timed, or paused. Explain which thread you would inspect first if I/O is not moving.

Lab: Tracepoint Reading

Open include/spdk_internal/sock_module.h. Find the calls to spdk_trace_record. Write down the event names implied by the trace constants. Explain how queued, pending, and complete socket events differ. Then open lib/trace/trace_flags.c and find where descriptions are registered.

Lab: Two-Node diskengine Timeline

For a hypothetical volume served from a storage node to a baremetal node, write the evidence you would collect at each point:

diskengine baremetal logs
baremetal SPDK bdev_get_iostat
baremetal SPDK bdev_nvme_get_transport_statistics
storage-node SPDK nvmf_get_stats
storage-node SPDK bdev_get_iostat
diskengine storage-node logs

Explain which counter should move first for a guest write and which counter should move last.

Self-Check

	What is the difference between log level and print level?
	Which file implements runtime log RPCs?
	What does a tracepoint record that a counter usually does not?
	Why should most stats be compared as deltas?
	What RPC would you use to inspect poller names?
	What does spdk_top use to collect its data?
	Why can a trace buffer miss an old event?
	What source file implements bdev_get_iostat?
	Why is thread_get_stats not a single atomic global read?
	Why can diskengine logs and SPDK counters disagree temporarily?
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  Chapter 29: diskengine Storage Node Mode

  This chapter explains diskengine storage-node mode as a set of reconciliation loops around SPDK. By the end, you should be able to look at a storage-node failure and ask the right question:

  Chapter Goal

This chapter explains diskengine storage-node mode as a set of reconciliation loops around SPDK. By the end, you should be able to look at a storage-node failure and ask the right question:

Is the desired object present in the database, present in SPDK, present in the NVMe-oF target, and connected to the right lower-level object?

The chapter is written for a beginner who can read C and Go but has not yet built SPDK integrations. It focuses on how diskengine uses SPDK, why the code is shaped as polling loops, and where you would extend the C/Go boundary safely.

Storage-node mode covers this object chain:

physical NVMe SSD
  -> SPDK NVMe bdev
  -> SPDK lvstore
  -> SPDK lvol bdev
  -> SPDK NVMe-oF subsystem namespace
  -> remote initiator connects and does I/O

The Go process does not sit on the data path. It asks SPDK to build the data path, checks that the path still exists, and repairs missing pieces when it can.

Beginner Mental Model

Storage-node mode owns local SSD capacity. Compute nodes or bare-metal nodes do not send reads and writes to diskengine's Go handlers. They connect to an NVMe-oF export served by SPDK. Once the connection is established, data I/O is handled by SPDK transports, SPDK bdevs, and the NVMe device path.

That separation is the key idea:

	The database records desired state and accounting state.
	SPDK holds the live storage object graph.
	Linux sysfs exposes devices only while they are kernel-bound.
	The diskengine storage-node loops repeatedly compare those worlds and make one small change at a time.


The usual lifecycle is:

	Find a kernel-visible NVMe device under sysfs.
	Bind its PCI function to vfio-pci so SPDK can own it from userspace.
	Attach it to SPDK with bdev_nvme_attach_controller.
	Ask SPDK to examine the bdev for existing metadata.
	Create or import an lvstore.
	Create lvol bdevs inside the lvstore.
	Create or reuse an NVMe-oF subsystem.
	Add listeners and namespaces so initiators can connect.
	Recheck after restarts and partial failures.


This is eventually consistent. A row may say CREATING, UP, RESIZING, or DELETING before SPDK has fully converged. The loops make progress by retrying idempotent operations and by treating SPDK as the source of truth for live objects.

Important Names

A few names appear throughout the chapter:

	physical_disks: database rows for local SSDs, with serial, PCI address, node id, RDMA placement, health, and state.
	NvmeDisk<disk_id>: deterministic SPDK NVMe controller name used by disk initialization.
	lvs<disk_id>: deterministic lvstore name used when formatting a new disk.
	lvstore UUID: SPDK's durable identifier for the logical volume store on the base bdev.
	lvol UUID: SPDK's identifier for a logical volume bdev.
	NQN: NVMe Qualified Name. In storage-node mode it names the NVMe-oF subsystem to which a remote initiator connects.
	listener: an address on which an NVMe-oF subsystem accepts connections, such as RDMA IP plus port 4420.
	namespace: the object that attaches one bdev to one NVMe-oF subsystem.


Do not blur subsystem and namespace. The subsystem is the target-side controller identity. The namespace is the exported storage object inside that subsystem.

Entry Point And Loop Ownership

Storage-node mode starts in diskengine's mode-specific entry path and lands in:

	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/storagenode.go


The important part is not only that it starts many goroutines. The important part is the startup ordering: first prove the SPDK RPC socket exists, then run a verification pass, then start independent loops.

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/storagenode.go
func Start() {
	ctx := context.Background()
	cancelCtx, cancel = context.WithCancel(ctx)

	if err := ensureSockExists(); err != nil {
		logger.Error.Fatalf("SPDK RPC sock check failed: %v", err)
	}

	// Run a one-time verifyState pass before starting loops.
	if client, err := spdkclient.CreateClientWithJsonCodec("unix", config.Value.SPDK_RPC_SOCK); err != nil {
		logger.Error.Printf("verifyState (startup): failed to create spdk client: %v", err)
	} else {
		if err := verifyState(ctx, client); err != nil {
			logger.Warn.Printf("verifyState (startup): %v", err)
		}
		client.Close()
	}

context.WithCancel gives every loop a shared shutdown signal. ensureSockExists fails fast if SPDK is not reachable at the configured Unix socket. The startup verifyState pass is deliberately before the loops: it discovers whether SPDK already has bdevs, lvstores, controllers, or namespace exports after a process restart.

The loop startup then follows one repeated pattern:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/storagenode.go
	wg.Add(1)
	go func() {
		defer wg.Done()
		diskInitLoop(ctx)
	}()

	wg.Add(1)
	go func() {
		defer wg.Done()
		diskDiscoverLoop(ctx)
	}()

	wg.Add(1)
	go func() {
		defer wg.Done()
		nvmeofExportLoop(ctx)
	}()

Each loop is independent and polling-based. That is simple and robust, but it means ordering is not guaranteed by goroutine start order. For example, provisioning may observe a CREATING lvol before export reconciliation has refreshed subsystem state. The code must therefore be retry-safe.

Stop cancels and waits:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/storagenode.go
func Stop() {
	if cancel != nil {
		logger.Info.Println("Signaling storage node to stop processing.")
		cancel()
		// Wait for all background goroutines to exit cleanly
		wg.Wait()
	}
}

The data path remains SPDK's responsibility. Stopping diskengine stops reconciliation and scraping, not necessarily every SPDK object that was already created.

JSON-RPC Is The C/Go Boundary

diskengine does not call SPDK C functions directly. It sends JSON-RPC methods to the SPDK process. The local wrapper layer is intentionally thin:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go
func (c *Client) BdevNvmeAttachController(params BdevNvmeAttachControllerParams) ([]string, error) {
	resp, err := c.Call("bdev_nvme_attach_controller", params)
	if err != nil {
		return nil, fmt.Errorf("BdevNvmeAttachController call failed: %w", err)
	}
	var names []string
	data, err := json.Marshal(resp.Result)
	if err != nil {
		return nil, fmt.Errorf("BdevNvmeAttachController: marshal failed: %w", err)
	}
	if err := json.Unmarshal(data, &names); err != nil {
		return nil, fmt.Errorf("BdevNvmeAttachController: unmarshal failed: %w", err)
	}
	return names, nil
}

c.Call is the real boundary. The string "bdev_nvme_attach_controller" must match SPDK's registered RPC method. The wrapper then converts the untyped JSON result back into a Go type. For NVMe attach, SPDK returns an array of bdev names, so the wrapper marshals resp.Result back to JSON and unmarshals into []string.

For simpler RPCs the wrapper only checks the call result:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go
func (c *Client) BdevLvolCreateLvstore(params BdevLvolCreateLvstoreParams) (string, error) {
	resp, err := c.Call("bdev_lvol_create_lvstore", params)
	if err != nil {
		return "", fmt.Errorf("BdevLvolCreateLvstore call failed: %w", err)
	}
	uuid, ok := resp.Result.(string)
	if !ok {
		return "", fmt.Errorf("BdevLvolCreateLvstore: unexpected response type: %T", resp.Result)
	}
	return uuid, nil
}

func (c *Client) NvmfSubsystemAddNs(params NvmfSubsystemAddNsParams) error {
	_, err := c.Call("nvmf_subsystem_add_ns", params)
	if err != nil {
		return fmt.Errorf("NvmfSubsystemAddNs call failed: %w", err)
	}
	return nil
}

This is the place to start if you extend diskengine's C/Go integration. Add a typed params struct, add a wrapper that calls the exact SPDK RPC name, and then decide whether the caller needs a typed return value or only success/failure.

Disk Discovery

Disk discovery only sees devices while the Linux kernel still owns them. The loop scans sysfs and inserts or updates physical_disks rows.

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/disk_discover.go
// enumerateSysDisks crudely scans /sys/block/nvme*/device to build serial & pci addr list.
// NOTE: NVMe devices bound to vfio-pci are no longer exposed under /sys/block, so
// this only enumerates kernel-bound NVMe controllers (pre-vfio bind).
func enumerateSysDisks() ([]sysDisk, error) {
	paths, err := filepath.Glob("/sys/block/nvme*n*/device")
	if err != nil {
		return nil, err
	}
	var result []sysDisk
	for _, p := range paths {
		serialBytes, _ := os.ReadFile(filepath.Join(p, "serial"))
		serial := strings.TrimSpace(string(serialBytes))

The comment is an operational warning. After a disk is bound to vfio-pci, it can disappear from /sys/block. That is not automatically a disk failure. It means SPDK owns the PCI device and exposes it through SPDK's object model instead of the kernel block layer.

The discovery step then compares sysfs to database ownership:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/disk_discover.go
if !found {
	// New disk - create row in NEW state
	logger.Info.Printf("discoverStep: new disk serial %s detected", sd.Serial)
	hasEnvPlacement := envRdmaIPs != ""
	rdmaIP := "0.0.0.0"
	rdmaPort := 4420
	if config.Value.RDMA_PORT != 0 {
		rdmaPort = config.Value.RDMA_PORT
	}
	if hasEnvPlacement {
		rdmaIP = envRdmaIPs
	}
	nd := types.PhysicalDisk{
		BareMetalID: nodeIDInt,
		PCIAddr: sd.PCIAddr,
		SizeBytes: func() int64 {
			if sd.SizeBytes > 0 {
				return sd.SizeBytes
			}
			return 1 // fallback
		}(),
		RackID:   int64(config.Value.RACK_ID),
		RDMAIP:   rdmaIP,
		RDMAPort: rdmaPort,
		Serial:   sd.Serial,
		Health:   types.DISK_HEALTH_OK,
		State:    types.DISK_STATE_NEW,
	}

The row is created in NEW state. Initialization is separate. That split lets discovery stay simple: it records what Linux can see and leaves SPDK ownership work to diskInitLoop.

Disk Initialization

Initialization turns a NEW disk row into an SPDK-managed disk. It binds the PCI device to VFIO, attaches the NVMe controller, examines metadata, and either creates or imports an lvstore.

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/disk_init.go
func initialiseDisk(ctx context.Context, client *spdkclient.Client, disk types.PhysicalDisk) error {
	logger.Info.Printf("initialiseDisk: start disk %d serial %s pci %s", disk.ID, disk.Serial, disk.PCIAddr)
	// 1. Bind to vfio-pci if not already
	if err := bindToVfio(disk.PCIAddr); err != nil {
		return fmt.Errorf("bind vfio: %w", err)
	}
	logger.Info.Printf("initialiseDisk: vfio bound for disk %d", disk.ID)

	// 2. Attach (or re-attach) NVMe controller
	attachParams := spdkclient.BdevNvmeAttachControllerParams{
		// Use deterministic controller name so re-attaches succeed idempotently.
		Name:   fmt.Sprintf("NvmeDisk%d", disk.ID),
		Trtype: "pcie",
		Traddr: disk.PCIAddr,
	}
	names, err := client.BdevNvmeAttachController(attachParams)

bindToVfio is the transition from Linux block-device ownership to SPDK ownership. Name: fmt.Sprintf("NvmeDisk%d", disk.ID) is important because a deterministic controller name allows restart recovery. If diskengine used random names, it could create duplicates or fail to match DB rows to SPDK controllers.

The next block handles idempotency:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/disk_init.go
if err != nil {
	if strings.Contains(strings.ToLower(err.Error()), "already exists") {
		bdevName, findErr := findNvmeBdevName(client, attachParams.Name)
		if findErr != nil {
			return fmt.Errorf("nvme attach already exists, but failed to find bdev: %w", findErr)
		}
		logger.Info.Printf("initialiseDisk: nvme controller %s already exists; using bdev %s", attachParams.Name, bdevName)
		names = []string{bdevName}
	} else {
		return fmt.Errorf("nvme attach: %w", err)
	}
}
if len(names) == 0 {
	return fmt.Errorf("nvme attach returned no bdev names")
}
bdevName := names[0]

An "already exists" error is not automatically fatal. It can mean SPDK already has the controller from a previous pass or restart. The code turns that error into recovery by finding the existing bdev.

After attach, diskengine forces SPDK metadata discovery:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/disk_init.go
// Always call bdev_examine to ensure lvstore is loaded from on-disk metadata.
// This is critical for restart recovery - even if controller "already exists",
// the lvstore may not have been examined yet.
spdkLvs, err := examineAndFindLvstore(client, false, bdevName, 30*time.Second)
if err != nil {
	return err
}
expectedLvsName := fmt.Sprintf("lvs%d", disk.ID)

dbLvsUUID, dbExists, err := repository.GetLvstoreUUIDForDisk(ctx, disk.Serial)
if err != nil {
	return err
}

bdev_examine tells SPDK to inspect a bdev for metadata owned by modules such as lvol. examineAndFindLvstore then polls bdev_lvol_get_lvstores for up to 30 seconds. That timeout exists because SPDK's examine path is asynchronous inside the SPDK process.

The lvstore reconciliation has three useful cases:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/disk_init.go
if spdkLvs == nil {
	if !dbExists {
		logger.Info.Printf("initialiseDisk: no lvstore in SPDK/DB for disk %s; creating", disk.Serial)
		clusterSz := uint32(4 * 1024 * 1024) // 4 MiB
		lvsUUID, err := client.BdevLvolCreateLvstore(spdkclient.BdevLvolCreateLvstoreParams{
			BdevName:  names[0],
			LvsName:   expectedLvsName,
			ClusterSz: &clusterSz,
		})
		if err != nil {
			return fmt.Errorf("create lvstore: %w", err)
		}

No lvstore in SPDK and no lvstore in DB means this is a blank disk from diskengine's point of view, so it formats a new lvstore with a 4 MiB cluster size.

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/disk_init.go
	if !dbExists {
		logger.Info.Printf("initialiseDisk: lvstore exists in SPDK but missing in DB for disk %s; importing", disk.Serial)
		totalBytes := int64(spdkLvs.ClusterSize * spdkLvs.TotalDataClusters)
		freeBytes := int64(spdkLvs.ClusterSize * spdkLvs.FreeClusters)
		if err := repository.InsertLvstore(ctx, disk.Serial, spdkLvs.UUID, int64(spdkLvs.ClusterSize), totalBytes, freeBytes); err != nil {
			err := fmt.Errorf("initialiseDisk: failed to insert existing lvstore from SPDK for disk %s: %w", disk.Serial, err)
			logger.Error.Println(err)
			return err
		}
		logger.Info.Printf("initialiseDisk: imported existing lvstore %s for disk %s into DB", spdkLvs.UUID, disk.Serial)
		return nil
	}

	if spdkLvs.UUID != dbLvsUUID {
		err := fmt.Errorf("initialiseDisk: lvstore UUID mismatch for disk %s (SPDK %s vs DB %s)", disk.Serial, spdkLvs.UUID, dbLvsUUID)
		logger.Error.Println(err)
		return err
	}

If SPDK finds an lvstore that the DB does not know about, diskengine imports it. If both exist but UUIDs differ, diskengine stops instead of papering over the mismatch. A UUID mismatch means the DB thinks this serial owns one durable allocation space while SPDK found another.

What SPDK Does For NVMe Attach

The diskengine wrapper calls bdev_nvme_attach_controller. SPDK registers that RPC in C:

// module/bdev/nvme/bdev_nvme_rpc.c
static void
rpc_bdev_nvme_attach_controller_done(void *cb_ctx, size_t bdev_count, int rc)
{
	struct rpc_bdev_nvme_attach_controller_ctx *ctx = cb_ctx;
	struct spdk_jsonrpc_request *request = ctx->request;

	if (rc < 0) {
		spdk_jsonrpc_send_error_response(request, rc, spdk_strerror(-rc));
		free_rpc_bdev_nvme_attach_controller_ctx(ctx);
		return;
	}

	ctx->bdev_count = bdev_count;
	spdk_bdev_wait_for_examine(rpc_bdev_nvme_attach_controller_examined, ctx);
}

The attach completion callback does not immediately return names. It first calls spdk_bdev_wait_for_examine. This matches diskengine's conservative behavior: after attach, it asks for examine and polls for lvstores, because SPDK object visibility is not just a synchronous function return.

The attach handler also contains duplicate-path logic:

// module/bdev/nvme/bdev_nvme_rpc.c
ctrlr = nvme_ctrlr_get_by_name(ctx->req.name);

if (ctrlr) {
	if (ctx->req.multipath == BDEV_NVME_MP_MODE_DISABLE) {
		spdk_jsonrpc_send_error_response_fmt(request, -EALREADY,
						     "A controller named %s already exists and multipath is disabled",
						     ctx->req.name);
		goto cleanup;
	}

	assert(ctx->req.multipath == BDEV_NVME_MP_MODE_FAILOVER ||
	       ctx->req.multipath == BDEV_NVME_MP_MODE_MULTIPATH);

For storage-node mode, the attach uses local PCIe and deterministic names. If SPDK says the controller name already exists, diskengine treats that as a possible restart/idempotency case and searches for the existing bdev. The SPDK code also shows that multipath defaults and duplicate path rules are SPDK policy, not diskengine policy.

Lvstore And Lvol Concepts

An lvstore is SPDK's blobstore-backed allocation pool on top of a base bdev. Think of it as the durable allocator and metadata layer for a disk. An lvol is a logical volume inside that allocator. SPDK exposes each lvol as another bdev.

diskengine creates lvstores on physical SSD bdevs and creates lvols for volumes or snapshots. That is why the chain is:

NvmeDisk7n1 -> lvstore uuid -> lvol uuid -> namespace in subsystem NQN

SPDK's lvstore create RPC decodes the request, chooses a clear method, and later calls the lvol-store constructor:

// module/bdev/lvol/vbdev_lvol_rpc.c
rpc_bdev_lvol_create_lvstore(struct spdk_jsonrpc_request *request,
			     const struct spdk_json_val *params)
{
	struct rpc_bdev_lvol_create_lvstore req = {};
	int rc = 0;
	enum lvs_clear_method clear_method;

	if (spdk_json_decode_object(params, rpc_bdev_lvol_create_lvstore_decoders,
				    SPDK_COUNTOF(rpc_bdev_lvol_create_lvstore_decoders),
				    &req)) {
		spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INTERNAL_ERROR,
						 "spdk_json_decode_object failed");
		goto cleanup;
	}

The same function then passes the base bdev name, lvstore name, cluster size, clear method, and callback into SPDK's lvol-store constructor:

// module/bdev/lvol/vbdev_lvol_rpc.c
	rc = vbdev_lvs_create_ext(req.bdev_name, req.lvs_name, req.cluster_sz, clear_method,
				  req.num_md_pages_per_cluster_ratio, req.md_page_size,
				  rpc_lvol_store_construct_cb, request);
	if (rc < 0) {
		spdk_jsonrpc_send_error_response(request, rc, spdk_strerror(-rc));
		goto cleanup;
	}

The important parameters from diskengine are bdev_name, lvs_name, and cluster_sz. SPDK owns the actual metadata format and returns the lvstore UUID through the callback.

Lvol creation is similar:

// module/bdev/lvol/vbdev_lvol_rpc.c
rpc_bdev_lvol_create_cb(void *cb_arg, struct spdk_lvol *lvol, int lvolerrno)
{
	struct spdk_json_write_ctx *w;
	struct spdk_jsonrpc_request *request = cb_arg;

	if (lvolerrno != 0) {
		goto invalid;
	}

	w = spdk_jsonrpc_begin_result(request);
	spdk_json_write_string(w, lvol->unique_id);
	spdk_jsonrpc_end_result(request, w);
	return;

invalid:
	spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS,
					 spdk_strerror(-lvolerrno));
}

The result diskengine stores is lvol->unique_id. That ID becomes the bdev name diskengine later attaches as an NVMe-oF namespace.

Provisioning An Lvol

Provisioning handles database lvol rows in CREATING state. The source tells you the required order:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/provisionlvol.go
func provisionLvol(ctx context.Context, spdkClient *spdkclient.Client, lvol repository.LvolToProcess) error {
	logger.Info.Printf("Provisioning lvol %s", lvol.LvolUUID)

	if lvol.NQN == "" || lvol.RDMAIP == "" || lvol.RDMAPort == 0 {
		return fmt.Errorf("missing NVMe-oF placement info (nqn/ip/port) for disk serial %s", lvol.DiskSerial)
	}

	if err := ensureNvmeofReady(spdkClient, lvol.NQN, lvol.RDMAIP, lvol.RDMAPort, lvol.DiskSerial); err != nil {
		return fmt.Errorf("ensure nvmeof ready failed: %w", err)
	}

	thinProvisioning := false
	clearMethod := "write_zeroes"
	lvolName := fmt.Sprintf("%d", lvol.LvolID)
	req := spdkclient.BdevLvolCreateParams{
		LvstoreUUID:   &lvol.LvstoreUUID,
		LvolName:      lvolName,
		SizeInMib:     uint64(lvol.CapacityBytes / (1024 * 1024)),
		ClearMethod:   &clearMethod,
		ThinProvision: &thinProvisioning,
	}

The placement check prevents creating a local lvol that cannot be exported. ensureNvmeofReady is called before lvol creation so that namespace attach has a subsystem and listener to target. thinProvisioning := false means diskengine asks SPDK for thick lvol allocation here. clearMethod := "write_zeroes" asks SPDK to clear allocated blocks with write zeroes.

Creation and duplicate recovery are next:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/provisionlvol.go
createdLvolUUID, err := spdkClient.BdevLvolCreate(req)
if err != nil {
	if isAlreadyExistsErr(err) {
		logger.Warn.Printf("provisionLvol: lvol %s already exists in SPDK; attempting recovery", lvol.LvolUUID)
		existingUUID, findErr := findExistingLvolUUID(spdkClient, lvol.LvstoreUUID, lvolName)
		if findErr != nil {
			return fmt.Errorf("lvol already exists but could not find UUID: %w", findErr)
		}
		logger.Info.Printf("provisionLvol: recovered existing lvol UUID %s for lvol %d", existingUUID, lvol.LvolID)
		createdLvolUUID = existingUUID
	} else {
		return err
	}
}

This block handles the crash window where SPDK created the lvol but diskengine did not finalize the DB transaction. The next tick may attempt creation again. Instead of failing permanently, it searches SPDK for the existing lvol and continues.

Finally, the lvol bdev becomes a namespace:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/provisionlvol.go
if err := spdkClient.NvmfSubsystemAddNs(spdkclient.NvmfSubsystemAddNsParams{
	NQN: lvol.NQN,
	Namespace: spdkclient.NvmfNamespaceParams{
		BdevName: createdLvolUUID,
	},
}); err != nil {
	if isAlreadyExistsErr(err) {
		attached, checkErr := isNamespaceAttached(spdkClient, lvol.NQN, createdLvolUUID)
		if checkErr != nil {
			return fmt.Errorf("namespace attach returned already-exists but verification failed: %w", checkErr)
		}
		if !attached {
			return fmt.Errorf("namespace already exists but bdev %s not attached to subsystem %s", createdLvolUUID, lvol.NQN)
		}
	} else {
		logger.Error.Printf("Lvol %s was created in SPDK but not attached - this will cause state drift", createdLvolUUID)
		return fmt.Errorf("failed to attach lvol to subsystem: %w", err)
	}
}

This is the most important partial failure in storage-node mode. The lvol can exist even when namespace attach fails. In that case SPDK has allocated storage, but the remote initiator cannot connect to it. The code logs state drift and returns an error so a later loop or operator can reconcile.

Only after namespace attach does diskengine finalize the DB:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/provisionlvol.go
if err := repository.FinalizeProvisioningForLvol(ctx, lvol, createdLvolUUID); err != nil {
	logger.Error.Printf("Failed to finalize provisioning for lvol %s: %v", createdLvolUUID, err)
	return fmt.Errorf("failed to finalize provisioning: %w", err)
}

The ordering matters. If the DB were finalized before namespace attach, clients could be told a volume is available while SPDK cannot serve it.

NVMe-oF Target Readiness

ensureNvmeofReady is a compact version of export reconciliation. It verifies the transport, subsystem, and listener needed for one placement.

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/utils.go
func ensureNvmeofReady(client *spdkclient.Client, nqn string, ip string, port int, diskSerial string) error {
	ips := splitCSV(ip)
	if len(ips) == 0 {
		ips = []string{ip}
	}
	transports, err := client.NvmfGetTransports(spdkclient.NvmfGetTransportsParams{})
	if err != nil {
		return fmt.Errorf("nvmf_get_transports: %w", err)
	}
	hasRDMA := false
	for _, t := range transports {
		if strings.EqualFold(t.Trtype, "RDMA") {
			hasRDMA = true
			break
		}
	}

It starts by reading actual SPDK state. splitCSV allows multiple RDMA IPs. hasRDMA is a process-wide target property: the RDMA transport needs to exist once before RDMA listeners can work.

If RDMA is missing, diskengine creates it with fixed options:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/utils.go
if !hasRDMA {
	ioUnit := 16384
	numShared := 1024
	maxQDepth := 256
	zcopy := true
	maxIoQpairsPerCtrlr := 128
	noWrBatching := false
	maxSrqDepth := 8192
	acceptorBacklog := 256
	if err := client.NvmfCreateTransport(spdkclient.NvmfCreateTransportParams{
		Trtype:              "RDMA",
		IoUnitSize:          &ioUnit,
		NumSharedBuffers:    &numShared,
		MaxQueueDepth:       &maxQDepth,
		Zcopy:               &zcopy,
		MaxIoQpairsPerCtrlr: &maxIoQpairsPerCtrlr,
		NoWrBatching:        &noWrBatching,
		MaxSrqDepth:         &maxSrqDepth,
		AcceptorBacklog:     &acceptorBacklog,
	}); err != nil {
		return fmt.Errorf("nvmf_create_transport RDMA: %w", err)
	}
}

These values are diskengine policy. SPDK accepts many transport options; diskengine chooses a fixed RDMA configuration here. If you extend transport support, this is one place where policy would need to become configurable.

Subsystem creation is also explicit:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/utils.go
if target == nil {
	allowAny := true
	serial := diskSerial
	model := "diskengine"
	if err := client.NvmfCreateSubsystem(spdkclient.NvmfCreateSubsystemParams{
		NQN:          nqn,
		AllowAnyHost: &allowAny,
		SerialNumber: &serial,
		ModelNumber:  &model,
	}); err != nil {
		return fmt.Errorf("nvmf_create_subsystem %s: %w", nqn, err)
	}

	subs, err = client.NvmfGetSubsystems(spdkclient.NvmfGetSubsystemsParams{})
	if err != nil {
		return fmt.Errorf("nvmf_get_subsystems (post-create): %w", err)
	}

AllowAnyHost: true is a security-relevant choice. It means diskengine is not restricting host NQNs at this layer. The later listener handler in SPDK rejects secure-channel setup when allow_any_host is set, so this mode should be treated as open within the trusted storage network unless additional controls exist outside this code.

Listener creation is per address:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/utils.go
wantPort := fmt.Sprintf("%d", port)
for _, addr := range ips {
	haveListener := false
	for _, la := range target.ListenAddresses {
		if strings.EqualFold(la.Trtype, "RDMA") && la.Traddr == addr && la.Trsvcid == wantPort {
			haveListener = true
			break
		}
	}
	if !haveListener {
		adrfam := "IPv4"
		if err := client.NvmfSubsystemAddListener(spdkclient.NvmfSubsystemAddListenerParams{
			NQN: nqn,
			ListenAddress: spdkclient.ListenAddress{
				Trtype:  "RDMA",
				AdrFam:  adrfam,
				Traddr:  addr,
				Trsvcid: wantPort,
			},
		}); err != nil {
			return fmt.Errorf("nvmf_subsystem_add_listener %s %s:%s: %w", nqn, addr, wantPort, err)
		}
	}
}

The idempotency check is exact: same transport type, same address, same service id. If the desired IP changes, this code adds a new listener but does not remove the old one.

NVMe-oF Export Reconciliation

Provisioning handles a new CREATING lvol. Export reconciliation handles existing UP or RESIZING lvols and AMI snapshots. It is deliberately non-destructive: it adds missing exports but does not remove extra ones.

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/nvmeofexport.go
func reconcileExports(ctx context.Context, client *spdkclient.Client, envRdmaIPs string, rdmaPort int) error {
	if err := reconcileDiskPlacementFromEnv(ctx, envRdmaIPs, rdmaPort); err != nil {
		logger.Error.Printf("reconcileExports: env placement reconcile failed: %v", err)
	}
	placements, err := repository.GetReadyLvolPlacements(ctx, config.Value.BAREMETAL_ID)
	if err != nil {
		return err
	}
	if len(placements) == 0 {
		logger.Info.Println("reconcileExports: no lvol placements to reconcile")
	}

	transports, err := client.NvmfGetTransports(spdkclient.NvmfGetTransportsParams{})
	if err != nil {
		return err
	}

It starts by repairing missing RDMA placement from environment configuration, then reads database placements. After that it snapshots SPDK state so each tick can make decisions from a consistent local view.

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/nvmeofexport.go
subsystems, err := client.NvmfGetSubsystems(spdkclient.NvmfGetSubsystemsParams{})
if err != nil {
	return err
}
subIdx := make(map[string]int)
for i := range subsystems {
	subIdx[subsystems[i].NQN] = i
}

bdevs, err := client.BdevGetBdevs(spdkclient.BdevGetBdevsParams{})
if err != nil {
	return err
}
bdevSet := make(map[string]struct{})
for _, b := range bdevs {
	bdevSet[b.UUID] = struct{}{}
}

subIdx lets the loop answer "does this NQN already exist?" quickly. bdevSet prevents exporting a namespace for a bdev that SPDK cannot currently see.

Namespace reconciliation is where the lvol becomes reachable:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/nvmeofexport.go
if _, ok := bdevSet[p.UUID]; !ok {
	logger.Warn.Printf("reconcileExports: bdev %s not present yet; skipping export", p.UUID)
	continue
}
hasNs := false
if sys.Namespaces != nil {
	for _, ns := range *sys.Namespaces {
		if ns.Name == p.UUID {
			hasNs = true
			break
		}
	}
}
if !hasNs {
	if err := client.NvmfSubsystemAddNs(spdkclient.NvmfSubsystemAddNsParams{
		NQN: p.NQN,
		Namespace: spdkclient.NvmfNamespaceParams{
			BdevName: p.UUID,
			UUID:     &p.UUID,
		},
	}); err != nil {
		logger.Error.Printf("reconcileExports: add ns %s to %s failed: %v", p.UUID, p.NQN, err)
		continue
	}
}

The bdev check handles async ordering and restart state. A DB row may be UP while SPDK has not loaded the lvstore yet. In that case the loop skips export instead of creating a namespace with a nonexistent backing bdev. The next tick can retry after disk initialization or examine has loaded the lvol.

What SPDK Does For NVMf Objects

SPDK's nvmf_create_transport handler rejects duplicate transports:

// lib/nvmf/nvmf_rpc.c
if (spdk_nvmf_tgt_get_transport(tgt, ctx->trtype)) {
	SPDK_ERRLOG("Transport type '%s' already exists\n", ctx->trtype);
	spdk_jsonrpc_send_error_response_fmt(request, SPDK_JSONRPC_ERROR_INTERNAL_ERROR,
					     "Transport type '%s' already exists", ctx->trtype);
	nvmf_rpc_create_transport_ctx_free(ctx);
	return;
}

ctx->opts.transport_specific = params;
ctx->request = request;

rc = spdk_nvmf_transport_create_async(ctx->trtype, &ctx->opts, nvmf_rpc_create_transport_done, ctx);

diskengine avoids this by calling nvmf_get_transports first and creating RDMA only if it is absent. If two loops race, SPDK can still return a duplicate error; the next tick should see the transport.

Subsystem creation starts by allocating an NVMe subsystem for an NQN:

// lib/nvmf/nvmf_rpc.c
subsystem = spdk_nvmf_subsystem_create(tgt, req->nqn, SPDK_NVMF_SUBTYPE_NVME,
				       req->max_namespaces);
if (!subsystem) {
	spdk_jsonrpc_send_error_response_fmt(request, SPDK_JSONRPC_ERROR_INTERNAL_ERROR,
					     "Unable to create subsystem %s", req->nqn);
	goto cleanup;
}

Later in the same handler, after serial/model and controller-id validation, SPDK applies access policy:

// lib/nvmf/nvmf_rpc.c
spdk_nvmf_subsystem_set_allow_any_host(subsystem, req->allow_any_host);
spdk_nvmf_subsystem_set_ana_reporting(subsystem, req->ana_reporting);

And after the remaining namespace limit options, SPDK starts the subsystem asynchronously:

// lib/nvmf/nvmf_rpc.c
rc = spdk_nvmf_subsystem_start(subsystem,
			       rpc_nvmf_subsystem_started,
			       request);
if (rc) {
	spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INTERNAL_ERROR,
					 "Failed to start subsystem");
}

The NQN must be unique in the target. A duplicate NQN will fail creation in SPDK. diskengine usually checks nvmf_get_subsystems first, but duplicate create races are still possible if multiple actors change the target.

Listener add pauses the subsystem:

// lib/nvmf/nvmf_rpc.c
subsystem = spdk_nvmf_tgt_find_subsystem(tgt, ctx->nqn);
if (!subsystem) {
	spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS, "Invalid parameters");
	nvmf_rpc_listener_ctx_free(ctx);
	return;
}

if (rpc_listen_address_to_trid(&ctx->address, &ctx->trid)) {
	spdk_jsonrpc_send_error_response(ctx->request, SPDK_JSONRPC_ERROR_INVALID_PARAMS,
					 "Invalid parameters");
	nvmf_rpc_listener_ctx_free(ctx);
	return;
}

rc = spdk_nvmf_subsystem_pause(subsystem, 0, nvmf_rpc_listen_paused, ctx);

Adding a listener is not just appending to a Go slice. SPDK pauses the subsystem, applies the listener change, and resumes through callbacks. That is why listener conflicts or invalid addresses must be treated as operational failures, not as harmless metadata mismatches.

Namespace add also pauses the subsystem:

// lib/nvmf/nvmf_rpc.c
subsystem = spdk_nvmf_tgt_find_subsystem(tgt, ctx->nqn);
if (!subsystem) {
	SPDK_ERRLOG("Unable to find subsystem with NQN %s\n", ctx->nqn);
	spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS, "Invalid parameters");
	nvmf_rpc_ns_ctx_free(ctx);
	return;
}

rc = spdk_nvmf_subsystem_pause(subsystem, ctx->ns_params.nsid, nvmf_rpc_ns_paused, ctx);
if (rc != 0) {
	spdk_jsonrpc_send_error_response(request, SPDK_JSONRPC_ERROR_INTERNAL_ERROR, "Internal error");
	nvmf_rpc_ns_ctx_free(ctx);
}

If namespace attach fails after lvol creation, the storage object still exists. diskengine's provisioning code recognizes this as state drift. Export reconciliation can repair missing namespaces when the bdev exists and placement rows are ready.

Verify State

verifyState is not the main reconciler. It is the auditor. It runs once at startup and then from the provisioning loop. It compares DB rows to live SPDK state and reports drift.

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/verifystate.go
bdevInfos, err := client.BdevGetBdevs(spdkclient.BdevGetBdevsParams{})
if err != nil {
	logger.Error.Println("Failed to get block devices from SPDK:", err)
	return fmt.Errorf("verifyState: bdev_get_bdevs: %w", err)
}

bdevSet := map[string]struct{}{}
for _, info := range bdevInfos {
	if info.ProductName != "Logical Volume" {
		continue
	}
	bdevSet[info.UUID] = struct{}{}
}

This code intentionally filters to logical volume bdevs. Physical NVMe bdevs are not volume exports. For volume/snapshot drift, the important objects are lvol bdev UUIDs.

It also reconciles disk state with controller presence:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/verifystate.go
for _, d := range dbDisks {
	expectedCtrl := fmt.Sprintf("NvmeDisk%d", d.ID)
	_, present := ctrlSet[expectedCtrl]
	switch {
	case present && d.State == types.DISK_STATE_ERROR:
		if err := repository.UpdateDiskState(ctx, d.ID, types.DISK_STATE_ERROR, types.DISK_STATE_UP); err != nil {
			logger.Warn.Printf("verifyState: failed to set disk %d UP: %v", d.ID, err)
		}
	case !present && d.State == types.DISK_STATE_UP:
		if err := repository.UpdateDiskState(ctx, d.ID, types.DISK_STATE_UP, types.DISK_STATE_NEW); err != nil {
			logger.Warn.Printf("verifyState: failed to set disk %d NEW: %v", d.ID, err)
		}
	}
}

If the expected controller exists, an ERROR disk can be moved back to UP. If the controller is missing while the DB says UP, the disk is moved to NEW so initialization can reattach it. This is a recovery mechanism after SPDK restart or controller loss.

The auditor also detects orphans:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/verifystate.go
for bdev := range bdevSet {
	if _, present := dbSet[bdev]; !present {
		msg := fmt.Sprintf("orphan bdev %s present in SPDK but not in DB", bdev)
		logger.Error.Printf("STATE DRIFT: %s (likely from failed provisioning)", msg)
		drifts = append(drifts, msg)
	}
}

if len(subsMap) > 0 {
	for nqn, nsSet := range subsMap {
		for bdev := range nsSet {
			if _, present := dbSet[bdev]; !present {
				msg := fmt.Sprintf("subsystem %s exposes bdev %s not present in DB", nqn, bdev)
				logger.Error.Printf("STATE DRIFT: %s (orphan namespace export)", msg)
				drifts = append(drifts, msg)
			}
		}
	}
}

This is how diskengine notices stale SPDK state after a crash or failed transaction. The code reports but does not blindly delete. That is conservative: deleting a namespace or bdev without proving ownership could destroy a legitimate export.

Health, Resize, Snapshots, Delete, And Metrics

The same pattern appears in the secondary loops:

	Health calls bdev_nvme_get_controller_health_info for the deterministic controller name and updates disk health.
	Resize compares DB capacity to SPDK bdev capacity, calls bdev_lvol_resize, then zeroes the newly exposed region through an NBD export.
	Snapshot creation calls bdev_lvol_snapshot, handles duplicate snapshot names, and records the SPDK snapshot lvol UUID.
	Snapshot and lvol deletion call bdev_lvol_delete and only finalize "not found" if the parent lvstore is loaded.
	Metrics scrape SPDK bdev I/O stats and export them out of band.


The deletion safety check is worth reading:

// /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/lvol_delete.go
err := client.BdevLvolDelete(params)
if err != nil {
	msg := strings.ToLower(err.Error())
	if strings.Contains(msg, "not found") || strings.Contains(msg, "no such") || strings.Contains(msg, "does not exist") {
		if l.LvstoreUUID != "" {
			if _, loaded := loadedLvstores[l.LvstoreUUID]; !loaded {
				logger.Warn.Printf("lvolDelete: lvol %s not found but lvstore %s not loaded yet; deferring deletion", l.LvolUUID, l.LvstoreUUID)
				continue
			}
		}
		logger.Info.Printf("lvolDelete: lvol %s confirmed deleted (lvstore loaded)", l.LvolUUID)
	} else {
		logger.Error.Printf("lvolDelete: delete lvol %s failed: %v", l.LvolUUID, err)
		continue
	}
}

This prevents a subtle data-loss bug. If SPDK says "not found" while the lvstore is not loaded, the lvol might still exist on disk and reappear after examine. diskengine defers deletion instead of finalizing prematurely.

Storage Node Reconciler Diagram
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Every loop reads DB state, reads SPDK state, makes a small change, and retries on the next tick if SPDK is not ready.

Edge Cases And Failure Modes

Duplicate NQN or subsystem:

diskengine checks nvmf_get_subsystems before creating a subsystem. SPDK still owns uniqueness. If another actor creates the same NQN between the check and create, nvmf_create_subsystem can fail. The correct recovery is to re-read subsystem state and verify whether the existing subsystem has the expected listeners and namespaces.

Duplicate listener:

diskengine treats a listener as present only when transport type, address, and service id all match. A listener on the wrong IP or wrong port is not equivalent. The export loop adds the missing listener but does not remove stale listeners, so operators must inspect nvmf_get_subsystems after placement changes.

Namespace reuse:

A namespace attach can fail because the namespace or bdev is already attached. Provisioning handles "already exists" by verifying that the expected bdev is attached to the expected subsystem. It does not assume every duplicate error is good. If the duplicate namespace belongs to a different bdev, that is a real conflict.

Partial export failure:

The lvol may be created before nvmf_subsystem_add_ns fails. That leaves an allocated lvol bdev with no export. verifyState may report an orphan bdev or missing namespace, and reconcileExports may repair it if the DB row reaches a ready placement state.

Stale JSON-RPC state after crash:

SPDK can still have bdevs, lvstores, subsystems, listeners, or namespaces after diskengine restarts. Startup verifyState, deterministic controller names, duplicate recovery, and bdev_examine are all there to converge instead of recreating everything.

Async initialization and ordering:

SPDK attach, examine, listener add, namespace add, and transport create involve asynchronous callbacks internally. diskengine must not assume a successful RPC makes every derived object immediately visible. Polling bdev_lvol_get_lvstores, refreshing subsystem lists after create, and retrying export are practical responses to that model.

Reconnects and multipath assumptions:

Storage-node export code creates RDMA listeners and namespaces. It does not implement initiator reconnect policy. SPDK's NVMe attach RPC supports multipath options, and SPDK's NVMe-oF target supports ANA-related features, but this storage-node path does not appear to configure host-specific multipath policy. Treat multipath behavior as an initiator and SPDK target configuration concern unless diskengine grows explicit policy.

Security and authentication gaps:

The subsystem create path sets AllowAnyHost: true. The inspected source does not add host allow lists, DH-HMAC-CHAP keys, TLS PSKs, or per-host authorization in storage-node mode. This may be acceptable on a trusted isolated fabric, but it is a real security assumption.

Teardown:

The deletion loop deletes lvol bdevs and finalizes DB state. The export reconciler shown here only adds missing exports; it does not remove stale listeners or namespaces as a general cleanup mechanism. If a namespace remains after a DB row is gone, verifyState reports drift. A future teardown extension should remove namespace first, then delete lvol, then update DB only after SPDK confirms both.

Lvstore exists in SPDK but not DB:

Disk initialization imports the lvstore. This is self-healing when the disk metadata is real and the DB lost or never had the row.

Lvstore exists in DB but not SPDK:

Initialization treats this as retryable after examine, because SPDK may not have loaded metadata yet. If it never appears, the operator must decide whether the disk was wiped, swapped, or misidentified.

Device disappears from sysfs after VFIO bind:

Expected. Once SPDK owns the PCI function, use SPDK RPCs to inspect it. Do not rely on /sys/block after initialization.

No IOMMU or VFIO failure:

Without VFIO binding, SPDK cannot own the physical PCIe controller in this mode. Disk initialization cannot create the base bdev and therefore cannot create an lvstore.

Snapshot delete while clones depend on it:

SPDK lvol/blobstore can reject unsafe delete operations when dependencies exist. The loop logs and retries instead of forcing DB deletion.

Misconceptions To Kill

"Storage-node mode is a data proxy."

No. It prepares SPDK exports. VM or bare-metal I/O goes through NVMe-oF and SPDK bdev paths, not Go request handlers.

"The DB is always the truth."

No. The DB is desired state plus bookkeeping. SPDK is the live storage state. The code constantly compares them.

"An lvol is exported automatically when created."

No. bdev_lvol_create creates a bdev. nvmf_subsystem_add_ns exports that bdev through an NVMe-oF subsystem.

"A successful create means there is no retry work left."

No. A crash can happen after SPDK create and before DB finalization. The code must handle duplicates and continue.

"Discovery should still see initialized disks under /sys/block."

No. VFIO-bound devices are not ordinary kernel block devices.

Lab: Provision One Lvol On Paper

Write a sequence for a new volume replica:

	Disk is already UP with an lvstore UUID.
	lvols row enters CREATING.
	provisioningLoop observes it.
	ensureNvmeofReady verifies or creates RDMA transport, subsystem, and listener.
	BdevLvolCreate sends bdev_lvol_create.
	SPDK returns the lvol UUID.
	NvmfSubsystemAddNs sends nvmf_subsystem_add_ns.
	FinalizeProvisioningForLvol stores SPDK lvol UUID and NQN in the DB.
	verifyState checks DB lvol UUID against bdev_get_bdevs and namespace state against nvmf_get_subsystems.


For each step, name whether the object being changed is in the DB, Linux, or SPDK.

Operational Debug Exercise

Symptom: a bare-metal node cannot connect to a newly created volume.

On the storage node, check:

	Is the lvol UP in DB?
	Does bdev_get_bdevs show the lvol UUID?
	Does nvmf_get_subsystems show the expected NQN?
	Does the subsystem have a listener on the expected RDMA IP and port?
	Does the subsystem have a namespace with the lvol UUID?
	Did nvmeofExportLoop log add-listener or add-ns errors?
	Did verifyState report orphan bdevs or orphan namespace exports?
	Did SPDK restart without replaying saved bdev/nvmf config?


Source Reading Path

Read these in order when extending storage-node mode:

	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/storagenode.go
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/disk_init.go
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/utils.go
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/provisionlvol.go
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/nvmeofexport.go
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode/verifystate.go
	module/bdev/nvme/bdev_nvme_rpc.c
	module/bdev/lvol/vbdev_lvol_rpc.c
	lib/nvmf/nvmf_rpc.c
	doc/jsonrpc.md.jinja2
	doc/nvmf.md
	doc/lvol.md


Self-Check

	Why does storage-node mode bind disks to VFIO?
	What is the difference between an lvstore and an lvol?
	Which loop ensures NVMe-oF exports exist for already-created lvols?
	Why can lvol creation and namespace attachment partially succeed?
	Why is verifyState run before loops start?
	Why is "not found" during delete not enough to finalize deletion?
	What security assumption is implied by AllowAnyHost: true?
	Why does diskengine use deterministic names like NvmeDisk<id> and lvs<id>?


References

	Local diskengine storage-node docs: /home/lolwierd/Projects/excloud/diskengine/diskengine/docs/storagenode.md
	Local diskengine storage-node source: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode
	Local diskengine SPDK client wrappers: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient
	Local SPDK NVMe bdev RPC source: module/bdev/nvme/bdev_nvme_rpc.c
	Local SPDK lvol RPC source: module/bdev/lvol/vbdev_lvol_rpc.c
	Local SPDK NVMf RPC source: lib/nvmf/nvmf_rpc.c
	Local SPDK bdev examine RPC source: lib/bdev/bdev_rpc.c
	Local SPDK JSON-RPC reference source: doc/jsonrpc.md.jinja2
	Local SPDK lvol documentation: doc/lvol.md
	Local SPDK NVMe-oF documentation: doc/nvmf.md
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  Chapter 30: diskengine Baremetal Mode

  This chapter explains diskengine baremetal mode from first principles. By the end, the reader should understand:

  Chapter Goal

This chapter explains diskengine baremetal mode from first principles. By the end, the reader should understand:

	what diskengine does on a compute host when it runs with -mode baremetal;
	what changes when SPDK owns real local NVMe PCI controllers directly;
	what the Linux kernel loses when a controller is moved from the kernel nvme driver to VFIO or UIO;
	why diskengine's Go code talks to SPDK through JSON-RPC instead of touching NVMe registers directly;
	how attach, RAID, vhost, teardown, reset, and recovery paths fail in production.


There is an important naming trap. In the local diskengine source, "baremetal mode" is the compute-side reconciler for VM volumes. It currently attaches remote storage-node exports using NVMe-oF RDMA, builds a local SPDK graph, and exposes that graph to QEMU through vhost-blk. In SPDK documentation, "bare metal" often also means SPDK owns local PCIe NVMe controllers directly. The same SPDK RPC, bdev_nvme_attach_controller, covers both cases:

	remote NVMe-oF: trtype=RDMA, traddr=<target IP>, trsvcid=<port>, subnqn=<target NQN>;
	local PCIe: trtype=PCIe, traddr=<PCI BDF>, for example 0000:82:00.0.


The current diskengine baremetal loop uses the first form. This chapter also explains the second form because it is the key operational difference when SPDK owns physical drives on a host.

Beginner Mental Model

Think of diskengine baremetal mode as a reconciler beside SPDK:

database desired state
        |
        v
diskengine Go loops
        |
        | JSON-RPC over Unix socket
        v
SPDK C runtime
        |
        +-- bdev_nvme controller and namespace bdevs
        +-- RAID bdevs
        +-- QoS limits
        +-- vhost-blk controllers
        v
QEMU sees a virtio/vhost disk

The Go process does not allocate DMA buffers, map PCI BARs, create NVMe submission queues, or poll completion queues. It decides what should exist. SPDK's C code owns the hardware-facing objects and the user-space storage stack.

For the current remote diskengine path, the stack looks like this:

storage node lvol export
        |
        | NVMe-oF RDMA
        v
baremetal bdev_nvme bdevs, for example Nvme_xxxn1
        |
        v
raid_<volume_id>
        |
        v
vhost<volume_vm_mapping_id>
        |
        v
QEMU and guest OS

For local PCI ownership, the bottom of the stack changes:

physical NVMe controller at PCI BDF 0000:82:00.0
        |
        | bound to vfio-pci or uio, not Linux nvme
        v
SPDK bdev_nvme controller, for example Nvme0
        |
        v
Nvme0n1 namespace bdev

The rest of the bdev graph may still use RAID, lvol, QoS, vhost, or NVMe-oF target modules. The major difference is ownership of the physical controller.

What The Host Kernel Loses

When SPDK owns a local NVMe PCI controller, Linux no longer owns that controller as a block device. SPDK's userspace documentation states the practical consequence directly: after unbinding an NVMe device from the kernel, paths like /dev/nvme0n1 disappear and the kernel block stack is no longer involved.

That means:

	mounted filesystems on that controller must be unmounted first;
	ordinary tools that depend on /dev/nvme* stop seeing the drive;
	udev rules for the kernel block device no longer apply;
	kernel md/dm-multipath/LVM do not manage that device;
	kernel block-layer accounting no longer describes that device's I/O path;
	crashes in the SPDK process can make the device unavailable until SPDK is restarted or the driver is rebound;
	rollback requires detaching from SPDK and rebinding the PCI function to the kernel nvme driver.


SPDK gets low-latency polling and direct queue control in exchange. It maps device BARs and DMA memory through VFIO/UIO and implements the storage path in user space.

The SPDK userspace doc describes the ownership transfer:

doc/userspace.md:18

In order for SPDK to take control of a device, it must first instruct the
operating system to relinquish control. This is often referred to as unbinding
the kernel driver from the device and on Linux is done by
[writing to a file in sysfs](https://lwn.net/Articles/143397/).
SPDK then rebinds the driver to one of two special device drivers that come
bundled with Linux -
[uio](https://www.kernel.org/doc/html/latest/driver-api/uio-howto.html) or
[vfio](https://www.kernel.org/doc/Documentation/vfio.txt).

The important part for a beginner is not the shell mechanics. The important part is ownership. Only one driver owns a PCI function at a time. If Linux nvme owns it, SPDK cannot use VFIO to map it. If SPDK owns it through VFIO/UIO, Linux does not expose it as a normal block disk.

Entry Point And Loops

diskengine baremetal mode starts in internal/baremetal/baremetal.go. The start function checks that the SPDK RPC socket exists, creates a cancellable context, runs a recovery pass, then starts independent reconciliation loops.

/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/baremetal.go:19

func Start() {
	logger.Info.Println("Starting baremetal provisioner service")
	if err := helpers.EnsureSockExists(config.Value.SPDK_RPC_SOCK); err != nil {
		logger.Error.Fatalf("SPDK RPC sock check failed: %v", err)
	}
	ctx := context.Background()
	cancelCtx, cancel = context.WithCancel(ctx)

	runSPDKRecovery()

	// Start NVMe attach loop (decoupled from RAID ensure)
	wg.Add(1)
	go func() {
		defer wg.Done()
		startNvmeAttachLoop(ctx)
	}()

Line by line:

	EnsureSockExists makes SPDK a hard dependency. diskengine is not the storage engine itself; it orchestrates a running SPDK process.
	cancelCtx and wg make the loops stoppable as a group.
	runSPDKRecovery handles diskengine markers left after an SPDK restart.
	each loop runs in a goroutine because attach, RAID creation, initialization, vhost exposure, detach, resize, health, and stats can each be blocked by different dependencies.


The loops are intentionally simple:

	startNvmeAttachLoop: make required NVMe connections exist.
	startRaidEnsureLoop: make raid_<volume_id> exist and heal stuck/degraded RAID state.
	startInitialiseLoop: copy snapshot contents when needed.
	startAttachLoop: expose initialized RAID bdevs to QEMU with vhost-blk.
	startVhostDetachLoop: remove VM-facing controllers.
	startRaidDetachLoop: remove RAID and unused NVMe controllers after vhost is gone.
	startResizeLoop: preconnect pending namespaces and change RAID membership.
	startHealthLoop and iostatscraper.StartBaremetal: observe RAID and I/O state.


JSON-RPC Is The C/Go Boundary

The source boundary is very clean. Go builds a struct, serializes it as JSON-RPC, and waits for a JSON result. SPDK receives the request in C and mutates its internal object graph.

The wrapper for bdev_nvme_attach_controller is small:

/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go:10

// BdevNvmeAttachController attaches a PCIe NVMe device and returns names of created bdevs.
func (c *Client) BdevNvmeAttachController(params BdevNvmeAttachControllerParams) ([]string, error) {
	resp, err := c.Call("bdev_nvme_attach_controller", params)
	if err != nil {
		return nil, fmt.Errorf("BdevNvmeAttachController call failed: %w", err)
	}
	// Response is JSON array of strings
	var names []string
	data, err := json.Marshal(resp.Result)

The comment says PCIe, but the wrapper is transport-neutral: it passes whatever Trtype appears in params. In current diskengine baremetal mode that value is rdma. For local PCI ownership it would be PCIe.

The current attach loop builds an RDMA request:

/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go:187

multipath := "multipath"
reconnectDelaySec := 1
ctrlrLossTimeoutSec := 10
fastIoFailTimeoutSec := 0
name := controllerNameForNQN(conn.NQN)

params := spdkclient.BdevNvmeAttachControllerParams{
	Name:                 name,
	Subnqn:               &conn.NQN,
	Trtype:               "rdma",
	Traddr:               conn.RDMAIP.String(),
	Trsvcid:              &svc,
	Adrfam:               &adrfam,
	Multipath:            &multipath,
	ReconnectDelaySec:    &reconnectDelaySec,
	CtrlrLossTimeoutSec:  &ctrlrLossTimeoutSec,
	FastIoFailTimeoutSec: &fastIoFailTimeoutSec,
}

Line by line:

	name := controllerNameForNQN(conn.NQN) makes controller names deterministic. That is how retries avoid creating random duplicate controller names.
	Trtype: "rdma" chooses the NVMe-oF RDMA transport. This is the current diskengine compute-host path.
	Traddr is the storage node's RDMA IP, not a PCI BDF.
	Trsvcid is the target port.
	Subnqn selects the exported NVMe-oF subsystem.
	Multipath tells SPDK that multiple paths under one controller name may represent the same logical NVMe bdev.
	the reconnect/loss timers define how long SPDK should keep trying during transient path failure.


For a local physical controller, the analogous JSON-RPC request would be conceptually:

{
  "method": "bdev_nvme_attach_controller",
  "params": {
    "name": "Nvme0",
    "trtype": "PCIe",
    "traddr": "0000:82:00.0"
  }
}

No subnqn, no RDMA IP, no port. The identity is the PCI BDF.

SPDK Parses The Transport ID

On the SPDK side, the RPC handler declares which JSON fields it accepts:

module/bdev/nvme/bdev_nvme_rpc.c:308

static const struct spdk_json_object_decoder rpc_bdev_nvme_attach_controller_decoders[] = {
	{"name", offsetof(struct rpc_bdev_nvme_attach_controller, name), spdk_json_decode_string},
	{"trtype", offsetof(struct rpc_bdev_nvme_attach_controller, trtype), spdk_json_decode_string},
	{"traddr", offsetof(struct rpc_bdev_nvme_attach_controller, traddr), spdk_json_decode_string},

	{"adrfam", offsetof(struct rpc_bdev_nvme_attach_controller, adrfam), spdk_json_decode_string, true},
	{"trsvcid", offsetof(struct rpc_bdev_nvme_attach_controller, trsvcid), spdk_json_decode_string, true},
	{"priority", offsetof(struct rpc_bdev_nvme_attach_controller, priority), spdk_json_decode_string, true},
	{"subnqn", offsetof(struct rpc_bdev_nvme_attach_controller, subnqn), spdk_json_decode_string, true},

Only name, trtype, and traddr are required here. Fields like adrfam, trsvcid, and subnqn are optional because PCIe does not use them while RDMA/TCP normally do.

Later the same handler parses trtype, copies traddr, and calls the bdev NVMe create API:

module/bdev/nvme/bdev_nvme_rpc.c:433

/* Parse trstring */
rc = spdk_nvme_transport_id_populate_trstring(&trid, ctx->req.trtype);
if (rc < 0) {
	SPDK_ERRLOG("Failed to parse trtype: %s\n", ctx->req.trtype);
	spdk_jsonrpc_send_error_response_fmt(request, -EINVAL, "Failed to parse trtype: %s",
					     ctx->req.trtype);
	goto cleanup;
}

/* Parse trtype */
rc = spdk_nvme_transport_id_parse_trtype(&trid.trtype, ctx->req.trtype);
assert(rc == 0);

and:

module/bdev/nvme/bdev_nvme_rpc.c:605

ctx->request = request;
/* Should already be zero due to the calloc(), but set explicitly for clarity. */
ctx->req.bdev_opts.from_discovery_service = false;
ctx->req.bdev_opts.psk = ctx->req.psk;
ctx->req.bdev_opts.dhchap_key = ctx->req.dhchap_key;
ctx->req.bdev_opts.dhchap_ctrlr_key = ctx->req.dhchap_ctrlr_key;
rc = spdk_bdev_nvme_create(&trid, ctx->req.name, ctx->names, ctx->req.max_bdevs,
			   rpc_bdev_nvme_attach_controller_done, ctx, &ctx->req.drv_opts,
			   &ctx->req.bdev_opts);

This is the handoff from JSON-RPC into SPDK's internal NVMe bdev module. If the call succeeds, SPDK eventually replies with an array of bdev names such as Nvme0n1.

The transport ID definition explains why local PCIe is different from fabrics:

include/spdk/nvme.h:435

enum spdk_nvme_transport_type {
	/**
	 * PCIe Transport (locally attached devices)
	 */
	SPDK_NVME_TRANSPORT_PCIE = 256,

	/**
	 * RDMA Transport (RoCE, iWARP, etc.)
	 */
	SPDK_NVME_TRANSPORT_RDMA = SPDK_NVMF_TRTYPE_RDMA,

and:

include/spdk/nvme.h:509

/**
 * Transport address of the NVMe-oF endpoint. For transports which use IP
 * addressing (e.g. RDMA), this should be an IP address. For PCIe, this
 * can either be a zero length string (the whole bus) or a PCI address
 * in the format DDDD:BB:DD.FF or DDDD.BB.DD.FF. For FC the string is
 * formatted as: nn-0xWWNN:pn-0xWWPN where WWNN is the Node_Name of the

The line about PCIe is the key: for local baremetal ownership, traddr is a PCI address, not a network address.

bdev_nvme_create Does The Real Attach

The C function spdk_bdev_nvme_create rejects duplicate controller identities and invalid names before it starts the async probe/connect path:

module/bdev/nvme/bdev_nvme.c:6753

if (nvme_ctrlr_get(trid, drv_opts->hostnqn) != NULL) {
	SPDK_ERRLOG("A controller with the provided trid (traddr: %s, hostnqn: %s) "
		    "already exists.\n", trid->traddr, drv_opts->hostnqn);
	return -EEXIST;
}

len = strnlen(base_name, SPDK_CONTROLLER_NAME_MAX);

if (len == 0 || len == SPDK_CONTROLLER_NAME_MAX) {
	SPDK_ERRLOG("controller name must be between 1 and %d characters\n", SPDK_CONTROLLER_NAME_MAX - 1);
	return -EINVAL;
}

For beginners, this is why name and transport identity matter separately:

	the transport ID says which controller/path SPDK should attach;
	the controller name becomes the prefix for bdevs;
	a duplicate transport ID is not a harmless second attach;
	an invalid or reused name can collide with an existing bdev graph.


The function then chooses attach behavior and starts an async connection:

module/bdev/nvme/bdev_nvme.c:6856

if (nvme_bdev_ctrlr_get_by_name(base_name) == NULL || ctx->bdev_opts.multipath) {
	attach_cb = connect_attach_cb;
} else {
	attach_cb = connect_set_failover_cb;
}

nvme_ctrlr = nvme_ctrlr_get_by_name(ctx->base_name);
if (nvme_ctrlr  && nvme_ctrlr->opts.multipath != ctx->bdev_opts.multipath) {
	/* All controllers with the same name must be configured the same
	 * way, either for multipath or failover. If the configuration doesn't
	 * match - report error.
	 */
	free_nvme_async_probe_ctx(ctx);
	return -EINVAL;
}

ctx->probe_ctx = spdk_nvme_connect_async(trid, &ctx->drv_opts, attach_cb);

For RDMA, multipath can mean several target paths under one logical NVMe bdev. For PCIe, a local controller is a local PCI function. SPDK later rejects PCIe failover paths; local PCI does not become a network multipath device just because the same RPC supports multipath for fabrics.

Host Setup: Hugepages, VFIO, And Binding

Local PCI attach only works after the host has been prepared. SPDK's scripts/setup.sh does two separate jobs:

	reserve hugepage memory for DMA-capable userspace buffers;
	move selected PCI devices from their normal kernel driver to a userspace-friendly driver such as vfio-pci.


The script's usage text summarizes the intent:

scripts/setup.sh:33

echo "Helper script for allocating hugepages and binding NVMe, I/OAT, VMD and Virtio devices"
echo "to a generic VFIO kernel driver. If VFIO is not available on the system, this script"
echo "will fall back to UIO. NVMe and Virtio devices with active mountpoints will be ignored."
echo "All hugepage operations use default hugepage size on the system (hugepagesz)."

The active-mountpoint guard is not cosmetic. Binding a mounted root or data disk away from the kernel would remove the block device underneath the filesystem.

Driver choice depends on IOMMU and available modules:

scripts/setup.sh:391

if [[ "${DRIVER_OVERRIDE}" == "none" ]]; then
	driver_name=none
elif [[ -n "${DRIVER_OVERRIDE}" ]]; then
	driver_path="$DRIVER_OVERRIDE"
	driver_name="${DRIVER_OVERRIDE##*/}"
	# modprobe and the sysfs don't use the .ko suffix.
	driver_name=${driver_name%.ko}
	# path = name -> there is no path
	if [[ "$driver_path" = "$driver_name" ]]; then
		driver_path=""
	fi
elif is_iommu_enabled; then
	driver_name=vfio-pci

If IOMMU is enabled, SPDK prefers vfio-pci. Without IOMMU, the script can fall back to UIO if available. That fallback may work in labs, but it gives up the IOMMU isolation that normally keeps a userspace DMA bug from writing arbitrary host memory.

Hugepage allocation has its own failure mode:

scripts/setup.sh:511

echo $((NRHUGE < 0 ? 0 : NRHUGE)) > "$hp_int"

allocated_hugepages=$(< "$hp_int")
if ((allocated_hugepages < NRHUGE)); then
	cat <<- ERROR

		## ERROR: requested $NRHUGE hugepages but $allocated_hugepages could be allocated ${2:+on node$2}.
		## Memory might be heavily fragmented. Please try flushing the system cache, or reboot the machine.
	ERROR
	return 1
fi

SPDK can fail before any disk attach if hugepages are exhausted or fragmented. In production, this looks like "SPDK will not start" or "SPDK cannot allocate DMA memory," not like an NVMe protocol problem.

NVMe-oF Attach Loop In Current diskengine

The current diskengine baremetal attach loop is a reconciler over database rows. It queries mapped volumes, includes resizing volumes so pending paths are preconnected, asks SPDK which paths are already connected, and attaches only missing paths.

/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go:51

func reconcileNVMeConnections(ctx context.Context, client *spdkclient.Client) {
	// Build expected connections scoped to what this baremetal currently needs.
	vols, err := repository.GetVolumesMappedToBaremetalByStates(ctx, config.Value.BAREMETAL_ID, []types.VolumeBaremetalMappingState{
		types.VOLUME_BM_ASSIGNED,
		types.VOLUME_BM_INITIALISED,
		types.VOLUME_BM_ATTACHED,
	})
	if err != nil {
		logger.Error.Printf("nvme attach: failed to get mapped volumes: %v", err)
		return
	}

The important design choice is retry, not one-shot provisioning. A missing target, down RDMA interface, stale route, or temporary SPDK error logs a warning and retries next tick. That is why attach failure should not immediately corrupt the database state.

Path detection also uses SPDK controller state rather than Linux devices:

/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go:143

// getConnectedNVMePaths returns a map of connected paths: NQN -> IP -> enabled.
func getConnectedNVMePaths(client *spdkclient.Client) (map[string]map[string]bool, error) {
	controllers, err := client.BdevNvmeGetControllers()
	if err != nil {
		return nil, err
	}

	paths := make(map[string]map[string]bool)
	for _, ctrl := range controllers {
		for _, info := range ctrl.Ctrlrs {
			nqn := info.Trid.Subnqn
			ip := info.Trid.Traddr

For local PCIe, the same idea applies but the identity would be controller name plus BDF. Looking for /dev/nvme0n1 is the wrong check after SPDK owns the controller.

RAID Ensure And Namespace Geometry

diskengine turns attached namespace bdevs into a RAID bdev before exposing a disk to a VM. The current code expects two ready lvol replicas and names the RAID raid_<volume_id>.

/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/raidensure.go:109

if len(lvols) != 2 {
	logger.Info.Printf("raid ensure: vol %d has %d lvols (want 2); skipping", vol.VolumeID, len(lvols))
	return fmt.Errorf("raid ensure: vol %d has %d lvols (want 2); skipping", vol.VolumeID, len(lvols))
}

baseBdevs := make([]string, 0, 2)
for _, l := range lvols {
	name, nerr := baseBdevNameFromNQN(l.NQN)
	if nerr != nil {
		logger.Warn.Printf("raid ensure: invalid NQN for vol %d (uuid=%s): %v", vol.VolumeID, l.UUID, nerr)

Before creating RAID, diskengine checks that bases are ready and explicitly avoids a generic bdev listing during reset windows:

/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/raidensure.go:128

// Guard: only attempt RAID create once base subsystems/controllers are up.
// Avoid bdev_get_bdevs here; it can crash SPDK during NVMe controller reset.
lvolNQNs := []string{lvols[0].NQN, lvols[1].NQN}
ready, err := areBaseBdevsReady(client, lvolNQNs, baseBdevs)
if err != nil {
	logger.Error.Printf("raid ensure: check base bdevs failed for vol %d: %v", vol.VolumeID, err)
	return fmt.Errorf("raid ensure: check base bdevs failed for vol %d: %w", vol.VolumeID, err)
}
if !ready {
	logger.Warn.Printf("raid ensure: base bdevs not ready yet for vol %d; deferring RAID create", vol.VolumeID)

Namespace geometry matters here. RAID assumes the base bdevs are compatible enough for the chosen RAID level: block size, size, metadata behavior, and data offset must match what higher layers expect. A local PCI namespace and a remote lvol namespace may both be "NVMe bdevs," but that does not make them interchangeable. If a resize creates a pending namespace with different geometry, the correct response is to stop and inspect, not force a RAID membership change.

JSON-RPC Replay And Stale State

SPDK's runtime state lives inside the SPDK process. diskengine has database state and saved RPC config. After a restart, those layers can disagree.

The helper comments explain the required ordering:

/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/helpers/spdk_helpers.go:96

// RestoreConfig replays JSON-RPC calls persisted on disk to restore SPDK state.
//
// The SPDK framework has two phases:
//  1. Pre-init phase (when SPDK is started with --wait-for-rpc)
//  2. Post-init phase (after framework_start_init)
//
// Certain RPCs must be sent *before* the framework is started; otherwise they
// are rejected and the desired settings are not applied.  To guarantee the
// correct ordering we:

The implementation splits pre-init options from post-init configuration:

/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/helpers/spdk_helpers.go:175

// Split RPCs by phase
preInitSet := map[string]struct{}{
	"framework_set_scheduler": {},
	"sock_set_default_impl":   {},
	"sock_impl_set_options":   {},
	"iobuf_set_options":       {},
	"accel_set_options":       {},
	"bdev_set_options":        {},
	"bdev_raid_set_options":   {},
	"bdev_nvme_set_options":   {},

This matters for stale JSON-RPC state. If a saved config tries to recreate a controller that SPDK already has, duplicate-name or duplicate-transport errors can be harmless replay artifacts or real misconfiguration. The operator must compare:

	framework_get_config;
	bdev_nvme_get_controllers;
	bdev_get_bdevs when safe;
	diskengine database mappings;
	saved config file contents.


Do not blindly delete lower bdevs just because replay returned "already exists." First confirm whether the live graph matches desired state.

Exposing The Disk To QEMU

After RAID exists and initialization is complete, diskengine creates a vhost-blk controller. This is the VM-facing point. The guest does not see SPDK's internal bdev names; it sees a disk presented through QEMU/vhost.

The key ordering rule is:

	NVMe bdevs must exist.
	RAID must exist and be usable.
	Snapshot initialization must finish if required.
	vhost-blk can be created.
	VM state can move to attached/available.


Creating vhost first would expose a missing or unstable backend. Deleting RAID before deleting vhost would strand a VM-facing controller on a removed lower device.

Teardown, Detach, And Rollback

diskengine splits teardown for safety. VM-facing vhost teardown is separate from volume-level RAID/NVMe teardown. The RAID detach loop gates lower deletion on absence of all relevant vhost controllers:

/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/raid_detach.go:81

ctrlSet := map[string]struct{}{}
for _, c := range allControllers {
	ctrlSet[c.Ctrlr] = struct{}{}
}
for _, id := range mappingIDs {
	name := fmt.Sprintf("vhost%d", id)
	if _, ok := ctrlSet[name]; ok {
		logger.Warn.Printf("raid detach: vol %d spdk gate failed (vhost %s still present); deferring", volumeID, name)
		return nil
	}
}

Only after that gate does it delete RAID and detach unused NVMe controllers:

/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/raid_detach.go:93

// Delete RAID bdev
raidName := fmt.Sprintf("raid_%d", volumeID)
if er := client.BdevRaidDelete(spdkclient.BdevRaidDeleteParams{Name: raidName}); er != nil {
	if !isSPDKNotFoundErr(er) {
		// Real error: do NOT transition to DETACHED. Retry next tick.
		return fmt.Errorf("delete raid %s: %w", raidName, er)
	}
}

// Detach NVMe controllers (best-effort)
if err := detachUnusedNvmeControllers(ctx, client, volumeID); err != nil {

For local PCI rollback, there is one extra operational step outside diskengine: after SPDK detaches the controller and no SPDK process owns it, rebind the BDF to the Linux nvme driver. SPDK's setup.sh reset path exists for this purpose. Rollback is not "restart Linux and hope." The operator should know the BDF, confirm no SPDK bdev uses it, detach in SPDK, then rebind.

SPDK's detach RPC accepts optional path fields and calls spdk_bdev_nvme_delete:

module/bdev/nvme/bdev_nvme_rpc.c:750

rpc_bdev_nvme_detach_controller(struct spdk_jsonrpc_request *request,
				const struct spdk_json_val *params)
{
	struct rpc_bdev_nvme_detach_controller req = {NULL};
	struct spdk_nvme_path_id path = {};
	size_t len, maxlen;
	int rc = 0;

	if (spdk_json_decode_object(params, rpc_bdev_nvme_detach_controller_decoders,
				    SPDK_COUNTOF(rpc_bdev_nvme_detach_controller_decoders),

and:

module/bdev/nvme/bdev_nvme_rpc.c:850

rc = spdk_bdev_nvme_delete(req.name, &path, rpc_bdev_nvme_detach_controller_done, request);

if (rc != 0) {
	spdk_jsonrpc_send_error_response(request, rc, spdk_strerror(-rc));
}

Reset And Hot-Remove

Reset is not a normal attach retry. It can interrupt I/O, alter controller state, and race with bdev queries. SPDK exposes bdev_nvme_reset_controller:

module/bdev/nvme/bdev_nvme_rpc.c:1359

static void
rpc_bdev_nvme_reset_controller(struct spdk_jsonrpc_request *request,
			       const struct spdk_json_val *params)
{
	rpc_bdev_nvme_controller_op(request, params, NVME_CTRLR_OP_RESET);
}
SPDK_RPC_REGISTER("bdev_nvme_reset_controller", rpc_bdev_nvme_reset_controller, SPDK_RPC_RUNTIME)

In a reset storm, repeated resets can keep bdevs oscillating between enabled, missing, and examining states. diskengine's RAID code already hints at this by avoiding broad bdev_get_bdevs during NVMe controller reset. Operationally, slow down the actor causing resets, inspect controller health, and avoid layering more delete/recreate operations on top of an unstable controller.

For PCIe hot-remove, SPDK registers removal callbacks and can poll for hotplug:

module/bdev/nvme/bdev_nvme.c:6187

static void
remove_cb(void *cb_ctx, struct spdk_nvme_ctrlr *ctrlr)
{
	struct nvme_ctrlr *nvme_ctrlr = cb_ctx;

	bdev_nvme_delete_ctrlr(nvme_ctrlr, true);
}

and:

module/bdev/nvme/bdev_nvme.c:6212

bdev_nvme_hotplug(void *arg)
{
	struct spdk_nvme_transport_id trid_pcie;

	if (g_hotplug_probe_ctx) {
		return SPDK_POLLER_BUSY;
	}

	memset(&trid_pcie, 0, sizeof(trid_pcie));
	spdk_nvme_trid_populate_transport(&trid_pcie, SPDK_NVME_TRANSPORT_PCIE);

Hot-remove is an error path, not a graceful detach. The best case is that SPDK notices, tears down controller state, and upper layers see I/O errors. For a VM-backed disk, the operator must then decide whether the RAID layer still has enough replicas, whether the VM should continue, and whether the database should mark the physical path faulty.

Required Edge Cases

Controller already bound to the kernel:

If a local PCI controller is still bound to nvme, bdev_nvme_attach_controller with trtype=PCIe will not be able to claim it through VFIO/UIO. Check scripts/setup.sh status, /sys/bus/pci/devices/<bdf>/driver, and active mounts. Do not bind away a mounted filesystem.

IOMMU disabled:

setup.sh prefers vfio-pci when is_iommu_enabled succeeds. Without IOMMU it may fall back to UIO. Treat that as a security and safety downgrade. On production systems, enabling IOMMU in firmware and kernel command line is usually the right fix.

Hugepage exhaustion:

SPDK needs hugepages for DMA-capable buffers. If the requested hugepages cannot be allocated, fix memory fragmentation, reserve pages earlier in boot, reduce HUGEMEM/NRHUGE, or choose the right NUMA node. Do not debug this as an NVMe namespace problem.

Duplicate names:

SPDK rejects duplicate transport IDs and invalid controller names. diskengine's current RDMA path derives names from NQNs to make retries idempotent. A local PCI orchestrator should do the same from BDFs or inventory IDs.

Hot-remove:

For PCIe, the device can disappear below SPDK. SPDK has callbacks and hotplug polling, but upper layers still receive failure. RAID may survive if another base is healthy; a single local namespace does not.

Reset storms:

Repeated reset attempts can make bdev state flicker. Avoid broad graph mutations while a controller is resetting. Prefer controller/path health checks, bounded retries, and one owner for reset policy.

Stale JSON-RPC state:

Saved config, live SPDK state, and diskengine database state can diverge after crash/restart. Compare all three before deleting. Some "already exists" errors are successful idempotency; others are real name conflicts.

Multipath versus local PCI:

Multipath policy is meaningful for remote NVMe-oF paths. A local PCI BDF is a local controller path. Do not model two unrelated local drives as multipath just because the RPC accepts a multipath option.

Namespace geometry mismatch:

RAID and snapshot copy assume compatible block sizes, sizes, and metadata offsets. During resize, pending namespaces must be checked before membership changes. If geometry differs unexpectedly, stop and inspect the source mapping.

Operational rollback:

Rollback from local SPDK ownership means: stop VM exposure, delete vhost, delete RAID/lvol users, detach the NVMe controller from SPDK, stop SPDK if needed, and rebind the BDF to the kernel nvme driver. Then confirm /dev/nvme* reappears before mounting anything.

Misconceptions To Kill

"Baremetal mode always means SPDK owns physical SSDs."

Not in the current diskengine source. Current diskengine baremetal mode is a compute-side reconciler for remote NVMe-oF lvol exports. SPDK can also own local PCIe controllers, but that is a transport choice at the bdev_nvme_attach_controller boundary.

"Go is doing NVMe I/O."

No. Go sends JSON-RPC. SPDK C code owns controllers, bdevs, queues, pollers, DMA memory, reset handling, and hot-remove callbacks.

"If SPDK owns the controller, Linux can still mount it."

No. The kernel block device disappears when the kernel driver is unbound. Use SPDK exports such as vhost, NBD, NVMe-oF target, or CUSE if you need another interface.

"Detach is one delete call."

No. VM exposure, RAID/lvol users, NVMe controllers, PCI binding, and database state have different lifetimes and must be unwound in order.

"Multipath fixes every device failure."

No. Multipath is for multiple paths to the same storage identity. It is not a substitute for RAID, replication, or local PCI redundancy.

Lab: Read One Attach End To End

For the current diskengine remote path:

	Start at internal/baremetal/nvme_attach.go:reconcileNVMeConnections.
	Follow repository.GetRequiredNVMeConnectionsForVolumes to see how NQN, RDMA IP, and port are derived.
	Read attachNvmeSoft and identify the exact BdevNvmeAttachControllerParams.
	Read internal/spdkclient/wrappers.go:BdevNvmeAttachController.
	In SPDK, read module/bdev/nvme/bdev_nvme_rpc.c:rpc_bdev_nvme_attach_controller.
	Continue to module/bdev/nvme/bdev_nvme.c:spdk_bdev_nvme_create.
	Confirm the returned bdev names feed RAID creation in internal/baremetal/raidensure.go.


For a local PCI experiment, compare only step 3: the transport ID becomes trtype=PCIe and traddr=<BDF>. Everything below the RPC changes from fabric connection to PCI probing and BAR/DMA ownership.

Source Reading Path

Primary diskengine files:

	/home/lolwierd/Projects/excloud/diskengine/diskengine/docs/baremetal.md
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/baremetal.go
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/nvme_attach.go
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/raidensure.go
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal/raid_detach.go
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/helpers/spdk_helpers.go
	/home/lolwierd/Projects/excloud/diskengine/diskengine/internal/spdkclient/wrappers.go


Primary SPDK files:

	/home/lolwierd/spdk/doc/userspace.md
	/home/lolwierd/spdk/doc/bdev.md
	/home/lolwierd/spdk/doc/nvme.md
	/home/lolwierd/spdk/doc/jsonrpc.md.jinja2
	/home/lolwierd/spdk/scripts/setup.sh
	/home/lolwierd/spdk/include/spdk/nvme.h
	/home/lolwierd/spdk/module/bdev/nvme/bdev_nvme_rpc.c
	/home/lolwierd/spdk/module/bdev/nvme/bdev_nvme.c
	/home/lolwierd/spdk/lib/nvme/nvme.c
	/home/lolwierd/spdk/lib/nvme/nvme_pcie.c


Operational Debug Exercise

Symptom: guest write hangs.

Classify the failure from top to bottom:

	Does vhost_get_controllers show the expected vhost<mapping_id>?
	Does QEMU still have the vhost socket open?
	Does bdev_raid_get_bdevs show raid_<volume_id> online or degraded?
	Do the expected NVMe bdevs still exist?
	For remote diskengine: does bdev_nvme_get_io_paths show enabled RDMA paths to the expected NQNs?
	For local PCI: does bdev_nvme_get_controllers show the expected trtype=PCIe and BDF?
	Are there recent reset, hot-remove, or hugepage allocation errors in SPDK logs?
	Does diskengine database state agree with live SPDK state?


The main lesson is to avoid crossing layers too early. If the vhost controller is missing, do not start with PCI binding. If the PCI controller is gone, do not keep recreating vhost. Walk the graph in order.
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  Chapter 31: Complete VM Write To SSD Walkthrough

  This chapter follows one guest write from a VM down to a physical SSD and then follows completion back up. It ties together vhost-blk, RAID, NVMe-oF initiator, NVMe-oF target, lvol/blobstore, and physical NVMe.

  Chapter Goal

This chapter follows one guest write from a VM down to a physical SSD and then follows completion back up. It ties together vhost-blk, RAID, NVMe-oF initiator, NVMe-oF target, lvol/blobstore, and physical NVMe.

The key idea: diskengine constructs and repairs the graph, but the write itself flows through SPDK data-plane code.
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Scenario

Assume a VM writes 4 KiB to a disk backed by a replicated excloud volume:

	The VM is running on a baremetal node.
	QEMU uses a vhost-blk socket created by SPDK on that baremetal node.
	The vhost-blk controller exposes raid_123.
	raid_123 has base bdevs produced by bdev_nvme connections to storage-node NQNs.
	Each storage-node NQN exports one lvol as an NVMe-oF namespace.
	Each lvol is backed by an SPDK lvstore/blobstore on a local physical NVMe SSD.


Stage 0: Control Plane Already Ran

Before the write, these diskengine loops prepared the graph.

Storage node:

	internal/storagenode/disk_init.go: initialiseDisk
	internal/storagenode/provisionlvol.go: provisionLvol
	internal/storagenode/nvmeofexport.go: reconcileExports


Baremetal:

	internal/baremetal/nvme_attach.go: reconcileNVMeConnections
	internal/baremetal/raidensure.go: ensureRaid
	internal/baremetal/attach.go: ensureVhost


This distinction matters. If you are debugging one write, first decide whether the graph exists. If it does not, debug control plane. If it exists but I/O fails, debug data path.

Stage 1: Guest Submits virtio-blk Request

Inside the VM, the guest kernel submits a block write to its virtio-blk device. The guest fills virtqueue descriptors that point to guest memory containing the request header and payload. QEMU and SPDK have negotiated vhost-user memory mappings, so SPDK can translate those guest physical addresses.

SPDK anchors:

	lib/vhost/vhost_blk.c: process_blk_task
	lib/vhost/vhost_blk.c: process_packed_blk_task
	lib/vhost/vhost_blk.c: blk_iovs_split_queue_setup
	lib/vhost/vhost_blk.c: blk_iovs_packed_queue_setup
	lib/vhost/vhost_internal.h: vhost_gpa_to_vva
	lib/vhost/vhost_internal.h: vhost_vring_desc_to_iov


The output of this stage is a spdk_vhost_blk_task with iovs and request metadata.

Stage 2: vhost-blk Submits bdev Write To RAID

The request reaches:

	lib/vhost/vhost_blk.c: vhost_user_process_blk_request
	lib/vhost/vhost_blk.c: virtio_blk_process_request


For a write, virtio_blk_process_request submits bdev I/O to the backing bdev, which is raid_123 in this scenario. The completion callback is:

	lib/vhost/vhost_blk.c: blk_request_complete_cb


Nothing has reached the SSD yet. At this moment SPDK has created an asynchronous bdev write against a RAID bdev.

Stage 3: RAID Maps The Write To Base bdevs

The RAID module receives the bdev write through its module submit path:

	module/bdev/raid/bdev_raid.c: raid_bdev_submit_request
	module/bdev/raid/raid1.c


For RAID1, the write must be propagated to mirror bases according to the module logic. Each base bdev is an NVMe bdev created by bdev_nvme_attach_controller.

Useful RAID RPC/debug anchors:

	module/bdev/raid/bdev_raid_rpc.c: rpc_bdev_raid_get_bdevs
	module/bdev/raid/bdev_raid_rpc.c: rpc_bdev_raid_add_base_bdev
	module/bdev/raid/bdev_raid_rpc.c: rpc_bdev_raid_remove_base_bdev


If RAID is rebuilding or degraded, behavior depends on current base state. This is why diskengine's health loop watches RAID processes:

	internal/baremetal/baremetal_health.go: runHealthIteration


Stage 4: bdev_nvme Converts Base Writes To NVMe Commands

Each RAID base bdev receives a write:

	module/bdev/nvme/bdev_nvme.c: bdev_nvme_submit_request
	module/bdev/nvme/bdev_nvme.c: _bdev_nvme_submit_request
	module/bdev/nvme/bdev_nvme.c: bdev_nvme_writev


The bdev module submits NVMe namespace write commands through the NVMe library:

	lib/nvme/nvme_ns_cmd.c: spdk_nvme_ns_cmd_writev
	lib/nvme/nvme_ns_cmd.c: spdk_nvme_ns_cmd_write_ext
	lib/nvme/nvme_qpair.c
	lib/nvme/nvme_rdma.c


Because this is a remote storage-node export, the NVMe transport is RDMA in the typical diskengine path. The write is now an NVMe-oF command traveling from baremetal to storage node.

Stage 5: Storage Node NVMf Target Receives The Write

On the storage node, the RDMA transport receives the request and calls the common NVMf execution path:

	lib/nvmf/rdma.c: spdk_nvmf_request_exec call sites
	lib/nvmf/ctrlr.c: spdk_nvmf_request_exec
	lib/nvmf/ctrlr.c: nvmf_ctrlr_process_io_cmd
	lib/nvmf/ctrlr.c: spdk_nvmf_request_get_bdev
	lib/nvmf/ctrlr_bdev.c: nvmf_bdev_ctrlr_write_cmd


spdk_nvmf_request_get_bdev resolves the namespace ID to the lvol bdev attached to that subsystem. This is where the NQN/namespace created by storage-node control plane becomes a real bdev operation.

Stage 6: lvol/blobstore Writes To Physical NVMe bdev

The lvol bdev maps guest-visible logical blocks to blobstore clusters. Source anchors for deeper reading:

	module/bdev/lvol/vbdev_lvol.c
	module/bdev/lvol/vbdev_lvol_rpc.c
	lib/blob/blobstore.c
	module/blob/bdev/blob_bdev.c


The lvol ultimately submits I/O to its base bdev, which is the physical NVMe namespace attached on the storage node:

	module/bdev/nvme/bdev_nvme.c: bdev_nvme_submit_request
	module/bdev/nvme/bdev_nvme.c: bdev_nvme_writev
	lib/nvme/nvme_pcie.c
	lib/nvme/nvme_qpair.c


At the physical device boundary, the write is an NVMe command on a PCIe qpair. The SSD controller writes data into NAND through its internal flash translation layer. SPDK does not manage NAND pages directly.

Stage 7: Completion Returns Upward

Completion reverses the path:

	Physical SSD completes NVMe command.
	Storage-node NVMe driver polls completion.
	lvol/blobstore completes its bdev I/O.
	NVMf target completes request with spdk_nvmf_request_complete.
	RDMA response reaches baremetal initiator.
	Baremetal bdev_nvme_writev_done completes base bdev write.
	RAID completes when required base writes finish.
	vhost blk_request_complete_cb sets virtio status.
	vhost_user_blk_request_finish updates the used ring.
	Guest sees the virtio-blk completion.


SPDK completion anchors:

	module/bdev/nvme/bdev_nvme.c: bdev_nvme_writev_done
	lib/nvmf/ctrlr.c: spdk_nvmf_request_complete
	lib/nvmf/transport.c: nvmf_transport_req_complete
	lib/vhost/vhost_blk.c: blk_request_complete_cb
	lib/vhost/vhost_blk.c: vhost_user_blk_request_finish


Prose Diagram: Complete Write Path

Draw two machines: baremetal node on the left, storage node on the right.

Baremetal stack, top to bottom:

VM guest filesystem -> guest virtio-blk driver -> QEMU -> SPDK vhost-blk -> raid_123 -> bdev_nvme remote base bdevs -> RDMA NIC.

Storage-node stack:

RDMA NIC -> SPDK NVMf target -> subsystem namespace -> lvol bdev -> blobstore/lvstore -> physical NVMe bdev -> PCIe SSD.

Draw the write arrow left-to-right across RDMA between the bdev_nvme layer and NVMf target. Draw completion right-to-left all the way back to the guest. Use dashed boxes around diskengine loops above both machines to show they create the graph but are not on the per-I/O arrow.

Debugging By Layer

Guest layer:

	Is the disk visible?
	Are writes hanging or failing with I/O errors?


vhost layer:

	vhost_get_controllers
	thread_get_pollers
	Source: lib/vhost/vhost_blk.c


RAID layer:

	bdev_raid_get_bdevs
	base status, rebuild process, online/configuring/offline.
	Source: module/bdev/raid/bdev_raid_rpc.c.


Baremetal NVMe initiator:

	bdev_nvme_get_controllers
	bdev_nvme_get_io_paths
	Source: module/bdev/nvme/bdev_nvme_rpc.c.


Storage-node NVMf target:

	nvmf_get_subsystems
	nvmf_get_transports
	Source: lib/nvmf/nvmf_rpc.c.


Storage-node bdev/lvol:

	bdev_get_bdevs
	bdev_lvol_get_lvstores
	Source: module/bdev/lvol/vbdev_lvol_rpc.c.


Physical NVMe:

	bdev_nvme_get_controller_health_info
	SMART/temperature/media errors.


Edge Cases And Misleading Symptoms

Guest hang can be vhost completion, not SSD failure:

If bdev I/O completes but the used ring is not updated or interrupt is missed, the guest waits even though lower storage is fine.

RAID online can hide one bad replica:

A degraded RAID can still serve I/O. Check rebuild and base status, not just presence.

NVMe controller enabled can still have path issues:

Use I/O path RPCs and stats, not just controller list.

Storage-node lvol exists but is not exported:

Baremetal attach fails at NVMf connect/discovery even though storage capacity exists.

Physical SSD healthy does not prove export healthy:

Network, target subsystem, namespace mapping, and bdev graph can fail above the SSD.

Control-plane race can look like data-plane failure:

If the VM starts before vhost or RAID is ready, the symptom may be a missing or failed disk. Check diskengine state transitions.

Misconceptions To Kill

"The write goes through diskengine Go code."

No. diskengine created the objects. The write flows through SPDK.

"There is one queue."

No. There are guest virtqueues, RAID bdev queues, NVMe initiator qpairs, NVMf target qpairs, lvol/blobstore work, and physical NVMe queues.

"Completion means durable on NAND."

Completion means the storage stack and device reported command completion according to their semantics. Durability depends on flush/FUA, volatile caches, SSD power-loss protection, and the protocol command used.

"A single RPC can diagnose the whole path."

No. Use layer-specific checks.

Lab: Build A Trace Checklist

For a volume 123, write a checklist with expected object names:

	vhost controller: vhost<volume_vm_mapping_id>
	RAID bdev: raid_123
	base bdevs: derived from NQNs using baseBdevNameFromNQN
	storage-node NQNs: from volume_lvol_mapping
	namespace bdev names: lvol UUIDs
	physical controller names: storage-node NvmeDisk<disk_id>


Then map each object to one SPDK RPC that can prove it exists.

Source Reading Exercise

Read in this order, stopping at the first async submission/completion pair in each layer:

	lib/vhost/vhost_blk.c: virtio_blk_process_request
	module/bdev/raid/bdev_raid.c: raid_bdev_submit_request
	module/bdev/nvme/bdev_nvme.c: bdev_nvme_writev
	lib/nvmf/ctrlr_bdev.c: nvmf_bdev_ctrlr_write_cmd
	module/bdev/lvol/vbdev_lvol.c


For each layer, identify:

	input object,
	output object,
	async completion callback.


Operational Debug Exercise

Symptom: write latency spikes every few minutes.

Investigate:

	Guest/vhost queue depth and session state.
	RAID rebuild activity from bdev_raid_get_bdevs.
	NVMe-oF path reconnects or disabled paths.
	Storage-node disk health and temperature.
	lvol/blobstore free space and snapshots/clones.
	CPU reactor saturation and poller stats.
	Network RDMA counters outside SPDK if available.


Tie each observation to a layer in the diagram. Avoid jumping straight from "VM slow" to "SSD bad."

Self-Check

	Which layer translates guest descriptors into iovs?
	Which layer turns a RAID base write into an NVMe command?
	Which layer maps NVMf namespace ID to storage-node lvol bdev?
	Why is diskengine not in the write hot path?
	Name three places where completion can be delayed after the physical SSD has accepted the command.


References

	Local SPDK: lib/vhost/vhost_blk.c
	Local SPDK: module/bdev/raid/bdev_raid.c
	Local SPDK: module/bdev/nvme/bdev_nvme.c
	Local SPDK: lib/nvmf/ctrlr.c
	Local SPDK: lib/nvmf/ctrlr_bdev.c
	Local SPDK: module/bdev/lvol/vbdev_lvol.c
	Local diskengine: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/storagenode
	Local diskengine: /home/lolwierd/Projects/excloud/diskengine/diskengine/internal/baremetal
	SPDK bdev documentation: https://spdk.io/doc/bdev.html
	SPDK NVMe-oF documentation: https://spdk.io/doc/nvmf.html


Source Walkthrough: The vhost Request Becomes A bdev I/O

The vhost layer is where a guest block request becomes an SPDK bdev request. The guest gives SPDK descriptors. SPDK validates them, interprets the virtio block header, then submits read/write/flush/unmap to the backing bdev.

From lib/vhost/vhost_blk.c:

virtio_blk_process_request(struct spdk_vhost_dev *vdev, struct spdk_io_channel *ch,
			   struct spdk_vhost_blk_task *task, virtio_blk_request_cb cb, void *cb_arg)
{
	struct spdk_vhost_blk_dev *bvdev = to_blk_dev(vdev);
	struct virtio_blk_outhdr req;
	struct iovec *iov;
	uint32_t type;
	uint64_t flush_bytes;
	uint32_t payload_len;
	uint16_t iovcnt;
	int rc;

vdev is the guest-facing controller. ch is the SPDK I/O channel bound to the thread handling this queue. task is the per-request object that carries guest iovs, status byte, callback, and retry state. bvdev is the vhost block device object; it points to the backing bdev descriptor.

iov = &task->iovs[0];
if (spdk_unlikely(iov->iov_len != sizeof(req))) {
	blk_request_finish(VIRTIO_BLK_S_UNSUPP, task);
	return -1;
}

memcpy(&req, iov->iov_base, sizeof(req));

The first descriptor must contain the virtio block header. SPDK copies it to the stack because some firmware does not align it the way C sanitizers expect. This is a small but important lesson: high-performance code still contains defensive compatibility details.

payload_len = task->payload_size;
task->status = iov->iov_base;
payload_len -= sizeof(req) + sizeof(*task->status);
iovcnt = task->iovcnt - 2;
type = req.type;

The task payload includes the header, data buffers, and final one-byte virtio status. SPDK subtracts the metadata and treats the middle descriptors as the data vector. This is why a guest write can stay scatter/gather instead of being copied into one flat buffer.

For a normal write:

rc = spdk_bdev_writev(bvdev->bdev_desc, ch,
		      &task->iovs[1], iovcnt, req.sector * 512,
		      payload_len, blk_request_complete_cb, task);

This is the main handoff. bvdev->bdev_desc identifies the opened backing bdev, which may be a RAID bdev in diskengine baremetal mode. ch chooses the per-thread channel. &task->iovs[1] skips the virtio header and points at guest data buffers. req.sector * 512 converts the virtio sector number into byte offset. payload_len is the write length. blk_request_complete_cb is the function that will eventually finish the guest request.

The write has not completed when spdk_bdev_writev returns zero. A zero return means accepted for asynchronous execution. Completion comes later.

Edge Case: Queue Full And -ENOMEM

The vhost code handles a temporary no-memory result differently from a hard I/O error:

if (rc) {
	if (rc == -ENOMEM) {
		SPDK_DEBUGLOG(vhost_blk, "No memory, start to queue io.\n");
		blk_request_queue_io(vdev, ch, task);
	} else {
		blk_request_finish(VIRTIO_BLK_S_IOERR, task);
		return -1;
	}
}

-ENOMEM here does not automatically mean the host is out of RAM. It can mean SPDK cannot allocate a bdev I/O object or buffer right now. The request is queued for resubmission. Other errors become guest-visible I/O errors.

This is an important debugging branch. If a VM write hangs but does not fail, check whether the request is waiting on SPDK internal resources. The guest may see latency, not an error. If SPDK eventually gets resources and resubmits, the write can complete successfully.

Source Walkthrough: Completion Back To The Guest

The vhost completion callback is short:

blk_request_complete_cb(struct spdk_bdev_io *bdev_io, bool success, void *cb_arg)
{
	struct spdk_vhost_blk_task *task = cb_arg;

	spdk_bdev_free_io(bdev_io);
	blk_request_finish(success ? VIRTIO_BLK_S_OK : VIRTIO_BLK_S_IOERR, task);
}

bdev_io is the completed lower-layer SPDK I/O. The vhost layer frees it first. Then it writes the virtio status byte: success maps to VIRTIO_BLK_S_OK, failure maps to VIRTIO_BLK_S_IOERR. blk_request_finish updates the used ring and triggers guest notification through the vhost machinery.

This is why the completion path has two separate questions:

	Did lower bdev I/O complete?
	Did vhost publish completion back to the guest?


If bdev stats show completion but the guest still waits, the likely bug is above the bdev layer: used ring update, interrupt/eventfd, QEMU interaction, or guest driver behavior.

Source Walkthrough: The NVMe-oF Target Validates A Write

On the storage node, the NVMf target receives an NVMe command and maps it to a bdev operation. From lib/nvmf/ctrlr_bdev.c:

nvmf_bdev_ctrlr_write_cmd(struct spdk_bdev *bdev, struct spdk_bdev_desc *desc,
			  struct spdk_io_channel *ch, struct spdk_nvmf_request *req)
{
	struct spdk_bdev_ext_io_opts opts = {
		.size = SPDK_SIZEOF(&opts, nvme_cdw13),
		.memory_domain = req->memory_domain,
		.memory_domain_ctx = req->memory_domain_ctx,
		.accel_sequence = req->accel_sequence,
	};
	uint64_t bdev_num_blocks = spdk_bdev_get_num_blocks(bdev);
	uint32_t block_size = spdk_bdev_desc_get_block_size(desc);
	struct spdk_nvme_cmd *cmd = &req->cmd->nvme_cmd;
	struct spdk_nvme_cpl *rsp = &req->rsp->nvme_cpl;
	uint64_t start_lba;
	uint64_t num_blocks;

bdev is the namespace backing device, which is usually an lvol bdev in the storage-node part of diskengine. desc is the opened descriptor. ch is the I/O channel on the NVMf poll group thread. req is the fabric request containing the NVMe command, data buffers, and completion response.

The options carry memory-domain and acceleration metadata. This matters for RDMA and zero-copy paths: the data buffer may live in a memory domain that the transport and bdev path understand.

nvmf_bdev_ctrlr_get_rw_params(cmd, &start_lba, &num_blocks);
nvmf_bdev_ctrlr_get_rw_ext_params(cmd, &opts, !req->dif_enabled);

The target decodes the NVMe command into bdev parameters. NVMe speaks in LBAs and command dwords. The bdev layer needs offset/length plus options.

if (spdk_unlikely(!nvmf_bdev_ctrlr_lba_in_range(bdev_num_blocks, start_lba, num_blocks))) {
	SPDK_ERRLOG("end of media\n");
	rsp->status.sct = SPDK_NVME_SCT_GENERIC;
	rsp->status.sc = SPDK_NVME_SC_LBA_OUT_OF_RANGE;
	return SPDK_NVMF_REQUEST_EXEC_STATUS_COMPLETE;
}

This is a critical edge case. A guest or initiator can submit an out-of-range write. The target does not pass it downward and hope the SSD catches it. It sets an NVMe completion status and completes the fabric request. That status travels back to the initiator, then eventually to the VM.

if (spdk_unlikely(num_blocks * block_size > req->length)) {
	SPDK_ERRLOG("Write NLB ... > SGL length ...\n");
	rsp->status.sct = SPDK_NVME_SCT_GENERIC;

The target also checks that the command's requested number of blocks fits the data payload length. This catches malformed or inconsistent requests. For debugging, this tells you to compare command LBAs, namespace block size, and SGL length instead of blaming the SSD.

Flush, FUA, And Durability

A normal write completion is not always the same as "data is physically safe in NAND forever". You need to separate three ideas:

	Command completion: the stack reports the write command completed.
	Volatile cache behavior: a controller may have write cache semantics.
	Durability request: flush or FUA asks the device/stack to force persistence according to protocol rules.


In the vhost source, flush has a separate path from ordinary read/write. In NVMe, flush is a command. In bdev, flush is a distinct I/O type. In diskengine, durability depends on every layer honoring the semantic: guest, QEMU/vhost, RAID/lvol/blobstore, NVMe-oF, and physical SSD.

Edge cases:

	A filesystem may issue writes and later flush. If the flush fails, earlier writes may already have completed from the guest's point of view.
	RAID1 write completion may require the policy's required replicas. Read the RAID module for exact semantics.
	An SSD without power-loss protection may acknowledge writes according to its advertised cache rules, not your hopes.
	A transport disconnect after write submit but before completion can leave the initiator unsure. Recovery logic must use protocol status and upper-layer consistency, not guesses.


Discard, Unmap, And Write Zeroes

Not every guest operation carries data. Discard/unmap says ranges no longer need to be preserved. Write zeroes asks the backend to logically zero a range. These operations can be cheaper than writes, but only when every layer supports them.

When reading source, follow the operation type:

virtio request type
  -> vhost branch
  -> bdev I/O type
  -> virtual bdev support check
  -> lower bdev or NVMe command
  -> completion status

Edge cases:

	A layer may split a large unmap into smaller operations.
	A virtual bdev may reject an operation even if the physical device supports it.
	Alignment can matter. A guest byte range may need to map to block boundaries.
	A discard completion does not mean NAND was erased immediately; it means the logical contract completed.


Queueing Locations In One Write

A single write can queue in many places:

guest virtqueue
vhost task pool
bdev I/O object pool
RAID base-device fanout
bdev_nvme request pool
NVMe qpair submission queue
RDMA send/receive resources
NVMf target request buffers
lvol/blobstore metadata work
physical NVMe submission queue
SSD internal controller queues

When latency spikes, do not ask "where is the queue?" Ask "which queue's depth or wait time changed?" That points you to the layer.

Useful correlations:

	vhost accepted request but bdev stats do not move: vhost-to-bdev issue.
	RAID stats move but one base bdev does not: base path or degraded RAID issue.
	baremetal NVMe initiator stats move but storage-node NVMf stats do not: fabric/network/connectivity issue.
	storage-node lvol stats move but physical NVMe stats lag: blobstore/base-device issue.
	physical NVMe completes but guest waits: completion publication issue.


Error Propagation Back To The VM

SPDK often stores rich internal status but the guest may see a small status code. For vhost-blk, many failures collapse to VIRTIO_BLK_S_IOERR. For NVMe, the initiator can receive status code type/status code pairs. For bdev, internal completion status may be SUCCESS, FAILED, NOMEM, or a protocol-specific status.

This compression is why source reading matters. If a guest sees I/O error, the cause may be:

	out-of-range LBA at NVMf target,
	base bdev removed,
	no memory retry eventually failed,
	RAID base write failed,
	NVMe qpair reset,
	lvol/blobstore metadata failure,
	vhost request malformed,
	readonly vhost bdev.


The guest error is the end of the story, not the diagnosis.

Diskengine Boundary: Control Plane Versus Data Plane

diskengine appears heavily in setup chapters, but a VM write does not call diskengine Go code for every I/O. diskengine's role is to make sure the graph exists:

storage-node loop creates lvol and NVMf export
baremetal loop attaches NVMf controller
baremetal loop creates RAID bdev
baremetal loop creates guest-facing vhost/vfio-user device
then SPDK pollers move I/O

This separation is powerful and dangerous. It is powerful because the hot path stays in userspace C pollers. It is dangerous because control-plane bugs can masquerade as data-plane bugs. If diskengine created the wrong graph, SPDK will faithfully move I/O through the wrong graph.

Source-reading habit:

	If the object is missing, read diskengine reconciliation and SPDK RPC creation code.
	If the object exists but I/O fails, read SPDK data path.
	If the object exists but is stale/wrong, read both: diskengine desired-state logic and SPDK lifetime rules.


Mini Lab: Trace One 4 KiB Write On Paper

For one 4 KiB guest write at sector S, write down:

	guest byte offset: S * 512.
	vhost payload length: 4096.
	backing bdev name: raid_<volume>.
	RAID base bdev names.
	NVMe-oF controller name for each base.
	storage-node NQN.
	namespace ID.
	lvol bdev UUID/name.
	physical NVMe bdev.
	completion callback at each layer.


Then answer:

	Which layer first validates payload alignment?
	Which layer first validates namespace LBA range?
	Which layer turns fabric request into bdev I/O?
	Which layer publishes the final guest status byte?


If you can answer those without hand-waving, the black box is shrinking.





  Chapter 32: Failure Mode Taxonomy
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  Chapter 32: Failure Mode Taxonomy

  This chapter gives a structured method for debugging SPDK failures.

  Chapter Goal

This chapter gives a structured method for debugging SPDK failures. It does not try to list every possible bug. Instead, it teaches how to classify symptoms, choose the right first probe, and follow the failure to source code. The goal is to avoid random command execution and build a repeatable debugging habit.

Beginner Mental Model

Most SPDK failures fall into a few buckets:

	process does not start.
	RPC socket is not usable.
	configuration replay fails.
	object creation fails.
	I/O does not move.
	I/O moves but is slow.
	transport connects but later disconnects.
	memory or buffer pools are exhausted.
	an assert or crash stops the process.
	shutdown hangs or leaks objects.


The first job is classification. Do not debug a config replay failure like a data-path latency issue. Do not debug a missing RPC method like a JSON syntax issue.

symptom
  |
  +-- classify failure bucket
  |
  +-- collect narrow evidence
  |
  +-- map evidence to source branch
  |
  +-- confirm state with RPC or debugger
  |
  +-- reduce reproduction

Source Anchors

	lib/event/app.c: spdk_app_start: application startup and shutdown framework.
	lib/init/json_config.c: spdk_subsystem_load_config: JSON config replay.
	lib/rpc/rpc.c: jsonrpc_handler: RPC method lookup and dispatch.
	lib/jsonrpc/jsonrpc_client_tcp.c: client-side socket connection errors.
	lib/jsonrpc/jsonrpc_server.c: server parse and response behavior.
	lib/bdev/bdev.c: core bdev open, submit, complete, and unregister logic.
	lib/bdev/bdev_rpc.c: bdev query and stats RPCs.
	lib/thread/thread.c: thread, poller, message, and I/O channel behavior.
	lib/event/app_rpc.c: thread, poller, reactor, and scheduler RPCs.
	lib/nvmf/transport.c: NVMe-oF transport creation and poll group behavior.
	lib/nvmf/ctrlr.c: NVMe-oF connect, qpair, controller, and command failures.
	module/bdev/nvme/bdev_nvme.c: NVMe bdev attach, reset, path, and detach behavior.
	lib/env_dpdk/init.c: DPDK environment initialization.
	lib/env_dpdk/memory.c: vtophys and memory mapping behavior.
	scripts/setup.sh: hugepage and PCI binding helper.
	scripts/core-collector.sh: coredump and backtrace helper.
	doc/system_configuration.md: official system configuration guide.
	doc/gdb_macros.md: official GDB macro guide.


Start With A Failure Record

Before changing anything, write a short failure record. It should include:

	command line used to start the app.
	exact SPDK binary path.
	config file or RPC sequence.
	socket path.
	timestamp.
	workload command.
	first visible error.
	whether the process is still alive.
	whether the symptom is deterministic.


This sounds boring. It saves time. SPDK failures are often stateful, and the state can disappear after restart.

Startup Failures

Startup failures happen before the app reaches runtime. Common causes:

	missing hugepages.
	PCI devices not bound to expected driver.
	unsupported command-line option.
	feature not compiled in.
	config replay error.
	RPC socket path conflict.
	DPDK EAL initialization failure.


First probes:

1. capture full stdout and stderr
2. confirm command line
3. confirm build options if feature-dependent
4. inspect hugepage setup
5. inspect PCI binding
6. run with a minimal config

Source anchors:

	lib/event/app.c: spdk_app_start.
	lib/env_dpdk/init.c: spdk_env_init.
	scripts/setup.sh: configure_linux_hugepages.
	scripts/setup.sh: configure_linux_pci.
	doc/applications.md.
	doc/system_configuration.md.


Do not start by editing the config if the process fails before parsing it. Identify whether the failure is framework, environment, or config.

RPC Socket Failures

Socket failures mean the client cannot talk to the process. They are different from RPC method failures.

Common causes:

	process is not running.
	socket path is wrong.
	stale socket file remains.
	permissions block access.
	server is listening on a different address.
	TCP address is malformed.
	app is still starting and socket is not open yet.


Source anchors:

	lib/init/rpc.c: spdk_rpc_initialize.
	lib/jsonrpc/jsonrpc_server_tcp.c: spdk_jsonrpc_server_listen.
	lib/jsonrpc/jsonrpc_client_tcp.c: spdk_jsonrpc_client_connect.
	app/spdk_top/spdk_top.c: spdk_jsonrpc_client_connect.


Debug sequence:

1. check process exists
2. check the exact socket path
3. check permissions
4. remove stale socket only when the process is definitely gone
5. use rpc_get_methods as a low-risk test

If rpc_get_methods succeeds, the transport is fine. Move to method or state debugging.

Unknown Method

Unknown method is not the same as bad params. The server could parse the JSON and dispatch to the RPC layer, but no allowed method matched the name.

Possible causes:

	typo.
	method not compiled in.
	module not linked into this binary.
	method hidden by current state filtering.
	old client script against newer or older server.


Source anchors:

	lib/rpc/rpc.c: jsonrpc_handler.
	lib/rpc/rpc.c: rpc_rpc_get_methods.
	include/spdk/rpc.h: SPDK_RPC_REGISTER.


Debug sequence:

1. call rpc_get_methods with current=false if available
2. search source for SPDK_RPC_REGISTER("method_name"
3. identify module and build feature
4. check binary and branch version
5. verify current framework state

If the registration is absent from the source tree, the client is wrong for this checkout. If the registration exists but not in rpc_get_methods, suspect build or state.

Params Decode Failures

Params decode failures mean the method exists but the JSON shape is wrong. The most reliable source is the decoder table in the handler.

Source anchors:

	module/bdev/malloc/bdev_malloc_rpc.c.
	lib/bdev/bdev_rpc.c.
	lib/nvmf/nvmf_rpc.c.
	module/event/subsystems/nvmf/nvmf_rpc.c.


Debug sequence:

1. find handler from SPDK_RPC_REGISTER
2. find request struct
3. find decoder table
4. check required keys
5. check type of each key
6. check semantic validation after decoding

Misleading case:

The error text may say spdk_json_decode_object failed. That only proves JSON-to-struct failed. It does not prove the referenced object exists or does not exist.

Config Replay Failures

Config replay failures are RPC failures during startup config loading. They can be caused by:

	wrong method phase.
	bad method order.
	missing feature.
	object dependency not yet created.
	stale generated config from another SPDK version.
	path or device name differences across machines.


Source anchors:

	lib/init/json_config.c: spdk_subsystem_load_config.
	lib/init/json_config.c: json_config_prepare_ctx.
	lib/init/subsystem_rpc.c: rpc_framework_get_config.
	include/spdk_internal/init.h: write_config_json.


Debug sequence:

1. replay from a clean process
2. identify the first failing method
3. run that method manually if possible
4. inspect method phase
5. inspect dependencies before that method
6. compare with framework_get_config output from a working process

Do not fix the third error first. The first failed method often causes many later failures.

Object Creation Failures

Object creation failures include bdev, transport, subsystem, lvol, RAID, and vhost creation. They usually fail for one of these reasons:

	name conflict.
	missing base object.
	invalid size or alignment.
	unsupported feature.
	resource exhaustion.
	wrong state.
	ownership conflict.


First probes:

bdev_get_bdevs
framework_get_config
rpc_get_methods
log_get_flags
thread_get_io_channels

Source anchors:

	lib/bdev/bdev.c: spdk_bdev_register.
	lib/bdev/bdev.c: spdk_bdev_open_ext.
	module/bdev/raid/bdev_raid.c: raid_bdev_write_config_json.
	lib/nvmf/nvmf.c: spdk_nvmf_tgt_write_config_json.
	lib/vhost/vhost_rpc.c.


If the error mentions an existing name, query current state before retrying. Repeated create attempts can make the state less clear.

No I/O Progress

"No I/O" means an application or client reports that I/O is stuck or not completing. First identify the highest layer where the request is known to exist.

Questions:

	Did the client submit I/O?
	Did SPDK receive it?
	Did the bdev layer submit it?
	Did the lower transport/device complete it?
	Did completion return upward?


RPC probes:

bdev_get_iostat
thread_get_stats
thread_get_pollers
framework_get_reactors
nvmf_get_stats
bdev_nvme_get_transport_statistics

Source anchors:

	lib/bdev/bdev.c: spdk_bdev_io_complete.
	module/bdev/raid/bdev_raid.c: raid_bdev_submit_request.
	module/bdev/nvme/bdev_nvme.c.
	lib/nvmf/ctrlr.c: spdk_nvmf_request_exec call paths.
	lib/nvmf/transport.c: nvmf_tgroup_poll.


Debug sequence:

1. sample bdev iostat twice
2. sample thread stats twice
3. inspect poller names
4. check transport stats
5. enable narrow traces for the layer where counters stop
6. search source for the relevant tracepoints or status branch

If top-layer counters increase but lower-layer counters do not, the blockage is between those layers.

Latency Or Low Throughput

Performance symptoms need deltas and baselines. One slow run without a baseline is hard to interpret.

Check:

	CPU core mask.
	NUMA placement.
	interrupt versus polling mode.
	queue depth.
	block size.
	bdev stack depth.
	transport retransmits or disconnects.
	hugepage memory pressure.
	iobuf pressure.
	busy versus idle reactor time.


Source anchors:

	lib/event/app_rpc.c: rpc_framework_get_reactors.
	lib/event/app_rpc.c: rpc_thread_get_stats.
	module/scheduler/dynamic/scheduler_dynamic.c.
	module/event/subsystems/iobuf/iobuf_rpc.c.
	lib/bdev/bdev_rpc.c: rpc_bdev_get_iostat.
	doc/performance_reports.md.
	doc/system_configuration.md.


Debug sequence:

1. record workload parameters
2. capture two stats samples during steady workload
3. compare busy_tsc and idle_tsc deltas
4. compare bdev I/O deltas with client I/O deltas
5. check queue depth and poller activity
6. change one variable at a time

Avoid mixing performance tuning with correctness debugging. First prove I/O is correct and completing. Then tune.

Memory And Buffer Exhaustion

SPDK uses hugepage-backed memory and fixed-size pools in many places. Memory failures often appear as -ENOMEM, NOMEM, or messages about buffers.

Common sources:

	hugepage reservation too small.
	DPDK memory initialization failed.
	iobuf pool exhausted.
	bdev I/O pool exhausted.
	transport shared buffer pool exhausted.
	NVMe request pool exhausted.
	external memory mapping failed.


Source anchors:

	doc/memory.md.
	doc/system_configuration.md.
	scripts/setup.sh.
	lib/env_dpdk/init.c.
	lib/env_dpdk/memory.c.
	lib/thread/iobuf.c.
	module/event/subsystems/iobuf/iobuf_rpc.c: rpc_iobuf_get_stats.
	lib/nvmf/transport.c: spdk_nvmf_request_get_buffers.


Debug sequence:

1. inspect hugepages before starting
2. inspect app mem-size and huge-dir options
3. query iobuf_get_stats if app is alive
4. check bdev_get_iostat and queue depths
5. reduce queue depth to test resource pressure
6. inspect logs for first allocation failure

Do not assume every ENOMEM is host RAM exhaustion. It may be a specific SPDK pool.

NVMe-oF Connect Failures

NVMe-oF failures may be network, transport, access control, namespace, or controller state.

Check:

	transport exists.
	listener address exists.
	subsystem NQN matches.
	host NQN is allowed.
	namespace exists and is visible.
	TLS or DHCHAP options match if enabled.
	queue depth and kato options are valid.


Source anchors:

	lib/nvmf/nvmf_rpc.c.
	module/event/subsystems/nvmf/nvmf_rpc.c.
	lib/nvmf/transport.c: spdk_nvmf_transport_create.
	lib/nvmf/ctrlr.c: spdk_nvmf_ctrlr_connect.
	lib/nvmf/ctrlr.c error branches for invalid connect parameters.
	doc/nvmf.md.


Debug sequence:

1. query nvmf_get_transports
2. query nvmf_get_subsystems
3. query nvmf_subsystem_get_listeners
4. check host allow list
5. inspect target logs for connect rejection
6. inspect host-side nvme-cli error separately

Target accepted TCP connections do not prove NVMe-oF connect succeeded. The protocol can reject after socket connection.

Crashes And Asserts

Crashes need preservation. Do not immediately restart in a way that destroys core files or logs.

First steps:

1. save stdout and stderr
2. save exact binary
3. save core file
4. collect backtrace
5. capture config and reproduction
6. check whether build has debug symbols

Source anchors:

	scripts/core-collector.sh.
	doc/gdb_macros.md.
	scripts/gdb_macros.py.
	include/spdk/assert.h.
	include/spdk_internal/assert.h.


Useful GDB helpers from official docs:

	spdk_print_bdevs
	spdk_find_bdev
	spdk_print_threads
	spdk_print_nvmf_subsystems


An assert means an invariant was violated. The assert line tells you the invariant. The cause may be much earlier. Build a timeline from logs, RPCs, and recent state changes.

Shutdown Hangs

Shutdown failures often involve leaked references, outstanding I/O, or callbacks that never complete.

Check:

	open bdev descriptors.
	outstanding bdev I/O.
	pollers still registered.
	threads that did not exit.
	transports with remaining qpairs.
	NBD or vhost users still connected.


Source anchors:

	lib/event/app.c: spdk_app_start_shutdown.
	lib/init/subsystem.c: spdk_subsystem_fini.
	lib/bdev/bdev.c unregister and close paths.
	lib/nvmf/nvmf.c disconnect paths.
	lib/vhost/vhost.c and lib/vhost/vhost_rpc.c.


Debug sequence:

1. capture thread_get_pollers before shutdown
2. stop workload cleanly
3. remove external connections
4. issue shutdown
5. inspect final logs
6. attach debugger only if process remains stuck

Shutdown debugging is much easier if you first quiesce clients.

Edge Cases

The First Error Is Not The Loudest

The loudest error is often a consequence. In SPDK, a single early dependency failure can create many later errors:

NVMe controller attach failed
  -> base bdev missing
  -> lvstore import failed
  -> lvol missing
  -> NVMf namespace add failed
  -> guest attach failed
  -> diskengine restore loop reports export failure

The export failure is visible to the VM, but it is not the root cause. Always build a timeline and identify the first state transition that failed.

-ENOMEM Does Not Mean One Thing

-ENOMEM can mean ordinary allocation failure, a temporary bdev I/O object shortage, a transport buffer shortage, an iobuf wait path, or a queueing condition that SPDK expects to retry.

From lib/nvmf/transport.c:

spdk_nvmf_request_get_buffers(struct spdk_nvmf_request *req,
			      struct spdk_nvmf_transport_poll_group *group,
			      struct spdk_nvmf_transport *transport,
			      uint32_t length)
{
	int rc;

	assert(nvmf_transport_use_iobuf(transport));

	req->iovcnt = 0;
	rc = nvmf_request_get_buffers(req, group, transport, length, transport->opts.io_unit_size, false);
	if (spdk_unlikely(rc == -ENOMEM && transport->ops->req_get_buffers_done == NULL)) {
		spdk_nvmf_request_free_buffers(req, group, transport);
	}

	return rc;
}

This function is about request data buffers in the NVMf target. The assert tells you this path is only for transports using the iobuf mechanism. req->iovcnt = 0 resets the request's vector state before trying to allocate buffers. nvmf_request_get_buffers(...) asks for buffers sized according to the transport's io_unit_size.

The edge branch is the real lesson: if allocation returns -ENOMEM and the transport does not provide an async "buffers ready" callback, SPDK frees partial buffers. That is not the same as "the process has no memory left". It is "this request cannot get the transport buffers it needs under this transport behavior".

Debug response:

ENOMEM in env init       -> check hugepages, mem-size, DPDK logs
ENOMEM in bdev submit    -> check bdev I/O pool, queue depth, no-memory retry path
ENOMEM in NVMf buffers   -> check iobuf stats, transport options, request size
ENOMEM in RPC handler    -> check object allocation and cleanup path

Completion Can Move To A Different Thread

From lib/nvmf/ctrlr.c:

int
spdk_nvmf_request_complete(struct spdk_nvmf_request *req)
{
	struct spdk_nvmf_qpair *qpair = req->qpair;

	spdk_thread_exec_msg(qpair->group->thread, _nvmf_request_complete, req);

	return 0;
}

This is short but important. Completing an NVMf request means sending a message to the poll group's SPDK thread. If you are debugging "I called complete but the client did not see completion", ask whether the target thread is running and polling. A stuck reactor, blocked poller, or thread scheduling problem can delay completion after the code path logically decided to complete the request.

This is a general SPDK pattern: callbacks often do not execute immediately on the stack frame where you noticed the state change. They are scheduled through SPDK threads and pollers.

Config Writers Are Runtime Views

From lib/bdev/bdev.c:

TAILQ_FOREACH(bdev, &g_bdev_mgr.bdevs, internal.link) {
	if (bdev->fn_table->write_config_json) {
		bdev->fn_table->write_config_json(bdev, w);
	}

	bdev_qos_config_json(bdev, w);
}

If framework_get_config looks wrong, do not debug the JSON-RPC socket. Debug the live object graph and each object's writer. Missing config can mean:

	the object is not registered,
	the module has no writer,
	the writer intentionally omits transient state,
	the object is in teardown,
	the object is hardware-specific and cannot be recreated elsewhere.


RPC Method Found But Still Fails

An RPC can pass method lookup and still fail in four different layers:

JSON parse
  -> params decode
  -> semantic validation
  -> async operation
  -> callback result

Example: bdev_malloc_create may decode a valid integer block size, then reject it semantically. nvmf_subsystem_add_ns may decode a bdev name, then fail because the bdev is not present. bdev_nvme_attach_controller may accept a transport ID, then fail asynchronously because connect/discovery fails.

Debugging habit:

	Search for SPDK_RPC_REGISTER("method_name".
	Read the request struct and decoder table.
	Read validation after decoding.
	Follow the async callback path.
	Compare returned JSON-RPC error with logs.


VFIO And Kernel Ownership Failures

SPDK needs userspace ownership for PCI controllers. A device can be visible in lspci and still not be usable by SPDK. Common causes:

	controller still bound to kernel nvme,
	IOMMU disabled or unsuitable,
	VFIO permissions missing,
	device shares unsafe IOMMU group,
	container lacks /dev/vfio/*,
	hugepage memory is reserved on the wrong NUMA node.


Do not fix this by repeatedly attaching the controller from SPDK. Attach will fail until host ownership is correct. Use scripts/setup.sh and the system configuration docs to reason about binding.

Reactor Starvation Versus Device Latency

If latency is high, separate "device took long" from "SPDK did not get CPU to poll completion".

Evidence for reactor starvation:

	framework_get_reactors shows high busy time on a core that should be servicing the path.
	thread_get_pollers shows long-running pollers or unexpected poller placement.
	completions arrive in bursts.
	multiple independent bdevs on the same reactor slow down together.


Evidence for device/transport latency:

	only one physical controller or one NVMf path is slow.
	NVMe health/log counters show media or transport issues.
	bdev stats show long latency at the lower bdev but not at the upper virtual bdev.
	network counters show retransmits or congestion.


The wrong fix can hurt. Moving cores around will not fix a dying SSD. Increasing queue depth will not fix a reactor that cannot poll.

Stale Socket And Multiple Processes

A stale JSON-RPC socket can trick you into thinking the app is alive. Multiple SPDK processes can trick you into sending commands to the wrong one.

Safe sequence:

ps -ef | rg spdk_tgt
ls -l /var/tmp/spdk.sock
scripts/rpc.py -s /exact/socket rpc_get_methods
scripts/rpc.py -s /exact/socket framework_get_config -n bdev

Only remove a socket after proving no process owns it. A stale socket file and a live process with a different socket path are different problems.

Lost Completion Suspicion

"Lost completion" is a serious claim. Prove it carefully.

Before assuming SPDK lost an I/O:

	Confirm the I/O was submitted to the layer you are blaming.
	Confirm the lower layer completed it.
	Confirm the callback was scheduled.
	Confirm the callback's thread ran.
	Confirm status was propagated to the upper layer.
	Confirm the client observed or failed to observe completion.


Most suspected lost completions become one of these:

	request queued for resources,
	reset aborted outstanding I/O,
	completion scheduled to a stuck thread,
	upper layer converted status to generic error,
	client timed out before SPDK completed,
	wrong object/path was being observed.


Practical Debug Recipes

Startup Does Not Reach RPC

Use this when the app never answers rpc_get_methods.

1. capture full stdout/stderr
2. run the same binary with --help to prove executable is sane
3. check hugepages and mem-size
4. check PCI binding only if hardware devices are used
5. try a no-device/null/malloc config
6. inspect first EAL/SPDK error, not the last shell wrapper error

Source path:

	lib/event/app.c
	lib/env_dpdk/init.c
	scripts/setup.sh
	doc/system_configuration.md


RPC Answers But Object Creation Fails

1. call rpc_get_methods
2. call framework_get_config for the relevant subsystem
3. query existing objects
4. run the exact failing RPC once
5. search the handler
6. inspect decoder and semantic validation
7. inspect async callback result

Do not loop the create command until you know whether it is idempotent.

I/O Hangs

1. sample bdev_get_iostat twice
2. sample thread_get_stats twice
3. inspect thread_get_pollers
4. inspect transport stats
5. inspect lower bdev stats
6. enable narrow logs/traces for the first layer where counters stop

If counters stop at the top layer, debug guest/export. If counters stop at a virtual bdev, debug mapping or resource queues. If counters reach physical NVMe but do not complete, debug controller/qpair/device.

References

	SPDK system configuration: https://spdk.io/doc/system_configuration.html
	SPDK JSON-RPC: https://spdk.io/doc/jsonrpc.html
	SPDK bdev guide: https://spdk.io/doc/bdev.html
	SPDK NVMe-oF guide: https://spdk.io/doc/nvmf.html
	SPDK tracing: https://spdk.io/doc/tracepoints.html
	Local source: scripts/setup.sh
	Local source: lib/nvmf/transport.c
	Local source: lib/nvmf/ctrlr.c
	Local source: lib/bdev/bdev.c
	Local source: lib/event/app_rpc.c


Later errors may be noisier because cleanup fails after the first issue. Find the first error in time.

Retry Changes State

A second create call may fail with "already exists" after the first partially succeeded. Query state before retrying.

Client Error And Target Error Differ

The client can report timeout while the target reports access denied or invalid params. Collect both sides.

Debug Logging Changes Timing

Verbose logs can hide races or create new latency. Use narrow flags and traces where possible.

Counter Deltas Need A Workload Window

Counters sampled before and after different workloads are not comparable. Record when each sample was captured.

Missing Feature Looks Like Missing Method

If a method is absent, check configure options and compiled modules before editing JSON.

Misconceptions To Kill

	"The last log line is the cause." It may only be the last cleanup message.
	"ENOMEM means the machine ran out of RAM." It may be an SPDK pool.
	"Connection accepted means protocol accepted." NVMe-oF can reject after socket connect.
	"A replay failure means the config file is corrupt." It may be valid for a different build or state.
	"Crashes are always data-path bugs." Control-plane lifetime errors can crash too.
	"Stats prove causality." Stats suggest where to inspect next.
	"Restarting is debugging." Restarting can destroy the evidence.
	"All failures need GDB first." Most start with logs, RPC state, and source search.


Lab: Build A Failure Tree

Choose one error message from your logs. Search for the string in the source tree. Write the function name. Write the condition that triggers it. Write three possible upstream causes. Write one RPC or command that would confirm each cause.

Lab: No I/O Drill

Create a hypothetical workload that reports stuck writes. List the exact RPCs you would sample. For each RPC, write what result would move suspicion up or down the stack. Draw a path from client to bdev to device. Mark the first layer where counters stop.

Lab: Config Replay Reduction

Take a full generated config. Copy only the first subsystem section needed for a malloc bdev. Replay it. Add one section at a time until failure appears. Record the first method that fails. Find the corresponding handler and decoder.

Lab: Crash Preservation

Read scripts/core-collector.sh. Identify how it calls GDB. Read doc/gdb_macros.md. Write the GDB commands you would run to print SPDK threads and bdevs from a core. Explain why the exact binary matters.

Self-Check

	What is the first job in debugging a new failure?
	Why is an unknown method different from a params error?
	What function replays JSON config?
	Which RPC helps inspect bdev I/O counters?
	Why should performance stats be sampled twice?
	Name two SPDK-specific causes of ENOMEM.
	What should you preserve before restarting after a crash?
	Why can shutdown hang after clients disconnect?


References

	doc/system_configuration.md for host setup.
	doc/memory.md for SPDK memory behavior.
	doc/applications.md for application options and coredump-related flags.
	doc/gdb_macros.md for debugger helpers.
	doc/tracing.md for trace collection.
	doc/spdk_top.md for interactive stats.
	scripts/setup.sh for hugepage and PCI setup.
	scripts/core-collector.sh for coredump collection.
	test/unit/unittest.sh for focused regression tests.
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  Chapter 33: Debugging Playbooks

  Concrete symptom-driven playbooks for common SPDK and diskengine failures: missing volumes, RAID configure loops, reconnect storms, guest IO hangs, replay failures, high latency, and NOMEM.

  Reader Promise

This chapter turns the failure taxonomy into action. The goal is not to memorize every SPDK failure. The goal is to stop debugging randomly. Each playbook starts with a symptom, identifies the likely layer, names the first safe observations, and then points to the SPDK source families that explain the behavior.

The rule: observe before mutating. Do not delete bdevs, kill controllers, or replay config until you know which layer is inconsistent.

Playbook Format

	Field	Meaning
	Symptom	What the operator or diskengine loop sees.
	First classification	Hardware/env, runtime, bdev graph, metadata, transport, RPC/config, or diskengine reconciliation.
	First safe checks	Read-only RPCs, logs, stats, or source inspection.
	Likely source family	The SPDK files to read next.
	Mutation boundary	The point where it becomes risky to change state.


Volume Missing

	Step	Question	Next action
	1	Does bdev_get_bdevs show the base device?	If no, debug NVMe attach, VFIO binding, or NVMe-oF initiator.
	2	Does the lvstore exist?	If no, check bdev examine and blobstore/lvol import.
	3	Does the lvol exist but not export?	Debug transport/export state, not blobstore first.
	4	Does diskengine DB say the volume exists?	Reconcile desired state against observed SPDK state.


Source anchors:

	lib/bdev/bdev.c
	module/bdev/nvme/bdev_nvme.c
	module/bdev/lvol/vbdev_lvol.c
	lib/lvol/lvol.c
	lib/blob/blobstore.c


Mutation boundary: do not recreate an lvol until you know whether metadata import is still pending or the lvol exists under a different name.

RAID Stuck Configuring

First classify whether the RAID bdev lacks base bdevs, has metadata disagreement, or is waiting on rebuild/online transition.

Checks:

	List bdevs and confirm every base name.
	Confirm base block sizes and lengths.
	Check RAID state and base membership.
	Check whether a base was removed and later re-added with a different identity.


Source anchors:

	module/bdev/raid/bdev_raid.c
	module/bdev/raid/raid1.c
	module/bdev/raid/raid0.c
	lib/bdev/bdev.c


Mutation boundary: do not force base replacement until you know whether the current array state is degraded-but-recoverable or inconsistent.

Controller Reconnect Loop

Symptoms:

	Repeated attach/reconnect logs.
	IO stalls then resumes.
	NVMe-oF path oscillates.
	Multipath never settles on an active path.


Checks:

	Identify transport: PCIe, RDMA, TCP, or vfio-user.
	Check controller timeout and reconnect options.
	Check qpair failure reason if available.
	Confirm whether the issue is one controller, one path, or every path.


Source anchors:

	lib/nvme/nvme_ctrlr.c
	lib/nvme/nvme_qpair.c
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_reconnect_ctrlr
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_failover_ctrlr
	module/bdev/nvme/bdev_nvme.c:bdev_nvme_reset_ctrlr


Mutation boundary: do not detach a controller backing live bdevs until descriptors, exports, and diskengine desired state are accounted for.

Guest IO Hang

The key question is where the IO stopped:

guest driver
  -> vhost/vfio-user queue
    -> SPDK transport request
      -> bdev submit
        -> lower bdev/lvol/RAID/NVMe
          -> completion callback
            -> CQ/used-ring notification

Checks:

	Did the guest submit a descriptor, SQE, or doorbell?
	Did SPDK receive the request?
	Did bdev stats increase?
	Did the lower bdev complete?
	Did SPDK write completion state back to the guest-visible queue?
	Did the guest receive an interrupt or poll the completion?


Source anchors:

	lib/vhost/vhost_blk.c
	lib/nvmf/vfio_user.c
	lib/nvmf/ctrlr_bdev.c
	lib/bdev/bdev.c
	module/bdev/raid/bdev_raid.c
	module/bdev/lvol/vbdev_lvol.c


Mutation boundary: do not reset the guest-facing device until you know whether the bdev completed. A completed bdev with a waiting guest points to export/notification, not storage media.

Config Replay Failure

Symptoms:

	SPDK starts but expected objects are missing.
	Replay logs show duplicate-name or missing-base errors.
	diskengine retries restore and produces repeated RPC failures.


Checks:

	Determine which RPC failed first.
	Check whether prior RPCs partially succeeded.
	Compare saved config, current SPDK graph, and diskengine DB.
	Identify whether bdev examine is still in progress.


Source anchors:

	lib/rpc/rpc.c
	lib/init/json_config.c
	lib/init/subsystem.c
	module/bdev/nvme/bdev_nvme_rpc.c
	module/bdev/lvol/vbdev_lvol_rpc.c
	lib/nvmf/nvmf_rpc.c


Mutation boundary: do not rerun a non-idempotent create loop until duplicate-name and partial-success state are understood.

High Latency

Classify the latency:

	Device media latency.
	NVMe qpair timeout/retry.
	Reactor starvation.
	bdev queueing/QoS.
	lvol/blobstore metadata operation.
	RAID rebuild or degraded path.
	Transport congestion.
	Guest notification delay.


First safe checks:

	bdev stats.
	reactor/thread/poller stats.
	NVMe health/log pages.
	transport-specific counters.
	diskengine reconciliation logs.


Source anchors:

	lib/thread/thread.c
	lib/event/reactor.c
	lib/bdev/bdev.c
	module/bdev/nvme/bdev_nvme.c
	lib/nvme/nvme_ctrlr_cmd.c


Mutation boundary: do not tune queue depth or disable polling until you know whether latency is queueing, media, CPU starvation, or transport.

ENOMEM And NOMEM

SPDK often distinguishes ordinary allocation failure from the bdev NOMEM retry path. Do not treat every memory-looking error as fatal.

Checks:

	Which allocation failed?
	Is the IO queued for retry?
	Is an iobuf wait path involved?
	Is there a no-memory poller?
	Are large requests being split?


Source anchors:

	lib/bdev/bdev.c:_bdev_io_handle_no_mem
	lib/bdev/bdev.c:bdev_io_retry
	lib/thread/thread.c
	lib/env_dpdk/env.c
	lib/util/iobuf.c


Mutation boundary: do not fail user-visible IO until you know whether SPDK expects to retry internally.

Self-Check

	Why should a guest IO hang be split into "bdev completed" and "guest notified" branches?
	What makes config replay dangerous to retry blindly?
	Why can RAID configuring be a base-device problem rather than a RAID algorithm problem?
	Why is high latency a taxonomy problem before it is a tuning problem?
	What is the first safe action in every playbook?


Playbook: App Will Not Start

Symptom:

spdk_tgt exits during startup, no useful RPC response exists

Mental model:

Startup failures happen before normal runtime observation is available. You are debugging command line, build options, DPDK/env setup, host setup, or config replay.

First safe checks:

./build/bin/spdk_tgt --help
scripts/setup.sh status
grep -i huge /proc/meminfo
ls -l /dev/vfio

Source path:

	configure
	lib/event/app.c
	lib/env_dpdk/init.c
	scripts/setup.sh
	doc/system_configuration.md


Likely causes:

	no hugepages,
	wrong user permissions,
	PCI device still bound to kernel,
	feature not compiled in,
	invalid command-line option,
	config replay failed before RPC became usable.


Edge cases:

	A missing optional dependency can remove a module or RPC you assumed existed.
	A stale mk/config.mk can preserve old configure choices.
	A container can show hugepages on the host but not mount them inside the container.
	Starting two SPDK apps with overlapping CPU/device ownership can produce confusing errors.


Fix/rollback:

Start a minimal app with no hardware-backed devices. Then add one feature at a time: hugepages, VFIO, NVMe, NVMf, vhost. If the minimal app fails, do not debug diskengine yet.

Playbook: RPC Socket Exists But RPC Fails

Symptom:

scripts/rpc.py -s /var/tmp/spdk.sock bdev_get_bdevs
connects sometimes, fails sometimes, or method is unknown

Mental model:

There are three separate failures:

client cannot connect
  != method does not exist
  != method exists but params/operation fail

Source excerpt from lib/init/subsystem_rpc.c:

subsystem = subsystem_find(req.name);
if (!subsystem) {
	spdk_jsonrpc_send_error_response_fmt(request, SPDK_JSONRPC_ERROR_INVALID_PARAMS,
					     "Subsystem '%s' not found", req.name);
	return;
}

This branch is not a socket failure. The client reached the server, JSON-RPC dispatch reached the framework handler, and the handler rejected the requested subsystem name.

Commands:

scripts/rpc.py -s /exact/socket rpc_get_methods
scripts/rpc.py -s /exact/socket framework_get_config -n bdev
scripts/rpc.py -s /exact/socket framework_get_config -n nvmf

Likely causes:

	wrong socket path,
	stale socket,
	wrong process,
	method hidden by current startup/runtime state,
	module not linked into this binary,
	params valid JSON but semantically invalid.


Edge cases:

	--wait-for-rpc can make startup methods available while runtime methods are not.
	Old rpc.py against a newer server can call renamed or removed methods.
	Multiple SPDK processes can use different sockets; always pass -s explicitly.


Fix/rollback:

Do not delete state. First prove which process owns the socket and which methods are currently registered.

Playbook: NVMe Attach Fails

Symptom:

bdev_nvme_attach_controller fails
no Nvme0n1 bdev appears
diskengine keeps retrying attach

Mental model:

Attach has two halves: control-plane RPC accepts a transport ID, then the NVMe library connects/discovers/enumerates namespaces. Failure can be params, transport, permissions, fabric, controller, or namespace.

First safe checks:

scripts/rpc.py bdev_nvme_get_controllers
scripts/rpc.py bdev_get_bdevs
scripts/rpc.py bdev_nvme_get_io_paths

For PCIe:

lspci -nn
scripts/setup.sh status
ls -l /dev/vfio

For RDMA/TCP:

scripts/rpc.py nvmf_get_subsystems
scripts/rpc.py nvmf_get_transports

Likely source family:

	module/bdev/nvme/bdev_nvme_rpc.c
	module/bdev/nvme/bdev_nvme.c
	lib/nvme/nvme.c
	lib/nvme/nvme_pcie.c
	lib/nvme/nvme_rdma.c


Edge cases:

	Controller object exists but no namespaces were exposed.
	PCI controller is visible but bound to kernel nvme.
	NVMf target listener exists but host NQN is not allowed.
	Multipath can leave controller present but no usable active path.
	Reconnect may hide intermittent path failure until I/O starts.


Fix/rollback:

Detach only after checking descriptors and consumers. If the controller backs live bdevs or RAID bases, removal can propagate guest-visible errors.

Playbook: NVMf Export Fails

Symptom:

nvmf_subsystem_add_ns or nvmf_subsystem_add_listener fails
initiator cannot connect
storage node lvol exists

Mental model:

An NVMf export is not one object. It is transport, subsystem, namespace, listener, and host/access policy. Each layer can be correct while another is missing.

Source excerpt from the target write path in lib/nvmf/ctrlr_bdev.c:

if (spdk_unlikely(!nvmf_bdev_ctrlr_lba_in_range(bdev_num_blocks, start_lba, num_blocks))) {
	SPDK_ERRLOG("end of media\n");
	rsp->status.sct = SPDK_NVME_SCT_GENERIC;
	rsp->status.sc = SPDK_NVME_SC_LBA_OUT_OF_RANGE;
	return SPDK_NVMF_REQUEST_EXEC_STATUS_COMPLETE;
}

This branch happens after connect succeeds, but it proves a broader point: NVMf target errors are often protocol statuses generated above the physical SSD. An NVMf failure does not automatically mean media failure.

Commands:

scripts/rpc.py nvmf_get_transports
scripts/rpc.py nvmf_get_subsystems
scripts/rpc.py bdev_get_bdevs
scripts/rpc.py framework_get_config -n nvmf

Likely causes:

	transport not created,
	subsystem duplicate NQN,
	namespace bdev missing,
	listener address conflict,
	host NQN not allowed,
	wrong serial/model assumptions,
	subsystem paused or not active.


Edge cases:

	A listener can exist on one address while diskengine advertises another.
	A namespace can point to an old bdev after a failed rebuild/recreate sequence.
	A storage-node export can be healthy while the baremetal initiator path is broken.


Fix/rollback:

Prefer converge-in-place: add missing listener or namespace if safe. Do not delete the whole subsystem until you understand connected hosts and namespace mappings.

Playbook: vhost Path Fails

Symptom:

VM disk is missing, QEMU cannot connect to socket, or guest I/O errors immediately

Mental model:

vhost has a Unix socket/control-plane side and a data-plane ring side. A socket file alone does not prove the bdev backend exists or that the guest queue can complete I/O.

Source excerpt from lib/vhost/vhost_blk.c:

rc = spdk_bdev_writev(bvdev->bdev_desc, ch,
		      &task->iovs[1], iovcnt, req.sector * 512,
		      payload_len, blk_request_complete_cb, task);

This is the moment a guest write enters the bdev stack. If this call is never reached, debug descriptors/session/socket. If it is reached and returns -ENOMEM, debug resource queues. If it succeeds but callback never returns, debug lower bdev completion.

Commands:

scripts/rpc.py vhost_get_controllers
scripts/rpc.py bdev_get_bdevs
scripts/rpc.py bdev_get_iostat -b <backing_bdev>
scripts/rpc.py thread_get_pollers

Likely causes:

	QEMU path points at wrong socket,
	socket permissions wrong,
	vhost controller exists but backing bdev missing,
	bdev is readonly,
	guest sends malformed or unaligned request,
	lower RAID/NVMe path fails.


Edge cases:

	Guest sees an I/O error but SPDK root cause is lower-layer NVMf disconnect.
	bdev completed but guest did not get used-ring notification.
	socket file remains after crashed process.


Fix/rollback:

Detach VM/QEMU cleanly before deleting vhost controllers. Deleting a guest-facing device while QEMU still believes it exists can make recovery noisier.

Playbook: High Latency

Symptom:

fio inside VM is slow
latency spikes every few minutes
no obvious hard I/O errors

Mental model:

Latency is a path property. You must locate the queue or slow completion point.

Commands:

scripts/rpc.py bdev_get_iostat
scripts/rpc.py thread_get_stats
scripts/rpc.py thread_get_pollers
scripts/rpc.py framework_get_reactors
scripts/rpc.py bdev_nvme_get_transport_statistics
scripts/rpc.py nvmf_get_stats

Source families:

	lib/event/reactor.c
	lib/thread/thread.c
	lib/bdev/bdev.c
	module/bdev/nvme/bdev_nvme.c
	lib/nvmf/transport.c
	module/bdev/raid/*
	module/bdev/lvol/*


Likely causes:

	reactor overloaded,
	CPU isolated incorrectly,
	NUMA mismatch,
	RAID rebuild,
	NVMe-oF reconnect/backoff,
	iobuf pressure,
	SSD thermal throttling,
	guest queue depth too low or too high,
	diskengine reconciliation causing churn.


Edge cases:

	A degraded RAID can be correct but slower.
	A stats sample can lie if taken across a topology change.
	One busy poller can hurt unrelated bdevs on the same thread.
	A transport reconnect loop can look like random device latency.


Fix/rollback:

Change one thing at a time. Record before/after stats with identical workload parameters.

Playbook: Config Replay Fails

Symptom:

saved config does not recreate expected objects
duplicate-name errors appear
later RPCs fail because dependencies are missing

Mental model:

Replay is a sequence of object-creation RPCs. It is not transactional.

Source excerpt from lib/init/json_config.c:

spdk_subsystem_load_config(void *json, ssize_t json_size, spdk_subsystem_init_fn cb_fn,
			   void *cb_arg, bool stop_on_error)
{
	assert(cb_fn);
	assert(spdk_thread_is_app_thread(NULL));

	json_config_prepare_ctx(cb_fn, cb_arg, stop_on_error, json, json_size, false);
}

The callback proves replay is asynchronous. stop_on_error controls whether replay continues after a failure. Neither mode rolls back already-created objects.

Commands:

scripts/rpc.py framework_get_config -n bdev
scripts/rpc.py framework_get_config -n nvmf
scripts/rpc.py bdev_get_bdevs
scripts/rpc.py rpc_get_methods

Likely causes:

	wrong order,
	startup/runtime phase mismatch,
	duplicate resources from partial prior replay,
	hardware names changed,
	lvol metadata already exists but create path was used,
	generated config omitted an external dependency.


Edge cases:

	The first replay error may not be the one diskengine logs most often.
	Retrying a create path can hide the missing dependent object behind duplicate errors.
	A config from another host may contain impossible PCI addresses or transport IDs.


Fix/rollback:

Diff desired config, current runtime graph, and on-disk metadata. Reconcile layer by layer instead of rerunning the whole script blindly.

References

	SPDK JSON-RPC: https://spdk.io/doc/jsonrpc.html
	SPDK bdev guide: https://spdk.io/doc/bdev.html
	SPDK NVMe-oF guide: https://spdk.io/doc/nvmf.html
	SPDK system configuration: https://spdk.io/doc/system_configuration.html
	Local source: lib/init/subsystem_rpc.c
	Local source: lib/init/json_config.c
	Local source: lib/vhost/vhost_blk.c
	Local source: lib/nvmf/ctrlr_bdev.c
	Local source: module/bdev/nvme/bdev_nvme.c
	Local source: module/bdev/raid/*
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  Chapter 34: Extending SPDK Source

  This chapter gives practical extension projects for learning SPDK by changing it in small, controlled ways.

  Chapter Goal

This chapter gives practical extension projects for learning SPDK by changing it in small, controlled ways. The projects are intentionally scoped. They teach where to add code, how to test the change, and what source patterns to copy. The goal is not to invent a new storage product in one step. The goal is to build confidence by extending one surface at a time.

Beginner Mental Model

An SPDK extension should start at an existing seam:

	a new RPC around existing state.
	a new log or tracepoint.
	a new statistic.
	a tiny bdev module.
	a wrapper virtual bdev.
	a test-only fault injection path.
	a documentation example.


Good first projects avoid changing core lifetime rules. Good first projects have a simple success test. Good first projects can be reverted without touching unrelated modules.

small extension
  |
  +-- copy local pattern
  +-- add one behavior
  +-- add one focused test
  +-- document how to observe it

Source Anchors

	module/bdev/malloc/bdev_malloc_rpc.c: compact RPC handler pattern.
	module/bdev/null/bdev_null_rpc.c: simple bdev creation and resize RPC examples.
	module/bdev/delay/vbdev_delay_rpc.c: virtual bdev RPC examples.
	module/bdev/error/vbdev_error_rpc.c: error-injection virtual bdev pattern.
	module/bdev/passthru/vbdev_passthru_rpc.c: wrapper bdev RPC pattern.
	module/bdev/crypto/vbdev_crypto.c: virtual bdev function table and config output.
	lib/bdev/bdev_rpc.c: query and stats JSON writing patterns.
	lib/event/log_rpc.c: runtime log RPC patterns.
	lib/trace/trace_rpc.c: trace mask RPC patterns.
	lib/event/app_rpc.c: thread and poller stats RPC patterns.
	include/spdk/bdev_module.h: bdev module interface.
	include/spdk/thread.h: thread, message, poller, and I/O channel API.
	test/unit/lib/bdev/bdev.c/bdev_ut.c: bdev test examples.
	test/unit/lib/rpc/rpc.c/rpc_ut.c: RPC registration tests.
	test/unit/lib/jsonrpc/jsonrpc_server.c/jsonrpc_server_ut.c: JSON-RPC parse tests.
	doc/bdev_module.md: official bdev module guide, if generated in docs.
	doc/bdev_pg.md: official bdev programmer guide.
	doc/jsonrpc.md.jinja2: official RPC reference source.


Project Selection Rules

Choose a project that:

	changes one subsystem.
	has one user-visible output.
	has a known source pattern to copy.
	can be tested without special hardware if possible.
	does not require rethinking thread ownership.
	does not change ABI unless that is the explicit goal.
	can fail safely.


Avoid first projects that:

	change request lifetime in the hot path.
	alter generic bdev completion behavior.
	add global locks to fast paths.
	require RDMA hardware to test.
	require coordinating three subsystems at once.
	change JSON config format without a migration reason.


KISS matters. Most useful SPDK contributions are small and precise.

Project 1: Add A Read-Only Query RPC

Goal: add a new query RPC that reports existing internal state. This is one of the safest first extensions. It teaches RPC registration, JSON writing, and unit testing.

Good source patterns:

	lib/bdev/bdev_rpc.c: rpc_bdev_get_bdevs.
	lib/event/app_rpc.c: rpc_thread_get_pollers.
	lib/rpc/rpc.c: rpc_rpc_get_methods.


Design:

new RPC name
  |
  +-- optional params decoder
  +-- begin result
  +-- write JSON
  +-- end result

Checklist:

	pick a name that matches existing naming style.
	decide startup, runtime, or both.
	add SPDK_RPC_REGISTER.
	use existing JSON writer helpers.
	return errors for invalid params.
	keep output stable and documented.
	add a unit test or script-level test if practical.


Edge cases:

	object not found.
	empty result list.
	params omitted.
	params provided but invalid.
	object removed while query is in progress.


Misconception:

"Read-only means no concurrency thinking." Even query RPCs need to run on the right thread or use safe iteration helpers.

Project 2: Add A Narrow Log Message

Goal: add one useful log message near a confusing failure branch. This teaches component flags and error diagnosis without changing behavior.

Good source patterns:

	include/spdk/log.h.
	lib/event/log_rpc.c.
	nearby SPDK_ERRLOG or SPDK_DEBUGLOG in the target file.


Checklist:

	use an existing component if possible.
	avoid logging in the hottest loop unless gated narrowly.
	include the object name or id when helpful.
	include rc values and spdk_strerror(-rc) when appropriate.
	do not log secrets such as keys.
	do not add noisy success logs.


Example target:

RPC handler returns invalid params
  |
  +-- add a debug log with decoded field values

Test:

	enable the component flag.
	reproduce the branch.
	confirm the message appears once.
	disable the flag.


Edge cases:

	logs in callbacks may run on different threads.
	repeated errors can flood output.
	pointer values are useful for correlation but not stable across runs.


Project 3: Add A Tracepoint

Goal: add a tracepoint around a state transition that is hard to debug with logs. This teaches trace registration and low-overhead event recording.

Good source patterns:

	include/spdk/trace.h.
	lib/trace/trace_flags.c.
	lib/blob/blobstore.c: blob_trace.
	lib/blob/request.c: spdk_trace_record.
	include/spdk_internal/sock_module.h: spdk_trace_record.


Design:

define tpoint id
register description
record at state transition
decode with trace tool

Checklist:

	choose an existing trace group if one fits.
	record object id that links related events.
	keep arguments small and meaningful.
	avoid expensive formatting.
	document what the event means.
	test with trace mask disabled and enabled.


Edge cases:

	trace buffers can overwrite.
	tracepoint ids must not collide in a group.
	the event may fire very often.
	object pointer reuse can confuse long captures.


Misconception:

"A tracepoint should explain everything." Tracepoints should mark a specific transition. Use source and stats to interpret them.

Project 4: Add A Counter To Existing Stats

Goal: add one counter to an existing stats RPC. This teaches where runtime state is stored and how stats are serialized.

Good source patterns:

	lib/bdev/bdev_rpc.c: rpc_bdev_get_iostat.
	lib/event/app_rpc.c: rpc_thread_get_stats.
	lib/nvmf/nvmf.c: spdk_nvmf_poll_group_dump_stat.
	module/accel/mlx5/accel_mlx5.c: accel_mlx5_dump_stats_json.


Design:

increment counter in exact branch
  |
  +-- store counter in per-thread or shared object
  |
  +-- expose through existing stats JSON
  |
  +-- verify delta under reproduction

Checklist:

	choose counter ownership carefully.
	prefer per-thread counters in hot paths.
	avoid adding locks to hot I/O.
	document units and reset behavior.
	ensure JSON field name is clear.
	update tests expecting exact JSON if any.


Edge cases:

	counter overflow for long-running systems.
	reset RPCs may need to reset the new counter.
	per-channel stats need aggregation.
	interrupt mode may change how idle/busy stats behave.


Misconception:

"Counters are free." Even an increment has cost and ownership implications in a hot path.

Project 5: Create A Tiny Virtual Bdev

Goal: create a wrapper bdev that passes I/O to a base bdev and adds one visible behavior. This is more advanced than a query RPC but still a manageable learning project.

Good source patterns:

	module/bdev/passthru/vbdev_passthru_rpc.c.
	module/bdev/crypto/vbdev_crypto.c.
	module/bdev/delay/vbdev_delay_rpc.c.
	module/bdev/error/vbdev_error_rpc.c.
	include/spdk/bdev_module.h.


Possible behaviors:

	count reads and writes.
	reject writes above a configured LBA.
	add artificial latency for a test bdev.
	log first I/O after create.
	expose base bdev name in driver_specific.


Design:

RPC creates wrapper
  |
  +-- wrapper opens base bdev
  +-- wrapper registers new bdev
  +-- I/O submit_request maps to base I/O
  +-- base completion completes original I/O

Checklist:

	open base bdev with correct permissions.
	claim base bdev if exclusivity is required.
	create per-thread channel with base channel.
	complete every I/O exactly once.
	propagate base I/O status.
	unregister cleanly.
	write config JSON.
	add delete RPC.


Edge cases:

	base bdev removal.
	outstanding I/O during delete.
	no memory while submitting child I/O.
	unsupported I/O types.
	write zeroes, unmap, flush, reset.
	metadata or zoned devices.


Misconception:

"A wrapper can ignore I/O types it does not use." It must explicitly report supported types and fail unsupported requests correctly.

Project 6: Add An Error Injection Knob

Goal: add a test-only or debug-oriented failure path to make a rare branch reproducible.

Good source patterns:

	module/bdev/error/vbdev_error_rpc.c.
	module/bdev/error/vbdev_error.c.
	module/bdev/nvme/bdev_nvme_rpc.c error injection RPCs.
	tests under test/unit/lib/bdev/nvme/bdev_nvme.c.


Design:

RPC configures injection rule
  |
  +-- hot path checks rule cheaply
  |
  +-- selected requests fail or delay
  |
  +-- stats/logs show injection happened

Checklist:

	default must be off.
	rule must be narrow.
	expose get/remove path.
	make behavior deterministic where possible.
	avoid affecting unrelated bdevs.
	test both injected and non-injected paths.


Edge cases:

	injection during shutdown.
	injection after target object is deleted.
	repeated injection causing permanent state.
	confusing injected failure with real failure.


Misconception:

"Fault injection is only for tests." It is also a learning tool, but it must be safe and explicit.

Project 7: Write A Focused Unit Test

Goal: add or extend a unit test for a small branch. This may be the best first contribution if you are not ready to modify runtime behavior.

Good source patterns:

	test/unit/lib/rpc/rpc.c/rpc_ut.c.
	test/unit/lib/event/reactor.c/reactor_ut.c.
	test/unit/lib/bdev/bdev.c/bdev_ut.c.
	test/unit/lib/bdev/nvme/bdev_nvme.c/bdev_nvme_ut.c.
	mk/spdk.unittest.mk.


Checklist:

	find an existing unit test near the code.
	add one test function.
	use existing mock style.
	keep the setup small.
	assert the branch and the cleanup.
	run only that unit first.
	then run the relevant group.


Edge cases:

	tests may include .c files directly.
	static functions can be tested because of direct include.
	global state must be reset between tests.
	mocks may hide real integration constraints.


Misconception:

"A unit test must start SPDK." Many SPDK unit tests build a tiny mocked world instead.

Project 8: Improve Generated Config Coverage

Goal: ensure a new object can be emitted by framework_get_config and replayed.

Good source patterns:

	lib/init/subsystem_rpc.c: rpc_framework_get_config.
	include/spdk_internal/init.h: write_config_json.
	module/bdev/raid/bdev_raid.c: raid_bdev_write_config_json.
	module/bdev/crypto/vbdev_crypto.c: vbdev_crypto_config_json.
	lib/nvmf/nvmf.c: spdk_nvmf_tgt_write_config_json.


Checklist:

	identify object owner.
	implement or extend write_config_json.
	emit the same RPCs a user would run.
	preserve dependency order.
	include non-default params needed for replay.
	omit transient counters and runtime-only state.
	replay generated config from clean process.


Edge cases:

	secrets should not be dumped casually.
	object names may not be stable across machines.
	hardware-backed objects may not replay elsewhere.
	generated config may need startup methods before runtime methods.


Misconception:

"Config output should include all fields." It should include what is needed and safe to recreate configuration.

Project 9: Add Documentation For One Failure

Goal: write a short troubleshooting note grounded in one exact source branch. This is valuable when a failure is common but non-obvious.

Good source patterns:

	doc/system_configuration.md.
	doc/applications.md.
	doc/bdev.md.
	doc/nvmf.md.
	doc/gdb_macros.md.


Checklist:

	name the symptom.
	show the exact error text.
	explain likely causes.
	point to the relevant RPC or command.
	include one safe verification step.
	avoid outdated environment assumptions.


Edge cases:

	docs should not promise behavior not guaranteed by source.
	hardware-specific advice should be marked as such.
	configuration examples should be minimal.


Misconception:

"Docs are less technical than code." Good SPDK docs need source accuracy and operational clarity.

Project Review Questions

Before coding, answer:

	What exact user-visible behavior changes?
	Which local source pattern am I copying?
	Which object owns the new state?
	Which thread accesses the new state?
	What happens on failure?
	What happens on shutdown?
	How do I test the success path?
	How do I test the error path?
	How do I observe it with logs, stats, or RPC?


If you cannot answer thread ownership, do not write hot-path code yet. Start with a read-only RPC or documentation project.

Edge Cases Across Projects

ABI And API Stability

Public headers under include/spdk matter more than internal headers. Changing public structs or function signatures has wider impact. Beginner projects should avoid public ABI changes.

JSON Field Compatibility

Renaming existing JSON fields can break clients. Add new optional fields when possible. Keep output names clear and stable.

Thread Affinity

Do not read or mutate an object from an arbitrary thread. Use existing message or channel patterns.

Hot Path Cost

Debug features can hurt performance if placed in hot paths. Make them off by default or cheap when disabled.

Shutdown

Every create path needs a destroy path. Every reference needs release. Every outstanding I/O needs a completion or cancellation story.

Misconceptions To Kill

	"A useful extension must be large." Small observability improvements are valuable.
	"Copying a local pattern is uncreative." It is how you stay compatible with the codebase.
	"Read-only RPCs need no tests." Output shape and object lookup still need coverage.
	"Stats can be shared globals." Ownership and per-thread behavior matter.
	"A virtual bdev only needs read and write." It must handle or reject the full interface correctly.
	"Config output is optional." If users create it by RPC, they often expect it to replay.
	"Debug code can be sloppy." Debug code runs during failures, when clarity matters most.
	"One test is enough for lifecycle code." Create, use, delete, and failure paths need thought.


Lab: Pick A First Project

Choose one of the nine projects.

Source Walkthrough: A Tiny bdev's Function Table

The shortest path to understanding bdev extensions is to read a simple virtual bdev and ask: where does SPDK call into my code?

From module/bdev/split/vbdev_split.c:

static struct spdk_bdev_fn_table vbdev_split_fn_table = {
	.destruct		= _vbdev_split_destruct,
	.submit_request		= vbdev_split_submit_request,
	.dump_info_json		= vbdev_split_dump_info_json,
	.write_config_json	= vbdev_split_write_config_json
};

This table is a contract. If you write a bdev module, the bdev layer will call your functions through this table.

destruct is the teardown path. If you allocate memory, open base bdevs, register pollers, or hold descriptors, this path must unwind them. It can be asynchronous in more complex modules.

submit_request is the hot path. Every read, write, flush, reset, unmap, write zeroes, or module-specific I/O arrives here. This function must either submit work and complete later, complete immediately, queue for retry, or fail the I/O. It must not lose ownership.

dump_info_json is observability. It explains the runtime object to users.

write_config_json is replay support. It decides whether and how this object appears in framework_get_config.

The misconception to kill: registering a bdev is not enough. You also owe lifecycle, observability, and replay behavior.

Source Walkthrough: bdev Module Registration

In the same file:

SPDK_BDEV_MODULE_REGISTER(split, &split_if)

This macro registers the module with the bdev subsystem. The module interface describes startup hooks, finish hooks, config writers, examine behavior, and other module-level behavior. Your bdev function table handles individual bdevs; the module registration tells SPDK the module exists.

When adding a module, copy a nearby pattern. Do not invent a new registration style. SPDK already has conventions for module names, RPC names, config writers, tests, and docs.

Beginner checklist:

module struct exists
SPDK_BDEV_MODULE_REGISTER exists
RPC creates object
object fills spdk_bdev fields
object sets fn_table
spdk_bdev_register succeeds
delete path unregisters
submit_request completes every I/O
write_config_json handles replay
unit or script test exercises create/use/delete

Source Walkthrough: Submit, Queue, Or Fail

From module/bdev/split/vbdev_split.c:

_vbdev_split_submit_request(struct spdk_io_channel *_ch, struct spdk_bdev_io *bdev_io)
{
	struct vbdev_split_channel *ch = spdk_io_channel_get_ctx(_ch);
	struct vbdev_split_bdev_io *io_ctx = (struct vbdev_split_bdev_io *)bdev_io->driver_ctx;
	int rc;

	rc = spdk_bdev_part_submit_request(&ch->part_ch, bdev_io);
	if (rc) {
		if (rc == -ENOMEM) {
			SPDK_DEBUGLOG(vbdev_split, "split: no memory, queue io.\n");
			io_ctx->ch = _ch;
			io_ctx->bdev_io = bdev_io;
			vbdev_split_queue_io(io_ctx);
		} else {
			SPDK_ERRLOG("split: error on io submission, rc=%d.\n", rc);
			spdk_bdev_io_complete(bdev_io, SPDK_BDEV_IO_STATUS_FAILED);
		}
	}
}

This is an excellent extension pattern because it shows all three outcomes.

spdk_io_channel_get_ctx(_ch) gets the per-thread channel context. Do not assume a global object is safe in the hot path. SPDK uses channels to keep per-thread state local.

bdev_io->driver_ctx gives the module's per-I/O private storage. If you need to remember retry state, callback state, or child I/O state, this is where simple modules often put it.

spdk_bdev_part_submit_request(...) forwards the I/O to the partition/base helper.

If rc == 0, ownership moved onward and completion will happen later. The function does not complete the I/O itself.

If rc == -ENOMEM, the module queues for retry. This is not a fatal completion. It records enough state to resubmit later.

For other errors, it logs and completes the original I/O as failed. The rule is absolute: every I/O must complete exactly once.

Source Walkthrough: Read Needs A Buffer

From the same submit path:

static void
vbdev_split_submit_request(struct spdk_io_channel *_ch, struct spdk_bdev_io *bdev_io)
{
	switch (bdev_io->type) {
	case SPDK_BDEV_IO_TYPE_READ:
		spdk_bdev_io_get_buf(bdev_io, vbdev_split_get_buf_cb,
				     bdev_io->u.bdev.num_blocks * bdev_io->bdev->blocklen);
		break;
	default:
		_vbdev_split_submit_request(_ch, bdev_io);
		break;
	}
}

A read may require SPDK to allocate or provide a data buffer before forwarding. That is why it calls spdk_bdev_io_get_buf and continues in a callback. Writes already carry user data. Flush, reset, unmap, and write zeroes do not necessarily need a read buffer.

This teaches a key async habit: submit_request may not do the real submission immediately. It may ask for resources, and the resource callback resumes the path.

Edge cases for your own module:

	What if buffer allocation fails?
	What if the bdev is reset while waiting for a buffer?
	What if the base bdev is hot-removed before callback?
	What if the I/O type is unsupported?
	What if metadata or DIF is enabled?


Extension Project: Add A Read-Only RPC The Right Way

A good first code extension is a query RPC that reports state already owned by a subsystem.

Implementation shape:

struct request { optional params }
decoder table
handler(request, params)
  -> decode params
  -> find object or iterate list
  -> begin JSON result
  -> write stable fields
  -> end result
SPDK_RPC_REGISTER("your_method", handler, SPDK_RPC_RUNTIME)

Rules:

	Do not hold stale pointers after yielding to another thread.
	If the object is thread-affine, use the module's existing message pattern.
	Return empty arrays for empty state when that matches local style.
	Use existing JSON field naming conventions.
	Add docs to the JSON-RPC reference source if user-facing.


Edge cases:

	Object removed during query.
	Caller passes unknown params.
	Query is run during startup state.
	Output exposes pointers or unstable internal names.
	Tests compare exact JSON shape.


Extension Project: Add Diskengine Reconciliation Safety

For diskengine-specific learning, a high-value project is not a new fast path. It is safer reconciliation.

Example project:

before create export:
  query nvmf subsystem
  query namespace list
  query listener list
  compare desired state
  create only missing pieces
  refuse destructive cleanup without explicit reason

Why this teaches SPDK:

	You must understand NVMf subsystem, namespace, and listener lifetime.
	You must understand idempotent RPC behavior.
	You must understand partial failure.
	You must understand how SPDK reports current state versus desired state.


Safety rules:

	Read state first.
	Treat duplicate-name errors as a signal to inspect, not immediately fatal.
	Make delete paths explicit.
	Log the observed graph and desired graph.
	Never delete a bdev or export while a guest may still be using it unless the higher-level state machine says that is safe.


Extension Project: Add Config Replay Support

If you add a new object, ask whether users expect it to survive framework_get_config.

Implementation shape:

RPC create path
  -> object stores durable config fields
  -> write_config_json emits equivalent RPC
  -> generated config replays in clean process

Do not dump:

	counters,
	current queue depth,
	temporary retry state,
	pointers,
	file descriptors,
	in-flight I/O,
	secrets unless the existing subsystem has a safe pattern.


Do dump:

	object name,
	base object names,
	sizes or policies needed for recreation,
	transport IDs,
	non-default options that affect behavior,
	delete/recreate-safe identifiers.


Test:

create object with RPC
framework_get_config
shutdown
start clean process with generated config
query object
perform one small I/O or state check
delete object

Edge case: hardware-backed config may replay only on a host with matching hardware. Mark that clearly in docs or tests.

Extension Project: Add A Fault Injection Wrapper

A fault injection bdev is one of the best ways to understand SPDK because it forces you to handle every I/O type deliberately.

Design:

base bdev
  -> wrapper bdev
    -> rule table
      -> pass / fail / delay selected I/O

Rules:

	Default behavior must be pass-through.
	Injection must be scoped by bdev name and I/O type.
	Every injected failure must be observable through logs or stats.
	The wrapper must be easy to remove.
	Tests must prove the non-injected path still works.


Source patterns:

	module/bdev/error/vbdev_error.c
	module/bdev/delay/vbdev_delay.c
	module/bdev/passthru/vbdev_passthru.c


Edge cases:

	injection during reset,
	injection during shutdown,
	injection while base bdev is removed,
	delayed I/O when delete is requested,
	guest-visible error mapping,
	replay of injection settings.


Code Review Checklist For SPDK Extensions

Before sending a patch or keeping a local diskengine/SPDK fork, review it with this list:

	Does every async path have a completion callback?
	Can every submitted I/O complete exactly once?
	Does every create path have a destroy path?
	Are thread-affine objects accessed only on the right thread?
	Are per-thread hot-path stats kept per-channel or otherwise safe?
	Does -ENOMEM queue/retry where local patterns expect retry?
	Are unsupported I/O types rejected explicitly?
	Does config output recreate the object safely?
	Are duplicate create calls handled predictably?
	Does shutdown handle outstanding I/O?
	Does hot-remove have a clear behavior?
	Are logs helpful but not noisy?
	Does the test fail before the patch and pass after?


References

Write the target file. Write the source pattern you will copy. Write the RPC, log, trace, or stats output expected. Write one success test. Write one failure test. Write one cleanup check.

	SPDK bdev module guide: https://spdk.io/doc/bdev_module.html
	SPDK bdev programmer guide: https://spdk.io/doc/bdev_pg.html
	SPDK JSON-RPC guide: https://spdk.io/doc/jsonrpc.html
	SPDK concurrency guide: https://spdk.io/doc/concurrency.html
	Local source: module/bdev/split/vbdev_split.c
	Local source: module/bdev/error/vbdev_error.c
	Local source: module/bdev/delay/vbdev_delay.c
	Local source: module/bdev/passthru/vbdev_passthru.c
	Local source: include/spdk/bdev_module.h


Lab: Design A Query RPC

Invent a read-only RPC for a small module. Do not implement it yet. Write:

	method name.
	state mask.
	params struct.
	decoder fields.
	result JSON shape.
	empty result behavior.
	invalid params behavior.
	source file that should own it.


Then compare with lib/bdev/bdev_rpc.c and revise.

Lab: Design A Tracepoint

Pick a state transition that is hard to see. Write:

	group name.
	tracepoint name.
	object id.
	owner id.
	arguments.
	code location.
	expected decode output.


Explain why a log line would be worse or better.

Lab: Virtual Bdev Checklist

Before writing a wrapper bdev, list every I/O type you will support. For unsupported types, specify the failure behavior. Draw the base bdev relationship. Draw the channel relationship. Draw deletion with one outstanding I/O. If any box is unclear, read module/bdev/passthru and module/bdev/error first.

Self-Check

	Why is a read-only query RPC a good first extension?
	What file defines the bdev module interface?
	Why should a tracepoint use a stable object id?
	What is dangerous about adding locks in a hot path?
	Why does every create path need generated config thought?
	What makes a fault injection feature safe?
	Why are local source patterns better than invented style?
	What question should stop you from editing hot-path code?


References

	doc/bdev_pg.md for bdev programming.
	doc/jsonrpc.md.jinja2 for RPC surface examples.
	doc/tracing.md for trace extension context.
	include/spdk/bdev_module.h for bdev module contracts.
	include/spdk/thread.h for thread and channel rules.
	module/bdev/error for error-injection patterns.
	module/bdev/passthru for wrapper patterns.
	test/unit/unittest.sh and mk/spdk.unittest.mk for unit-test layout.
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  Deep Dive: Reading SPDK C Source

  This chapter gives you a practical method for reading SPDK C source as a beginner.

  Chapter Goal

This chapter gives you a practical method for reading SPDK C source as a beginner. SPDK is not hard because each line is strange. It is hard because ownership, callbacks, threads, modules, and generated registration paths are spread across many files. The goal is to help you read with a map instead of chasing symbols randomly.

Beginner Mental Model

SPDK is a C codebase built around explicit objects and asynchronous control flow. Many functions do not "return the final result." They start work and arrange for a callback to run later. Many data structures are intrusive. The object contains the list link, reference state, and operation table. Many modules register themselves during program startup.

The reading model:

entry point
  |
  +-- decode inputs
  |
  +-- find or allocate object
  |
  +-- choose thread/channel/module
  |
  +-- submit async work
  |
  +-- callback updates state
  |
  +-- response or completion returns upward

If you read SPDK as purely synchronous C, it will feel confusing. Read it as an event system.

Source Anchors

	app/spdk_tgt/spdk_tgt.c: small target application entry point.
	lib/event/app.c: spdk_app_start: framework startup path.
	lib/init/subsystem.c: spdk_subsystem_init: subsystem initialization state machine.
	include/spdk_internal/init.h: subsystem structure and callbacks.
	include/spdk/thread.h: public thread, message, poller, and I/O channel API.
	include/spdk_internal/thread.h: internal thread helpers and stats accessors.
	lib/thread/thread.c: thread, message, poller, and I/O channel implementation.
	include/spdk/bdev.h: public bdev APIs.
	include/spdk/bdev_module.h: bdev module interface.
	lib/bdev/bdev.c: core bdev implementation.
	lib/bdev/bdev_rpc.c: bdev RPC handlers and JSON output examples.
	module/bdev/malloc/bdev_malloc.c: compact bdev module to read first.
	module/bdev/nvme/bdev_nvme.c: larger bdev module with async attach and paths.
	lib/nvme/nvme.c: spdk_nvme_probe: NVMe library probe entry.
	lib/nvmf/nvmf.c: NVMe-oF target object orchestration.
	lib/nvmf/transport.c: transport registration and poll group logic.
	include/spdk/queue.h: queue macros such as TAILQ and STAILQ.
	include/spdk/util.h: utility macros such as SPDK_CONTAINEROF and SPDK_COUNTOF.
	scripts/gdb_macros.py: examples of walking SPDK lists in a debugger.
	doc/concepts.md: official conceptual overview.
	doc/event.md: official event framework guide.
	doc/bdev_pg.md: official bdev programmer guide.


Start From The Outside

Before reading internals, identify the public entry. For an application, start at main. For an RPC, start at SPDK_RPC_REGISTER. For a library API, start in include/spdk/*.h. For a module, start at its registration structure.

Good first paths:

	app/spdk_tgt/spdk_tgt.c for a target app.
	module/bdev/malloc/bdev_malloc_rpc.c for a small RPC.
	module/bdev/malloc/bdev_malloc.c for a small bdev module.
	lib/bdev/bdev_rpc.c for JSON output and bdev query structure.
	test/unit/lib/event/reactor.c/reactor_ut.c for thread and reactor behavior in small tests.


Avoid starting in the biggest transport first. lib/nvmf/tcp.c, lib/nvmf/rdma.c, and module/bdev/nvme/bdev_nvme.c are important, but they assume you already know SPDK patterns.

Read With Four Questions

For every function, ask:

	Who owns this object?
	What thread is this code running on?
	Is this synchronous or callback-based?
	What state transition is being attempted?


These questions matter more than memorizing every struct field. SPDK correctness often depends on object lifetime, thread affinity, and callback ordering.

Follow Registration Macros

SPDK uses registration macros heavily. You need to recognize them as entry points.

Examples:

	SPDK_RPC_REGISTER registers a JSON-RPC method.
	SPDK_LOG_REGISTER_COMPONENT registers a log flag.
	SPDK_TRACE_REGISTER_FN registers tracepoint descriptions.
	bdev modules register operation tables and module structures.
	subsystems are declared with subsystem registration macros in event modules.


When a symbol seems unused, search for a registration macro. Constructor-style registration means normal textual call graphs can miss the edge.

Useful commands:

rg -n 'SPDK_RPC_REGISTER' lib module
rg -n 'SPDK_LOG_REGISTER_COMPONENT' lib module app
rg -n 'SPDK_TRACE_REGISTER_FN' lib module
rg -n 'write_config_json|dump_info_json|submit_request' lib module include

Intrusive Lists

SPDK uses BSD-style queues. The object contains its own link field. That means list traversal often looks unlike high-level language collections.

Common macros:

	TAILQ_HEAD
	TAILQ_ENTRY
	TAILQ_FOREACH
	TAILQ_FOREACH_SAFE
	STAILQ_HEAD
	STAILQ_ENTRY
	STAILQ_INSERT_TAIL
	RB_HEAD
	RB_ENTRY


Source anchors:

	include/spdk/queue.h for queue macros.
	lib/nvmf/transport.c for transport and qpair list traversal.
	lib/nvmf/ctrlr.c for controller outstanding request traversal.
	module/bdev/raid/bdev_raid.c for RAID bdev and base device lists.


Reading trick:

TAILQ_FOREACH(item, &owner->list, link)

Read this as:

for each item stored in owner->list using item->link

The link field is not data. It is the hook that lets the object live in that list.

SPDK_CONTAINEROF

SPDK_CONTAINEROF recovers an outer object pointer from a field pointer. It is central to object-oriented C.

Example pattern:

struct outer *o = SPDK_CONTAINEROF(member_ptr, struct outer, member);

Read it as:

member_ptr points inside a struct outer;
compute the address of the containing struct outer.

Source anchors:

	include/spdk/util.h: SPDK_CONTAINEROF.
	lib/nvmf/transport.c uses it for iobuf request recovery.
	module/bdev/crypto/vbdev_crypto.c uses it to recover virtual bdev objects.
	module/accel/mlx5/accel_mlx5.c uses it for task wrappers.


If SPDK_CONTAINEROF feels magical, draw the struct layout on paper. It is pointer arithmetic with type checking conventions.

Operation Tables

Many SPDK modules implement interfaces through function pointer tables. The table is the contract. The module fills the table. The core calls through it.

Bdev module example:

	public concepts: include/spdk/bdev.h.
	module contract: include/spdk/bdev_module.h.
	core caller: lib/bdev/bdev.c.
	small implementation: module/bdev/malloc/bdev_malloc.c.


Look for fields such as:

	submit_request
	io_type_supported
	get_io_channel
	dump_info_json
	write_config_json
	destruct


When you see a call through fn_table, stop and find the table initialization. That tells you which module-specific code runs.

Threads And Messages

SPDK threads are not OS threads in the usual beginner sense. An SPDK thread is an execution context scheduled on a reactor. Work crosses contexts through spdk_thread_send_msg. Pollers are callbacks run by threads. I/O channels are per-thread handles to per-device context.

Source anchors:

	include/spdk/thread.h.
	lib/thread/thread.c.
	lib/event/reactor.c.
	test/unit/lib/event/reactor.c/reactor_ut.c.
	test/unit/lib/thread/thread.c/thread_ut.c.


Important reading rule:

If code sends a message, control continues elsewhere later. The next line after spdk_thread_send_msg is not the completion of that work. Find the message callback. Then find what it calls.

Prose diagram:

thread A
  calls spdk_thread_send_msg(thread B, fn, ctx)
  returns to its own loop

thread B
  later runs fn(ctx)
  mutates state owned by B
  may send another message back to A

I/O Channels

An I/O channel is per-thread access to an I/O device. The same bdev can have one channel context per SPDK thread using it. This avoids locks in hot paths and keeps per-thread state close to the poller.

Source anchors:

	include/spdk/thread.h: spdk_get_io_channel.
	lib/thread/thread.c for channel allocation and reference behavior.
	module/bdev/raid/bdev_raid.c: raid_bdev_create_cb.
	module/bdev/crypto/vbdev_crypto.c: vbdev_crypto_get_io_channel.
	module/blob/bdev/blob_bdev.c: bdev_blob_create_channel.


Reading trick:

	find the get_io_channel function.
	find the channel struct.
	find create and destroy callbacks.
	find which fields are per-thread.
	find which fields point back to shared objects.


Async Completion Style

SPDK callbacks often carry a context object. The context object records what must happen next. A common style is:

allocate ctx
fill ctx with callback, arg, object pointers
submit async operation
return

later:
completion callback receives ctx
updates state
calls user's callback
frees ctx

Source anchors:

	lib/init/json_config.c uses context objects during config replay.
	lib/nvmf/nvmf.c uses context objects for target and poll group operations.
	module/bdev/nvme/bdev_nvme.c uses async probe and attach contexts.
	module/bdev/raid/bdev_raid.c uses process contexts for rebuild and replace work.


When reading callbacks, locate the allocation site. That tells you lifetime and intended owner.

JSON Decoder Tables

RPC handlers often define a request struct and a decoder array. The decoder array maps JSON keys to fields. This is one of the cleanest ways to read an RPC.

Reading recipe:

1. find rpc_* handler
2. find request struct
3. find decoder table
4. list required and optional fields
5. find semantic validation after decoding
6. find success response
7. find error responses

Source anchors:

	module/bdev/malloc/bdev_malloc_rpc.c.
	lib/bdev/bdev_rpc.c.
	lib/nvmf/nvmf_rpc.c.
	module/event/subsystems/nvmf/nvmf_rpc.c.


Do not guess parameter names from memory. The decoder table is the authority for that handler.

State Machines

SPDK often represents state as enums. State machines appear in controllers, subsystems, qpairs, RAID, and app initialization. Find the enum first. Then search all assignments. Then search all switch statements.

Useful commands:

rg -n 'enum .*state|state =' lib/nvmf module/bdev lib/event
rg -n 'case .*STATE|case .*_STATE_' lib module

Example places:

	lib/nvmf/subsystem.c for NVMe-oF subsystem state changes.
	lib/nvmf/ctrlr.c for controller and qpair state checks.
	module/bdev/raid/bdev_raid.c for RAID bdev states and background processes.
	lib/event/app.c for startup and shutdown flow.


State reading is slow but reliable. It prevents the beginner mistake of assuming every function can run in every state.

Error Handling

SPDK C often returns negative errno-style values. RPCs convert errors to JSON-RPC errors. I/O paths convert errors to completion statuses. Asynchronous callbacks often pass an int rc or a status enum.

Read errors backward:

observed error
  |
search exact string or status
  |
find branch
  |
identify condition
  |
find who supplied the bad value or state

Do not stop at the branch that logs. The logged branch is where the failure became visible. The root cause can be earlier.

Tests Are Reading Guides

Unit tests are often easier to read than production setup scripts. They construct a tiny world and prove one behavior.

Useful tests:

	test/unit/lib/rpc/rpc.c/rpc_ut.c for RPC method dispatch.
	test/unit/lib/jsonrpc/jsonrpc_server.c/jsonrpc_server_ut.c for parsing.
	test/unit/lib/event/reactor.c/reactor_ut.c for reactor stats and thread behavior.
	test/unit/lib/thread/thread.c/thread_ut.c for thread primitives.
	test/unit/lib/bdev/bdev.c/bdev_ut.c for bdev edge cases.
	test/unit/lib/bdev/nvme/bdev_nvme.c/bdev_nvme_ut.c for NVMe bdev behavior.
	test/unit/lib/nvmf/nvmf.c/nvmf_ut.c for target object behavior.


If production code is too large, find the unit test for the function. Mocks reveal the expected contract.

A First Source Walkthrough

Read bdev_malloc_create this way:

1. find SPDK_RPC_REGISTER in module/bdev/malloc/bdev_malloc_rpc.c
2. open rpc_bdev_malloc_create
3. inspect decoder table
4. find validation
5. find call into malloc bdev create function
6. open module/bdev/malloc/bdev_malloc.c
7. find the bdev function table
8. find submit_request
9. find read/write completion behavior
10. find write_config_json

This path teaches RPC, bdev module shape, JSON config output, and I/O completion without a huge transport.

A Larger Source Walkthrough

Read NVMe bdev attach this way:

1. find bdev_nvme_attach_controller registration
2. inspect params in module/bdev/nvme/bdev_nvme_rpc.c
3. find attach context allocation
4. follow into module/bdev/nvme/bdev_nvme.c
5. identify spdk_nvme_probe_async or probe path
6. open lib/nvme/nvme.c around spdk_nvme_probe
7. find probe callback and attach callback flow
8. return to bdev creation for namespaces
9. inspect write_config_json
10. inspect detach path for lifetime cleanup

This path is harder because it includes discovery, controllers, namespaces, and transport behavior. Use the smaller malloc path first.

Edge Cases

Function Appears Unused

It may be referenced by a function pointer table, registration macro, constructor, or test include. Search by symbol name and by nearby table field.

Callback Name Is Generic

Names like done, complete, cb, and finish are common. Find the context struct. The context struct reveals what operation is completing.

Same Object Has Public And Internal Structs

Headers under include/spdk expose public API. Headers under include/spdk_internal expose internal details. Do not assume internal fields are stable API.

A List Has Multiple Link Fields

An object can be in more than one list. Always note the exact link field used by TAILQ_FOREACH.

A Completion Runs On A Different Thread

If a callback sends a message, the final cleanup may happen elsewhere. Track thread ownership before deciding a race exists.

Tests Include .c Files

SPDK unit tests often include implementation .c files directly. This gives tests access to static functions. It is intentional in this codebase.

Misconceptions To Kill

	"C has no objects." SPDK uses structs plus function tables as object interfaces.
	"A return value means the operation is complete." Many operations complete later by callback.
	"A function pointer call is unknowable." Find the table initialization.
	"Lists hide data." Intrusive lists are explicit once you identify the link field.
	"Every SPDK thread is a pthread." SPDK threads are framework execution contexts.
	"Internal headers are public contracts." They are source-reading tools, not stable external API.
	"The biggest file is the best starting point." Start with a small module and transfer the pattern.
	"Search is enough." Search plus a state/lifetime map is better.


Lab: Draw A Callback Chain

Pick rpc_bdev_malloc_create. Draw the flow from RPC request to response. Mark synchronous calls with straight arrows. Mark callback boundaries with dashed arrows. Write down every object allocated or freed. Then repeat for an NVMe attach RPC and compare complexity.

Lab: Decode A Function Table

Open module/bdev/malloc/bdev_malloc.c. Find the bdev function table. List every function pointer assigned. For each function, write one sentence explaining when the bdev core calls it. Then open include/spdk/bdev_module.h and compare the table to the interface definition.

Lab: Follow A List

Open module/bdev/raid/bdev_raid.c. Find one TAILQ_FOREACH. Identify the list owner. Identify the item type. Identify the link field. Explain whether the loop is safe if items are removed. If not, find a nearby TAILQ_FOREACH_SAFE and compare.

Lab: Thread Ownership Map

Open lib/nvmf/nvmf.c. Search for spdk_thread_send_msg. Pick one call. Identify source thread, target thread, callback function, and context object. Write a one-page map of what state is safe to touch before and after the message.

Self-Check

	Why is SPDK_RPC_REGISTER an entry point?
	What does SPDK_CONTAINEROF recover?
	Why does a function table matter?
	What four questions should you ask for every function?
	How do you read a TAILQ_FOREACH line?
	Why can a return value fail to mean final completion?
	What is an I/O channel?
	Why are unit tests useful for source reading?


References

	doc/concepts.md for SPDK conceptual foundations.
	doc/event.md for event framework concepts.
	doc/bdev_pg.md for bdev module programming.
	doc/gdb_macros.md for debugger-oriented list walking.
	include/spdk/thread.h for thread and channel APIs.
	include/spdk/bdev_module.h for bdev module contracts.
	scripts/gdb_macros.py for practical struct traversal examples.
	test/unit/unittest.sh for the unit-test layout.
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  Chapter 35: Build, Test, Run, Contribute

  This chapter teaches how to build SPDK, choose the right tests, and prepare a contribution.

  Chapter Goal

This chapter teaches how to build SPDK, choose the right tests, and prepare a contribution. It is written for beginners who can read C but do not yet know SPDK's build and CI habits. The emphasis is pragmatic: build only what you need, test the risk you changed, and keep patches small.

Beginner Mental Model

SPDK is a C project with optional features. The build you get depends on configure flags and available system libraries. The tests range from tiny unit tests to hardware-heavy integration tests. The contribution process rewards small, source-grounded changes with focused tests.

configure
  |
  +-- select features and debug/sanitizer options
  |
make
  |
  +-- compile apps, libs, modules, tests
  |
focused tests
  |
  +-- prove your changed behavior
  |
broader checks
  |
  +-- style, unit group, integration when needed
  |
patch
  |
  +-- clear commit, clear scope, no unrelated churn

Do not run the entire world for every typo. Do not run only a smoke test for a shared lifetime change. Match test scope to risk.

Source Anchors

	README.md: top-level project orientation.
	configure: feature selection entry point.
	mk/spdk.common.mk: common build variables and configure guard.
	mk/spdk.unittest.mk: unit-test build include.
	scripts/pkgdep.sh: dependency installation entry point.
	scripts/setup.sh: hugepage and device setup.
	scripts/check_format.sh: style and formatting checks.
	test/unit/unittest.sh: unit-test driver.
	autotest.sh: broad test runner.
	test/common/autotest_common.sh: shared test helpers and run_test.
	doc/getting_started.md: official build and first-run guide.
	doc/system_configuration.md: official host setup guide.
	doc/distributions.md: CI job naming and distro context.
	doc/shfmt.md: shell formatting guide.
	doc/gdb_macros.md: debugging helpers for failures.
	scripts/core-collector.sh: coredump collection helper.


Build Prerequisites

SPDK needs compiler tools, libraries, and often host setup for hugepages and device access. The exact packages depend on distribution and selected features. Use the official dependency scripts where possible.

Common first steps:

scripts/pkgdep.sh
./configure
make -j

For hardware-backed apps, also read:

	doc/system_configuration.md.
	scripts/setup.sh.
	doc/memory.md.


Do not assume a build failure is a code bug. It can be a missing optional dependency, stale mk/config.mk, or a feature flag that requires a library.

Configure

./configure writes build configuration consumed by the makefiles. If mk/config.mk is missing, mk/spdk.common.mk asks you to run configure.

Common useful flags:

	--enable-debug for debug builds and assertions.
	--enable-asan for address sanitizer.
	--enable-ubsan for undefined behavior sanitizer.
	--with-rdma for RDMA features.
	--with-uring for io_uring bdev support.
	--with-vfio-user when vfio-user support is needed.
	--with-usdt for USDT probes.


Use ./configure --help for the source of truth in your checkout. Feature names can change. Build options are temporally unstable across releases, so trust the local script.

Debug build mental model:

normal build:
  faster, closer to production, less diagnostic help

debug/sanitizer build:
  slower, catches more bugs, better for development

For a new contributor, debug or sanitizer builds are often worth the cost.

Make Targets

The common path is:

make -j

Unit test binaries are also built under the test tree. Some tests require optional features. Some apps only build if their dependencies are configured.

If a target fails:

	read the first compiler error.
	check whether generated config is current.
	check whether the feature is enabled.
	check whether dependencies are installed.
	rebuild after a clean configure if flags changed significantly.


Avoid deleting build outputs blindly when a focused rebuild would explain the issue.

Host Setup

Many SPDK examples need hugepages. Hardware examples also need devices bound to suitable drivers. scripts/setup.sh is the helper. The official guide is doc/system_configuration.md.

Useful concepts:

	hugepages back DMA-capable memory.
	VFIO is commonly used for userspace PCI access.
	permissions matter when running as non-root.
	NUMA placement can affect performance.
	containers need explicit hugepage and device access.


Source anchors:

	scripts/setup.sh: configure_linux_hugepages.
	scripts/setup.sh: configure_linux_pci.
	scripts/setup.sh: usage.
	doc/memory.md.
	doc/containers.md.


Do not mix host setup debugging with code debugging. First prove the host can run an unmodified SPDK example.

Test Pyramid

Think of SPDK tests in layers:

unit tests
  fastest, mocked, source-level behavior

functional scripts
  run SPDK apps and RPCs, may need root or hugepages

integration tests
  use hardware, kernel clients, VMs, fabrics, fio

autotest/CI suites
  broad coverage, expensive, environment-dependent

A small RPC decoder change may only need a unit test and perhaps a script smoke test. A bdev lifetime change may need unit tests plus a functional create/delete/replay test. An NVMe-oF transport change may need target and host integration tests.

Unit Tests

The unit-test driver is test/unit/unittest.sh. It groups tests by subsystem. The make include is mk/spdk.unittest.mk. Many unit tests include implementation .c files directly. That allows testing static functions and mocked dependencies.

Useful anchors:

	test/unit/lib/rpc/rpc.c/rpc_ut.c.
	test/unit/lib/jsonrpc/jsonrpc_server.c/jsonrpc_server_ut.c.
	test/unit/lib/event/reactor.c/reactor_ut.c.
	test/unit/lib/thread/thread.c/thread_ut.c.
	test/unit/lib/bdev/bdev.c/bdev_ut.c.
	test/unit/lib/bdev/nvme/bdev_nvme.c/bdev_nvme_ut.c.
	test/unit/lib/nvmf/nvmf.c/nvmf_ut.c.


Run focused unit tests first. Then run the relevant group. Then consider all unit tests if the change touches shared code.

Unit test reading model:

test setup
  |
  +-- mocks global dependencies
  |
  +-- constructs minimal objects
  |
  +-- calls function or callback
  |
  +-- asserts state, return code, cleanup

If a test is hard to write, your code may be too entangled.

Functional Tests

Functional tests usually start SPDK apps, send RPCs, and check behavior. They live under test/. They often source test/common/autotest_common.sh. The helper run_test gives named steps and common failure handling.

Examples:

	test/nvme/nvme.sh.
	test/nvmf/nvmf.sh.
	test/vfio_user/vfio_user.sh.
	test/setup/test-setup.sh.
	test/dd/dd.sh.
	test/accel/accel.sh.


Functional tests can require:

	root.
	hugepages.
	free test devices.
	kernel modules.
	network setup.
	optional libraries.


Do not treat an integration test skip as proof of success. Know whether the relevant path actually ran.

Fuzz And Sanitizers

SPDK includes fuzz-related scripts. Source anchors:

	test/fuzz/autofuzz.sh.
	test/fuzz/autofuzz_nvmf.sh.
	test/fuzz/llvm.sh.


Sanitizer configure flags are useful for memory and undefined behavior bugs. ASAN is especially helpful for use-after-free and buffer overflows. UBSAN is useful for undefined C behavior.

Tradeoff:

	sanitizers slow execution.
	some timing-sensitive behavior changes.
	reports are often more actionable than a later crash.


Use sanitizers for risky C changes, lifetime changes, and parser changes.

Style Checks

The main style script is scripts/check_format.sh. It covers multiple checks depending on tools installed. Source anchors:

	scripts/check_format.sh: check_c_style.
	scripts/check_format.sh: check_comment_style.
	scripts/check_format.sh: check_include_style.
	scripts/check_format.sh: check_bash_style.
	doc/shfmt.md.


Run style checks before submitting. If a tool is missing locally, note it. Do not churn unrelated formatting in files you did not need to touch.

Style principles:

	match local code.
	keep functions focused.
	avoid clever abstractions.
	keep error paths clear.
	include useful error messages.
	avoid broad refactors inside bug fixes.


Documentation Build And References

SPDK docs live under doc/. Many docs are Doxygen-flavored markdown. doc/jsonrpc.md.jinja2 is generated from RPC metadata and comments. When changing RPC surfaces, check whether documentation or schema generation needs updating.

Useful docs:

	doc/getting_started.md.
	doc/applications.md.
	doc/jsonrpc.md.jinja2.
	doc/bdev.md.
	doc/bdev_pg.md.
	doc/nvmf.md.
	doc/tracing.md.
	doc/spdk_top.md.


Do not document behavior you did not test. Do not copy an example that only works on one machine without saying why.

Choosing Test Scope

Use this decision table in prose:

changed only docs:
  run markdown or doc-related checks if available; inspect rendered assumptions

changed one RPC decoder:
  run unit for that RPC area; run method manually if app-level behavior matters

changed JSON-RPC core:
  run jsonrpc and rpc unit tests; run a live RPC smoke test

changed bdev core:
  run bdev unit group; run one functional bdev workflow

changed a bdev module:
  run that module unit if present; run create, I/O, delete, config replay

changed thread/reactor:
  run event and thread unit tests; consider broader app smoke tests

changed NVMe-oF:
  run nvmf unit tests; run target/host functional tests matching transport

changed build scripts:
  run configure variants and check_format; inspect CI-relevant paths

When in doubt, test the smallest path that proves the branch, then one broader path that proves integration.

Contribution Shape

A good patch has:

	one clear purpose.
	small diff.
	local style.
	focused tests.
	clear error handling.
	no unrelated formatting.
	no accidental generated output unless required.
	commit message that explains why.


A weak patch has:

	behavior change hidden in a refactor.
	no test for the failing branch.
	broad style churn.
	invented naming inconsistent with the subsystem.
	unclear ownership.
	cleanup path omitted.


SPDK is a low-level storage project. Small and boring is usually better than broad and surprising.

Commit Message

A good commit message answers:

	what changed?
	why was it needed?
	what user-visible behavior changes?
	how was it tested?


Example shape:

bdev: reject invalid foo before creating bar

The foo RPC accepted X and failed later during Y, leaving Z state
confusing to clean up. Validate X before allocating bar so the error is
reported without partial state.

Tests: unit bdev foo invalid X

Keep the subject scoped. Use the subsystem prefix that matches nearby history.

Review Preparation

Before sending a patch, inspect:

git diff
git diff --stat
git status

Check:

	only intended files changed.
	generated files are expected.
	no debug prints remain.
	no local paths or machine names.
	tests actually ran and passed.
	docs match behavior.


If the worktree has unrelated changes from others, leave them alone. Do not revert work you did not create.

Common Build Failures

mk/config.mk Missing

Run ./configure. Source anchor: mk/spdk.common.mk.

Missing Dependency

Run or inspect scripts/pkgdep.sh. If enabling optional features, install their dependencies.

Feature Method Missing At Runtime

Check configure flags. Call rpc_get_methods. Search for SPDK_RPC_REGISTER.

Hugepage Failure

Read doc/system_configuration.md. Inspect scripts/setup.sh. Check app options in doc/applications.md.

Unit Test Binary Missing

Build tests. Check whether the relevant feature was configured. Check the Makefile under test/unit/....

Style Tool Missing

scripts/check_format.sh reports missing tools. Install the tool if needed or state what could not run.

Edge Cases

Tests Pass Without Exercising Feature

Optional features can skip. Read test output. Confirm the path you changed actually ran.

ASAN Changes Timing

ASAN can expose memory bugs and also alter timing. Use it for memory correctness, not performance conclusions.

Hardware Tests Are Not Portable

NVMe, RDMA, vfio-user, and vhost tests depend on environment. Document what was available.

Generated Config Diff Is Order-Sensitive

Config replay can depend on object order. Do not reorder generated output casually.

Public Header Changes Ripple

Changing include/spdk/*.h can affect API users. Prefer internal changes when public API is not required.

Dirty Worktree

Other agents or users may have unrelated edits. Do not clean or revert them. Keep your diff scoped.

Misconceptions To Kill

	"One successful build proves the change." Build proves compilation, not behavior.
	"Full autotest is always the right first test." Focused tests find failures faster.
	"Unit tests are less real." They are often the best way to lock down edge cases.
	"Integration tests replace unit tests." They catch different classes of bugs.
	"Style fixes can be mixed in." Unrelated churn makes review harder.
	"Debug builds are only for crashes." They help catch bad assumptions earlier.
	"A skipped test is a pass for my feature." It may not have tested your feature.
	"Contribution starts after coding." It starts with choosing a small, testable shape.


Lab: Build Matrix

Create a local build matrix on paper. Include:

	default build.
	debug build.
	sanitizer build.
	one feature-specific build relevant to your project.


For each, write what failure class it is best at catching. Then choose the minimum two builds for your next extension project.

Lab: Test Scope Selection

Pick a hypothetical change:

Add an optional JSON field to bdev_get_bdevs output.

Write:

	files likely touched.
	unit tests to run.
	functional smoke test to run.
	style check to run.
	docs to inspect.


Now repeat for:

Change spdk_thread_send_msg behavior.

Notice how test scope expands.

Lab: Read A Unit Makefile

Open a unit test Makefile under test/unit/lib/bdev. Find SPDK_LIB_LIST. Find the include of mk/spdk.unittest.mk. Explain how the test declares its dependencies. Then open the matching _ut.c file and find the test registration.

Lab: Reproduce A Style Failure

Read scripts/check_format.sh. Find check_c_style. Find check_include_style. Find check_bash_style. Write what external tools each check may require. Explain what you would report if one tool is not installed locally.

Lab: Contribution Readiness Checklist

For your next patch, fill this out:

	purpose:
	files changed:
	risk area:
	focused test:
	broader test:
	style check:
	docs impacted:
	rollback impact:
	known environment limits:


If any line is blank, resolve it before submission.

Self-Check

	What file tells make to run configure first when config is missing?
	What script is the main unit-test driver?
	What script handles style checks?
	Why should test scope match blast radius?
	Why can optional features make tests skip?
	What is a good first test after changing an RPC decoder?
	Why are sanitizer builds useful for lifetime changes?
	What should you inspect before committing?


References

	doc/getting_started.md for official first build instructions.
	doc/system_configuration.md for host setup.
	doc/applications.md for application options.
	doc/distributions.md for CI and distribution context.
	doc/shfmt.md for shell formatting.
	scripts/pkgdep.sh for dependencies.
	scripts/setup.sh for hugepages and devices.
	scripts/check_format.sh for style checks.
	test/unit/unittest.sh for unit tests.
	autotest.sh for broad testing.
	scripts/core-collector.sh for crash collection.


Round 3 Source Walkthrough: configure Is The Build Contract

SPDK's configure script is the source of truth for build features in your checkout. Do not rely on memory from an older release, a blog post, or a previous branch.

From configure:

set -e

trap 'echo -e "\n\nConfiguration failed\n\n" >&2' ERR

rootdir=$(readlink -f $(dirname $0))
source "$rootdir/scripts/common.sh"

set -e means the script stops on unhandled errors. The trap prints a clear failure message. rootdir makes later paths independent of the current shell directory. scripts/common.sh brings in shared helper functions.

The help text exposes the feature surface:

echo " --enable-debug            Configure for debug builds"
echo " --enable-asan             Enable address sanitizer"
echo " --enable-ubsan            Enable undefined behavior sanitizer"
echo " --disable-tests           Disable building of functional tests"
echo " --disable-unit-tests      Disable building of unit tests"
echo " --with-vfio-user[=DIR]    Build custom vfio-user transport for NVMf target and vfio-user target."

This is why a build problem can be a configuration problem. If you forgot --with-rdma, RDMA code and tests may not build or run the way you expect. If you forgot --with-vfio-user, vfio-user chapters are theory only for that binary. If you used --disable-unit-tests, the unit-test target absence is expected.

Practical rule: when reading source, always ask "is this code compiled into my binary?"

Round 3 Source Walkthrough: Unit Test Driver

From test/unit/unittest.sh:

set -xe

testdir=$(readlink -f $(dirname $0))
rootdir=$(readlink -f $(dirname $0)/../..)
source "$rootdir/test/common/autotest_common.sh"

cd "$rootdir"

set -x prints commands, which is valuable in CI logs. set -e stops on failure. The script resolves both test directory and repo root, then sources shared test helpers.

A unit group is just a function that runs binaries:

function unittest_bdev() {
	$valgrind $testdir/lib/bdev/bdev.c/bdev_ut
	$valgrind $testdir/lib/bdev/nvme/bdev_nvme.c/bdev_nvme_ut
	$valgrind $testdir/lib/bdev/raid/bdev_raid.c/bdev_raid_ut
}

This shows how to run focused tests. If you changed module/bdev/nvme, do not start with a full hardware suite. Start with bdev_nvme_ut if it covers your path. If you changed RAID math, start with RAID unit tests. If the change is shared bdev lifetime, broaden to bdev_ut and related virtual bdev tests.

Edge cases:

	Unit tests may use mocks that do not behave like real hardware.
	A unit test can pass while integration fails due to threading or environment.
	A hardware test can fail due to environment even when code is correct.
	Valgrind or sanitizers can make timing-sensitive tests slower.


Round 3 Source Walkthrough: Shared Test Harness

From test/common/autotest_common.sh:

set -e
shopt -s nullglob
shopt -s extglob
shopt -s inherit_errexit

if [ -z "${output_dir:-}" ]; then
	mkdir -p "$rootdir/../output"
	export output_dir="$rootdir/../output"
fi

The shared harness also stops on failure. It configures shell behavior and ensures an output directory exists. SPDK functional tests are often shell-heavy orchestration around binaries, RPCs, logs, and devices. If you are writing tests, copy harness patterns instead of writing ad-hoc shell.

The harness sources build config:

if [[ -e $rootdir/test/common/build_config.sh ]]; then
	source "$rootdir/test/common/build_config.sh"
elif [[ -e $rootdir/mk/config.mk ]]; then
	build_config=$(< "$rootdir/mk/config.mk")
	source <(echo "${build_config//\?=/=}")
else
	source "$rootdir/CONFIG"
fi

This is how tests learn what was configured. A test can skip or change behavior when a dependency is absent. When a test unexpectedly skips, read this build-config path before assuming CI ignored your code.

Build Profiles For Learning

Use different build profiles for different questions:

fast local compile
  ./configure
  make -j

source-reading/debug build
  ./configure --enable-debug
  make -j

memory bug hunt
  ./configure --enable-debug --enable-asan --enable-ubsan
  make -j

vfio-user learning
  ./configure --with-vfio-user
  make -j

RDMA/NVMe-oF learning
  ./configure --with-rdma
  make -j

Do not combine every flag by default. Sanitizers are slower and can change timing. Feature flags require dependencies. Keep the build matched to the question.

Choosing The Right Test For A Change

	Change	First test	Broader test
	RPC decoder only	RPC/unit test or focused script	JSON-RPC docs/example check
	bdev submit path	relevant bdev unit	null/malloc functional I/O
	virtual bdev wrapper	module unit if present	create/use/delete/replay script
	NVMe-oF target logic	nvmf unit	test/nvmf/nvmf.sh when environment permits
	vhost/vfio-user	unit/fuzz if present	vhost or vfio-user functional suite
	config writer	replay generated config	app restart plus query
	diskengine wrapper	Go unit/integration plus SPDK RPC mock	real SPDK smoke test


Do not under-test lifetime changes. If you changed create/delete, test create/delete. If you changed config output, test replay. If you changed error handling, test the error branch.

Contribution Workflow

For SPDK itself:

read local style
make smallest patch
build focused target
run focused test
run formatting checks
write clear commit message
include why, not just what

For diskengine's SPDK integration:

write down desired SPDK graph
mock or isolate RPC wrapper where possible
test idempotency
test partial failure
test retry after observed existing state
run one real SPDK smoke path before trusting integration

The two worlds have different failure modes. SPDK C changes often fail through lifetime, thread affinity, resource ownership, or ABI. diskengine integration changes often fail through orchestration order, stale state, idempotency, and incomplete rollback.

Final Review Questions Before A Patch

	What exact source path did I change?
	What thread owns the state I touched?
	What happens on -ENOMEM?
	What happens if the object is deleted while I/O is outstanding?
	What happens if config is saved and replayed?
	What happens if the RPC is called twice?
	What happens if shutdown begins during the operation?
	What test proves the success path?
	What test proves the failure path?
	What logs or stats help debug it in production?


If the answer is "I do not know" for thread ownership or cleanup, stop and read more source before expanding the patch.
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  Glossary

  A compact index of SPDK, NVMe, bdev, blobstore, lvol, transport, and diskengine terms used throughout the book.

  Storage Hardware

	Block device: A storage object that exposes fixed-size logical blocks addressed by LBA.
	LBA: Logical Block Address. The number used to address a logical block.
	Sector: Often used casually for a logical block, commonly 512 bytes or 4096 bytes.
	NAND page: The small unit NAND can program/read.
	Erase block: The larger NAND unit that must be erased before pages can be rewritten.
	FTL: Flash Translation Layer. SSD firmware that maps host LBAs to flash locations.
	Write amplification: Extra internal writes performed by the SSD beyond host writes.
	TRIM/UNMAP: Host hint that logical blocks no longer contain useful data.
	Power-loss protection: Hardware/firmware support for completing or preserving writes across power failure.


NVMe

	Controller: NVMe device-side object that owns capabilities, queues, and namespaces.
	Namespace: NVMe logical storage range exposed by a controller.
	SQ: Submission Queue. Host memory ring where commands are placed.
	CQ: Completion Queue. Host memory ring where completions are written.
	Doorbell: MMIO register write telling the controller that a queue tail/head moved.
	Phase bit: Completion queue wrap indicator used to distinguish old entries from new ones.
	Admin queue: Queue pair used for controller management commands.
	IO queue: Queue pair used for read/write/flush/dataset-management commands.
	qpair: SPDK/NVMe shorthand for one submission queue and one completion queue.
	ANA: Asymmetric Namespace Access, used in NVMe multipath accessibility reporting.


PCIe, DMA, VFIO

	BDF: Bus:Device.Function PCI address.
	BAR: Base Address Register, often mapping device MMIO registers.
	MMIO: Memory-mapped IO, where device registers are accessed as memory addresses.
	DMA: Direct Memory Access, where a device reads/writes host memory.
	IOMMU: Hardware that translates and protects device DMA.
	IOVA: IO virtual address used by a device/DMA mapping.
	VFIO: Linux framework for safely assigning devices to userspace drivers.
	Hugepage: Large memory page used to reduce translation overhead and support pinned DMA memory.


SPDK Runtime

	Reactor: SPDK event loop usually pinned to a CPU core.
	spdk_thread: Lightweight SPDK execution context, not the same thing as a POSIX thread.
	Message: Function sent to an SPDK thread for execution on that thread.
	Poller: Callback repeatedly or periodically run by an SPDK thread.
	io_device: Object that can provide per-thread channel state.
	io_channel: Thread-local resource bundle associated with an io_device.
	NOMEM: SPDK pattern where an IO cannot allocate required resources and must be retried later.
	No blocking rule: Reactor/poller code should not sleep or run slow blocking operations.


bdev

	bdev: SPDK block device abstraction.
	Descriptor: Open handle to a bdev, including access mode and event callback.
	bdev channel: Per-thread IO channel for submitting to a bdev.
	spdk_bdev_io: Object representing one bdev IO operation.
	Module: Implementation provider for one or more bdevs.
	Virtual bdev: bdev that transforms or stacks on top of other bdevs.
	Claim: Ownership relationship used by a virtual module to protect a base bdev.
	Examine: Process where modules inspect bdevs and discover metadata-backed virtual devices.
	QoS: Rate limiting and scheduling controls around bdev IO.


Blobstore, lvol, RAID

	Blobstore: SPDK allocator/object layer over a bdev.
	Blob: Logical object managed by blobstore.
	Cluster: Blobstore allocation unit.
	Thin provisioning: Allocating physical storage only when data is written.
	Snapshot: Read-only point-in-time parent for clone relationships.
	Clone: Writable blob/lvol sharing data with a snapshot until overwritten.
	External snapshot: Snapshot data provided by an external backing device.
	lvstore: Logical volume store backed by blobstore.
	lvol: Logical volume exposed as a blobstore-backed object.
	RAID bdev: Virtual bdev combining multiple base bdevs.
	Degraded: State where redundancy or required bases are missing but some operations may continue.


Transports And Exports

	NVMe-oF: NVMe over Fabrics, carrying NVMe commands over transports such as RDMA or TCP.
	NQN: NVMe Qualified Name.
	Subsystem: NVMe/NVMe-oF object containing namespaces and host access policy.
	Listener: Network address where an NVMe-oF subsystem accepts connections.
	Poll group: Group of transport qpairs polled together.
	vhost: Userspace backend for virtio queues, often used by QEMU.
	vfio-user: Protocol for userspace device emulation over a socket, including NVMe-style exposure.


Control And Debugging

	JSON-RPC: SPDK control-plane protocol for creating, deleting, querying, and configuring objects.
	Config replay: Recreating runtime objects by replaying saved RPC-like configuration.
	--wait-for-rpc: Startup mode where SPDK waits for RPC before continuing initialization.
	Tracepoint: Low-overhead instrumentation point for debugging timing and state.
	bdev stats: Counters and latency data exposed for bdevs.
	Idempotency: Property where repeating a restore operation converges without harmful duplicates.


diskengine

	Storage-node mode: diskengine mode that owns local NVMe/lvol storage and exports volumes.
	Baremetal mode: diskengine mode that attaches remote storage and exposes it to local workloads.
	Desired state: What diskengine's database says should exist.
	Observed state: What SPDK and the host currently report.
	Reconciliation: Loop that compares desired and observed state and safely converges them.
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  Chapter: bdev_examine And Virtual bdev Stacking

  SPDK bdev modules do not only create physical bdevs. Many modules create virtual bdevs on top of other bdevs. A virtual bdev module needs a way to notice that a base bdev exists and decide whether it should create a...

  Beginner Mental Model

SPDK bdev modules do not only create physical bdevs. Many modules create virtual bdevs on top of other bdevs. A virtual bdev module needs a way to notice that a base bdev exists and decide whether it should create a child bdev. That mechanism is bdev_examine.

In prose:

A base bdev appears.
The bdev core asks every interested module:
  "Does your config say you should use this?"
  "Does the disk metadata say you should use this?"
The module may claim the base bdev.
If the module recognizes the base, it creates one or more virtual bdevs.
Those new bdevs may themselves be examined by other modules.

This is how SPDK can restart, load a base device, discover it contains an lvolstore, and recreate lvol bdevs without a user manually specifying every child bdev.

Why This Matters For diskengine/excloud

Virtual bdev stacking is the difference between "I have one NVMe namespace" and "I have a storage graph":

NVMe bdev
  -> RAID bdev
     -> lvolstore
        -> lvol bdev
           -> crypto/delay/error/passthru wrapper
              -> NVMe-oF namespace or vhost controller

If a reconciler creates or deletes nodes out of order, or assumes bdevs appear synchronously, it will hit races:

	A base bdev is present but not examined yet.
	A virtual bdev is not present because its module has not finished asynchronous metadata IO.
	A base bdev is claimed by one virtual module and therefore not available to another.
	Manual examine is disabled because auto-examine is enabled.
	A delete operation is blocked because a child bdev still claims the base.


The bdev Module Contract

The module structure is in:

	include/spdk/bdev_module.h:struct spdk_bdev_module


Relevant function pointers:

	include/spdk/bdev_module.h:struct spdk_bdev_module.examine_config
	include/spdk/bdev_module.h:struct spdk_bdev_module.examine_disk
	include/spdk/bdev_module.h:struct spdk_bdev_module.module_init
	include/spdk/bdev_module.h:struct spdk_bdev_module.module_fini
	include/spdk/bdev_module.h:struct spdk_bdev_module.async_init
	include/spdk/bdev_module.h:struct spdk_bdev_module.async_fini


Relevant APIs:

	include/spdk/bdev.h:spdk_bdev_examine
	include/spdk/bdev.h:spdk_bdev_wait_for_examine
	include/spdk/bdev_module.h:spdk_bdev_module_examine_done
	include/spdk/bdev_module.h:spdk_bdev_module_claim_bdev
	include/spdk/bdev_module.h:spdk_bdev_module_claim_bdev_desc
	include/spdk/bdev_module.h:spdk_bdev_module_release_bdev


The comments in include/spdk/bdev_module.h are unusually important. They say:

	examine_config is the first notification.
	examine_config may create vbdevs based on configuration but cannot send IO to the bdev.
	examine_config must decide synchronously whether to claim.
	examine_config must call spdk_bdev_module_examine_done() before returning.
	examine_disk is the second notification.
	examine_disk may use IO and finish asynchronously.
	examine_disk must call spdk_bdev_module_examine_done() when complete.


The Core Examine Algorithm

Implementation anchors:

	lib/bdev/bdev.c:bdev_examine
	lib/bdev/bdev.c:spdk_bdev_examine
	lib/bdev/bdev.c:spdk_bdev_wait_for_examine
	lib/bdev/bdev.c:spdk_bdev_module_examine_done
	lib/bdev/bdev.c:bdev_ok_to_examine
	lib/bdev/bdev.c:bdev_in_examine_allowlist
	lib/bdev/bdev.c:bdev_examine_allowlist_check


The internal bdev_examine() does two phases:

	It calls every module's examine_config, if present.
	It calls examine_disk according to the bdev's claim state.


The claim state matters:

	If the bdev is unclaimed, all modules with examine_disk may examine it.
	If the bdev has an exclusive v1 claim, only the claiming module's examine_disk is called.
	If the bdev has v2 claims, all claiming modules with examine_disk may examine it.


Prose diagram:

bdev_examine(bdev)
  |
  +-- for every module:
  |     module->examine_config(bdev)
  |     module must call examine_done
  |
  +-- inspect bdev claim state:
        none:
          call every module->examine_disk(bdev)
        exclusive v1 claim:
          call only claimant module->examine_disk(bdev)
        v2 claims:
          call each claiming module->examine_disk(bdev)

Manual examine is controlled by spdk_bdev_examine(). It must be called on the app thread and fails if auto-examine is enabled. It inserts the bdev name into an allowlist and examines immediately if the bdev already exists.

RPC anchors:

	lib/bdev/bdev_rpc.c:rpc_bdev_examine
	lib/bdev/bdev_rpc.c:rpc_bdev_wait_for_examine


Why examine_config And examine_disk Both Exist

examine_config is for configuration-driven virtual bdev creation. It is not allowed to send IO, so it cannot read on-disk metadata. This is useful for modules that already have complete information from JSON-RPC or config replay.

examine_disk is for disk-driven discovery. It may open the base bdev, allocate an IO channel, read metadata, and finish asynchronously. lvol and RAID use this style to discover on-disk lvolstore or RAID superblock metadata.

Examples:

	lvol: module/bdev/lvol/vbdev_lvol.c:vbdev_lvs_examine_config handles external snapshot hotplug notification. module/bdev/lvol/vbdev_lvol.c:vbdev_lvs_examine_disk tries to load an lvolstore from the bdev.
	RAID: module/bdev/raid/bdev_raid.c:raid_bdev_examine loads or checks RAID superblocks.


Claims

Claims prevent two independent modules from treating the same base bdev as their private write target.

Source anchors:

	include/spdk/bdev_module.h:enum spdk_bdev_claim_type
	include/spdk/bdev_module.h:struct spdk_bdev_claim_opts
	lib/bdev/bdev.c:spdk_bdev_module_claim_bdev
	lib/bdev/bdev.c:spdk_bdev_module_claim_bdev_desc
	lib/bdev/bdev.c:spdk_bdev_module_release_bdev
	lib/bdev/bdev.c:claim_verify_rwo
	lib/bdev/bdev.c:claim_verify_rom
	lib/bdev/bdev.c:claim_verify_rwm
	lib/bdev/bdev.c:claim_bdev
	lib/bdev/bdev.c:bdev_desc_release_claims


The older spdk_bdev_module_claim_bdev() establishes an exclusive write claim. Newer code may use descriptor claims through spdk_bdev_module_claim_bdev_desc() for read-only-many and shared-write styles.

Claim misconceptions:

	A claim is not the same as opening a bdev. A descriptor can exist without a claim.
	A claim is not a bdev reference count. It is a permission/ownership relationship.
	A claim does not submit IO. It controls which modules may build on the bdev and who may write.
	Releasing a descriptor can release associated v2 claims; examine has special logic for claims released while iterating.


Stacking Patterns

One-to-One Wrapper

A one-to-one wrapper creates one child bdev over one base bdev. It usually forwards IO after adding behavior.

Examples:

	module/bdev/passthru/vbdev_passthru.c
	module/bdev/delay/vbdev_delay.c
	module/bdev/error/vbdev_error.c


Pattern:

base bdev
  -> wrapper vbdev
       submit_request:
         maybe transform or delay
         submit child IO to base
         complete original bdev_io

One-to-Many Partitioning

A partition-like module creates multiple child bdevs from ranges of one base.

Examples:

	lib/bdev/part.c
	module/bdev/split/vbdev_split.c
	module/bdev/gpt/vbdev_gpt.c


Important helper anchors:

	lib/bdev/part.c:spdk_bdev_part_base_construct_ext
	lib/bdev/part.c:spdk_bdev_part_submit_request
	lib/bdev/part.c:spdk_bdev_part_submit_request_ext
	lib/bdev/part.c:spdk_bdev_part_get_base_bdev


Many-to-One Aggregation

Aggregation modules create one child bdev from multiple base bdevs.

Examples:

	module/bdev/raid/bdev_raid.c
	module/bdev/raid/raid0.c
	module/bdev/raid/raid1.c
	module/bdev/raid/concat.c
	module/bdev/raid/raid5f.c


Pattern:

base0 + base1 + base2 + ...
  -> aggregate vbdev
       submit_request:
         map logical offset to one or more base offsets
         submit child IO(s)
         collect completions
         complete original bdev_io

Object Adapter

lvol is not just a pass-through bdev wrapper. Its child bdevs are backed by blobs in a blobstore. That means the base bdev may be shared by many lvol child bdevs through the lvolstore claim.

Pattern:

base bdev
  -> blobstore/lvolstore owns base
     -> lvol bdev A
     -> lvol bdev B
     -> lvol bdev C

Recursive Discovery

When a virtual bdev is registered, it is a bdev like any other. The bdev core may examine it too. This can create stacks:

Malloc0 appears
  -> lvol examine finds lvolstore
     -> lvol bdev Lv0 appears
        -> another module may examine Lv0

The stack is not a tree in the abstract; it is a graph constrained by claims and module behavior. A bdev can have aliases, consumers, and claims. Some modules create children from multiple bases, and some bdevs can be read by many modules.

Shutdown Ordering

The bdev subsystem tries to shut down top-down so children go away before bases. Source anchors:

	lib/bdev/bdev.c:spdk_bdev_module_fini_done
	lib/bdev/bdev.c:spdk_bdev_module_fini_start_done


The shutdown path skips claimed bdevs at first because a claimed bdev is likely a base for a virtual child. If only claimed bdevs remain, that suggests a module failed to unclaim correctly or the graph has a loop.

Beginner misconception to kill: unregistering a base bdev while children still exist is not a normal successful teardown. Virtual modules must handle remove events, unregister children, release claims, and complete async destruction.

lvol Examine Case Study

Key source anchors:

	module/bdev/lvol/vbdev_lvol.c:g_lvol_if
	module/bdev/lvol/vbdev_lvol.c:SPDK_BDEV_MODULE_REGISTER(lvol, &g_lvol_if)
	module/bdev/lvol/vbdev_lvol.c:vbdev_lvs_examine_config
	module/bdev/lvol/vbdev_lvol.c:vbdev_lvs_examine_disk
	module/bdev/lvol/vbdev_lvol.c:_vbdev_lvs_examine
	module/bdev/lvol/vbdev_lvol.c:_vbdev_lvs_examine_cb
	module/bdev/lvol/vbdev_lvol.c:vbdev_lvs_examine_done


vbdev_lvs_examine_config() formats the bdev UUID and notifies lvolstores that a missing external snapshot may have appeared. It calls spdk_bdev_module_examine_done() before returning.

vbdev_lvs_examine_disk() rejects bdevs with metadata size, allocates a request, creates a blobstore device wrapper from the bdev, and calls spdk_lvs_load_ext(). Completion ultimately calls spdk_bdev_module_examine_done().

If lvolstore load succeeds, _vbdev_lvs_examine_cb() claims the base with spdk_bs_bdev_claim(), records the lvolstore/base pair, and opens every lvol so _create_lvol_disk() can register lvol bdevs.

RAID Examine Case Study

Key anchors:

	module/bdev/raid/bdev_raid.c:g_raid_if
	module/bdev/raid/bdev_raid.c:SPDK_BDEV_MODULE_REGISTER(raid, &g_raid_if)
	module/bdev/raid/bdev_raid.c:raid_bdev_examine
	module/bdev/raid/bdev_raid.c:raid_bdev_examine_load_sb
	module/bdev/raid/bdev_raid.c:raid_bdev_examine_cont
	module/bdev/raid/bdev_raid.c:raid_bdev_examine_sb
	module/bdev/raid/bdev_raid.c:raid_bdev_examine_no_sb
	module/bdev/raid/bdev_raid.c:raid_bdev_examine_done
	module/bdev/raid/bdev_raid_sb.c:raid_bdev_load_base_bdev_superblock


RAID examine tries to read a superblock if superblocks are enabled. If it finds RAID metadata, it may create or update a RAID bdev and configure the base slot. If no superblock is found, it may still use configuration-driven RAID definitions.

Operational Debugging

When a child bdev is missing:

	Confirm the base bdev exists with bdev_get_bdevs.
	Check whether bdev_auto_examine is enabled.
	If auto-examine is disabled, confirm bdev_examine was called for the base bdev.
	Wait for examine with bdev_wait_for_examine.
	Check whether the base bdev is claimed by an unexpected module.
	Check module logs for examine_config or examine_disk errors.
	Check on-disk metadata compatibility: lvolstore super blob, blobstore superblock, RAID superblock.
	Check whether a child was created but immediately unregistered due to open/claim/registration failure.


Source anchors for state:

	lib/bdev/bdev_rpc.c:rpc_dump_bdev_info writes claimed and claim_type fields.
	lib/bdev/bdev.c:bdev_examine_allowlist_config_json records manual examine allowlist in config JSON.
	lib/bdev/bdev.c:bdev_wait_for_examine_cb implements wait-for-examine polling.


Labs

Lab 1: Manual Examine Mental Trace

Assume bdev_auto_examine=false.

Trace:

1. Create Malloc0.
2. Do not call bdev_examine.
3. Create an lvolstore on Malloc0.
4. Restart with only Malloc0 recreated.
5. Call bdev_get_bdevs.
6. Call bdev_examine Malloc0.
7. Call bdev_wait_for_examine.

Expected reasoning:

	Before manual examine, lvol bdevs are not auto-loaded.
	spdk_bdev_examine() must run on the app thread.
	It inserts the name into the allowlist and examines immediately if the bdev exists.
	lvol examine may finish asynchronously because it reads blobstore/lvol metadata.


Lab 2: Read The Claim Graph

Use bdev_get_bdevs JSON and identify:

	Which bdevs are physical bases.
	Which bdevs are virtual children.
	Which bases are claimed.
	Which module owns each claim.
	Whether any virtual child could itself be used as a base for another module.


Lab 3: Source Trace A Stack

Pick this stack:

Malloc0 -> RAID0 -> lvolstore -> lvol bdev -> passthru bdev

For each arrow, write:

	Which module creates the child.
	Which source function registers the child bdev.
	Which claim protects the base.
	Which submit_request function handles IO at that layer.


Self-Check

	Why does examine_config have to finish synchronously?
	Why can examine_disk finish asynchronously?
	What happens if a module forgets to call spdk_bdev_module_examine_done()?
	Why does claim state change which modules get examine_disk?
	What is the difference between opening a bdev and claiming it?
	Why can manual examine fail when auto-examine is enabled?
	Where does lvol claim the base bdev after loading an lvolstore?
	Why is shutdown ordering top-down for virtual bdev stacks?


References

	Local bdev API: include/spdk/bdev.h
	Local module API: include/spdk/bdev_module.h
	Local examine implementation: lib/bdev/bdev.c
	Local examine RPC: lib/bdev/bdev_rpc.c
	Local lvol examine: module/bdev/lvol/vbdev_lvol.c
	Local RAID examine: module/bdev/raid/bdev_raid.c
	Local virtual bdev examples: module/bdev/passthru/vbdev_passthru.c, module/bdev/split/vbdev_split.c, module/bdev/delay/vbdev_delay.c
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  Chapter: Snapshots, Clones, Resize, Delete, And Stacking Edge Cases

  This chapter is the "what breaks in production" companion to the blobstore, lvol, bdev examine, and RAID chapters. It focuses on operations that appear simple from RPC names but are multi-step asynchronous state...

  Purpose

This chapter is the "what breaks in production" companion to the blobstore, lvol, bdev examine, and RAID chapters. It focuses on operations that appear simple from RPC names but are multi-step asynchronous state machines in source:

	Snapshot.
	Clone.
	External snapshot clone.
	Resize.
	Delete.
	Inflate/decouple parent.
	Base bdev remove/hotplug.
	RAID base replacement/rebuild.
	Stacking lvol over RAID or RAID over lvol.


The goal is to give a beginner a reliable way to classify failures and then jump to the right source anchors.

A Shared Mental Model: Every Operation Has Owners

For each operation, ask five questions:

	Object: what object is being changed?
	Owner thread: which SPDK thread owns metadata mutation?
	Base resources: which bdevs or bs_devs are open and claimed?
	Visibility: when does the child bdev appear or disappear?
	Cleanup: if a middle step fails, who rolls back metadata, releases claims, closes descriptors, and completes callbacks?


This keeps async code readable. Avoid starting from callback names. Start from the object and the ownership boundary.

Snapshot Edge Cases

Primary anchors:

	lib/blob/blobstore.c:spdk_bs_create_snapshot
	lib/blob/blobstore.c:bs_snapshot_swap_cluster_maps
	lib/blob/blobstore.c:bs_snapshot_newblob_sync_cpl
	lib/blob/blobstore.c:bs_snapshot_origblob_sync_cpl
	lib/blob/blobstore.c:blob_freeze_io
	lib/blob/blobstore.c:blob_unfreeze_io
	lib/lvol/lvol.c:spdk_lvol_create_snapshot
	module/bdev/lvol/vbdev_lvol.c:vbdev_lvol_create_snapshot
	module/bdev/lvol/vbdev_lvol_rpc.c:rpc_bdev_lvol_snapshot


What can go wrong:

	The source lvol is not open, so origlvol->blob is not usable.
	Snapshot name conflicts with an existing or pending lvol name.
	Allocating the new snapshot blob fails.
	Metadata sync of the new snapshot fails after cluster maps were swapped.
	Metadata sync of the original blob fails after parent xattrs were changed.
	IO freeze/unfreeze fails.
	A bdev registration failure occurs after the blob/lvol snapshot exists.


Misconception: snapshot creation is a single atomic C function. It is a callback chain with multiple points where cleanup must restore cluster maps, xattrs, and flags.

Debugging path:

RPC failed: bdev_lvol_snapshot
  -> check module/bdev/lvol/vbdev_lvol_rpc.c:rpc_bdev_lvol_snapshot
  -> check lvol lookup by bdev name
  -> check lib/lvol/lvol.c:spdk_lvol_create_snapshot
  -> check blobstore snapshot callbacks
  -> check module/bdev/lvol/vbdev_lvol.c:_create_lvol_disk

Self-check:

	What state changes happen before the new snapshot bdev is visible?
	If _create_lvol_disk() fails, does the underlying snapshot blob still exist?
	Why must the original blob become thin-provisioned after snapshot?


Clone Edge Cases

Primary anchors:

	lib/blob/blobstore.c:spdk_bs_create_clone
	lib/lvol/lvol.c:spdk_lvol_create_clone
	module/bdev/lvol/vbdev_lvol.c:vbdev_lvol_create_clone
	module/bdev/lvol/vbdev_lvol_rpc.c:rpc_bdev_lvol_clone


What can go wrong:

	The source is not a snapshot or is not read-only.
	Clone name conflicts.
	Clone creation succeeds but bdev registration fails.
	The clone reads old data from parent and new data from itself; test expectations may assume a full copy and appear "wrong."
	Parent snapshot deletion later rewrites clone metadata.


Misconception: a clone is a deep copy. In blobstore/lvol, clone means COW dependency unless inflated/decoupled.

Prose diagram:

snapshot S
  cluster map: [A, B, C]

clone C
  cluster map: [0, 0, 0]
  parent: S

write to C cluster 1
  cluster map: [0, D, 0]

read C cluster 0 -> S:A
read C cluster 1 -> C:D
read C cluster 2 -> S:C

Lab:

	Create lvol.
	Write pattern A to whole lvol.
	Snapshot.
	Clone snapshot.
	Write pattern B to one range of clone.
	Read from source, snapshot, clone.
	Explain each byte range by parent/child cluster mapping.


External Snapshot Clone Edge Cases

Primary anchors:

	include/spdk/blob.h:spdk_bs_esnap_dev_create
	lib/blob/blobstore.c:spdk_bs_blob_set_external_parent
	lib/blob/blobstore.c:spdk_blob_set_esnap_bs_dev
	lib/blob/blobstore.c:spdk_blob_is_degraded
	lib/lvol/lvol.c:spdk_lvol_create_esnap_clone
	lib/lvol/lvol.c:lvs_esnap_bs_dev_create
	lib/lvol/lvol.c:spdk_lvs_esnap_missing_add
	lib/lvol/lvol.c:spdk_lvs_esnap_missing_remove
	lib/lvol/lvol.c:lvs_esnap_degraded_hotplug
	module/bdev/lvol/vbdev_lvol.c:vbdev_lvol_create_bdev_clone
	module/bdev/lvol/vbdev_lvol.c:vbdev_lvol_esnap_dev_create
	module/bdev/lvol/vbdev_lvol.c:vbdev_lvs_examine_config


What can go wrong:

	External bdev name is wrong.
	External bdev UUID cannot be parsed.
	External snapshot ID length is invalid.
	External bdev exists but cannot be opened read-only.
	External bdev claim fails.
	External parent disappears after clone creation.
	External parent is missing during lvolstore load; lvol is tracked as degraded.
	Memory domain reporting omits the missing external snapshot and consumers miss zero-copy capability.


Important source note: module/bdev/lvol/vbdev_lvol.c:vbdev_lvol_esnap_dev_create validates the esnap ID, opens a bdev by UUID string, creates a bs_dev, and claims it. If the bdev is missing, it calls lib/lvol/lvol.c:spdk_lvs_esnap_missing_add.

Hotplug flow:

external parent bdev appears
  -> bdev core examine
  -> vbdev_lvol examine_config
  -> spdk_lvs_notify_hotplug(uuid)
  -> lvs_esnap_degraded_hotplug
  -> blobstore sets esnap bs_dev
  -> lvol bdevs for no-longer-degraded clones may be created

Lab:

	Use test/lvol/external_snapshot.sh.
	Simulate missing parent by loading lvolstore before recreating external snapshot bdev.
	Predict whether lvol bdevs appear immediately or after parent hotplug.
	Trace the call to spdk_lvs_notify_hotplug.


Resize Edge Cases

Blob/lvol anchors:

	lib/blob/blobstore.c:spdk_blob_resize
	lib/blob/blobstore.c:bs_resize_freeze_cpl
	lib/blob/blobstore.c:bs_resize_unfreeze_cpl
	lib/lvol/lvol.c:spdk_lvol_resize
	lib/lvol/lvol.c:lvol_blob_resize_cb
	module/bdev/lvol/vbdev_lvol.c:vbdev_lvol_resize
	module/bdev/lvol/vbdev_lvol.c:_vbdev_lvol_resize_cb
	module/bdev/lvol/vbdev_lvol_rpc.c:rpc_bdev_lvol_resize


RAID/base anchors:

	module/bdev/raid/bdev_raid.c:raid_bdev_resize_base_bdev
	module/bdev/raid/bdev_raid.c:raid_bdev_resize_write_sb_cb
	lib/blob/blobstore.c:spdk_bs_grow_live
	lib/lvol/lvol.c:spdk_lvs_grow_live


What can go wrong:

	Resize target is not cluster-aligned at the lvol layer.
	Snapshot/read-only blob cannot be resized.
	Another locked operation is active, causing -EBUSY.
	bdev visible size is not updated after blob resize failure or partial path failure.
	Base RAID grows but lvolstore does not grow.
	Base RAID shrinks and lvolstore/blobstore metadata expects old capacity.
	Clone grows beyond parent; reads past parent should not incorrectly address parent.


Misconception: "I resized the base, so every child is larger." Each layer has its own grow/resize operation:

physical base grew
  -> RAID may resize logical bdev
  -> blobstore/lvolstore may grow to use new RAID size
  -> individual lvol may resize
  -> exported target/guest must observe size change

Lab:

	Create RAID bdev.
	Create lvolstore on RAID bdev.
	Create lvol.
	Grow base bdevs.
	Observe RAID size.
	Grow lvolstore.
	Resize lvol.
	Explain which command changed which layer.


Delete Edge Cases

Blob anchors:

	lib/blob/blobstore.c:spdk_bs_delete_blob
	lib/blob/blobstore.c:bs_is_blob_deletable
	lib/blob/blobstore.c:update_clone_on_snapshot_deletion
	lib/blob/blobstore.c:delete_snapshot_freeze_io_cb
	lib/blob/blobstore.c:delete_snapshot_update_extent_pages
	lib/blob/blobstore.c:delete_snapshot_sync_clone_cpl
	lib/blob/blobstore.c:delete_snapshot_sync_snapshot_cpl


lvol/vbdev anchors:

	lib/lvol/lvol.c:spdk_lvol_deletable
	lib/lvol/lvol.c:spdk_lvol_destroy
	lib/lvol/lvol.c:lvol_delete_blob_cb
	module/bdev/lvol/vbdev_lvol.c:vbdev_lvol_destroy
	module/bdev/lvol/vbdev_lvol.c:_vbdev_lvol_destroy
	module/bdev/lvol/vbdev_lvol.c:_vbdev_lvol_destroy_cb
	module/bdev/lvol/vbdev_lvol_rpc.c:rpc_bdev_lvol_delete


What can go wrong:

	lvol is still open.
	lvol bdev has active users and cannot unregister immediately.
	Snapshot has more than one clone.
	Snapshot has one clone but clone is open or locked.
	Metadata allocation for delete path fails.
	Clone update fails after snapshot is marked pending removal.
	External snapshot reference must be moved from deleted snapshot to clone.
	Degraded lvol delete has to close metadata without unregistering a normal bdev.


Important distinction:

	spdk_lvol_deletable() asks whether an lvol can be deleted from a snapshot/clone perspective.
	spdk_lvol_destroy() performs lvol-level checks and calls blobstore delete.
	vbdev_lvol_destroy() handles bdev visibility and unregister before lvol destroy.


Prose diagram for delete decision:

delete lvol requested
  |
  +-- is lvol open? yes -> -EBUSY
  |
  +-- is it a snapshot with >1 clone? yes -> fail
  |
  +-- is it a snapshot with exactly 1 clone?
  |      yes -> blobstore may update clone and remove snapshot
  |
  +-- unregister bdev if visible
  |
  +-- delete blob metadata
  |
  +-- remove lvol from lvolstore list

Lab:

	Create source lvol.
	Snapshot S.
	Create clones C1 and C2.
	Try deleting S. Expect failure.
	Delete C2.
	Try deleting S again. Follow source path that updates C1.
	Verify C1 still reads data previously inherited from S.


Inflate And Decouple Parent

Anchors:

	include/spdk/lvol.h:spdk_lvol_inflate
	include/spdk/lvol.h:spdk_lvol_decouple_parent
	lib/lvol/lvol.c:spdk_lvol_inflate
	lib/lvol/lvol.c:spdk_lvol_decouple_parent
	lib/blob/blobstore.c:spdk_bs_inflate_blob
	lib/blob/blobstore.c:spdk_bs_blob_decouple_parent
	module/bdev/lvol/vbdev_lvol_rpc.c:rpc_bdev_lvol_inflate
	module/bdev/lvol/vbdev_lvol_rpc.c:rpc_bdev_lvol_decouple_parent


Inflate makes a blob allocate and copy all data needed so it no longer depends on sparse/backing reads. Decouple parent removes the dependency on the parent while preserving data semantics. These are IO-heavy compared with snapshot/clone metadata creation.

What can go wrong:

	Not enough free clusters to inflate.
	Parent is degraded or missing.
	IO error while copying parent data.
	Operation is attempted on the wrong blob state.
	Another locked operation is in progress.


Misconception: decouple is not just clearing a parent pointer. It must preserve reads for every logical block.

RAID Remove/Rebuild Edge Cases

Anchors:

	module/bdev/raid/bdev_raid.c:raid_bdev_remove_base_bdev
	module/bdev/raid/bdev_raid.c:_raid_bdev_remove_base_bdev
	module/bdev/raid/bdev_raid.c:raid_bdev_process_base_bdev_remove
	module/bdev/raid/bdev_raid.c:raid_bdev_start_rebuild
	module/bdev/raid/bdev_raid.c:raid_bdev_process_start
	module/bdev/raid/bdev_raid.c:raid_bdev_process_finish
	module/bdev/raid/raid1.c:raid1_submit_process_request
	module/bdev/raid/raid5f.c:raid5f_submit_process_request


What can go wrong:

	Removing a base drops operational count below minimum.
	Removing the rebuild target stops rebuild.
	Removing a non-target may or may not require stopping process depending on remaining operational bases.
	Superblock write after remove or rebuild finish fails.
	Foreground IO crosses rebuild processed/unprocessed boundary.
	Replacement base has incompatible block size or size.


Debugging prompt:

	If RAID is online but upper lvol IO fails, check whether the RAID level can actually serve the requested range degraded.
	If RAID is configuring, check whether all expected bases have been examined and whether superblocks agree.
	If rebuild never progresses, inspect process window, QoS options, and quiesce callbacks.


Stack Order Edge Cases

RAID Under lvol

base disks -> RAID -> lvolstore -> lvol bdevs

Pros:

	One lvolstore sees one base.
	RAID handles disk failure below lvol.
	Snapshots/clones are independent of individual physical disks.


Risks:

	RAID resize must be followed by lvolstore/blobstore grow.
	RAID outage makes all lvols unavailable.
	RAID rebuild can affect latency for all lvols.


Source paths:

	RAID IO: module/bdev/raid/bdev_raid.c:raid_bdev_submit_request
	lvol IO: module/bdev/lvol/vbdev_lvol.c:vbdev_lvol_submit_request
	blob IO: lib/blob/blobstore.c:blob_request_submit_op


lvol Under RAID

base disk -> lvolstore -> lvol bdev A
base disk -> lvolstore -> lvol bdev B
lvol bdev A + lvol bdev B -> RAID

Pros:

	Can compose from logical volumes.
	Useful for testing or special deployments.


Risks:

	RAID base removal is now an lvol bdev lifecycle event.
	Underlying lvol snapshot/resize/delete can disrupt RAID base assumptions.
	Claims and delete ordering become easier to get wrong.


Rule of thumb: choose the stack where failure domains match the product model. If RAID is for physical durability, put it below lvol. If RAID is a logical experiment, document every lifecycle coupling.

Debugging Checklist By Symptom

lvol bdev missing after restart

Check:

	lib/bdev/bdev.c:bdev_examine
	module/bdev/lvol/vbdev_lvol.c:vbdev_lvs_examine_disk
	lib/lvol/lvol.c:spdk_lvs_load_ext
	lib/lvol/lvol.c:load_next_lvol
	module/bdev/lvol/vbdev_lvol.c:_create_lvol_disk


Likely causes:

	base bdev not present
	manual examine not called
	lvolstore load failed
	base bdev already claimed
	external snapshot missing/degraded
	bdev registration failed


delete returns busy

Check:

	lib/lvol/lvol.c:spdk_lvol_destroy
	module/bdev/lvol/vbdev_lvol.c:_vbdev_lvol_destroy
	lib/blob/blobstore.c:bs_is_blob_deletable


Likely causes:

	lvol open reference exists
	bdev has users
	snapshot has multiple clones
	clone/snapshot locked operation in progress


resize succeeds but guest sees old size

Check:

	lib/lvol/lvol.c:spdk_lvol_resize
	module/bdev/lvol/vbdev_lvol.c:_vbdev_lvol_resize_cb
	exporting transport resize notification path
	upper consumer cache/state


Likely causes:

	blob resized but bdev notification not observed
	target/guest did not rescan
	wrong layer resized


RAID bdev not online

Check:

	module/bdev/raid/bdev_raid_rpc.c:rpc_bdev_raid_get_bdevs
	module/bdev/raid/bdev_raid.c:raid_bdev_configure
	module/bdev/raid/bdev_raid.c:raid_bdev_examine
	module/bdev/raid/bdev_raid.c:raid_bdev_examine_sb


Likely causes:

	missing base
	incompatible base size/block size
	stale or conflicting superblock
	too few operational bases
	still configuring after async examine


thin write fails after create succeeded

Check:

	lib/blob/blobstore.c:bs_claim_cluster
	lib/blob/blobstore.c:blob_request_submit_op_single
	lib/blob/blobstore.c:blob_insert_cluster_on_md_thread


Likely cause:

	blobstore free clusters exhausted


Labs

Lab A: Failure Matrix

Create a table in notes with rows:

	snapshot
	clone
	external clone
	resize
	delete clone
	delete snapshot with one clone
	delete snapshot with two clones
	RAID base remove
	RAID replacement add
	lvolstore grow


Columns:

	RPC entry function
	library function
	metadata owner
	base bdev claim involved
	visible bdev change
	expected failure if object is open
	expected failure if ENOSPC
	recovery path after restart


Populate the table only from local source anchors in these drafts.

Lab B: Callback Chain Trace

Pick bdev_lvol_delete and trace to completion:

module/bdev/lvol/vbdev_lvol_rpc.c:rpc_bdev_lvol_delete
module/bdev/lvol/vbdev_lvol.c:vbdev_lvol_destroy
module/bdev/lvol/vbdev_lvol.c:_vbdev_lvol_destroy
module/bdev/lvol/vbdev_lvol.c:_vbdev_lvol_destroy_cb
lib/lvol/lvol.c:spdk_lvol_destroy
lib/blob/blobstore.c:spdk_bs_delete_blob
lib/blob/blobstore.c:bs_is_blob_deletable

Then answer:

	Which callbacks complete bdev unregister?
	Which callbacks complete blob deletion?
	Which object is freed last?
	Where is the lvol removed from the lvolstore list?


Lab C: Prose Diagram Drill

Draw in prose a stack with:

Nvme0n1 + Nvme1n1 -> RAID1 -> lvolstore -> lvol clone from external snapshot -> NVMe-oF namespace

For each edge, write:

	Who owns the base?
	What claim exists?
	Which source function maps IO?
	What happens if that layer's base is removed?


Self-Check

	Why can lvol create succeed but a later thin write fail?
	Why is deleting a snapshot with one clone possible but deleting one with two clones blocked?
	What source path hotplugs a missing external snapshot parent?
	Why does resize have to be reasoned about one layer at a time?
	How can RAID rebuild affect foreground IO mapping?
	Why does bdev_wait_for_examine matter after creating or restoring base bdevs?
	What is the difference between degraded RAID and degraded lvol?
	Which stack order is usually easier when RAID is meant to protect physical disks?


References

	Blobstore edge logic: lib/blob/blobstore.c
	lvol edge logic: lib/lvol/lvol.c
	lvol bdev edge logic: module/bdev/lvol/vbdev_lvol.c
	bdev examine and claims: lib/bdev/bdev.c, include/spdk/bdev_module.h
	RAID lifecycle: module/bdev/raid/bdev_raid.c, module/bdev/raid/bdev_raid_sb.c
	Labs/tests: test/lvol/snapshot_clone.sh, test/lvol/resize.sh, test/lvol/external_snapshot.sh, test/lvol/hotremove.sh, test/bdev/bdev_raid.sh




OEBPS/diagrams/bdev-nvme-bdev-io-path-in-detail-diagram-1.mmd
flowchart TB
  api[Public bdev API] --> alloc[Allocate spdk_bdev_io]
  alloc --> validate[Validate descriptor, range, metadata]
  validate --> init[Initialize callback and split state]
  init --> submit[bdev_io_submit]
  submit --> locked{Locked LBA range?}
  locked -->|yes| lockedq[ch->io_locked]
  locked -->|no| split{Split needed?}
  split -->|yes| children[Create child IOs]
  split -->|no| gate[_bdev_io_submit]
  children --> gate
  gate --> reset{Reset in progress?}
  reset -->|yes| aborted[Complete aborted]
  reset -->|no| qos{QoS enabled?}
  qos -->|queued| qosq[ch->qos_queued_io]
  qos -->|ready| submit2[bdev_io_do_submit]
  submit2 --> nomemq{NOMEM queue already active?}
  nomemq -->|yes| nomemq2[shared_resource->nomem_io]
  nomemq -->|no| module[Module submit_request]
  module --> complete[spdk_bdev_io_complete]
  complete --> retry{Status NOMEM?}
  retry -->|yes| nomemq2
  retry -->|no| finish[bdev_io_complete]
  finish --> usercb[User completion callback]
  usercb --> free[spdk_bdev_free_io]
  nomemq2 --> retryloop[bdev_shared_ch_retry_io]
  retryloop --> module



OEBPS/diagrams/lvol-raid-blobstore-diagram-1.mmd
flowchart TB
  bdev[Base bdev] --> bsdev[spdk_bs_dev adapter]
  bsdev --> bs[Blobstore]
  bs --> alloc[Cluster allocator]
  bs --> md[Metadata pages]
  bs --> blobA[Blob or lvol data]
  blobA --> cmap[Cluster map]
  cmap --> baseLba[Base bdev LBAs]
  clone[Clone blob] --> parent[Snapshot or external snapshot]
  clone --> zeroes[Zeroes backing for unallocated clusters]



OEBPS/diagrams/transport-diskengine-nvme-of-initiator-bdev-nvme-diagram-1.mmd
flowchart TB
    de[diskengine baremetal reconciler] --> rpc[SPDK JSON-RPC bdev_nvme_attach_controller]
    rpc --> nbdev_ctrlr[bdev_nvme controller object]
    nbdev_ctrlr --> nvme_ctrlr[NVMe-oF controller association and admin qpair]
    nvme_ctrlr --> ns[Remote namespace]
    ns --> bdev[Local SPDK bdev name]
    bdev --> raid[RAID or other local bdev graph]
    raid --> qemu[QEMU-facing export]

    write[Guest or upper bdev write] --> submit[bdev_nvme_submit_request]
    submit --> path[bdev_nvme_find_io_path]
    path --> cmd[spdk_nvme_ns_cmd_write*]
    cmd --> fabric[RDMA/TCP qpair]
    fabric --> target[storage-node NVMf target]
    target --> lvol[storage-node lvol bdev]



OEBPS/diagrams/transport-diskengine-diskengine-storage-node-mode-diagram-1.mmd
flowchart LR
    DB[(database desired state)]
    RPC[SPDK JSON-RPC socket]
    SPDK[(live SPDK object graph)]

    DB --> D1[disk discovery]
    D1 --> DB
    DB --> D2[disk init]
    D2 --> RPC
    DB --> P[provisioning]
    P --> RPC
    DB --> E[NVMe-oF export reconcile]
    E --> RPC
    DB --> R[resize]
    R --> RPC
    DB --> S[snapshot create/delete]
    S --> RPC
    DB --> X[lvol delete]
    X --> RPC
    DB --> H[health and metrics]
    H --> RPC
    RPC --> SPDK
    SPDK --> RPC
    RPC --> DB

    SPDK --> B1[NVMe bdev]
    B1 --> B2[lvstore]
    B2 --> B3[lvol bdev]
    B3 --> B4[NVMe-oF namespace]



OEBPS/diagrams/transport-diskengine-vhost-blk-qemu-diagram-1.mmd
sequenceDiagram
    participant Guest as Guest virtio-blk driver
    participant QEMU as QEMU vhost-user front-end
    participant SPDK as SPDK vhost-blk back-end
    participant Bdev as SPDK bdev graph

    Guest->>Guest: Fill virtqueue descriptors in guest memory
    QEMU->>SPDK: Share memory table, vring addresses, kick/call fds
    SPDK->>SPDK: Poll virtqueue and read available descriptor
    SPDK->>SPDK: Convert descriptor chain to iovs
    SPDK->>Bdev: spdk_bdev_writev/readv/flush/unmap/write_zeroes
    Bdev-->>SPDK: Complete bdev_io
    SPDK->>Guest: Write virtio status byte in guest memory
    SPDK->>Guest: Update used ring and signal if needed



OEBPS/nav.xhtml

Contents

		Part 0: How To Use This Book		Orientation: SPDK Is Not Magic

		The Reader Contract: How To Learn SPDK Without Drowning





		Part 1: Storage Hardware From Zero		Chapter 3: What A Block Device Promises

		Chapter 4: NAND Flash And SSD Internals

		Chapter 5: NVMe SSDs As Queue Machines

		Chapter 6: PCIe, MMIO, DMA, IOMMU, VFIO, And Hugepages





		Part 2: Why SPDK Exists		Chapter 7: Linux Storage Path vs SPDK Path

		Chapter 8: DPDK EAL And SPDK Env





		Part 3: SPDK Execution Model		Chapter 9: App Startup And Subsystems

		Chapter 10: Reactors, `spdk_thread`, Messages, Pollers

		Chapter 11: `io_device` And `io_channel`

		Chapter 12: Memory, Iobuf, Mempools, Zero Copy





		Part 4: bdev, The Central Abstraction		Chapter 13: bdev Object Model

		Chapter 14: bdev I/O Path In Detail

		Chapter 15: Writing A bdev Module

		Chapter 16: QoS, Reset, Remove, Hotplug, Events

		Chapter 17: NVMe Initiator Library

		Chapter 18: NVMe bdev Module





		Part 5: Concrete SPDK Storage Layers		Chapter 19: Blobstore

		Chapter 20: lvol And lvol bdev

		Chapter 21: RAID And Virtual bdev Stacking





		Part 6: Network And VM Transports		Chapter 22: NVMe-oF Target

		Chapter 23: NVMe-oF Initiator Through `bdev_nvme`

		Chapter 24: vhost-blk And QEMU Exposure

		Chapter 25: vfio-user NVMe Exposure





		Part 7: Control Plane		Chapter 26: JSON-RPC And Configuration

		Chapter 27: Config Save, Replay, And --wait-for-rpc

		Chapter 28: Observability And Debug Tools





		Part 8: excloud diskengine		Chapter 29: diskengine Storage Node Mode

		Chapter 30: diskengine Baremetal Mode

		Chapter 31: Complete VM Write To SSD Walkthrough





		Part 9: Debugging And Extension		Chapter 32: Failure Mode Taxonomy

		Chapter 33: Debugging Playbooks

		Chapter 34: Extending SPDK Source

		Deep Dive: Reading SPDK C Source

		Chapter 35: Build, Test, Run, Contribute





		Appendix: Reader Tools		Glossary





		Appendix: Blobstore, lvol, RAID Deep Dives		Chapter: bdev_examine And Virtual bdev Stacking

		Chapter: Snapshots, Clones, Resize, Delete, And Stacking Edge Cases








Landmarks


    		Cover


    		Title Page


    		Table of Contents


    		Start


  




OEBPS/diagrams/runtime-reactors-threads-messages-pollers-diagram-1.mmd
flowchart TB
  os[OS thread pinned to core] --> reactor[SPDK reactor loop]
  reactor --> t1[spdk_thread: app_thread]
  reactor --> t2[spdk_thread: nvmf poll group]
  t1 --> msg1[message queue]
  t1 --> poll1[active and timed pollers]
  t1 --> ch1[io_channels]
  t2 --> msg2[message queue]
  t2 --> poll2[transport pollers]
  t2 --> ch2[transport and bdev channels]
  sender[another spdk_thread] -->|spdk_thread_send_msg| msg1
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OEBPS/diagrams/transport-diskengine-nvme-of-target-diagram-1.mmd
sequenceDiagram
    participant Host as Remote host NVMe driver
    participant Xport as SPDK transport
    participant Ctrlr as NVMf controller
    participant Bdev as SPDK bdev layer
    participant Backing as Backing bdev

    Host->>Xport: Submit command
    Xport->>Ctrlr: spdk_nvmf_request_exec(req)
    Ctrlr->>Ctrlr: Classify fabrics/admin/I/O
    Ctrlr->>Bdev: readv/writev blocks ext
    Bdev->>Backing: Async device I/O
    Backing-->>Bdev: Completion
    Bdev-->>Ctrlr: nvmf_bdev_ctrlr_complete_cmd
    Ctrlr-->>Xport: spdk_nvmf_request_complete
    Xport-->>Host: NVMe completion



OEBPS/diagrams/hardware-nvme-queue-machine-diagram-1.mmd
flowchart LR
  app[SPDK caller] --> tracker[Request tracker and CID]
  tracker --> sq[Submission Queue in host memory]
  sq --> db[MMIO SQ tail doorbell]
  db --> ctrlr[NVMe controller]
  ctrlr --> media[SSD media and FTL]
  media --> cq[Completion Queue in host memory]
  cq --> poll[SPDK qpair poller]
  poll --> cb[User completion callback]
  poll --> cqdb[MMIO CQ head doorbell]



OEBPS/diagrams/transport-diskengine-vfio-user-nvme-exposure-diagram-1.mmd
sequenceDiagram
    participant Guest as Guest NVMe driver
    participant VFU as libvfio-user socket/control
    participant T as SPDK vfio-user NVMf transport
    participant NVMf as SPDK NVMf core
    participant Bdev as SPDK bdev

    Guest->>VFU: version, region, IRQ, DMA map messages
    VFU->>T: callbacks expose PCI config/BARs/DMA ranges
    Guest->>Guest: write NVMe SQE into shared SQ memory
    Guest->>T: write SQ tail doorbell or update shadow doorbell
    T->>T: read tail, validate, drain SQEs
    T->>NVMf: spdk_nvmf_request_exec(req)
    NVMf->>Bdev: submit storage I/O
    Bdev-->>NVMf: bdev completion
    NVMf-->>T: transport req_complete callback
    T->>Guest: write CQE, advance CQ tail
    T->>Guest: vfu_irq_trigger() when interrupt is enabled
    Guest->>T: write CQ head doorbell after consuming CQE



OEBPS/diagrams/transport-diskengine-complete-vm-write-to-ssd-walkthrough-diagram-1.mmd
flowchart TB
  guest[VM guest block write] --> qemu[QEMU virtio/vfio device]
  qemu --> export[vhost or vfio-user endpoint]
  export --> raid[RAID bdev on baremetal]
  raid --> nvmeInit[bdev_nvme initiator]
  nvmeInit --> fabric[NVMe-oF fabric]
  fabric --> nvmf[NVMe-oF target on storage node]
  nvmf --> lvol[lvol bdev]
  lvol --> blob[blobstore cluster map]
  blob --> phys[physical NVMe bdev]
  phys --> ssd[NVMe SSD]
  ssd --> phys
  phys --> blob
  blob --> lvol
  lvol --> nvmf
  nvmf --> fabric
  fabric --> nvmeInit
  nvmeInit --> raid
  raid --> export
  export --> qemu
  qemu --> guest



OEBPS/diagrams/runtime-dpdk-eal-and-spdk-env-diagram-1.mmd
flowchart LR
    A["C pointer"] --> B["SPDK DMA allocator"]
    B --> C["DPDK hugepage / memory segment"]
    C --> D["SPDK mem map"]
    D --> E["spdk_vtophys()"]
    E --> F["IOVA / DMA address"]
    F --> G["Device descriptor"]